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ABSTRACT

Distributed real-time applications (RTAs) demand that their communication
networks be robust and deterministic. Two properties identify the network's determin-
ism, which are (1) the stability in terms of end-to-end latency and jitter and (2) the
resilience to failures and security threats. To achieve determinism, the IEEE Time-
Sensitive Networking (TSN) Task Group has amended the standards of IEEE 802.3
Ethernet to support the stringent timing requirements of RTAs. The primary purpose
of this dissertation is to satisfy these two properties in the context of TSN and analyze
the tra c characteristics of one popular RTA application, namely Virtual Reality (VR).

To meet the stability property, we design an incremental performance-aware path selec-
tion and non-time-slotted scheduling framework that uses performance measurements
to route TSN ows while load-balancing both TSN and best-e ort tra ¢ and diversi-
fying the selected paths to avoid creating bottleneck links. Then, the framework uses
non-time-slotted scheduling to nd the appropriate transmission time to avoid queuing
delays (or make them predictable) while enhancing bandwidth utilization compared to
existing time-slotted scheduling solutions. The incremental nature of the framework,
although increasing its exibility by allowing RTAs to join the network while it is in op-
eration, introduces security threats. We identify these threats, evaluate their impacts,
and propose reactive defenses to detect and react to them upon their occurrences. To
better understand future RTAs, we also analyzed the tra ¢ characteristics of the ideal
VR experience, where we used the information of the human vision capabilities to derive
speci c values for the required capacity, latency, and reliability for such an experience.
To evaluate the accuracy of these estimated values, we derived corresponding values
for Quest 2 using its provided speci cations. Then, we conducted realistic VR experi-

ences over an edge-enabled IEEE 802.11ax network to evaluate how far the calculated

Xvili



values were from the measured values. Results showed that the schedulability of bet-
ter load-balanced TSN ows increases by up to 95.08%. Compared with time-slotted
scheduling, non-time-slotted scheduling increases the schedulability of TSN ows by
vefold in some cases. Moreover, non-time-slotted scheduling reduces the number of
guard bands, enhancing link utilization by more than 60%. Furthermore, the reactive
defenses retained TSN's determinism by dropping less than 1% of TSN ows in some
scenarios. Finally, the measured tra c characteristics from the realistic VR experience

over IEEE 802.11ax aligned with their corresponding calculated values.
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Chapter 1
INTRODUCTION

1.1 Overview

With the proliferation of distributed real-time applications (RTAs), such as
cyber-physical systems (CPS), industrial internet of things (110T), and extended real-
ity (XR), the need for robust and deterministic networks that carry their data becomes
critical. Moreover, these networks must be stable (in terms of end-to-end latency and
jitter) and resilient to di erent threats, including malicious attacks or malfunctions.
Failure to achieve these requirements could cause severe damage, costing money and
human lives. To address these issues, proprietary networking solutions, such as Field-
bus (IEC 61158), have been used to transfer tra c of these applications. However,
these proprietary network solutions are too speci c to their intended applications and
cannot be used to transfer real-time tra c of other applications.

At the end of 2012, the Audio Video Bridging (AVB) Task Group of IEEE was
renamed to the Time-Sensitive Networking Task Group (TSN TG) [1]. The primary
goal of TSN TG is to make the widely used IEEE 802.3 Ethernet networks capable of
handling real-time tra ¢ by amending the IEEE 802.1Q standards. These amendments
mainly target network functions at Layer 2, such as time synchronization, forwarding
and gqueueing, packet identi cation, path reservations, and fault tolerance. Since TSN
TG is targeting Layer 2 of the network protocol stack, the Deterministic Networking
(DetNet) Work Group [2] of IETF was formed at the end of 2014 to adapt TSN
standards to work with heterogeneous networks at Layer 3.

In addition to making Ethernet capable of handling real-time tra ¢ of di er-

ent RTAs, TSN allows the coexistence of both time-triggered TSN ows and non-TSN



tra ¢ without losing the guarantee of satisfying the real-time tra ¢ requirements,
which supports the convergence of Operation Technology (OT) and Information Tech-
nology (IT). More details about the di erences between the various tra c types and
the real-time network alternatives are discussed in [3]. Although TSN TG de ned
the appropriate standards to make Ethernet networks deterministic, designing appro-
priate routing and scheduling algorithms is left open. In addition, joint routing and
scheduling are desirable and likely yield a better solution than isolated ones.

In this dissertation, we design a joint incremental path selection and scheduling
framework that load-balances best-e ort and TSN tra c. This framework's incremen-
tal nature increases the network's exibility compared to the static approaches used
in recent work by allowing new TSN devices and ows to join the network while it is
in operation. With this added exibility and the centralized nature of the framework
come security threats that jeopardize the performance of this framework. Therefore,
we identify two security threats that target the centralized incremental schedules and
evaluate their impact. Then, we propose a reactive solution to mitigate the e ects of
these threats. Moreover, the dissertation studies one exemplary RTA of virtual reality
(VR). It analyzes its tra c characteristics from capacity, latency, and reliability using

analytical calculation and realistic experiments.

1.2 Research Motivation, Goals, and Problem Statements
1.2.1 Incremental Path-Selection and Scheduling for Time-Sensitive Net-
works

Although TSN TG has de ned the appropriate standards to make Ethernet
networks deterministic, designing proper routing and scheduling algorithms is an open
problem. Most state-of-the-art e orts address either the scheduling problem, such
as [4], or the routing problem, such as [5]. Among them, the scheduling works assume
a priori knowledge of the routing information, while the routing works assuma priori
knowledge of the ows to be routed. However, it has been shown in [6] that the routing

decision a ects the scheduling performance. Therefore, joint routing and scheduling



become desirable and will most likely yield a better solution than an isolated scheduling
algorithm or a scheduling algorithm with xed (e.g., shortest path) routing, causing
the issue of the bottleneck link.

Moreover, the majority of TSN routing and scheduling approaches are static and
o ine, where route or schedule are computed during the design time and remains static
while the network is in operation, i.e., these approaches assumgriori knowledge of
the route information, the ow information, or both. Although such assumptions
help the proposed approaches yield optimal or near-optimal solutions, they restrict the
exibility of the network. In recent real-time applications, it is also desirable to add
and remove ows and devices while the network is in operation.

To meet the dynamicity requirements of current distributed RTAs, Chapter 2
of the dissertation proposes a framework to route and schedule RTA ows incremen-
tally upon their arrival. The main components of this framework, which represent
the main contributions of Chapter 2 and Chapter 3 include (1) an incremental path
diversi cation (IPD) approach, based on a modi ed version of Yen'k-shortest path
algorithm [7], to selectk diverse, pre-computed paths without a ecting the average
end-to-end latency of thek selected paths. Therefore, this approach avoids the bottle-
neck link issue of Yen's algorithm; (2) an incremental performance-aware path selection
algorithm to select paths while load-balancing both best-e ort and TSN tra c; (3) mul-
tiple incremental non-time-slotted schedules that avoid the wasted bandwidth caused
by time-slotted approaches [8, 9] and mitigate the wasted bandwidth caused by guard
band (GB) mechanism. In addition, Chapter 2 and Chapter 3 thoroughly evaluate the

performance, running time, and scalability of the proposed framework.

1.2.2 Scheduling Threats and Their Defenses in Time-Sensitive Networks

With the added exibility of the centralized incremental end-to-end scheduling
for TSN comes security threats on scheduling that threaten the scheduler's performance
in terms of schedulability and determinism of the TSN network. These threats result

from (1) the incremental nature of the scheduler and hence the dynamic con gurations



of the network and (2) the centralized nature of the control plane, which exposes
the network resources to third-party applications. Moreover, unlikestatic schedulers,
incremental schedulers need to maintain a copy of the transmission schedule to schedule
upcoming TSN ows. Any manipulation of the transmission schedule may pose these
threats.

Chapter 4 (1) identi es two security threats in TSN, namely Denial of Schedul-
ing (DoS) and Blindness of Scheduler (BoS). Moreover, Chapter 4 (2) evaluates each
threat's e ects on multiple state-of-the-art scheduling algorithms in di erent scenarios
under di erent attack strategies, subject to various attack intensities and start times.
The chapter then (3) proposes a reactive solution that helps detect the occurrence of
an attack and then reacts by using multiple collision resolution schemes and selection

criteria to mitigate the e ectiveness of the attack.

1.2.3 Tra c Characteristics of Virtual Reality

Virtual reality (VR), augmented reality (AR), and mixed reality (MR), together
termed extended reality (XR), are examples of popular RTAs. Recently, XR has been
used in multiple aspects of life, such as exercises, social interaction, education, en-
tertainment, and medical and health care. Pleasant immersive XR experiences are
compute-intensive and require much processing power to render high-quality video
frames. Executing such computation locally on the head-mounted display (HMD), al-
though reduces the communication latency, presents two challenges: (1) the limited
processing capability of HMDs throttles the quality of video frames and the overall
user experience, and (2) the required computation power to process the minimum frame
guality makes the size of HMDs relatively large. One way to address these challenges is
to o0 oad the rendering tasks to a server through a network connection. Although this
con guration increases the computation power for VR, it introduces communication
latency, which a ects the overall user experience.

Chapter 5 (1) thoroughly analyzes the tra c characteristics of immersive VR

experiences where VR tasks are o oaded to an edge server. Speci cally, Chapter 5



(2) speci es the typical communication requirements to achieve pleasant VR experi-
ences. These requirements are divided into three categories: the required capacity, the
typical motion-to-photon (MTP) latency, and the required reliability. For each cate-
gory, the chapter also (3) introduces formula(s) to compute the typical value for each
requirement based on a set of parameters discussed. Moreover, the chapter considers
two VR experiences, namely a human eye-like experience and an experience on Meta
Quest 2, and for each experience, it determines the typical values for each category of

communication requirements.

1.2.4 Virtual Reality Experiments and Results over 802.11ax Wi-Fi
Although Chapter 5 thoroughly analyzes the capacity, latency, and reliability
requirements of two VR use cases, many assumptions were made to simplify the com-
putations used to reach these estimations. In reality, VR experiences are more complex
and include several parameters and optimizations that a ect VR tra ¢ requirements.
Therefore, in Chapter 6, we conduct realistic VR experiments using Quest 2, where the
rendering tasks are o oaded to an edge server over an IEEE 802.11ax Wi-Fi network.
Since the majority of recent work uses either proprietary or statically generated
RTA tra c due to the lack of publicly available RTA tra c traces, the primary goal
of Chapter 6 is to (1) obtain tra c traces of a VR application over IEEE 802.11ax
Wi-Fi network, (2) analyze the realistic VR tra c characteristics, and (3) evaluates
the di erence between the analyzed values presented in Chapter 5 and the realistic

values computed from the captured tra c traces.



Chapter 2

INCREMENTAL PATH-SELECTION APPROACH FOR TIME-
SENSITIVE NETWORKS

2.1 Introduction

Real-time communications play a pivotal role in critical domains like Cyber-
Physical Systems (CPS), smart grids, and autonomous cars. These applications operate
under stringent timing requirements, where any failure to meet these demands could
spell disaster resulting in system instability or even endangering lives and nances.
Speci cally, real-time applications (RTAs) necessitate reliable underlying networks with
predictable delay and minimal jitter. Traditionally, proprietary networks like Fieldbus
(IEC 61158) have served as conduits for RTA tra c. However, these solutions are often
tailored to speci c contexts, rendering them unsuitable for transferring tra ¢ across
diverse RTAs.

To address the issue, IEEE renamed the AVB Task Group to form the Time-
Sensitive Network Task Group (TSN TG) [1] at the end of 2012. The primary goal
of TSN TG is to make the widely used IEEE 802.3 Ethernet networks capable of
handling RTA tra c (TSN Tra c) by amending the IEEE 802.1Q standards. These
amendments mainly target layer 2 network functions, such as time synchronization,
forwarding and queueing, packet identi cation, path reservations, and fault tolerance.
TSN standards are thoroughly reviewed in [10, 11, 12, 13, 14, 15, 16, 17]. It is worth
mentioning that since TSN TG is targeting layer 2 of the network protocol stack, the
Deterministic Networking (DetNet) Work Group (WG) [2] from IETF was formed at
the end of 2014. The primary objective of the DetNet WG is to adapt TSN standards

and make them work with heterogeneous networks at layer 3.



In addition to making Ethernet capable of handling real-time tra c of di erent
RTAs, TSN allows the coexistence of both time-triggered ows and non-TSN trac
without compromising real-time guarantees, which facilitates the convergence between
Operation Technology (OT) and Information Technology (IT). In addition, it enables
interoperability between vendors and time-critical applications. The di erences be-
tween the various tra c types and the diverse real-time networks are discussed in [3].

Although TSN TG amended the appropriate standards to make Ethernet net-
works deterministic, designing the routing and scheduling algorithms remains an open
problem. Most state-of-the-art TSN e orts address either the scheduling problem [4]
or the routing problem [5]. The scheduling works assumee priori knowledge of the
routing information, while the routing works assumea priori knowledge of the ows
to be routed. It was shown in [6] that better routing decisions enhance the perfor-
mance and simplify the scheduling function. Therefore, joint routing and scheduling
are desirable and likely yield a better solution than an isolated scheduling algorithm.

[9, 8] solve a joint routing and scheduling problem using the Software-De ned
Networking (SDN) paradigm. However, since they avoid utilizing the Gating with the
Guard Band mechanism introduced in IEEE 802.1Qbv time-aware scheduler [18], the
best-e ort tra c may make the real-time tra ¢ wait at egress ports, which a ects the
latency and jitter. In addition, using large time slots reduces the bandwidth available
for the high-priority streams. Finally, the approaches of [9, 8] do not consider the
variety of ow requirements; instead, they try to bound the end-to-end delay and jitter.
In practice, some time-critical applications have more restrictive delay requirements
than others; therefore, considering the ow requirements in nding feasible schedules
is valuable.

In addition, most TSN routing and scheduling algorithms are static and o ine.
In the static and o ine approaches, the routes and the schedules are computed during
the design time and remain unchanged while the network is in operation, i.e., they
assumea priori knowledge of the route and the ow information. Although such

an assumption helps the proposed algorithms yield optimal or near-optimal solutions



to the problem, it restricts the exibility of the network. In modern RTAs, such as
the Industrial Internet of Things (lloT), adding and removing streams and devices
while the system is operating is desirable. This requirement motivates the design of
incremental techniques which are more exible and dynamic. However, due to the lack
of information, incremental approaches yield suboptimal solutions compared with their
static o ine counterparts. Therefore, there exists a trade-o between optimality and
exibility. Moreover, for o ine solutions, it is acceptable to have a long running time
(up to multiple hours), while for incremental algorithms, the required time to route
and schedule a ow must be in a few seconds.

This chapter proposes an incremental path-selection and scheduling framework
for TSN networks to route and schedule TSN ows incrementally. The proposed frame-
work avoids the aforementioned assumptions and limitations in the previous works.
The main contributions of this chapter include: (1) an incremental path diversi cation
(IPD) approach based on a modi ed version of Yen'K -shortest path algorithm [7] to
select the bestk paths based on dynamically changing link's weight instead of xed
weight. Unlike Yen's K -shortest path algorithm, IPD ensures the diversity of the se-
lected k paths to avoid creating bottlenecks while maintaining a similar running time.
(2) A novel performance-aware path selection approach to select a path that satis es
the latency constraint of the ow while load-balancing both best-e ort (BE) tra ¢ and
TSN ows to avoid the issue of bottleneck link introduced by xed-path approaches,
such as the shortest path approach. (3) Thorough evaluation of the proposed IPD
approach in terms of runtime, end-to-end delay, memory consumption, and link reap-
pearance.

Based on the system con gurations discussed in [19], our system is assumed to
have the con guration of fve.); 8; 1; 7ig initially, which represent a fully scheduled
system (end devices and switches) with eight queues in each egress port. One of the
eight queues is a queue for TSN tra ¢, while the others are for best-e ort tra c. This
con guration changes dynamically when the network operates based on the computed

paths and schedules. Moreover, even though the framework and solutions proposed



in this chapter target TSN networks, they could be adapted easily to other networks,
such as DetNet, as long as they have a centralized con guration system, synchronized
elements, and a mechanism to isolate the di erent types of ows in egress queues.
The chapter proceeds as follows. Section 2.2 reviews related work in TSN,
especially those on scheduling and routing. Section 2.3 describes how a new TSN
connection is handled in the proposed framework and reviews relevant TSN standards.
Then, an overall view of the framework and its motivation is presented in Section 2.4.
Section 2.5 presents the incremental path diversi cation approach and evaluates its
performance. Then, it introduces the incremental performance-aware path selection
algorithm and elaborates its e ectiveness with a use case example. Finally, the chapter

is summarized in Section 2.6.

2.2 Related Work

In the context of TSN and real-time networks, many e orts have been made
to solve the scheduling problem for time-triggered (TT) trac. A valid solution for
the scheduling problem in TSN ensures that no two TSN ows arrive simultaneously
at the same egress port. The scheduling problem for TT tra c has been solved by
formulating the problem as rst-order logic formulas and then solving them using
a satis ability modulo theories (SMT) solver [20, 21, 22]. In [23], they formulate the
scheduling problem of TSN as an Integer Linear Programming (ILP) problem and solve
it using CPLEX, an ILP solver. The authors of [24] formulate the scheduling problem
of PROFINET in terms of Resource-Constrained Project Scheduling with Temporal
Constraints (RCPS/TC). Then, they solve it using di erent approaches, including
optimal, such as ILP, and heuristic algorithms, such as Iterative Resource Scheduling
and Filtered Beam Search. In their e ort to solve the TSN scheduling problem, the
authors of [4] map the No-wait Job-Shop Scheduling Problem (NW-JSP) into the No-
wait Packet Scheduling Problem (NW-PSP). Then, they nd the best sequence of a
given set of ows that yields the minimum makespan of the schedule using a heuristic

algorithm based on tabu search and a time-tabling algorithm based on the earliest-time



principle. In [25], the authors used an optimized hybrid genetic-tabu search to nd
the best ow ordering that yields the best ow span. The previous approaches either
assume goriori knowledge of the routing information or use xed routing algorithms,
such as the shortest path, to focus on solving the scheduling problem. In contrast, the
authors of [5] concentrate on solving the routing and ignore the scheduling problem.
Unlike the scheduling approaches where they avoid the queuing delay using temporal
isolation of TSN tra c, the authors of [5] use spatial isolation, in which TSN ows
are assigned to disjoint paths. Moreover, the authors of [26] propose a path selection
algorithm in the context of SDN to load balance the tra c based on the rule updates
operations of switches.

Since it has been proven in [6] that the routing information a ects the perfor-
mance of the scheduling algorithms, many researchers consider solving the scheduling
problem of TSN tra c as a joint routing and scheduling problem. In [6], they use dif-
ferent ILP-based routing algorithms to route TSN ows, then they schedule the routed
ows using the scheduling algorithm of [4]. Their results show that the performance of
the scheduling algorithm changes when the routing algorithm is changed. Therefore,
recent works use a joint routing and scheduling optimization with a load balance algo-
rithm [27] or take advantage of reinforcement learning (RL) [28, 29] to solve the joint
routing and scheduling problem. Others formulate the joint routing and scheduling
problem as an ILP problem [9, 30, 31, 30], and use ILP solver to solve it. Moreover,
the authors of [32, 33] formulate the problem as rst-order logic formulas and solve
them using Z3, an SMT solver. Although ILP and SMT approaches yield optimal (or
near-optimal) results, their running time is high, especially when the problem size is
enormous. Therefore, heuristics approaches are used in [34, 35, 36, 37] to solve the
routing and scheduling problem in TSN. The authors of [34] integrate a k-shortest
path heuristic algorithm for routing and a greedy adaptive search procedure-based al-
gorithm for scheduling. In [35], the authors use a heuristic list scheduler to schedule the
TSN ows that satisfy the routing constraints based on their priority in terms of the

communication cost of the longest path between the task and its predecessor task to
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consider the inter- ow dependencies in the scheduling decision. Others design a hybrid
genetic algorithm to solve the routing and scheduling problem in TSN [36]. To tackle
the dynamic changes in the communication requirements resulting from VM migra-
tion, a framework that consists of o ine routing (based on minimal distance tree) and
scheduling phase, and an online breadth- rst search rescheduling phase is proposed for
multicast ows in [37].

The aforementioned e orts in this section assume ariori knowledge of the
TSN ows and their requirements. Mostly, the scheduler schedules all the ows based
on this information while the network is not in operation and remains static while
the network is in operation. Therefore, new applications, and hence TSN ows, are
not allowed to join the network while it is running i.e., online. However, in reality,
multiple real-time systems (such as IloT and CPS) prefer a more dynamic network
that allows adding new devices and applications and assumes proori knowledge of
ows' information to increase the exibility of these systems. Thus, new frameworks
have emerged to Il this gap and support incremental routing [38] or scheduling [39,
40, 41]. To achieve better schedulability, incremental joint routing and scheduling
frameworks are proposed for both multicast [42, 43, 44, 45] and unicast [8, 46, 47] TSN
applications. However, due to using ILP [8], CLIP [45], MILP [47], and per- ow online
routing [43, 44, 46], these joint routing and scheduling approaches are expected to have
large run time, especially when the size of the network is large, which jeopardize their
scalability. Therefore, to reduce the run time and make the solution scalable, similar
to our preliminary work in [48], other approaches [49, 50] compute the routing phase
o ine and use an incremental path-selection algorithm to pick the best path for each
new ow out of k pre-computed paths. However, these approaches only ensure BE
tra c load balancing and ignore the TSN tra c load balancing, which signi cantly
impacts the schedulability. Moreover, [49] and [50] neglect the diversity of the pre-
computed paths, which leads to bottlenecks in the network. Therefore, to avoid these
limitations, we extend our previous work [48] to ensure load-balanced TSN tra ¢ and

diversek paths.
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Figure 2.1: The connection setup steps of a new TSN ow from device A to device B.
The gure on the right depicts the main components of a TSN network with a centralized
con guration system, and the steps of setting up a new connection are numbered 1-6. The
left gure shows the internal components of a TSN switch de ned by IEEE 802.1Qbv.

2.3 Review of TSN Connection Work ow

A TSN network consists of multiple components, as shown in the right side of
Fig. 2.1. There are numerous architectures for the con guration agent (CA) based
on IEEE 802.1Qcc [51], and these architectures are discussed in [39]. One of these
architectures is the fully centralized CA architecture, where the User Network Inter-
face (UNI) is between the Centralized User Con guration (CUC) and the Centralized
Network Controller (CNC). This architecture provides CNC with a global view of the
network, which allows the collection of valuable information about the network that
can be used in the routing decision. Moreover, with a fully centralized controller, the
con guration tasks of the network elements become easier. Therefore, in the TSN part
of this dissertation, we used the fully centralized CA architecture. When end device
A in Fig. 2.1 wants to send TSN ows to device B, device A sends a TSN connection
request to CUC using OPC Uni ed Architecture (OPC UA) (D), a machine-to-machine
communication protocol. CUC then converts the TSN connection request into TSN
connection requirements and sends them to CNC through the UX®. CNC uses the
proposed path-selection and scheduling algorithms to nd a path that satis es the con-
nection requirements and an appropriate source transmission time to avoid interference

with other scheduled TSN ows at egress ports' queu&d). If a valid pair of path and
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Figure 2.2: The resulting cyclic schedule from IEEE 802.1Qbv. (A) without the Guard
Band mechanism where best-e ort tra ¢ may intervene with TSN ows. (B) with the
Guard Band mechanism (a Guard Band before every TSN Gate opening event)

source transmission time exist, CNC con gures all the TSN switches in the computed
path according to the calculated schedule using the NETCONF protocol and YANG
data model@. CNC sends the source transmission time to CUC, which forwards it
to the sender(®. Device A starts transmitting the ows to device B through the as-
signed path at the computed transmission timé6. At any time, device A could send
a connection termination request to CUC to cancel the connection and free up the
resources.

Inside each TSN switch, there is an additional part (highlighted with a grey
background), as shown on the left side of Fig. 2.1, that isolates best-e ort tra ¢ from
TSN ows. Based on IEEE 802.1Qbv time-aware shaper (TAS) [18], in front of each
egress port queue, there is a gate that has two states, open and closed, which control
the transmission of that queue. A queue can transmit only if its gate is open, and when
there is more than one queue with an open gate, the one with the highest priority will
transmit. Choosing which ow to transmit in a queue with an open gate is based
on the Transmission Selection Algorithm (TSA). The states of gates are controlled

by a Gate Control List (GCL), that has multiple entries, each of which consists of a
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Figure 2.3: Overall framework: (1) with and (2) without re-routing

Figure 2.4. A scheduling solution for the wasted bandwidth issue caused by Guard Bands
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timestamp and a bit-mask eld. Each bit in the bit-mask eld represents the state of
a corresponding queue gate, where 1 means open and O means closed. For instance, in
Fig. 2.1, at time T3, only the gate of the second queue is open. The length of GCL
equals the base period, which is repeated to result in a cyclic schedule similar to the one
shown in Fig. 2.2(A). It is worth mentioning that an enhancement to IEEE 802.1Qbv
(TAS) is presented in [52] to accommodate the sporadically high-priority emergency
tra ¢ with minimal impact on the scheduled TSN ows.

In Fig. 2.2(A), even though the gating mechanism is used, at cycle 1, a best-
e ort frame starts transmission just before its gate is closed, and it continues transmit-
ting even when the period of TSN ows has started, causing a delay for the scheduled
TSN ows [53]. To avoid this issue, Guard Bands (GBs) are used before each TSN
gate opening event, as shown in Fig. 2.2(B). The length of GBs is equal to the amount
of time required by the switch to transmit an MTU-sized frame fully. For instance, for
a link with a transmission rate of 150 Mbps, the length of GB is equal to 82.24secs.
Although GBs help completely isolate the di erent tra c types, when the last frame
of the best-e ort stream nished transmission just after GB was started, the remaining
time of the GB will not be used, resulting in wasted transmission bandwidth. More
information about the wasted bandwidth issue caused by GB can be found in [54, 55],
where the signi cance of the GB issue has been shown with di erent scenarios. There
is a hardware-based solution to mitigate this issue, in which TSN switches adopt the
frame preemption mechanism detailed in IEEE 802.1Qbu [56]. This mechanism short-
ens the length of GBs to become long enough to transfer the smallest, still valid, frame
in Ethernet. For a link with a transmission rate of 150 Mbps, the length of GBs will be
3.4133 secs. Another way to address the wasted bandwidth issue caused by GBs is to
use the scheduling-based solution, i.e., schedule compression, which was rst proposed
by [4] and then used in [55]. It reduces the number of GBs by shifting the scheduled
ows next to each other to reduce the number of TSN gate-opening events and send as
many TSN ows as possible whenever the gate is open. The resulting schedule will be

similar to the right side of Fig. 2.4 compared to the left side of the same gure. It is
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worth mentioning that IEEE 802.1Qbv needs a packet identi cation mechanism, such
as IEEE 802.1Q VLAN (Virtual LAN) [57], to distinguish between best-e ort tra c
and TSN trac.

In addition to the packet identi cation mechanism, IEEE 802.1Qbv requires
all the network elements time-synchronized, which can be accomplished by protocols
such as IEEE 1588 Precision Time Protocol (PTP) [58], IEEE 802.1AS [59], and IEEE
802.AServ [60]. Using PTP, the Best Master Clock Algorithm (BMCA) is run to nd
the best clock, called the Grand Master Clock (GMC); then, a tree hierarchy forms
from the GMC, as the root, to include all the network elements. Each element in the
hierarchy, except the root and the leaves, contains an upper slave side and a lower
master side, while the GMC has only the master side and the leaves have only the
slave side. The slave side of a network element linked to the master side of its parent
in the tree will exchange four types of messages, as shown in Fig. 2.5. The slave,
then, uses four timestamps related to these messages to sync with its master clock.
These timestamps include the transmission and reception times of the SYNC message,
the reception time of the DELAY REQUEST message, and the reception time of the
DELAY RESPONSE message. In addition to PTP, there are IEEE 802.1AS, which
is a pro le containing all PTP options that work for TSN, such as gPTP, and IEEE
802.1ASrev, a revised version of IEEE 802.1AS, which enhances the accuracy and fault
tolerance of time synchronization by allowing elements to link to multiple master clocks
so that whenever a failure occurs, a fast switchover to the next available master clock
takes place. Research related to time synchronization in SDN has been done, such as

ReversePTP [61] and time4 [62].

2.4 Overall Framework

Many recent works that solve the TSN scheduling problem incrementally assume
a prirori knowledge of static routing information or statically route new TSN ows
over shortest paths. Although such a simpli cation reduces the complexity of these

solutions and helps them to route and schedule the upcoming ows without any prior

16



Figure 2.5: Master-slave mode of IEEE 1588 Precision Time Protocol (PTP)

Figure 2.6: A TSN topology with nine TSN switches, six hosts, and 15 links

knowledge of their ow information, it jeopardizes their performance. Routing ows

through their shortest paths might create bottleneck links, which may prevent future
ows from nding a valid path between their sources and destinations, i.e., a path that
has less than eight hops [8] and is acyclic.

To illustrate this issue, let us consider the TSN topology shown in Fig. 2.6 with
nine TSN switches, six hosts, and 15 links. In addition, let us assume that the schedule
has a base period with three time slotst§1, ts2, ts3) as shown in Fig. 2.7, and there
are four TSN ows to be scheduledf(l, ..., f 4). In this example, following [9] and [8],
the primary objective of the scheduler is to assign any two ows that share a common

link to di erent time slots. Moreover, the rst three TSN ows, f1, f2, and f 3, are
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going to be transmitted from HostsA, B, and C, respectively, to HostE, while f 4 is
going to be transmitted from HostD to Host F. The TSN requests forf 1, f 2, f 3, and
f 4 are going to be sent to CUC by host&\, B, C, and D at times t1, t2, t3, and t4,
respectively. In the topology, there are eight pathspl, p2, ..., and p8, starting from
HostsA, B, and C to Host E, and from HostD to Host F. These paths are as follows:

Al E:

pl:L1;L5/ L9 L14

p2 :L1;L4,L8L1LL14

B! E:

p3:L2;L5L9;L14

p4d:L2;L4,L8L1LL14

C! E:

p5:L3; L5/ L9 L14

p6:L3;L4, L8 L1LL14

D! F:

p7 :L15L12L10,L7;L6;L9;L13

p8 :L15L12L10,L7;L6;L5;L4;L8;,L111L13

Following [8] sincep8 consists of more than seven hops, it is an invalid path,
leaving only seven valid paths. At timetl, a TSN connection request fof 1 is sent
from Host A to CUC, and out of the two pathspl and p2 from Host A to Host E, CNC
choose9l because it has fewer number of links. The transmission bl through pl
will be scheduled to one of the three time slots, sagl. Once a second TSN connection
request is sent from HosB to CUC at time t2, asking for a route and a time slot to
transmit f 2 from Host B to Host E, CNC selects the shortest path between Ho®
and HostE. Out of p3 and p4, p3 will be the selected path, and sincel and p3 have
overlapping links, f 1 and f 2 have to be assigned to di erent time slots. Therefore,
CNC must assignf 2 to one of the remaining time slotsts2 or ts3; let's say f 2 is
assigned tats2. A TSN connection request forf 3 will be sent att3 to CUC, and CNC

routes it through p5 since it is shorter thanp6. Becausepl, p3, and p5 share common
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Figure 2.7. A cyclic schedule with three time slots per base period

links, CNC has to assign them to di erent time slots. Therefore, CNC has to assidgr8
to the only remaining time slot, ts3. Finally, at time t4, a TSN connection request for
f 4 is received by CUC, and as shown above, there is only one valid paifh between
Host E and HostF . However, this path has an overlapping link.9 with the previously
selected pathgl, p3, and p5. Since all time slots are occupied, CNC rejected this TSN
connection request. In this casd, 9 is the bottleneck link.

To address the bottleneck link issue, we propose an incremental path selection
algorithm that leverages speci ¢ network parameters to achieve load balancing for both
TSN and best-e ort tra c. Instead of routing over the shortest paths, our path selec-
tion algorithm considers other factors, including the residual bandwidth of potential
paths and the number of TSN ows scheduled to pass through the path. These con-
siderations are formulated by Eg. 2.5 in Section 2.5 to guide the algorithm to select
paths with higher residual bandwidth, fewer hops, and fewer number of TSN ows. For
instance, to supply TSN ows, selecting paths with fewer TSN ows, even with more
hops, as long as their timing requirements are met, spares paths with higher TSN ows
to avoid bottlenecks, which optimizes the schedulability of TSN ows. Speci cally,
Subsection 2.5.5 demonstrates how this approach mitigates the bottleneck link issue.
Similarly, to accommodate best-e ort tra c, choosing a higher residual bandwidth
path, even with more hops, spares paths with lower bandwidth to avoid congestion.

The work ow of our proposed incremental path-selection and scheduling ap-
proach is depicted in Fig. 2.3. When CNC receives the connection requirements of a
ow from CUC, it uses these requirements to select a set of candidate paths between

the source and the destination that satisfy these requirements from a pre-computed set
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of k paths. If the candidate path set is empty, the setup operation terminates, and the
connection is rejected. Otherwise, CNC uses the current performance measurements to
choose a path that has a higher performance measurements compound value out of the
set of candidate paths.Then, the ow's information and the chosen path will be sent to
the scheduler, which will be presented in Chapter 3. If the scheduler can schedule the
ow, CNC will con gure all the switches in the path and send the transmission time

to the sender. Otherwise, when the scheduler fails to nd an appropriate transmission
time, there are two options. The rst oné is to select the next best path in the set

of candidate paths and try to schedule the ow with the new path. This process will
be repeated until the ow is scheduled, or no additional paths are available. The sec-
ond option is to immediately reject the connection and terminate the process to avoid

wasting time on unnecessary re-routing. We evaluated both options in Subsection 3.2.4

2.5 Performance-aware Path-Selection Algorithm

Using the insights from [63, 64], we propose a performance-aware path selec-
tion algorithm to choose the appropriate path for each TSN ow incrementally. The
algorithm's primary goal is to eliminate the assumptions made in [8] by considering
performance measurements in the routing decision. In addition, each TSN ow (say,
f) has its own end-to-end delay requirement that must be satis ed. The performance
measurements considered in this chapter to nd the appropriate path include end-to-
end delay, residual bandwidth, number of hops between source and destination, and
number of TSN ows. Similarly, other performance measurments could be incorpo-
rated, such as monetary cost in heterogeneous networks (e.g., DetNet) and packet loss
in wireless TSN.

Finding a path that satis es constraints on two or more additive or concave
measurements is NP-complete [64]. Therefore, these measurements must be converted
into a single value to help the algorithm nd the path in polynomial time. We use

Egs. (1)-(4) to compute the aggregated performance measurements, such as residual

L For simplicity, we name this option re-routing.
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bandwidth and end-to-end delay, for each path given the performance values of its
composed links. Each path has four performance measurements: residual bandwidth,
end-to-end delay, number of hops, and number of TSN ows. The aggregated end-
to-end delay is used to nd any candidate paths that satisfy the ow requirements.
The other three values are mapped by the function (to be discussed later) into a
singlevalue between zero and one, and among the candidate paths, the path with the
maximum value will be selected. Maximizing means minimizing the number of hops,
minimizing the number of TSN ows, and maximizing the residual bandwidth. After
that, the ow f and the chosen path will be sent to the scheduler to determine the
transmission time off to ensure that it will not intervene with any existing scheduled
ows. It is worth mentioning that the scheduler will only add the new ow to the

schedule without changing the existing schedule.

2.5.1 Problem Formulation

As mentioned before, the main goal of the joint path selection and scheduling
problem is to incrementally nd the appropriate route for a TSN ow based on the
ow requirements and a set of performance measurements. Therefore, the main com-
ponents of this problem are the network topology, the set of TSN ows, and the set of
performance measurements.

The network topology is modeled by a direct grapi = (V; E), whereV is the
set of nodes anckE is the set of edgesV  (S[ H)andH (TA[ LI), whereS is
the set of TSN switchesH is the set of end devicesT A is the set of talkers, andLl
is the set of listeners.E is a set of tuples representing the links in the network, such
that E f (i;j)ji;j 2 V;i 6 j and there is a link between and jg. Each ow f is
represented as a 3-tuplé  (s;d;fd), wheres 2 TA is the ow source,d 2 LI is the
ow destination, and fd 2 R* is the maximum end-to-end delay insec.

Each link | = (i;j) 2 E is associated with a list of measurements represented
by a 3-tuple (b, Id, t), whereb 2 R* is the residual bandwidth of the link in Mbps,

Id 2 R" is the link delay in sec which includes the processing delay at node the
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transmission delay at node, and the propagation delay of the link(i;j ),t 2 Z* is the
number of TSN ows traversing link (i;j ). Note that Id is bounded [9], and the main
goal of the scheduling problem (to be further discussed in Section 3.1) is to avoid the
gueueing delay or make it predictable. Moreover, these performance measurements are
updated periodically and before and after routing a ow to re ect the up-to-date state

of the network. For example, after routing a ow through a path, thet value of all the
links on that path will be incremented by one.

A path p between two distinct nodes is a nite sequence of nodps < vo;Vvy; iV, >
suchthatvg 2 TA, v, 2 LI,and8i 2 [O;n 1], (vi;Vvi+1) 2 E, wherei 2 Z*. A path
p(i;j ) between nodes andj is valid if it has less than eight hops [8], and is acyclic. We
denote the set of all valid paths between nodesand | as} (i;j ). Each pathp(i;j ) has
its own performance measurementHC, B, D, T) that could be computed from its
component links' performance measurements, wheklC 2 Z* represents the number
of hops betweeri andj if a ow goes through this path, B 2 R™ denotes the residual
bandwidth of the path p(i;j ) in Mbps, D 2 R* is the end-to-end delay ofp(i;j ) in
sec,and T 2 Z* is the number of TSN ows overp(i;j ). Mathematically, Egs. 2.1-
2.4 computeB, D, HC, and T, respectively, from the measurements of the component
links of path p.

The residual bandwidthB of a path p (p:B) is equal to the minimum residual
bandwidth among all ofp's component links, excluding the rst link between the source
and its access switch and the last link between the destination and its access switch.
Since these two links are common to all the candidate paths, they are excluded from

computing p:B. p:B is de ned as follows:

p:B = min!?, 3(vi;vis1 )b (2.1)

The end-to-end delayD of the path p (p:D) is equal to the summation of the
delays of its component links, and is de ned as follows:
N 2
p:D = (vi; Vis1):Id (2.2)

i=0
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The number of hopsHC of path p (p:HC) equals the number of TSN switches

traversed, which is de ned as follows:
pHC = jpg 2 (2.3)

T denotes the maximum number of TSN ows that traverse any component
links of path p (p:T), excluding the rst link between the source and its access switch
and the last link between the destination and its access switch. Since these two links
are common to all the candidate paths, they are excluded from computingT. p:T is
de ned as follows:

p:T = max‘;'i"1 3(vi T Viep )t (2.4)
where (vi; vi+1 ):t denotes the number of TSN ows traversing link(Vv;; Vi+1 ).

For a ow f with sources and destinationd, the delay valueD is used to choose
a set of candidate paths (s;d) that satisfy f's ow requirements out of the set of all
valid paths } (s;d). Then, for each pathpi(s;d) 2 (s;d), wherei 21,2, ;j jg,
the function ( HC;B; T ) maps the other performance measurements to a single value
between zero and one, i.e.,,: ( Z*;R";Z*) ! wvalue 2 [0;1]. Out of the set of
candidate paths (s;d), the path with the highest value is chosen as the route for ow

f. Forapathp(s;d) 2 (s;d), isformulated as follows:
HC min i1, B
HC B max
where: ! 1+ 1 ,+ 13 =1, B is the maximum B among allpi(s;d) 2 (s;d), and

pi(s;d):( HC;B;T)=1, + 1 3F(T) (2.5)

HCpmin is the minimum HC among allpi(s;d) 2 (s;d). The function F(T) is de ned

as follows. 8
27, ifT=0

F(T)=
Cdme T >0

et
where Ty,n is the minimum T among allp;(s;d) 2 (s;d).

In Eq. 2.5, computing the ratio between each performance measurement of
an evaluated path and its best value of all the candidate paths, e.g%, normal-
izes the performance measurement value between zero and one. Normalizing all the

performance measurement values makes them of equal signi cance.
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In general, the primary goal of is to select the route with a higherB, lower
HC, and lower T that satis es the ow requirements. For bandwidth B, choosing a
path with higher B means sparing other paths with loweB to future TSN and best-
e ort ows. Since the gate mechanism prevents best-e ort tra ¢ from transmitting
when a TSN ow arrives, routing many TSN ows through an overloaded link will
decrease the performance of the best-e ort tra ¢, where some of the best-e ort packets
will be delayed or dropped before they are rerouted through another path. Therefore, to
mitigate this issue, a path with a congested link should be avoided whenever possible
to avoid creating a bottleneck link in terms of bandwidth. For hop countHC and
number of TSN ows T, a path with the least possibleHC and T means that the
likelihood of the routed ow f intervening with other TSN ows or best-e ort tra c is
reduced, and hence makes the scheduling task easier to accommodate more TSN ows.

The weights in Eq. 2.5 tune the e ects of these performance measurements to
create di erent path selection strategies. For instance, weights 1, 0, and 0 for the num-
ber of hops, the residual bandwidth, and the number of TSN ows, respectively, select
the shortest path. To respond to network dynamics, these weights can be dynamically
adjusted during network operations to optimize network performance. For instance, a
higher weight for the number of TSN ows aims to load-balance the network in terms
of TSN ows, enhancing their schedulability. Conversely, when the weight of residual
bandwidth is signi cant, it load-balances best-e ort tra ¢, improving its throughput at
the expense of TSN ows' schedulability. Evaluation of these weight values is detailed

in Subsection 3.2.1.

2.5.2 Routing Phase

Overview: The primary purpose of the routing phase is to nd ordered lists
of k shortest paths between source (talkery and destination (listener)d ( ( s;d)) for
all s;d2 H and s 6 d based on their end-to-end delayp. The inputs to the routing
phase are the network topology andt; the outputs are ordered lists ok paths, ( s;d),

for all s;d2 H; wheres 6 d, which are passed to the next (Candidate-Path Selection)
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phase as inputs. Choosing a propds value is a tradeo between the overall running
time and the schedulability of TSN ows. This phase is executed once at the network
setup time.

Yen's K -shortest path algorithm [7] and Eq. 2.2 can be used in this phase to
nd the k-shortest paths incrementally. The worst-case running time complexity of
Yen's K -shortest paths algorithm isO(jSjjLjK jVj®), where S is the set of sendersl.
is the set of listenersK is the number of chosen paths, an¥ is the set of the nodes.
Moreover, multithreading reduce the running time of this phase by making each thread
nd the K paths of a subsetS S. Using Fibonacci heap data structure along with
Dijkstra's shortest path algorithm [65] to implement Yen'sK -shortest path algorithm
reduces the running time to becom@®©(jSjiLjK jVj(jEj + jVjlogjV])), whereS is the
subset of elements handled by each threadl, is the set of listeners,V is the set of
the nodes, andE is the set of links in the network. The running time of this phase
is evaluated in Section 3.2, and it is in the order of seconds for TSN networks with
practical sizes.

Path diversi cation: After a thorough evaluation, we discover that when the size
of the network (i.e., the number of switches) is large and/or its connectivity (i.e., the
number of links between switches) is dense, Yerks-shortest path algorithm imposes

a negative impact on the schedulability of the framework. Speci cally, Yen's algorithm
tends to choose paths sharing common links, which creates bottlenecks. In particular,
when the number of switches in the network and/or the number of links between the
switches is large, the majority of thek shortest paths computed by Yen's algorithm
between a source and destination pair share a common pre x (a sequence of nodes)
up to the last one or two nodes. To address this issue, a new solution, termed path
diversi cation (or PD for short), is proposed to consider both the similarity of the
paths and their end-to-end delay, while selecting paths.

For each source-destination pairg, d), wheres 2 TA; d 2 LI, PD initially
computes all valid paths} (s; d) using a modi ed version of the depth- rst search (DFS)

algorithm, and chooses the path with the lowest delay as the rst path of th& path,
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denoted aspl.,. PD then iteratively (indexed by j) calculates the similarity (&i))
between each of the remaining paths, sgy, with the current best path. Formally, in

iteration j +1, forj =0;1, ;k 1,

&1 (i) = &(1)+ ”f’“\d;”bl‘ 8p 2} (S:nf phesg (2.6)
best

whereé&(i) = 0 is the initial similarity of p;, &(i) is the similarity of p; before selecting
Blee &1 (i) is the similarity of p; after selectingpl.., jpi \ Phes iS the number of
common links betweerp, and pl,.., and jpl,..j is the number of links inpl,...

In iteration j + 1, with Egs. 2.2 and 2.6, PD computes a weighted delay. (i)

for each remaining pathp; as follows:

()= @+ &a(i)) pD; 8p 2} (s;dnfp..g 2.7)

where .1 (i) is the weighted delay ofp; after selecting pLest, &+1 (i) is the degree of
similarity of p; after selectingd'best, and p;:D is the end-to-end delay of;.

After computing the new weighted delay for all the remaining paths, the path

+1

with the lowest weighted delay is chosen as the new best path of thkepaths (pibest :

This process repeats until alk paths are chosen or no more paths are left.

Although PD successfully addresses the bottleneck links problem introduced by
Yen's algorithm by avoiding paths with high similarity to previously chosen paths, its
running time and runtime memory consumption, especially when the network size is
large, is high, which jeopardizes its practicality. As the initial step of PD is based on
a modi ed version of DFS, the worst-case running time to nd a single path for each
source-destination pair §, d) is O(jVj + JE]), whereV and E represent the sets of
nodes and edges in the network, respectively. However, depending on the number of
nodes and edges in the network, (s; d) could be large, and therefore, the worst-case
running time to nd } (s;d) reachO(jVj!) in fully connected networks. Therefore, PD
is impractical and only used as a benchmark for the evaluation.
Incremental path diversi cation: To overcome the limitations of PD, we developed
a new solution termed incremental path diversi cation (or IPD for short). IPD incre-

mentally computes thek paths betweens and d without considering all the valid paths
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} (s;d). Specically, IPD avoids paths with high similarity to previously computed
paths. so as to reduce its running time and memory consumption. IPD is based on a
modi ed version of Yen's algorithm so its running time is similar to Yen's algorithm.
However, due to tracking the weighted delay of the links, the memory consumption of
IPD is expected to be higher than that of Yen's algorithm but less than that of PD.
Since IPD is incremental, there is n@a priori knowledge of all possible paths
between a source-destination pair in advance. Therefore, at each iteration, say
nding the best path dbest based on the weighted delay per path is impossible, so
the weighted delay is calculated per link instead. Mainly, after each iteration of Yen's
algorithm, which resulted in nding pl,., to be added to the list ofk paths, IPD adjusts

the weighted delay of each linkI() in pLest as follow:

#iay () = @+ ) #G5)([): 81 2 Pleg (2.8)

where#, (i) = l;:ld is the delay of the linkl; of path p,..., #¢,(i) is the weighted delay
of I; before selectingd,..,, #+1) (i) is the weighted delay of; after selectingp),., and
is a penalty constant.

The primary goal of is to avoid selecting the same link in the future unless its
delay is remarkably low or there is no alternative link. When the value of is small,
the diversity of paths will be compromised. In contrast, when the value of is large,
IPD selects longer, disjoint paths, leading to higher end-to-end path delays. Therefore,

should be chosen carefully to balance the path diversity and end-to-end delay.

Evaluation of Routing Approaches: We thoroughly evaluated the routing ap-
proaches (Yen's algorithm, PD, and IPD) subject to multiple scenarios and network
topologies, i.e., various network sizes (# of switches), connectivity degrees (# of links
between switches)k values, and number of hosts. Then, we compared the performance
of these approaches based on four metrics: the average maximum number of reappear-
ance of a link in the selectek paths, the average end-to-end delay of the select&d

paths, the average memory usage, and the average running time. For each test case
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(each column in Fig. 2.8), one parameter varies while the others are xed. When xed,
the number of hosts, thek value, the number of switches, and the probability of having

a link between any two switches are set to 30, 100, 20, and 0.4, respectively. To balance
the links' diversity and the paths' disjointness, we set to 0.75. The presented results
are an average of 10 runs.

Fig. 2.8 depicts the evaluation results, where the four gures in each row show
the routing performance regarding one speci ¢ metric when varying the four di er-
ent parameters, and the four gures in each column show the routing performance
regarding the four di erent metrics when varying one speci ¢ parameter. For all the
performance metrics, the lower the value, the better the performance. The benchmark
for the average path delay, memory usage, and running time ( gures in the lower three
rows) is the original Yen's algorithm since it does not provide any path diversi cation.
Moreover, since PD has full knowledge of all the possible paths, which helps choose
more diverse paths without compromising the average path delay, it is used as the
benchmark for the metric of reappearance.

As expected, the running time of both Yen's algorithm and IPD is almost the
same and outperforms PD signi cantly. Speci cally, when the number of switches
or the number of links between switches increases, the running time of PD grows
exponentially and reaches more than 30 days for the worst-case scenario (55 switches),
compared to a couple of minutes when using Yen's algorithm and IPD. Moreover, in
contrast to the PD approach, whose memory consumption grows exponentially with
increasing number of nodes and links, the memory consumption of IPD is comparable
with Yen's algorithm with a couple of megabytes di erences in all cases.

The results of measured path delay (presented in the second row of Fig. 2.8)
evidence that the consideration of path diversi cation by IPD and PD does not in-
cur signi cantly more delay in comparison to Yen's algorithm which always computes
shortest path. Thus, these two path diversi cation approaches mitigate the bottleneck
link issue without compromising the average delay of the selected paths.

Regarding path diversity, the results of measured reappearance of a link in the
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