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ABSTRACT 
 

Deep learning techniques based on optical imagery have demonstrated recent 

success with improving Synthetic Aperture Radar (SAR) image quality compared to 

traditional post-processing techniques. However, the capabilities and limitations of these 

neural network designs, specifically as applied to diverse SAR datasets, is lesser known. 

Furthermore, unlike optical imagery, SAR coherent collection also include phase 

information captured within the complex domain. This additional phase information is 

traditionally disregarded due to is random appearance and the need to fit real-valued neural 

network designs. However, this research demonstrates, that preserving and enhancing this 

phase information through single-channel complex-valued neural network can 

significantly improve SAR image enhancement, target characterization, and Moving 

Target Identification (MTI).  

To improve the dataset diversity and relevance for improved neural network 

training, a new high-resolution Sensor Independent Complex Dataset (SICD) was 

compiled and processed using Capella Spaceôs commercial SAR satellites operating in 

spotlight-mode [1]. Lower resolution training images were obtained through sub-aperture 

captures within the Fourier domain ï creating a diverse and accurate training set with 

multiple lower resolution frequency and angular captures capable of being mapped to a 

single high-resolution complex scene. This sup-aperture sampling, along with pre-
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processing algorithms for reducing dataset noise, was shown to notably improve network 

performance.  

Initial amplitude domain research focused on comparing super-resolution deep 

learning architectures, based on Convolutional Neural Networks (CNNs), Residual 

Networks (ResNets), and Generative Adversarial Networks (GANs). These architectures 

were optimized to support SAR image enhancement using new performance metric 

evaluations, patch-wise statistics, 1D feature extractions, and detailed visual inspection. A 

real-valued Residual Regression CNN (RR-CNN) achieved greater speckle reduction, 

smoothing, and feature contrast, with residual blocks offering improvements for network 

expansion. In comparison, a real-valued Conditional Cycle GAN (CC-GAN), with the key 

addition of L1 loss and cycle-consistency loss, significantly improved scattering point 

separations and reduced ringing artifacts. This research provides direct comparisons for 

neural network designs, loss-functions, and hyperparameter selections, and establishes 

amplitude-domain deep learning recommendations for super-resolving SAR imagery. 

While promising image enhancement improvements for SAR images were achieved 

through these amplitude-domain deep learning techniques, these studies were further 

extended into the complex-domain to fully exploit the additional phase information 

available with SAR coherent collections.  

This phase information was found to provide important insight on scattering 

behavior that can further improve SAR deep learning analysis and automatic feature 

identification, as shown through phase derivative calculations. Novel single-channel 

complex-valued neural networks (CVNNs) were designed and optimized to preserve and 
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enhance SAR phase characterization. These evaluations focused on extending the 

amplitude-domain CNNs, ResNets, and GANs into the complex-domain to support 

complex-valued regression outputs, convolutions, weights, normalization layers, and 

activation functions. Loss functions for complex-valued inputs were also evaluated for 

phase preservation. The optimized CVNNs were directly compared to the similar Real-

Valued Neural Networks (RVNNs), with the CVNNs achieving greater speckle reduction 

and higher peak signal strengths. This resulted from a reduction in phase interference 

effects, as the CVNNs learned the structured phase response shared between the low-

resolution and high-resolution captures, effectively reducing the random background 

interference. This was further demonstrated through improved phase derivative 

separations, in which the target feature phase sensitivity even surpassed the original high-

resolution captures. These learnings provide a new complex-valued approach for super-

resolving SAR imagery and improving target phase characterization. 

To further explore this, CVNNs were compared to RVNNs for moving target 

characterization and identification within high clutter scenes. SAR coherent collections 

traditionally focus on stationary artifacts, resulting in the distortion of non-stationary 

processes and limit ing the identification of moving targets within background clutter. To 

provide automated MTI for traditional single-channel SAR collection modes, a new CVNN 

was developed that improves detections within high clutter environments. To support this 

analysis, a new labeled complex-valued dataset was created using synthetically injected 

moving targets within the Compensated Phase History Data, allowing for various target-

to-clutter signatures, target headings, and target speeds. Additionally, CVNN comparisons 
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were provided for both the complex spatial and Fourier domains. Phase derivative analysis 

visualized the enhanced moving target characterizations achievable within the complex 

domain, while CVNN MTI analysis quantified these results, achieving a target detection 

accuracy of 81.4%, compared to 77.0% for a similar RVNN. Furthermore, for the 

lowermost 10% of target-to-clutter signatures, the CVNN correctly classified 57.7% more 

targets compared to the RVNN. The CVNN also detected 10.1% more targets with speeds 

exceeding 20 knots and 11.1% more targets with predominately cross-range velocities. 

These results highlight the ability for CVNNs to also improve MTI sensitivities beyond 

those achievable in only the amplitude domain. The results from this research establish 

neural network processing recommendations, as extended into the complex-domain, for 

improving the information extraction from SAR collections.  
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Chapter 1  
INTRODUCTION  

 

This introductory chapter highlights the motivation for this research and the original 

contributions established. An outline for the dissertation structure is also provided. 

 

1.1 Motivation  

Synthetic Aperture Radar (SAR) is a technique that produces images from 

microwaves coherently illuminating a target scene. SAR images are captured onboard 

aircraft or spacecraft, as microwave pulses are transmitted from the moving platform and 

the scattering return energy is coherently received, demodulated, and processed to generate 

a 2D or 3D rendition of the scene. Improving SAR image quality is critical for both civilian 

and military remote sensing applications due to its penetration capability and its all-weather 

day/night capability. Common civilian applications of SAR focus on monitoring 

environmental conditions (i.e. topography, oceanography, glaciology, and geology), urban 

development, maritime surveillance, and disaster response, while military applications 

focus on intelligence, surveillance, and reconnaissance (ISR) missions, supporting both 

strategic and tactical objectives. 

Spotlight-mode SAR resolution, as further explained in Chapter 2, is improved by 

slewing the radar to illuminate the same ground patch. This resolution is primarily limited 

by the transmitted bandwidth in the range direction (transmitting direction) and by the 
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angular coverage extent and transmitted frequency in the cross-range direction (moving 

platform direction) [2]. The transmitted bandwidth typically results in the greatest 

collection restraint, as antenna limitations can make bandwidth expansion infeasible. 

Additionally, increasing the angular coverage requires longer, costlier capture times. For 

example, in spotlight-mode operations, achieving this angular coverage can reduce the 

number of collection patches attainable. While recent technology and antenna 

advancements have improved SAR collection resolutions, additional research is needed to 

further improve post-processing methods in support of greater information extraction for 

these resolution levels.   

The resolution of SAR imagery also directly influences the speckle effects 

observed. Speckle effects are non-literal high/low returns resulting from the scattering 

interference effects within a resolution cell, as further described in Chapter 2. The presence 

of speckle within SAR imagery can significantly degrade the image quality, including 

potential target characterization and identification. While post-processing methods to 

refine speckle have been successfully proposed, such as compressed sensing algorithms 

and filtering techniques, these methods often result in a corresponding loss in scattering 

resolution.    

Deep learning methods have more recently been explored to address these 

challenges. However, these methods have traditionally focused on processing only the 

magnitude imagery, with training sets often derived through amplitude-image processing 

and synthetic optical image degradation techniques. These degradation techniques can 

often include optical image compression and additive noise applications. This limits the 
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ability of these networks to successfully and realistically address both resolution and 

speckle concerns, as it disregards the inherent relationship between the resolution cell size 

and the resulting scattering interactions. Additionally, these methods often ignore the phase 

information available or incorporate this phase information as a separate channel within 

Real-Valued Neural Networks (RVNNs), failing to retain the complex relationship 

between the return scattering amplitude and phase.  

Instead, modifying neural network architectures to support the propagation of 

single channel complex-numbers offers a means to preserve both the amplitude and phase 

responses throughout network training and application. However, the design and 

optimization of Complex-Valued Neural Networks (CVNNs) for improving SAR image 

processing, preserving phase information, and improve moving target identification 

remains largely unexplored. Therefore, this research focuses on the original contributions 

summarized in the following section. 

 

1.2 Original Contributions from this Work  

This research presents original contributions for improving the information 

extraction from SAR coherent collections, as related to image quality, target 

characterization, and moving target identification. The learnings from this research can 

directly benefit SAR post-processing methods, while minimizing physical collection 

requirements and antenna requirements. Furthermore, the complex-valued neural networks 

research and methodology, as described in Chapter 5, can also benefit other applications 
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with extensions into the complex-domain, such as wave function representations within 

thermodynamics or quantum mechanics.  The specific contributions are as listed: 

 

¶ New complex-domain SAR sub-aperture data generation, augmentation, and 

screening methods for improved SAR deep learning performance and 

generalization capabilities. 

 

¶ New metrics and methods for characterizing and comparing SAR-specific 

imagery products due to optical image metric limitations. These new methods 

include statistical metrics for capturing speckle and feature trends, phase 

responses, and 1D feature extractions for improved visualization. 

 

¶ SAR amplitude-domain image enhancement comparisons between 

Convolutional Neural Network (CNN), Residual Network (ResNet), and 

Generative Adversarial Network (GAN) architectures with similar network 

complexities. This established the benefits and limitations of the different 

network designs as applied specifically towards SAR image enhancement. 

 

¶ Improved SAR image quality as viewed in the amplitude domain through the 

incorporation of phase information within single-channel CVNNs, resulting in 

improved speckle reduction, scattering refinement, and signal-to-noise ratios 

compared to traditional RVNNs. 
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¶ Enhanced SAR deterministic phase responses using CVNNs, such that target 

phase sensitivities exceed that of even the high-resolution training data, as 

demonstrated via phase derivative calculations and statistical assessments. 

These findings can improve man-made object edge detection methods for 

automatic target recognition.  

 

¶ CVNN and RVNN performance comparisons for CNN, ResNet, and GAN 

architectures, while comparing and evaluating complex-valued architecture 

modifications, as applied to a unique feature-diverse high-resolution complex-

valued SAR dataset. 

 

¶ Moving target characterization and phase derivative analysis through CVNNs, 

as designed for image and phase enhancement.  

 

¶ Improved MTI performance for CVNNs, as compared to similar RVNNs, and 

as enabled through the creation of a new SAR complex-valued moving target 

dataset, synthetically generated based on traditional SAR collection and 

processing modes. 
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¶ Comparison for CVNN and RVNN MTI performance against different target 

characterizations, including various moving target signature-to-clutter (SCR) 

levels, speeds, and headings. 

 

 

¶ Evaluation of MTI CVNN capabilities within the Phase History Data, 

considering both spatial and Fourier information fusing. 

 

These contributions resulted in the following submitted publications: 

 

¶ Rachel Viger, Mark Mirotznik, and Samuel Lambrakos. ñNeural Network 

Evaluations for Improving Synthetic Aperture Radar Image Enhancement.ò 

Published as a Technical Report on Defense Technical Information Center. 

November 2024. 

 

¶ Rachel Viger, Mark Mirotznik, and Samuel Lambrakos. ñImproved Deep 

Learning Dataset Generation and Processing for Synthetic Aperture Radar 

Image Enhancement.ò SPIE Defense + Commercial Sensing Proceedings 

Paper. To be presented 13-17 April 2025. 

 

¶ Rachel Viger, Mark Mirotznik, and Samuel Lambrakos. ñSynthetic Aperture 

Radar Image Enhancement and Phase Characterization using Complex Valued 
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Neural Networks.ò Submitted for publication in the Journal of Applied Remote 

Sensing Nov 2024. 

 

¶ Rachel Viger, Mark Mirotznik, and Samuel Lambrakos. ñComplex Valued 

Neural Networks for Synthetic Aperture Radar Moving Target Identification 

within High Clutter Scenes.ò Submitted for publication in the Journal of 

Applied Remote Sensing Mar 2025. 

 

1.3 Outline 

Following this introductory chapter, Chapter 2 provides additional background 

information on SAR processing, focusing on Spotlight-mode collections. This includes the 

processing steps for SAR image generation and the transformation of the Compensated 

Phase History Data (CPHD) into the final complex reflectivity of the scene. Understanding 

this process provides the fundamental background for the data generation methodology 

proposed in Chapter 3, which exploits the CPHD data for creating accurate low-resolution 

SAR captures though sub-aperture Fourier processing. Within Chapter 4, the unique 

complex-valued SAR dataset generated in Chapter 3 is evaluated through the development 

and comparison of various RVNN architectures, with performance metrics specifically 

established for assessing SAR image quality.  

Chapter 5 extends this neural network development into the complex-domain to 

support single-channel complex-valued inputs, convolutions, activation functions, 

normalization layers, and loss function inputs. Additionally, Chapter 5 evaluates the phase 
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information available within these complex-valued SAR collections and the ability for the 

CVNNs to enhance it. Direct comparisons demonstrate the benefit of CVNNs vs. RVNNs 

for image enhancement and target characterization. Chapter 6 applies these CVNN and 

phase derivative learnings to improve the characterization of moving targets within 

traditional SAR collections. The CVNN developed is shown to improve the detection of 

moving targets within high clutter scenes relative to a similar RVNN. CVNN comparisons 

between the complex spatial and Fourier domains are also included. The final chapter, 

Chapter 7, provides a summary of the research performed and the key conclusions, as well 

as recommendations for future research efforts.  
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Figure 1-1: Example SAR image of Petroleum, Oil, and Lubricant (POL) tanks from 

Capella Space Open Data [1]. 
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Chapter 2  
SYNTHETIC APERTURE RADAR CONSIDERATIONS  

 

2.1 Spotlight-Mode Synthetic Aperture Radar 

For SAR collections, microwave pulses are transmitted from a moving platform 

and the scattered return energy is coherently received, demodulated, and processed to 

generate an image with pixel magnitudes representing the electromagnetic reflectivity 

within the scene. The movement of the platform, and in-turn the radar, allows the antenna 

illumination to mimic a larger physical antenna. Typical illumination methods include 

stripmap, spotlight, and scan modes. In stripmap collections, the radar operates at a fixed 

angle as the platform moves, allowing for large geospatial coverage. Scan mode increases 

this swath width coverage by periodically scanning back and forth across the scene.  In 

comparison, for spotlight-mode collections, the radar is slewed to constantly illuminate the 

same ground patch. Spotlight-mode collections offer the highest resolution coverage, due 

to their longer synthetic aperture. As result, spotlight-mode collections drive the 

requirements for improving SAR information extraction beyond existing collection 

options. Therefore, this research focuses on recent high-resolution spotlight-mode SAR 

collections, in order to develop improved post-processing methods for addressing current 

collection limitations.   

In spotlight-mode SAR, the range direction relates to the transmitting direction of 

the radar, which can also be referred to as the fast-time direction. The azimuth, or cross-
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range, direction relates to the direction of the moving platform, and is also referred to as 

the slow-time direction.  A diagram depicting these directions is shown in Figure 2-1. 

 

                    
Figure 2-1:  Example geometry for SAR spotlight-mode data collection [3]. 

 

The range resolution is primarily dependent on the transmitted bandwidth, since wide 

bandwidths can be compressed over time to simulate a shorter pulse for improved object 

separations, while allowing for a greater signal return. The azimuth resolution depends on 

the synthetic apertureôs representative beamwidth, with longer angular collection extents 

and higher center frequencies providing improved azimuth resolution. The range 

resolution, ”, and azimuth resolution, ”, are approximately represented in Equation 2.1 

and Equation 2.2, where ὄ represents the collection bandwidth, ὧ is the speed of light, ‗ 

is the center wavelength, and ῳ— is the azimuth collection extent, which is the angle 

subtended by the synthetic aperture length from the ground patch center [2].  

 

”                                                                   (2.1) 
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”                                                                   (2.2) 

 

Of note, the resolution is largely independent of the collection range, which instead 

influences the power levels received relative to the senor sensitivity.  

 

2.2 Processing Steps 

Spotlight-mode SAR image generation involves several processing steps, in order 

to generate the final rendition of the sceneôs complex reflectivity. These steps are 

summarized in the example process flow diagram shown in Figure 2-2 and are described 

in more detail below. This research focuses on the methodology for generating SAR images 

through the Polar Formatting method, compared to the back-projection method. The polar 

formatting representation of SAR image processing, which follows tomographic 

approaches, allows for an improved understanding of how the process impacts image 

resolution and coverage [3]. This is critical for understanding the data generation method 

defined in Chapter 3, which leverages these relationships to generate accurate training 

samples at various resolution levels.  
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Figure 2-2: Spotlight-mode SAR example image generation process for receiving return 

signals, processing phase history data, and generating final SAR image with the sceneôs 

complex reflectivity (order may change depending on processing needs). 

 

SAR collections transmit Linear Frequency Modulated (LFM) chirps in order to 

achieve the same effective bandwidth as shorter pulses, allowing for greater energy 

responses. An example of a transmitted pulse is provided in Equation 2.3, where ίὸ 

represents the transmitted waveform, ‫  is the center angular frequency, ‌ is the chirp rate, 

and † is the chirp duration. An example LFM chirp is also shown in Figure 2-3. 

 

ίὸ ὙὩ Ὡ ȟ     
†ὧ

ς
ὸ 

†ὧ

ς
                                        (2.3) 
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Figure 2-3: LFM Chirp with image (a) showing frequency change over time and image 

(b) showing the amplitude response over time as the frequency increases.  

 

The return signal received from this LFM chirp is a superposition of the scattering 

returns across the ground patch, as shown in Equation 2.4, where ὶὸ is the combined 

receive signal for a chirp, ὃ is the signal attenuation, and Ὣό is the complex ground 

reflectivity [2]. The exponential term represents the LFM chirp with a two-way return 

delay, where ό is the range direction coordinate, † is the round-trip time to the center of 

the ground patch, and ὸ is the collection time. The range limits for the ground patch are 

defined by όρ  and όρ. 

 

ὶὸ ὃϽὙὩ᷿ ὫόὩ Ὠό      (2.4) 

 

Pulse compression then combines quadrature demodulation and low pass filtering to 

compress the range resolution. The quadrature demodulation mixes the returned signal with 

† delayed in-phase and quadrature versions of the transmitted FM chirp to get phase 
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information. The mixing functions for the in-phase and quadrature components are shown 

in Equations 2.5 and 2.6, respectively [2]. 

 

ὧ ÃÏÓ ‫ ὸ † ‌ὸ †                                    (2.5) 

ὧ ÓÉÎ ‫ ὸ † ‌ὸ †                                  (2.6) 

 

Mixing (multiplying) these functions with the Equation 2.4 and applying the trigonometric 

identities shown in Equations 2.7 and 2.8, 

 

ÃÏÓ‌ÃÏÓ‍ ÃÏÓ‌ ‍ ÃÏÓ‌ ‍                              (2.7) 

ÓÉÎ‌ÃÏÓ‍  ÓÉÎ‌ ‍ ÓÉÎ‌ ‍                              (2.8) 

 

results in the quadrature demodulate return signal, ὶὸ, in the complex-domain, as shown 

in Equation 2.9 [2]. The angle notation, —, denotes the azimuth collection point. 

 

ὶὸ
ὃ

ς
Ͻ ὫόὩ Ὠό 

Ͻ᷿ ὫόὩ Ὠό                                 (2.9) 

 

Low pass filtering is then performed to remove the portion at twice the carrier 

frequency, in order to retain only the baseband signal. The result is shown in Equation 2.10. 
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ὶ ὸ Ͻ᷿ ὫόὩ Ὠό                          (2.10) 

 

Additionally, the quadratic phase skew shown Equation 2.11, 

 

‌† ό  ‌ ,                                                    (2.11) 

 

can be ignored, when the scene size and chirp rate are sufficiently low, such that 

 

Ḻ  ,                                  (2.12) 

 

where ὒ spans the range distance between the patch center and όρ. This results in the 

complex return signal represented by Equation 2.13 [3]. 

 

ὶὸ Ͻ᷿ ὫόὩ Ὠό                          (2.13) 

 

These pulse-compressed and processed return samples can be represented as the Fourier 

transform of the projection ὴ ό, where ὴ ό represents a line integral of scattering 

reflectivity Ὣό across patch extent in the azimuth direction for a single collection return. 

 

ὶ ὸ Ͻὖ ‫ ς‌ὸ † .                               (2.14) 
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In this case, ὖ represents the Fourier transform of the projection at angle —. Therefore, as 

Munson established in [3], spotlight-mode collections can be represented as a tomographic 

reconstruction problem, following the projection slice theorem, where the 2D inverse 

Fourier transform in the Fourier domain reconstructs the 2D SAR image, as defined in 

Equation 2.15. Following the linear trace method, the 1D line segments from Equation 2.14 

form a 2D Fourier domain collection surface, as shown in Figure 2-4. Note that the angular 

orientations are equivalent between the physical space and spatial frequency space. 

 

Figure 2-4: Fourier phase history region of support for spotlight-mode SAR collections [2]. 

 

As a result, the Fourier phase history region of support represents a Fourier 

collection of the sceneôs complex reflectivity. Therefore, the dimensions for this region of 
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support are inversely proportional to the spatial resolution, as the Fourier Transform 

modulates reflectivity magnitudes over the entire spatial frequency plane. This is a key 

characteristic that will be leveraged in Chapter 3 for generating accurate lower resolution 

versions for the same collection scenes, in a process referred to as sub-aperture sampling.  

Prior to applying Fourier Transforms, non-planar collections (non-straight path) 

require phase history compensation (out of plan correction) to project the phase history 

data into the desired processing plane. Additionally, motion compensation and phase 

corrections are performed such that the phase at the patch center is constant over the 

collection. The sensorôs movement can also cause range skew due to the changing slant 

ranges causing a curved phase pattern. This is represented by the quadratic phase variation 

described in Equation 2.11. This distortion can be corrected by applying a multiplicative 

factor in the frequency domain [3]. 

In order to apply the Fast-Fourier Transforms (FFTs) for generating the complex 

magnitudes representing the electromagnetic reflectivity within the scene, polar formatting 

must be performed to interpolate the polar raster into a Cartesian raster. An FFT requires 

uniformly sampled data on a rectangular grid, so the Fourier collection surface must be 

interpolated from its native polar orientation. This requires an interpolation filter with a 

large stopband attenuation to minimize aliased energy (beyond the patch) and a flat pass-

band to maintain spatial uniformity in image brightness [2]. The number of samples on the 

resulting rectangular grid (relative to original polar plot) is proportional to the image 

coverage. The polar formatting methods allows for more efficient image formation 

compared to the back-projection method, which reconstructs the scene combining the 
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projected return echoes within each resolution cell [4]. Furthermore, the polar formatting 

process provides a fundamental understanding of sub-aperture sampling within the Fourier 

domain.  

Once the phase history data is interpolated to the rectangular grid, it can be sampled 

for FFT processing. 1D Inverse FFTs (IFFTs) are performed in the range direction and the 

azimuth direction to calculate the range and azimuth compressed data. These calculations 

are provided by Equations 2.15 and 2.16, where ὶȟ represents the rectangular samples 

within the 2D phase history data and Ὧ, ά represent the rectangular ὼȟώ coordinates 

spanning a total of ὔ  and ὔ  points, respectively [2]. The range compressed data, Ὣ , is 

compressed in azimuth to provide a representation of the sceneôs complex reflectivity, 

Ὣὼȟώ. 

 

Ὣ ά  В ὶȟ ὯȟάὩ
Ⱦ                               (2.15) 

Ὣὼȟώ  В Ὣ άὩ Ⱦ                                 (2.16) 

 

Additional autofocusing methods are typically applied through post-processing 

techniques, since the round-trip propagation time to the center of the ground path is known 

only imperfectly and demodulation errors can result from independent error sources, such 

as internal measurement unit drift and atmospheric turbulence. This automatic phase error 

correction is usually implemented via a maximum likelihood estimation of the phase error 

and can help to further improve the image quality [2]. 
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2.3 Speckle Effects 

When considering SAR image quality, a key consideration are the speckle effects, 

which directly relate to the spatial resolution size. Speckle effects result from the 

interaction of multiple scatterers within a resolution cell, such that the scatterers coherently 

combine to form the resulting return signal. The complex summation of the interacting 

scatterers for an example resolution cell is provided in Equation 2.17, where ί represents 

the resulting complex reflectivity for the cell, ὃ is the signal amplitude in range, ‗ is the 

transmitted wavelength, ‰ is range phase front, and ‰ and ὥ are the phase and amplitude 

contributions from each scatterer, Ὧ, within the resolution cell [5].  

 

ί ὃϽὩ В ὥὩ                                      (2.17) 

 

This causes constructive or destructive interreference, resulting in non-literal high/low 

returns. This grainy speckle behavior greatly impacts the quality of SAR images and can 

limit the information retrieval possible. An example of a 1D destructive interference is 

shown in Figure 2-5. 
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Figure 2-5: 1D example of destructive interference within a SAR resolution cell [3]. 

 

Traditional speckle mitigation methods focus on multi-look processing and filtering 

methods. With multi-look processing, multiple images of the same scene are used to 

incoherently minimize the speckle, in a process known as interferometry.  Interferometry 

allows for the cancellation of phase contributions that cannot be directly determined 

through a single image. However, interferometry either requires multiple antennas, 

multiple passes, or a division in the main radar beam or Fourier aperture. Splitting the main 

radar beam into several narrower sub-beams or splitting the Fourier collection surface, as 

defined in the previous section, results in a reduction in image resolution. Similarly, 

filtering techniques applied to the spatial or frequency domains, while reducing speckle 

noise, also cause reduced image resolution and blurring [6] [5] [7].  

More recently deep learning techniques have looked at reducing speckle within 

SAR imagery [8] [7] [9]. However, these evaluations are often performed only in the 
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amplitude domain, utilizing inaccurate optical image degradation algorithms and failing to 

exploit the fundamental relationship between the image resolution and the resulting speckle 

levels. Neural networks trained to remove synthetic speckle artifacts in the amplitude 

domain, are likely to also cause image blurring. However, neural networks trained through 

diverse sub-aperture sampling can offer neural network training that can improve SAR 

image resolution, while simultaneously reducing speckle. This important dataset 

generation approach is further explained in Chapter 3.  
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Chapter 3  
DEEP LEARNING DATASET GENERATION FOR IMAGE ENHANCEMENT 

AND PHASE CHARACTERIZATION  

 

Synthetic Aperture Radar (SAR) imagery has greatly benefited from the deep 

learning techniques established for optical imagery; however, these techniques often do 

not fully leverage the unique information available within SAR coherent collections. SAR 

super-resolving datasets and noise reduction datasets typically follow traditional optical 

imagery techniques and data generation methods, including amplitude domain down-

sampling methods and single low-resolution to high-resolution mappings. In this research, 

an improved deep learning SAR dataset generation method is proposed that further 

leverages the complex-valued phase history data within the Fourier domain. This method 

involves reducing SAR collections into smaller patch sizes that are then screened for 

quality scattering content, reducing the noise digression of the dataset, and improving 

training speeds. Within the Fourier domain, these complex-valued patches are then 

processed via sub-aperture selections, generating several truthful and different low-

resolution mappings for each single high-resolution image. This improves neural network 

learning by accurately mapping several different bandwidth coverages and angular 

collection extents to each high-resolution collection.  

The resulting diverse training dataset was shown to notably improve the deep 

learning performance for a representative Generative Adversarial Network (GAN) trained 
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to improve SAR image quality and speckle reduction. Additional image quality metrics 

were also proposed for characterizing and comparing SAR-specific imagery products due 

to optical image metric limitations. These new methods include statistical metrics for 

capturing speckle and feature trends and 1D feature extractions for improved visualization. 

 

3.1 Existing Dataset Limitations 

Spotlight-mode SAR resolution is primarily limited by the range resolution in the 

direction of transmission, which is dependent on the available bandwidth. Due to antenna 

and platform limitations, greater bandwidths are often infeasible. The resolution achievable 

also directly influences the speckle effects observed, as the interaction of multiple 

scatterers within a resolution cell results in constructive or destructive interference, causing 

non-literal high/low returns. Resolution limitations, and the resulting speckle noise, greatly 

impact the visual quality of SAR images and can limit the information retrieval from SAR 

imagery, including the accuracy of visual analysis, target classification, change detection, 

interferometry, and image segmentation processes.  

Traditional methods for reducing SAR speckle include various window filtering 

techniques and multi-look processing, in-which the collection or radar beam is divided to 

produce multiple images of the same scene, and various filtering techniques. These 

methods can help to smooth speckle noise; however, they also result in reduced image 

resolution and blurring. With the growth of deep learning, neural network advancements 

have provided promising results for improving SAR image quality and reducing speckle 

noise. These methods include various Convolutional Neural Network (CNN) designs, 
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residual blocks, diffusion models, and Generative Adversarial Networks (GANs). For 

example, researchers have proposed new SAR denoising diffusion models [8], conditional 

diffusion models [7], and residual attention networks [9], all of which show promising 

results for improving the balance between speckle noise reduction and scattering 

preservation. However, these proposed neural network advancements are still limited by 

the dataset limitations employed for their development [7]. 

The majority of SAR deep learning speckle analyses follow optical imagery 

manipulation techniques for generating the noisy and clean training data. This includes 

adding Gaussian noise for synthetic speckle into the amplitude image or using greyscale 

optical imagery to emulate the clean SAR data. These images include optical inaccuracies 

that fail to preserve the true nature of SAR coherent collections, including the relationship 

between spatial resolution and speckle effects and the existence of non-literal observations, 

such as layover, shadow, and ringing artifacts.  Due to the lack of noisy-clean SAR image 

datasets, recent efforts have also proposed methods for training with noisy-noisy SAR 

image pairs with limited success [8] [7], highlighting the need for improved dataset 

generation methods. Distributed SAR datasets are also often focused on target 

classification and can be limited in their feature variability, spatial resolution, and quantity. 

As SAR spatial resolutions continue to improve, new neural network advancements should 

explicitly leverage these collections to capture and train on the specific scattering 

characteristics attainable through smaller resolution cell sizes. 

This research proposes an improved methodology for creating diverse high-

resolution SAR-specific training datasets for speckle reduction that can improve the SAR 
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deep learning performance and generalization capabilities. This automated dataset creation 

method generates multi-look sub-aperture image variations for each high-resolution image 

within the Fourier domain, with these images representing the actual SAR images feasible 

with different bandwidth and azimuth collection extents. Furthermore, these images 

undergo additional screening, such that the training chips selected maximize training 

speeds and generalization capabilities. These methods are further described in the Dataset 

Generation and Pre-Processing section. 

The performance improvements gained using this dataset creation method were 

demonstrated using a notional GAN for image enhancement and speckle reduction, and 

highlight the importance of also advancing SAR training datasets to fully exploit the 

advances attainable with novel neural network designs. SAR performance metric 

limitations were also observed due to distinct differences between optical imagery and 

SAR imagery. As a result, new image quality metrics were proposed for characterizing and 

comparing SAR-specific imagery products, and the observed scattering behavior. These 

new methods include statistical metrics for capturing speckle and feature trends and 1D 

feature extractions for improved visualization.   

 

3.2 Dataset Generation and Pre-Processing Steps 

To ensure diverse applicability and high-resolution coverage, the new dataset was 

compiled using Capella Space Open Data spotlight-mode SAR collections [1]. These 

commercial satellite Sensor-Independent Complex Data (SICD) collections provide high-

resolution SAR imagery, with spatial resolutions reaching 0.3 m. The processing of the 
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SICD binary files was performed using modified techniques established within the 

National Geospatial-Intelligence Agencyôs publicly-released MATLAB SAR Toolbox, 

ensuring alignment with industry standards [10]. The expansive high-resolution complex 

collection scenes were reduced into more than 142,000 200x200 matrices for SAR data-

chip creation, with 80% selected for neural network training, 10% for validation, and 10% 

for final testing. 

Each chip was evaluated and selected using the Perception-based Image Quality 

Evaluator (PIQE) index, as applied to the amplitude image, to determine its initial inclusion 

in the training dataset. The PIQE calculates a no-reference image quality score using block-

wise distortion estimation, with lower numbers indicating better image quality [12]. To 

calculate this metric, a mean subtracted contrast normalization is performed on the image, 

as shown in Equation 3.1: 

 

ὍὭȟὮ
ȟ  ȟ

ȟ
,                              (3.1) 

 

where ὭȟὮ represent spatial indices within the image height and width, respectively, and ὅ 

is constant and set to the value 1 to prevent instability. The mean, ‘, and standard deviation, 

„, are calculated from the circularly symmetric Gaussian weighting function shown in 

Equations 3.2 and 3.3, with the weighting function, ύ, sampled out to 3 standard deviations 

(ὑ ὒ σ). 

 

‘ὭȟὮ  В В ύȟὍȟὭȟὮ                  (3.2) 
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„ὭȟὮ  В В ύȟ ὍȟὭȟὮ ‘ὭȟὮ                  (3.3) 

 

This new image mapping is then segmented into non-overlapping blocks, where the 

variance of the samples within each block is calculated. If the variance exceeds the selected 

threshold, the block is classified as spatially active. The total number of spatially active 

blocks is then proportional to the inverse of the PIQE score, with higher spatial variability 

resulting in lower PIQE scores. Additional information on the PIQE development and 

methodology can be found within [12] [13] [14].  

Image chips with PIQE scores less than 70 were included in the training dataset, as 

they contained variable intra-scene returns surpassing the ground clutter noise and speckle. 

This was a small subset of the original data, as natural backgrounds (i.e. water, dirt) filled 

the majority of the image chips with similar scattering backgrounds. Such background 

noise is still present for training in the images selected with lower PIQE scores; however, 

these images also include additional scattering content for more diverse training. This 

screening method improves the efficiency and accuracy of the training process, as it results 

in greater information content for learning with less noise digression.  

Low resolution chip variants were composed by collecting sub-aperture samples 

within the Fourier domain. Since spotlight-mode SAR follows the Projection Slice 

Theorem, as described in Chapter 2, each of the compressed processed pulses form a 

collection surface in the Fourier spatial frequency domain. The pulse compressed and low 

pass filtered return signals for a given time collection, ὶὸ, are defined in Equation 2.13. 
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These signal returns form a Fourier annulus collection surface, such as that shown 

in Figure 3-1, with angular extents representing the angular coverage of the flight path and 

the annulus length representing the radar beamwidth. The 2D Inverse Fourier Transform 

of this collection surface reconstructs the 2D SAR image of the ground complex 

reflectivity. Therefore, the region of spatial frequency support is inversely proportional to 

the image spatial resolution, as the Fourier Transform modulates the reflectivity magnitude 

over the entire spatial frequency plane. As a result, selecting sub-samples of this collection 

surface, prior to the 2D Inverse Fourier Transform, forms lower resolution images covering 

the same spatial extents. 

An example dataset with multi-look images was created by decreasing the 

resolution for each chip by half in both bandwidth and angular coverage. This means that 

for each high-resolution complex chip, four independent lower resolution complex chips 

were generated from the Fourier collection surface. The low-resolution data was padded to 

match the original high-resolution chip size via an up-sampling process. This requires 

appending zeroes to the inputs in the Fourier domain prior to the inverse Fast Fourier 

transformation. This provides interpolation to the low-resolution data samples in order to 

match the high-resolution image dimensions. An example of a dataset input is shown in 

Figure 3-1, with (a) representing the high-resolution image, mapped by the four 

independent low-resolution captures (b-e). 

 



 

30 

 

 

   

  

Figure 3-2: Example training chip with the high-resolution reference (a) and four 

independent low-resolution sub-aperture captures (b)-(e). 

 

As shown in Figure 3-1, the different low-resolution mappings result in differing 

ringing artifacts, edge definitions, and scattering point separations. By incorporating all of 

these variants within the training data, the network can more accurately train on the high-

resolution extrapolations for sparser data collections. 

 

3.3 Neural Network Dataset Evaluation 

The importance of the dataset multi-look variability was assessed using a notional 

GAN architecture aimed at reducing the image speckle, while also improving image spatial 

resolution. GANs work by running two neural networks, a generator network and a 

(b) (c) 

(d) (e) 

(a) 
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discriminator network, against each other in order to produce images fitting a desired 

distribution. The training of the network aims for the generator to produce a result that can 

fool the discriminator. A Super Resolution GAN (SRGAN), proposed by Ledig et al. [15], 

provided an initial framework for optical imagery super resolving techniques at 4x 

upscaling factors. This model included a perceptual loss function consisting of an 

adversarial loss for discrimination and a content loss for perceptual similarity. This 

approach was extended to SAR imagery by Wang et al. [16], which demonstrated improved 

super-resolution SAR performance and generalization ability.  

As an extension to these efforts, Cycle-GANs (C-GANs) were developed to train 

on both the forward transformation and the inverse transformation, adding an additional 

cycle-consistency loss term. Cycle-GANs were developed to provide greater training 

constraint for unpaired inputs; however, this implementation can also enforce greater 

accuracy and contrast when trained with paired inputs, as demonstrated by Harms et al. 

using paired CT imagery [17]. The baseline Cycle-GAN architecture is based on previously 

optimized designs [17] [18], and consists of an encoder module for down-sampling with 

two convolutional layers, six residual blocks, and a decoder module for up-sampling with 

three convolutional layers. The residual blocks provide skip connections that support 

gradient propagation during training and improve information transfer between earlier 

network layers and deeper network layers. This network architecture leverages multiple 

GAN learnings [19] and incorporates a modified loss function to include conditional L1 

norm loss, fl, between the paired inputs. The generator loss function, fl , is shown in 

Equation 3.5: 
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fl fl ‗Ͻfl  fl            (3.5) 

 

The adversarial loss function, fl , for the generator is calculated by the Mean 

Squared Error (MSE) between the discriminator outputs for the generated images and the 

real label of values 1, while the cycle consistency loss, fl , is calculated by the L1 norm 

between the original image and the reciprocal image generated from the generated image. 

The weighting factor for the cycle-consistency loss, ɚ, is set to a value of 15 for improving 

the distribution mapping consistency for the paired dataset. 

The performance of the Condition Cycle GAN (CC-GAN) was compared for a 

network trained with the single-mapping dataset and a network trained with four sub-

aperture variants within the dataset. Figure 2-3 provides an example image comparing the 

performance of the two networks. While both networks effectively reduce the ringing 

artifacts, the additional sub-aperture training samples noticeably improves the scattering 

refinement and accuracy. These effects are highlighted in the red boxes shown within 

Figure 3-2 and Figure 3-3.   
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Figure 3-3: Example model output using CC-GAN trained with single-mapping dataset. 

 

 
Figure 3-4: Example model output using CC-GAN trained with multi-look sub-aperture 

dataset. 

 

Due to the difficulty in visually comparing SAR scattering characteristics, 1D 

Feature Extractions were also performed to provide a more direct comparison of the 

scattering features and amplitudes. These 1D extractions averaged the return amplitudes 

over a 5 datapoint vertical window and provide a useful representation of the scattering 

and speckle behavior. An example of this is shown in Figure 3-4, with the extracted data 

centered around the red line in the range direction. In this example, the single-look dataset 
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results in inaccurate scattering smears that are removed when processed through the full 

multi-look dataset.  

 

 

Figure 3-5: 1D feature extraction comparing CC-GAN trained with a single-look (Single 

HR) and multi-look (Full HR) sub-aperture dataset, as compared the original low-

resolution (LR) and high-resolution (Actual HR) images. 

 

In addition to visual inspection and 1D feature extractions, quantitative metrics 

were considered for comparing the neural network performance. The MSE and other 

similar optical measurements resulted in significant limitations in characterizing the SAR 

scattering separations, refinement, and accuracy. Therefore, additional image metrics were 
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evaluated, including the average variance over 5x5 patches within the image, and the MSE 

for each patch mean and patch variance compared to the original high-resolution image. 

These results further characterize the scattering and speckle behavior, as well as both the 

micro and macro scattering trends. The quantitative results across the full test dataset are 

provided in Table 3-1. 

 

Table 3-1: Test results comparing the network performance trained with single-look and 

multi-look mappings. 

Model 

MSE 

Relative to 

HR 

Patch Variance 

High Res: 0.0168 

Low Res: 0.0149 

Patch Variance 

MSE 

Relative to HR 

Patch Mean 

MSE 

Relative to HR 

High-Resolution - 0.00112 - - 

Low-Resolution 0.00294 0.00163 1.74e-05 0.00153 

Cycle-GAN 

Single LR to HR 
0.00214 0.00117 1.44e-05 0.000694 

Cycle-GAN 

Multi LR  to HR 
0.00198 0.00125 1.39e-05 0.000657 

 

The single-look network performed notably worse, and reduced the MSE 

improvement by over 8%. The variance statistics for the single-look dataset aligned slightly 

better with the high-resolution image; however, the patch mean and overall mean were both 

degraded in performance, including a patch mean degradation of 6%. This indicates that 

while the scattering appearance may improve with a single low-resolution mapping, the 

accuracy of these scattering points diminishes without the multi-look low-resolution 

scattering variations. This highlights the importance of incorporating multiple sub-aperture 

training images. 
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3.4 Dataset Generation Conclusion 

As neural network architecture advancements continue, itôs important to recognize 

the significance of the training data relative to the network worth. Current research focused 

on SAR deep learning advancements commonly rely on optical images or optical image 

degradation models. Furthermore, research leveraging SAR-specific collections are often 

limited in the dataset feature variability, collection resolution, and collection extents. To 

address these concerns, a new SAR dataset generation method was proposed to improve 

neural network training capabilities specific towards SAR imagery. This automatic 

processing method can help to generate new SAR datasets, given new complex data 

collections. This method involves down-selecting the SAR patches to reduce the noise 

redundancy and generating multiple sub-aperture variants within the Fourier domain for 

each high-resolution image. This multi-look mapping method extends the network learning 

to span greater bandwidths and azimuth collection extents, which can improve the data 

extrapolation needed to improve SAR image quality and accuracy. This methodology 

leverages varied sub-aperture sampling within the Fourier domain to capture diverse 

representations of ócleanô and ódirtyô SAR collections that can be used to improve SAR-

specific neural network performance.  

When evaluated with a notional CC-GAN model, the network trained with multiple 

sub-aperture mappings resulted in an 8% improvement in the MSE reduction. To improve 

SAR image assessment capabilities, new image quality metrics were also proposed, due to 

the limitations observed in extending optical image metrics, including overall MSE 

calculations. Patch mean and variance statistics were found to be useful in characterizing 
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the observed SAR image features in comparison to the original low-resolution and high-

resolution images, with the patch variances capturing the SAR scattering and interference 

effects and the patch means capturing the overall feature trends. 1D feature extractions 

were also applied and highlighted the additional scattering refinement for key scattering 

structures given the multi-look training updates. As a result, similar dataset modifications 

should also be considered for improving the accuracy of SAR automatic target recognition, 

change detection, interferometry, and image segmentation deep learning processes. 
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Chapter 4  
AMPLI TUDE DOMAIN EVALUATIONS  

 

This research proposes modified deep learning methods as applied to a new 

comprehensive high-resolution SAR dataset. Similar methods have been explored within 

the optical image domain, however, their relative applicability to SAR images remains 

uncertain due to SARôs imaging limitations, including speckle effects, resolution 

degradation, and non-literal observations, such as layover, shadow, and ringing artifacts. 

The speckle in SAR is due to the coherent interactions of multiple scatters within a 

resolution cell that result in non-literal high/low returns, as described in Chapter 2. Current 

methods for smoothing or reducing speckle, such as multi-look processing and spatial and 

frequency domain filters result in a corresponding loss of resolution or increased image 

blurring [5] [6]. The optimization of deep learning networks specifically for SAR imagery, 

and the subsequent extension of these networks for processing complex data inputs, has 

the potential to expand existing image enhancement techniques as applied to SAR coherent 

collections. 

The scope of this research step focused on leveraging the improved dataset creation 

method established in Chapter 3, identifying meaningful methods for comparing SAR 

image enhancement performance, and identifying SAR-specific image characteristics 

resulting from different fundamental neural network designs, as applied within the 

amplitude domain. The dataset was compiled using Capella Space Open Data spotlight-
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mode SAR collections [1]. Following the methodology described in Chapter 3, multiple 

lower resolution versions for each high-resolution chip were included in the deep learning 

process to more accurately train the network on the high-resolution mapping from the 

sparser data collections. During the transformations within the frequency and spatial 

domains, the amplitude and phase information was preserved to support future deep 

learning analysis within the complex domain, as discussed in Chapter 5. 

In this Chapter, the additional metrics and methods for characterizing and 

comparing SAR-specific imagery products, as established in Chapter 3, are applied due to 

optical image metric limitations. These methods include the statistical metrics for capturing 

speckle and feature trends, as well as 1D feature extractions for improved visualization. 

Additionally, this chapter provides a direct comparison between Convolutional Neural 

Networks (CNN), Residual Networks (ResNet), and Generative Adversarial Network 

(GAN) architectures with similar network complexities, establishing the benefits and 

limitations of these different network designs, as applied specifically towards SAR image 

enhancement. These results provide the foundation for application-driven SAR image 

enhancement methods. The extension of these efforts into the complex-domain is described 

in Chapter 5.  

 

4.5 Neural Network Development 

Numerous deep learning methods have been applied to optical imagery for super-

resolution, including CNNs, and more recently GANs. These CNN models include Very 

Deep Super Resolution (VDSR) neural networks, which learn residual mappings between 
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low-resolution and high-resolution images, based on similar image content. While unable 

to map uncorrelated information, these models may provide a means to highlight important 

information hidden within the low-resolution data ï providing additional image 

refinement. For SAR, this implies a bandwidth and angular coverage extrapolation 

mapping, with the model predictions representing image reconstruction from a sparser 

dataset. 

A Residual Regression CNN (RR-CNN), inspired by the successful optically-

focused VDSR networks [21] [22], was modified to analyze SAR specific image effects. 

The mean-squared error (MSE) loss calculation was evaluated for mapping the low-

resolution image to the residual difference between the high-resolution and low-resolution 

images (RR-CNN), as well as directly mapping the low-resolution image to the high-

resolution image for a Direct Regression CNN (DR-CNN). The residual mapping offers a 

potential means to focus on the regions with higher intensity variation between the low-

resolution and high-resolution images. 

Network design and hyperparameter modifications were evaluated to ensure 

applicability of the CNN towards SAR imagery, with its less refined nature. These 

evaluations focused on the network depth, the convolutional filter size, the output mapping 

method, the batch size, the loss function, and the addition of residual blocks to form a 

ResNet architecture. The baseline RR-CNN network consists of 20 convolutional layers 

with ReLU activations, followed by a final regression layer. Additional network parameters 

can be found in the Appendix A. 
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As described in Chapter 3, GANs have also provided realistic image-to-image 

mapping improvements. GANs can produce images fitting a desired distribution by 

running a generator network and a discriminator network against each other. The baseline 

Cycle-GAN follows the development defined in Chapter 3, and consists of an encoder 

module for down-sampling with two convolutional layers, six residual blocks, and a 

decoder module for up-sampling with three convolutional layers. The residual blocks 

provide skip connections that support gradient propagation during training and improve 

information transfer between earlier network layers and deeper network layers. This 

analysis leverages multiple GAN learnings [19] [20] and evaluated modifications to the 

loss objective function, filter size, batch size, and number of residual blocks. For the 

Conditional Cycle GAN (CC-GAN), the loss objective function was modified to include 

conditional loss between the paired inputs. A process flow diagram for this architecture is 

shown in Figure 4-1 [20]. 

 

 

Figure 4-1: Conditional Cycle GAN process flow including the additional inverse 

transformation evaluation. 
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The C-GAN performance was compared for a generator loss function, fl , 

consisting of the adversarial loss, fl , and the cycle-consistency loss, fl , against a loss 

function including an additional conditional similarity measurement loss term, fl, 

measuring the L1 absolute error between the generated image and the provided target 

image. The latter, including all potential loss terms, is shown in Equation 4.1, and may 

further improve the performance for paired dataset CC-GAN networks. This was also 

compared to the addition of a conditional MSE loss function, as shown in Equation 4.2. 

 

fl fl ‗Ͻfl  fl                     (4.1) 

fl fl ‗Ͻfl  fl                                    (4.2) 

 

 

The adversarial loss function for the generator is calculated by the MSE between 

the discriminator outputs for the generated images and the real label of values 1, while the 

cycle loss is calculated by the L1 norm between the original image and the reciprocal image 

generated from the generated image. Further details on the adversarial loss and cycle-

consistency loss calculations are provided in [16]. Due to the paired nature of the dataset, 

the additional similarity error loss, fl or fl , and differing weighting factors for the 

cycle-consistency loss, ‗, were evaluated. This included setting the cycle-consistency loss 

to zero to compare the performance with and without its incorporation. More information 

on the CC-GAN parameters can be found in the Appendix A.  

The MSE loss evaluations, 1D feature extractions, and statistical comparisons 

between the actual high-resolution images and modeled high-resolution images were 



 

43 

 

 

evaluated directly on the network output tensors, while the final validation images were 

refined using pixel normalization and image adjustment saturation (saturating the bottom 

1% and top 1% of all pixel values) to optimize the image contrast achievable within each 

result. This allows for enhanced visual inspections. 

 

4.6 CNN and ResNet Results 

For the amplitude domain RR-CNN comparisons, the MSE was calculated, as 

referenced to the original high-resolution image. Note: the PIQE metric applied previously 

provides a useful initial assessment for discerning SAR content images from background 

noise images with no reference information; however, the PIQE is not recommended for 

SAR quality assessments within the selected images due to its focus on optical perception. 

The RR-CNN improved the MSE image quality metric for the sub-aperture low-resolution 

images by 57.1%. Figure 4-2 provides examples for five SAR image chips, including the 

residual images calculated by the network. 
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Figure 4-2: SAR example chips for RR-CNN with mapping to residual difference between 

high-resolution and low-resolution images. 

 

Due to the limitations in assessing SAR imagery using the optical image metrics, 

rigorous visual inspection was performed. For the RR-CNN, the imagery shows a reduction 

in the speckle appearance for the background collection, and a refinement to the edge and 
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contrast definitions. Additionally, the ringing artifacts due to side-lobbing effects are 

reduced in appearance. The MSE reduction and speckle reduction appear to result from a 

reduction in image noise and interference effects. This results in a clearer image; however, 

specific scattering characteristics are still less refined compared to the original high-

resolution images.  

To further capture the feature scattering improvements, 1D horizontal feature 

extractions were evaluated across important scattering features. An example of this, for 

both the raw output data and the processed image data, is shown in Figure 4-3, with the 

extracted data centered on the red line. The results show a significant improvement in 

scattering width and amplitude relative to the low-resolution image. Furthermore, 

amplitude variation over the speckle noise, outside of the two peaks, is significantly 

smoother. In this example, for the raw output, the model improved the extraction 

correlation to the high-resolution image from 86.2%, for the low-resolution image, to 

96.3%, for the model output. 
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Figure 4-3: 1D feature extraction example for RR-CNN mapping the residual difference 

between high-resolution and low-resolution images. 

 

The filter size for the RR-CNN was evaluated due to the coarser and noisier nature 

of SAR imagery. This analysis focused on the original 3x3 filter size vs. additional 5x5 

filter sizes. The optimal performance resulted from a 5x5 filter for the first convolutional 

layer, followed by 3x3 filter sizes for the remaining convolutional layers. This design 

supports greater initial contextual information from the grainy effects within SAR imagery, 
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while still maintaining lower computational costs for the deeper layers. The CNN network 

results presented follow the preceding filter design, with an initial 5x5 filter size followed 

by 3x3 filter sizes.  

The performance of the RR-CNN network was also modified to support the Direct 

Regression (DR) mapping between the low-resolution images to the high-resolution 

images. The DR-CNN performed slightly better than the residual regression mapping in 

regards to MSE improvement, with an improvement of 58.0%. However, the visual 

inspection of the DR-CNN indicates a slight degradation in the visual separation of small 

scattering features. This indicates that the residual mapping can still offer some visual 

improvement in characterizing the higher detailed variations between the low-resolution 

and high-resolution images. The DR-CNN examples are included in [11], as a separate 

memorandum addendum. 

The RR-CNN performance was also compared to a network design with double the 

convolutional layers, RR-CNN Extended, which supports patch sizes with double the 

dimensional lengths, such that the image features can still be fully extracted, while 

maintaining greater feature context within the image processing. No significant change in 

MSE performance resulted from these changes; however, visual inspection demonstrated 

greater smoothing and contrast separation, with lower point scattering resolution. This 

indicates a potential benefit in noise reduction and spatial feature contrast, with a 

competing loss in scattering refinement. Additionally, the performance was evaluated with 

double the network depth, while maintaining the original patch size to explore if any higher 

dimensional features can be extracted. The additional layers for this training data caused a 
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loss in scattering features, indicating that too great of a network depth can cause a loss in 

the minor scattering features due to overfitting and model degradation. The results from 

this analysis are provided separately in [11].  

The addition of residual blocks was also evaluated to improve the performance for 

deeper network depths. Residual blocks provide skip connections to minimize learning 

degradation, allowing more information to transfer between the initial and final layers. A 

Residual Regression ï Residual Network (RR-ResNet) consisting of 18 residual blocks 

provided slightly improved performance to the RR-CNN and DR-CNN, with a higher MSE 

improvement of 59.1%. Visual inspection also indicated a slightly greater reduction in 

ringing artifacts, as evident in Figure 4-4 row 3 and row 4.  

The separation of the two scatters in Figure 4-4 row 4, across a single extracted row 

is further examined in Figure 4-5 (highlighted in red), comparing the amplitudes between 

the low-resolution, high-resolution, and model output images. Similar to the RR-CNN, the 

RR-ResNet resulted in a significant improvement in the scattering isolation, with a 

smoothing effect across the background speckle noise. The overall correlation to the high-

resolution image improved from 86.2%, for the low-resolution image, to 95.4% for the 

model output. 
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Figure 4-4: SAR example chips for RR-ResNet. 
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Figure 4-5: 1D feature extraction example for RR-ResNet mapping to residual difference 

between high-resolution and low-resolution images. 

 

The extension of the RR-CNN network mapping was also applied to high-

resolution versions of the images to ascertain the modelôs transferability to greater 

resolution inputs. Example results are included separately in [11]. Through visual 

inspection, the output images reduce the speckle appearance and further highlight the edge 

contrast. However, the extension of the network also reduces non-noise scattering features 
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within the image content. This is due to the network only being trained on a single mapping 

level between the low-resolution captures and the high-resolution captures, and therefore 

mistaking higher-fidelity features within the high-resolution inputs as low-resolution noise. 

To improve the extension of an RR-CNN performance to different resolutions, it is 

recommended that training be performed using a variety of low-resolution to high-

resolution mapping functions. 

 

4.7 Generative Adversarial Network Results 

The GAN analysis additionally improved MSE image quality metrics for the sub-

aperture low-resolution images. The network with only adversarial loss and cycle loss 

resulted in a 22.0% MSE reduction compared to the low-resolution images. In comparison, 

for the CC-GAN, with an additional L1 loss (Equation 4.1), the modeled high-resolution 

images from the network achieved a 32.7% MSE reduction. Additionally, visual inspection 

indicates a greater scattering return accuracy. The extra L1 loss term is found to be an 

important addition for paired datasets, as it provides a direct comparison between the fake 

and target images. Example results from the CC-GAN with L1 loss are shown in Figure 4-

6, while the example results from the Cycle-GAN with only adversarial loss and cycle loss 

are included separately in [11]. 
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Figure 4-6: SAR example chips for CC-GAN with adversarial loss, cycle loss, and L1 loss. 

 

The CC-GAN with L1 loss noticeably improves the apparent resolution of the 

images, while appearing to resolve better point returns, providing a less blurry and less 

coarse image. For example, in Figure 4-6 row 3, the two scattering objects near the top of 

the image are difficult to distinguish in the low-resolution image, while the model output 
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greatly improves their isolation similar to the high-resolution image. Additionally, ringing 

artifacts from side-lobe scattering are mostly removed, as seen in row 2 and row 4. To 

further highlight these improvements 1D horizontal extractions within the image were 

compared over important features. An example of a feature cut is shown in Figure 4-7. 

 

 

 
Figure 4-7: 1D feature extraction for CC-GAN with adversarial, cycle, and L1 losses. 
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The 1D feature comparisons show the network significantly improved the 

alignment with the high-resolution image over important features, compared to the low-

resolution image. The key scattering widths and amplitudes are more proportional to the 

high-resolution image, and in this case, result in a high-resolution correlation of 93% 

compared to the low-resolution correlation of 86%. This demonstrates that the CC-GAN, 

incorporating adversarial loss, cycle loss, and L1 loss, offers a promising means for 

improving scattering characterization and image resolution. 

Additionally, the GAN network with no cycle loss (only adversarial loss and L1 

loss) resulted in only a 16.9% MSE reduction. Visual inspection also indicated a significant 

drop in performance, with visible non-accurate scattering returns. These inaccuracies are 

circled in red in Figure 4-8. These results highlight the benefits of cycle loss even with 

paired datasets due to the improved network consistency between the high-resolution and 

low-resolution image translations. Therefore, the CC-GAN, incorporating adversarial loss, 

cycle loss, and L1 loss, is recommended instead for improving scattering characterization 

and image resolution. 

 

 

 

 

 

 

 

 



 

55 

 

 

 

 

 

 

 
Figure 4-8: SAR example chips for GAN with only adversarial loss and L1 loss.  

 

The CC-GAN with adversarial loss, cycle loss, and L1 loss was also evaluated for 

batch sizes greater than one to compare the performance for instance normalization versus 

batch normalization. In this case, a batch size of one performed significantly better for the 
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style transfer network, with improved mapping accuracy between the low-resolution and 

high-resolution images. These results with example images are included separately in [11]. 

The CC-GAN was also tested against the high-resolution inputs used to train the 

model; however, as expected, no notable image improvements are detected. This results 

from the generator and discriminator networks training to match the high-resolution 

training data distribution ï and not training to surpass it. 

 

4.8 Statistical Analysis and Discussion 

The modified CNN and GAN network designs resulted in differing SAR image 

enhancement capabilities and limitations. The RR-ResNet resulted in the lowest overall 

MSE relative to the original high-resolution images, followed by the DR-CNN with direct 

mapping between the low-resolution and high-resolution images. However, visual 

inspection and 1D extraction analysis for the DR-CNN resulted in a reduced higher 

frequency feature accuracy compared to the RR-CNN. These results highlight the benefit 

of residual learning, both within the input to output mapping and within the network layers. 

The CC-GAN design resulted in significantly less MSE improvement relative to 

the RR-CNN and DR-CNN; however, visual inspection and 1D extraction analysis 

indicated significant enhancements in the image scattering separations and resolution. 

These observations highlight the limitations of overall MSE calculations, and similar 

optical image metrics, when analyzing SAR image quality due to the speckle noise. As a 

result, additional image statistics were considered, including the average variance over 5x5 

patches within the image, and the MSE for each patch mean and patch variance compared 
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to the original high-resolution image. A summary of the raw output results for key network 

designs is shown in Table 4-1, while results from all network evaluations are shown in 

Appendix B. Similar statistical comparisons for the image adjusted results can also be 

found in the Appendix B. 

 

Table 4-1: Results comparing the model high-resolution images to the original low-

resolution images relative to the original high-resolution images. 

Model 
MSE 

Reduction 

Patch Variance 

High Res: 0.0011 

Low Res: 0.0016 

Patch 

Variance MSE 

Reduction 

Patch Mean 

MSE 

Reduction 

RR-CNN 

Residual 
57.1% 0.00021 9.3% 65.7% 

DR-CNN 

Direct 
58.0% 0.00018 8.1% 67.1% 

RR-CNN 

Extended Layers + Patch Size 
55.6% 0.00018 8.1% 63.5% 

RR-CNN 

Extended Layers 
56.0% 0.00022 11.1% 63.9% 

RR-ResNet 

Residual 
59.1% 0.00021 9.4% 69.7% 

RR-CNN 

L1 Loss 
19.9% 0.0016 -452.6% 39.8% 

Cycle-GAN 

Adversarial + Cycle Loss 
21.7% 0.0015 -0.01% 48.8% 

CC-GAN 

Adversarial + Cycle + L1 Loss 
32.7% 0.0012 20.7% 57.0% 

CC-GAN 

Adversarial + Cycle + L1 Loss 

Single LR to HR 

27.3% 0.0012 17.4% 54.6% 

Conditional GAN  

Adversarial + L1 Loss 
16.9% 0.0013 -8.4% 42.7% 

CC-GAN 

Adversarial + Cycle + MSE Loss 
15.1% 0.0016 -10.3% 39.0% 

CC-GAN 

Extended Residual Blocks, 

Adversarial + Cycle + L1 Loss 

32.4% 0.0013 14.9% 56.7% 
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These results indicate that the RR-ResNet, RR-CNN, and DR-CNN designs 

resulted in larger MSE improvements and patch MSE improvements. Additionally, the 

overall patch variances are significantly lower compared to both the original low-resolution 

and high-resolution images. This aligns with the visual inspection and 1D extraction results 

that indicate enhanced feature contrast with increased smoothing and speckle reduction. 

While beneficial for noise filtering and macro-feature extraction, this can also result in a 

loss of specific scattering returns. Additionally, extending the RR-CNN network depth and 

patch size resulted in greater smoothing effects with a greater loss in point scattering 

accuracy, as indicated both through the visual inspection and the patch statistics. Similarly, 

increasing only the network depth still resulted in significant smoothing, though with 

slightly better edge refinement. The smoothing degradation can be minimized with the 

incorporation of residual blocks; however, additional residual blocks did not significantly 

improve the network performance, indicating the extraction saturation of the SAR features 

within the training set.  

For the CC-GAN, combining adversarial loss, cycle loss (with ɚ = 15), and L1 loss, 

resulted in the highest GAN MSE improvement, while also aligning closer to the original 

high-resolution patch variance and patch mean statistics. The average 5x5 patch variance 

very closely matches the high-resolution average patch variance, with the patch variance 

MSE also aligning more closely compared to the low-resolution images. This indicates a 

preservation of the SAR scattering statistics within each patch, with similar scattering 

distributions patch-by-patch. Furthermore, the patch mean MSE improved by 57.0% 

compared to the low-resolution images, indicating an overall improvement in the scattering 
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amplitude distributions. This network was also evaluated with expanding the number of 

residual blocks to 18. This resulted in similar overall MSE and patch statistics, indicating 

limited deeper feature extraction for the training image variability.  

The Cycle-GAN without L1 loss and the CC-GAN with MSE loss instead of L1 

loss both resulted in slightly lower alignment in patch variance and patch mean statistics, 

and significantly lower MSE improvement. This indicates that the additional L1 loss 

provides an important addition to the network loss for improving the accuracy of the 

scattering mapping between the low-resolution and high-resolution returns. The GAN with 

adversarial loss and L1 loss, and no cycle loss, performed noticeably worse in the image 

metrics, 1D feature extractions, and with visual inspection, as the patch-by-patch 

distribution statistics resulted in significantly more inaccuracies. Similarly, too high of a 

weighting factor for the cycle-consistency loss, ɚ, resulted in notably lower MSE alignment 

with the high-resolution image, as shown in the Appendix B. This finding highlights the 

benefit of an appropriately weighted cycle-loss for SAR paired datasets as means to 

improve distribution mapping consistency. 

As discussed in Chapter 3, multiple low-resolution mappings to a single high-

resolution image can improve the accuracy of the scattering points. Furthermore, additional 

network improvements may be found by increasing the number of sub-aperture captures 

with more diverse resolution scales. Such a training set may provide improvements with 

extending the network mappings to resolutions surpassing the high-resolution training data. 

Direct image comparisons and the 1D feature extractions for the best performing networks, 

the CC-GAN, RR-CNN, and RR-ResNet, are shown in Figure 4-9 and Figure 4-10.  
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Figure 4-9: Feature comparison example: Low-Resolution Image, High-Resolution Image, 

RR-CNN, RR-ResNet, CC-GAN with adversarial loss, cycle-consistency loss, and L1 loss. 
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Figure 4-10: Feature comparison example: Low-Resolution Image, High-Resolution 

Image, RR-CNN, RR-ResNet, CC-GAN with adversarial loss, cycle-consistency loss, and 

L1 loss. 
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These results demonstrate that all three networks, the CC-GAN, RR-CNN, and RR-

ResNet, can refine the large scattering features, with the peak separations better aligning 

with the high-resolution images. For Figure 4-9, the example 1D feature extraction 

correlation of the low-resolution image to the high-resolution image is 92.1%, while the 

CC-GAN, RR-CNN, and RR-ResNet improved this to 97.9%, 98.0%, and 97.7%, 

respectively. Similarly for Figure 4-10, the example 1D feature extraction correlation of 

the low-resolution image to the high-resolution image is 87.2, while the CC-GAN, RR-

CNN, and RR-ResNet improved the correlation to 97.0%, 97.5%, and 97.0%, respectively. 

In Figure 4-10, the CC-GAN also follows the minor peaks more closely than the RR-CNN 

and RR-ResNet, indicating a greater sensitivity to minor scattering features, and a greater 

preservation of the speckle behavior.  

Therefore, the overall CNN and GAN results indicate that both modified 

architectures can provide significant benefits during SAR image processing; however, it is 

important to recognize their notable differences on the SAR imaging effects, and the 

limitations resulting from each method. The RR-ResNet and RR-CNN are recommended 

for speckle and noise reduction, while the CC-GAN with adversarial loss, cycle loss, and 

L1 loss is recommended for improved scattering resolution. 

 

4.9 Amplitude-Domain Conclusion 

The new high-resolution complex SAR dataset, as described in Chapter 3, supports 

diverse and relevant deep learning analysis. This dataset consists of multiple sub-aperture 

collections within the Fourier domain mapping to the higher-resolution full-aperture 
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collections, which notably improves the network performance.  This data augmentation 

method also adds greater generalization capability, which will be further explored through 

new dataset and image resolution testing. Neural network modifications to better fit SAR 

imagery were proposed for a RR-CNN, RR-ResNet, and a paired CC-GAN operating 

within the image amplitude domain. Baseline performance results demonstrate significant 

image quality improvements compared to the low resolution zero padded input images, 

with differing effects from each network.  

The RR-CNN, focused on residual mappings, provided greater speckle reduction 

and feature contrast.  Additionally, the incorporation of residual blocks, within the RR-

ResNet, further improved the network performance, and provides a means to expand 

network depths for larger datasets when computationally feasible. In comparison, the CC-

GAN with adversarial loss, cycle loss, and L1 loss, provided improved point separation, 

reduced ringing artifacts, and preserved deeper feature extractions. The addition of the 

GAN L1 loss and the cycle-consistency loss greatly improved the accuracy of the scattering 

points and the sub-image patch mean and variance statistics. The application of RR-CNN, 

RR-ResNet, and CC-GAN networks as optional filter layers during SAR image processing 

could provide improved target scene characterization. Furthermore, these outputs may 

provide improved inputs to Automatic Target Detection networks. 

To improve SAR image assessment capabilities, new image quality metrics and 1D 

feature extractions methods were explored, due to the limitations observed in extending 

optical image metrics, including overall MSE calculations. The 1D feature extractions 

provided improved scattering characterization, while the patch mean and variance statistics 
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provided improved full-image comparison metrics to the original low-resolution and high-

resolution images, with the patch variances capturing the SAR scattering and interference 

effects and the patch means capturing the overall feature trends. 

Although promising results are achieved by the RR-ResNet, RR-CNN and CC-

GAN networks, as modified for improved SAR amplitude processing, these learning 

methods can be further improved by exploiting the additional phase information available 

within SAR coherent collections, which can offer additional information on scattering 

behavior. Therefore, this initial amplitude-domain research provides the framework 

necessary to extend these networks to support complex-valued inputs for further improving 

SAR feature isolation and enhancement. 
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Chapter 5  
COMPLEX -DOMAIN EVALUATIONS AND PHASE CHARACTERIZATION  

 

5.1 Introduction  

This research builds upon the amplitude-domain SAR deep learning image 

enhancement efforts described in Chapter 4. Although promising results were achieved 

with the initial amplitude-domain analysis, using variations of Convolutional Neural 

Networks (CNNs), Residual Networks (ResNets), and Generative Adversarial Networks 

(GANs), these learning methods can be further improved by exploiting the additional phase 

information available within SAR in-phase and quadrature (I/Q) components. This 

research leverages the Sensor Independent Complex Dataset (SICD) created using Capella 

Spaceôs commercial SAR satellites operating in spotlight-mode [1], as described in Chapter 

3. For each high-resolution image, multiple independent low-resolution images were 

obtained through sub-aperture captures within the Fourier domain. This allows for multiple 

low-resolution variations mapping to a single high-resolution complex image, which, as 

shown in Chapter 3, can significantly improve the low-resolution data extrapolation. 

Additional details on the dataset creation and pre-processing and the amplitude-domain 

neural network results can be found in Chapter 3 and Chapter 4, respectively. 

Traditionally, the additional phase information within SAR coherent collections is 

disregarded due to its random appearance, in favor of focusing on the amplitude 

information within Real-Valued Neural Networks (RVNNs). However, by only using the 
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amplitude information, potentially important details on scattering behavior and feature 

separability are lost. Therefore, it is important to explore methods for integrating the full 

complex-valued information within neural networks. While RVNNs can be extended to 

process complex data by separating it into multiple real-valued channels, these real-valued 

operations differ from the full-wave complex-valued extractions. Therefore, complex-

valued neural networks (CVNNs) offer a means to preserve the complex-valued coherency 

and statistical continuity throughout the network. 

Limited deep-learning research has been conducted within the complex domain of 

SAR imagery; however, initial studies have shown significant promise in improving SAR 

automatic target recognition (ATR) methods using complex valued CNNs, including their 

potential to outperform RVNNs [23] [24] [25]. However, the impact of these networks on 

image enhancement and phase characterization remains uncertain, and incorporating 

complex inputs into neural networks poses several challenges. For example, although 

CNNs can be adjusted to handle complex values, the non-linear activation function and the 

loss function can introduce phase distortions dependent on the complex inputs they act 

upon [23] [24]. Additionally, there are significant limitations with current complex-valued 

SAR datasets, including resolution and feature-variability. Therefore, complex-valued 

extensions of the CNN, ResNet, and GAN architectures defined in Chapter 4 will be 

explored to further improve SAR feature isolation and enhancement for super-resolving 

SAR imagery, as applied to a new diverse high-resolution training set. 

Speckle effects, as described in Chapter 2, result from multiple scatters interacting 

within a resolution cell, causing granular noise that corrupts both the SAR amplitude and 
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phase information. While filtering methods can reduce amplitude speckle, they 

traditionally cause a reduction in image resolution [26].  Recently, neural networks have 

provided promising results for reducing SAR speckle noise, including various CNN, 

residual blocks, diffusion models, and GAN architectures, as described and evaluated in 

Chapter 4. For example, researchers have proposed new SAR denoising diffusion models 

[8], conditional diffusion models [7], and residual attention networks [9], all of which show 

promising results for improving the balance between speckle noise reduction and scattering 

preservation. However, these networks do not exploit the additional phase information 

from SAR collections that directly relate to scattering behavior. 

Incorporating the phase information can also improve SAR image enhancement 

processing, as the phase behavior can provide key information that can distinguish between 

scattering interference and feature interactions. This research provides a detailed 

exploration of the phase derivatives and phase statistics resulting from CVNN analysis and 

demonstrates the benefits of these techniques for improving SAR image processing. The 

methodology for extracting this phase information is described in the following Phase 

Considerations section. These learnings can also be extended to support supervised training 

applications for object detection, automatic target recognition (ATR), and moving target 

identification (MTI) algorithms, as evaluated in Chapter 6. All of these methods require 

further exploration to best leverage the additional complex information within SAR 

imagery. 
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5.2 Phase Considerations 

Due to the coherent nature of SAR collections, SAR imagery includes speckle 

effects due to the interaction of multiple scatters within a resolution cell. These scatterers 

coherently combine to form the resulting return signal. This return signal may exhibit 

constructive or destructive interference by the interacting scatterers, resulting in non-literal 

high/low returns. Therefore, the phase for each image pixel includes a significant random 

component, which largely obscures the deterministic phase component resulting from the 

scattering material and the distance between the scatter and the radar sensor. Traditionally, 

image phase has not been found to be useful, unless processed with multiple collections to 

cancel out the random phase component ï a measurement intensive process known as 

interferometry. For single-look measurements, filtering the second-order statistics can 

reduce the speckle effects; however, this also results in a loss of phase information and a 

reduction in image resolution [27]. 

Statistically, within SAR collections, the phase will follow an apparent random 

uniform distribution over (-180°,180°]. This can be derived due to the real and imaginary 

returns following normal distributions due to the Central Limit Theorem [28]. The ratio of 

the real and imaginary components, two normal distributions, therefore results in a Cauchy 

distribution. Accordingly, the phase is calculated from the inverse tangent of this ratio. 

Since the inverse tangent of a Cauchy distribution is a uniform distribution, the phase 

distribution for SAR coherent collection is traditionally expected to follow a uniform 

distribution.  
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However, recently with the advent of higher-resolution SAR imagery, nonlinear 

phase modulations due to dispersive scatterers have been found to be statistically relevant. 

These nonlinear effects result in phase modulations and delays that depend on the target 

type and operating conditions [29]. Traditionally, the standard return signal, ὶὸ, from a 

transmitted chirp can be written as the superposition of scattering returns across the group 

patch. Prior to quadrature demodulation and low pass filtering, this return signal, ὶὸ, can 

be written as Equation 5.1, where ὃ is the signal attenuation, Ὣό  is the complex ground 

reflectivity, u is the range direction coordinate, ‫  is the angular frequency, t is the receiver 

time, † is the round-trip time to the center of the ground patch, and † is the ground patch 

delay [2]. 

 

ὶὸ ὃ᷿ ὫόὩ Ὠό                       (5.1) 

 

 

For targets with nonlinear phase modulations, the time delay defined by †ό  can 

experience an additional delay induced by dispersive scatters that varies over the spectral 

width of the chirp. This results in the phase delay definition also depending on the operating 

frequency and target characteristics [29]. 

This nonlinear delay causes a strong sideband response that is distributed over an 

area larger than that of the target. Conventional radar empirical analysis has already 

demonstrated the importance of these nonlinear dynamics when characterizing backscatter 

from man-made targets. Furthermore, these nonlinear effects have been shown to be 



 

70 

 

 

significantly diminished for amplitude analysis, emphasizing the importance of retaining 

phase information for improved SAR scattering and target characterization [29] [30] [31].   

To extract the phase modulations from the randomly apparent raw phase data, the 

Phase Derivative Value (PDV) is calculated for each single-look complex image using a 

methodology derived by the National Geospatial-Intelligence Agency [10]. First, a pixel 

shift vector, ὨӶ, is defined to span the length of the complex image in the dimension of 

focus. This vector is dependent on the pixel phase shift estimate, ‏, and the normalized 

position vector, ὼӶ, within the image dimension, as shown in Equation 5.2. 

 

ὨӶ Ὡ  Ӷ                                                (5.2) 

 

A phase ramp vector, ὶӶ, spanning the image dimension of focus is then defined in 

Equation 5.3 as the Fourier transform of ὨӶ with the zero-frequency component shifted to 

the center of the array. This transformation is defined by the function ꞈ . The resulting 

phase ramp vector provides as estimate of the baseline phase modulation.  

 

ὶӶ  ꞈ ὨӶ                                            (5.3) 

 

This vector is then repeated across the secondary dimension of the image. If the 

phase gradient is calculated over the first dimension, then all columns of the combined 

phase ramp matrix, ὓ, are identical. Likewise, for the phase gradient over the second 

dimension, all rows of ὓ are identical. This is shown in Equation 5.4. 
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ὓὼȟώ  
ὶӶὼȟÄÉÍ  ρ
ὶӶώȟÄÉÍ  ς

                             (5.4) 

 

Additionally, in Equation 5.5 the discrete fast Fourier transform is applied to the 

complex image x in the dimension of interest, ὥ, with a dimensional length of ὔ. This 

uncompresses the data in the range or azimuth direction within the Fourier domain 

collection surface. For a dimension of 1, as an example, this forms the Fourier transform 

ὢ  of each column ὥ.  

 

ὢ Ὧ  В ὼ ὲὩ                                 (5.5) 

 

Two shift matrices, Ὓ and Ὓ, are calculated through the inverse discrete fast 

Fourier transform of the one-dimensionally uncompressed image and the phase ramp 

matrix, with Ὓ using the phase ramp matrix and Ὓ using the complex conjugate of the 

phase ramp matrix. An example of this calculation with the dimension of 1 for column ὥ 

is shown in Equations 5.6 and 5.7. The combined vectors form two modified image 

matrices using the phase ramp and its complex conjugate. 

 

ίȟ ὲ  ὢ ὯϽὓ ὼȟὧϽὩ  

 (5.6) 

ίȟ ὲ  ὢ ὯϽὓ ὼȟὧϽὩ  

  (5.7) 
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The phase derivative image is then obtained through the product of  Ὓ and the 

complex conjugate matrix Ὓ, as shown in Equation 5.8. This forms a complex image, Ὃ, 

with phase adjusted scaling.  

 

Ὃ ὛϽὛ                                                           (5.8) 

 

This image is then convolved with a filter matrix, Ὂ, with dimensions ύ ύ, as 

shown in Equation 5.9. For this analysis a filter window size with ύ = 5 is used. 

 

ὠόȟὯ  ὋὼȟώὊό ὼ ρȟὯ ώ ρ 

  (5.9) 

 

The convolution output matrix, ὠ, represents the complex image that has been phase scaled 

and smoothed over the filtering window. The final phase derivative matrix, ὖ, can then be 

obtained by calculating the four-quadrant angle of each complex-valued data point, as 

shown in Equation 5.10. 

 

ὖ ὠ᷁                                               (5.10)                                             

 

A density remap, as shown in Equations 5.11 and 5.12, is then performed on the 

resulting phase derivative matrix to improve the image contrast and reduce image 

saturation [10].  
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ά                                                      (5.11) 

 

Ὀ άÌÏÇÍÁØὖ Ὀ άÌÏÇπȢψz ÍÅÁÎ ὖ                   (5.12)                                                

 

          

In this case Ὀ  represents the scalar dynamic range, typically set to a value of 30, 

and  ὧ  represents a contrast scalar parameter with higher values increasing contrast and 

lower values reducing saturation. This contrast parameter is typically set to value of 40. 

The density formatted image matrix, Ὀ, is then calculated based on these parameters and 

scaled using the max and mean values from the input phase image [10].   

Following these calculations three example phase images are shown in Figure 5-1, 

which compare the raw phase data to the processed phase derivative data. These results are 

calculated over the fast-time range dimension, with a pixel shift ŭ = 0.8 and filter size of 

5x5. The raw phase data appears random for all images; however, the phase derivative data 

shows distinct edge features for the man-made targets, as shown in the top two images.  
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Figure 5-1: SAR example chips comparing raw phase data to phase derivative data. 

 

These results highlight the useful phase information possible within the complex 

image domain, and the ability for phase derivative calculations to discern between natural 

backgrounds and structured man-made targets, offering promising contributions for 

classification and ATR applications. This additional phase information for target 

characterization is lost when neural networks are designed to operate only with SAR 

amplitude information. 
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5.3 Neural Network Architectures 

The neural network architectures considered for this complex domain analysis are 

based on the previous learnings from the SAR neural network amplitude domain analysis 

described in Chapter 4, in order to provide a direct comparison to RVNNs. As a result, a 

Complex-Valued CNN (CV-CNN) was evaluated with modifications including residual 

regression mappings, direct regression mappings, as well as the incorporation of residual 

blocks. The residual regression network allows for improved higher-intensity 

characterization within the amplitude domain networks; however, for the complex-valued 

networks the residual focus reduced the accuracy of the magnitude and phase components 

due to sensitivity to the relationship between the real and imaginary components. 

Therefore, the CV-CNN and CV-ResNet perform a direct regression mapping between the 

low-resolution and high-resolution complex-valued images. The baseline CNN network 

evaluated consists of 20 convolutional layers with Rectified Linear Unit (ReLU) 

activations, followed by a final regression layer. This was also modified to consist of 

residual blocks to evaluate the benefits of a ResNet architecture. The residual blocks are 

followed by a normalization and a ReLU layer, as described in Chapter 4.  

Additionally, a Complex-Valued GAN (CV-GAN) was evaluated which included 

adversarial loss, cycle-consistency loss, and a similarity L1 loss between the generated and 

target images. Even though the dataset is paired, the cycle-consistency loss improved the 

network accuracy by incorporating both the forward transformation and inverse 

transformation. Due to the paired nature of the dataset the loss function can be further 

improved with the addition of an L1 similarity loss. In Chapter 4, this loss combination 
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was shown to improve performance within the amplitude domain. The CV-GAN 

architecture consists of an encoder module for down-sampling with two convolutional 

layers, six residual blocks with instance normalization, and a decoder module for up-

sampling with three convolutional layers. Additional network descriptions and parameters, 

follow RVNN architectures defined in Appendix A. Expanding these network architectures 

to support single-channel complex-valued calculations required significant modifications 

as described in the Complex-Valued Modifications section.  

 

5.4 Complex-Valued Modifications 

CVNNs offer several advantages compared to amplitude domain RVNNs or multi-

channel RVNNs for complex number separation. Unlike these networks, single-channel 

CVNNs preserve a direct relationship between the phase and magnitude within the neural 

network calculations by correlating the real and imaginary components. Single-channel 

CVNNs also result in a reduced number of network parameters, which improves the model 

generalization. Complex-valued CNNs, ResNets, and GANs require complex-valued 

convolutional layers, weights, activation functions, and loss function inputs. Due to these 

unique calculations, modifications to existing neural network functions and features are 

required to preserve the complex-valued dependencies.  

 

A. Convolutional Layers 

The CVNNs architecture resembles that of a RVNN, with similar convolutional 

layer connections, except the numbers propagating throughout the network, and the 
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operations employed on them, undergo specific modifications to preserve the complex-

valued information. The complex convolutions are implemented by multiplying and 

summing the complex feature layers with the complex convolutional kernel weights. The 

CVNN convolutional layers follow a complex-domain extension of RVNN convolutional 

layers, as shown by Equation 5.13, in which ᾀ  is the convolution output and activation 

function input for the ὲ ρ layer, ὥ is the activation function output from the previous 

layer, ύ is the complex-valued weight coefficient within a kernel of size K, and ὦ is the 

additional bias term. ᴘ and ᴑ represent the respective real and imaginary components.[32]. 

 

ᾀὲ ρ ᴘύὲ ρ
ὯȟὭ
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   (5.13) 

 

B. Activation Functions 

CVNNs also require modified activation functions to return complex-valued 

activations for introducing non-linear mappings. Activation functions are typically 

differentiable or piece-wise smooth in order for backpropagation algorithms to propagate 

weight updates, while avoiding exploding or vanishing gradients. Preserving 

differentiability over the points of interest within the complex domain implies that 

activation functions must be holomorphic, meaning they satisfy the Cauchy-Reimann 

equations [33]. However, holomorphic functions are limited in their use for real-valued 

loss functions, as any real-valued holomorphic function must be constant. Since real-valued 
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loss outputs are necessary, as complex-valued loss cannot be objectively optimized, this 

limitation is overcome using Wirtinger calculus to provide differentiation for non-

holomorphic functions. This process transfers the activation function Ὢᾀ into the two-

variable function ὪᾀȟᾀӶ with its complex conjugate, which is always holomorphic if Ὢ is 

real-differentiable [34]. The gradients can then be calculated by computing the partial 

derivatives with respect to the real and imaginary components as shown in Equations 5.14 

and 5.15.  

 

Ὥ                                                     (5.14) 

       

Ӷ
Ὥ                                                     (5.15) 

 

The derivation for these calculations is provided in [34]. The Wirtinger calculus framework 

supports the integration of a wider variety of activation functions, including variations of 

the activation functions originally optimized within the real-domain.  

The most common activation functions for CVNNs use a split design, meaning the 

activation functions are applied to the complex components separately. This can be either 

on the real and imaginary components or the magnitude and phase components, as shown 

in Equations 5.16 and 5.17, where „ represents the activation function, ᾀ  the output 

from the convolutional layer, and ὰ  the feature output map for layer ὲ ρ. 

Traditionally, the same activation functions are applied to the real and imaginary 

components, such that „ „, while separate activation functions are applied to the 
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magnitude and phase components, often leaving the phase unchanged. The ᷁  symbol 

represents the four-quadrant inverse tangent angle calculation  [33] [35] [36]. 

 

ὰ  „ ᴘᾀ Ὦ„ᴑᾀ                             (5.16)       

 

ὰ  „ ȿᾀ ȿÅØÐὭ„  ᷁ᾀ                                 (5.17)   

 

Fully complex activation functions that are holomorphic have also been developed, 

which act on the full complex number. This can include transcendental functions, such as 

the complex-valued extension of the inverse tangent. However, these functions are limited 

in domain as they cannot be both fully bounded and analytic, as demonstrated by 

Liouvilleôsô theorem [35] [37]. Complex modifications of ReLU have also been evaluated 

with limited success. The cardioid activation function derived in [38] provides a phase 

sensitive complex-valued extension of the ReLU, as shown in Equation 5.18. 

 

„ᾀ  ρ ÃÏÓ᷁ ᾀ ᾀ                                           (5.18) 

 

Due to the importance of activation functions, initial evaluations were performed 

comparing variations of complex-valued split activation functions and the fully complex 

cardioid activation function. For this research, the split ReLU functions, applied separately 

to the real and imaginary components, and the fully complex-valued cardioid activation 
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function provided the fastest convergence with the best performance. These comparisons 

are further explored within the Example Case section. 

 

C. Normalization Layers 

Instance normalization can improve the performance and efficiency of style transfer 

networks, such as GANs, as shown in Chapter 4. Therefore, a complex-valued extension 

of this normalization method was incorporated to spatially normalize across each complex 

image throughout the GAN network. This methodology follows the whitening scaling 

method proposed in [39], which scales the complex zero centered image data for ὰ using 

the inverse square root of the covariance matrix ὠ, as shown in Equation 5.19 and 5.20. 

 

ὠ
#ÏÖᴘὰȟᴘὰ #ÏÖᴘὰȟᴑὰ

#ÏÖᴑὰȟᴘὰ #ÏÖᴑὰȟᴑὰ
                                (5.19) 

 

ὰӶὠ ὰ ὰ                                                (5.20)                                                       

 

Similar to real-valued normalizations, a learnable shift parameter, ‍, and a 

learnable scaling parameter, ‎, provide the final complex-valued normalization, as shown 

in Equation 5.21.  

 

ὔὰӶ ‎ὰӶ ‍                                                   (5.21) 

 



 

81 

 

 

The shift parameter provides adjustments to the image mean, while the scaling parameter 

provide updates to the image variance. Additional details on the definitions and 

initializations for this method are provided in [39]. 

 

D. Loss Function 

As described in the Activation Functions section, CVNNs still require a real valued 

loss function to provide optimization due to the inability to perform minimizations within 

the complex domain. Since this research focuses on improving the SAR complex-valued 

image regression, the loss function is required to compare two complex-valued inputs and 

output a real-valued loss. A mean squared error evaluation of these complex-valued 

matrices can effectively compare the amplitude response; however, this method ignores 

the phase information. Therefore, the logarithmic error function proposed in [40], and 

shown in Equation 5.22, was evaluated to incorporate the phase response optimization.  

 

fl  ÌÏÇ
ȿȿ

ȿȿ
‰ ‰                                           (5.22)          

 

This loss function, fl, compares the magnitude responses between the target, ὸ, and 

output, έ, and their respective phase information, ‰, effectively minimizing both 

magnitude and phase errors and improving convergence characteristics. This loss function 

has shown improved performance for complex-valued regression optimization [37] [35] 

[38].  
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5.5 RVNNs vs. CVNNs Examples 

The CVNNs were designed to evaluate the benefit of complex-valued networks for 

improving SAR image enhancement and feature extraction. The baseline networks applied 

the logarithmic error function and the ReLU split activation function on the real and 

imaginary components. The fully complex-valued cardioid function was also further 

evaluated for phase stability.  

These results were also compared against the similarly designed and optimized 

RVNNs defined in Chapter 4. The RV-CNN is a residual regression CNN due to the 

residual mappings ability to support higher variation differences within the amplitude 

domain. This slightly improved the performance for the real-valued CNN compared to a 

direct mapping CNN within the amplitude domain, as shown in Chapter 4. However, in the 

complex domain the mapping remains direct in order to preserve the coherency of the 

complex data.  

The statistical comparisons between the actual high-resolution data and the 

modeled high-resolution data were evaluated on normalized network outputs in order to 

align the real-valued and complex-valued scales, while the final displayed images were 

refined with additional image adjustment saturation (saturating the bottom 1% and top 1% 

of all pixel values) to optimize the image contrast achievable within each result. This allows 

for enhanced visual inspections. The optimized imagery results and the comparisons for 

the RV-CNN and CV-CNN with ReLU split activation functions are shown in Figure 5-2 

for five example SAR chips. 
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Figure 5-2: SAR example chips comparing the RV-CNN with Residual Mapping to the 

CV-CNN. 

  

Through detailed visual inspection and comparisons between the RV-CNN and 

CV-CNN, the CV-CNN was found to further improve speckle reduction and scattering 

separations, while reducing blurring effects. This can be easily observed in the second 

image, where the scattering returns from the POL tank are more refined from the CV-CNN 

compared to the RV-CNN. The third image also demonstrates improved edge definitions 
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by the CV-CNN that better align with the high-resolution image. Additionally, the CV-

CNN further reduced the ringing artifacts from side lobbing effects, as noticeable in the 

second and fifth image. The CV-CNN also resulted in improved image feature contrast 

with the reduced speckle and a lower noise floor, which was further analyzed via 1D feature 

extractions and a peak signal to noise analysis.  

The 1D feature extractions were averaged over a 5 datapoint vertical window and 

provide a useful representation of the scattering amplitudes and widths. An example 1D 

feature extraction is shown in Figure 5-3, with the extracted data centered around the red 

line. The extracted data is compared for the original low-resolution image, original high-

resolution image, and the model outputs from the RV-CNN and CV-CNN. Two 

comparison plots are included ï one for the normalized output and one for the image 

saturation adjusted outputs. As can be seen in Figure 5-3, the CV-CNN results in a 

noticeably lower noise floor with reduced speckle return compared to the low-resolution 

image and the RV-CNN output, while still sharpening the scattering returns to better align 

with the high-resolution image. 
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Figure 5-3: 1D Feature extraction example comparing RV-CNN with Residual Mapping to 

the CV-CNN. 

  

The CV-CNN with the cardioid activation function resulted in a similar reduction 

in speckle and lower noise floor; however, the scattering resolution was slightly less 

refined. These results are shown in the Appendix C. For a direct network comparison, the 

CV-CNN, with split ReLU activation functions, was also compared to a RV-CNN with 

direct regression mapping, rather than the residual mapping. Several example image 

comparisons are provided in Appendix C. While the direct mapping provides a slightly 

lower noise floor than the residual RV-CNN, it reduces the scattering refinement. In 

comparison, the CV-CNN provides an even lower noise floor with sharper scattering 
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separations and greater peak to noise separations compared to both the direct and residual 

RV-CNNs. This is further demonstrated in the 1D feature extraction comparison between 

the RV-CNN with direct mapping and the CV-CNN, as shown in Figure 5-4.  

 

 

 

Figure 5-4: 1D Feature extraction example comparing RV-CNN with Direct Mapping to 

CV-CNN. 

 

 This analysis was also performed on the ResNet architectures both in the amplitude 

domain and complex domain. Full example image comparisons between the RV-ResNet 

and CV-ResNet are provided in Appendix C. Similar to the CV-CNN, the CV-ResNet 

further reduces the image speckle compared to the RV-ResNet, while still providing refined 
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scattering separations. Edge definitions are also further defined and ringing artifacts 

reduced. The 1D feature extraction example in Figure 5-5 provides a direct comparison 

between the RV-ResNet and CV-ResNet output. For both the RV-ResNet and CV-ResNet 

the residual blocks improved the scattering peak isolation, with more refined and deeper 

scattering peak separations. However, the CV-ResNet still provides a greater reduction in 

the image noise floor, with a significant decrease in speckle effects.   

 

 

 

Figure 5-5: 1D Feature extraction example comparing RV-ResNet to CV-ResNet. 
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 This image analysis and visual inspection was also performed with the CV-GAN. 

The example images comparing the performance of the RV-GAN and CV-GAN are 

provided in Figure 5-6. While the RV-GAN translates the speckle effects to better align 

with the high-resolution image, the CV-GAN further smooths the speckle noise, while still 

improving the scattering resolution and reducing ringing artifacts. The background speckle 

is noticeably decreased while the edge definitions are further defined, allowing for feature 

scatterers and their image contrast to be more easily discernable. To further evaluate these 

effects, the 1D feature extraction for the CV-GAN is shown in Figure 5-7. The CV-GAN 

provides improved peak to noise separations and reduces the noise floor, while still 

improving minor scattering returns for the POL tank. 
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Figure 5-6: SAR example chips comparing the RV-GAN to the CV-GAN.  
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Figure 5-7: 1D Feature extraction example comparing the RV-GAN to the CV-GAN. 

   

For all neural network architectures, 1D feature extractions were extended across 

the entire image to evaluate the average 1D extraction Pearson correlation differences 

compared to the high-resolution data. The correlation and mean squared error (MSE) 

metrics were evaluated across the normalized outputs, as well as the image saturation 

adjusted outputs. Both correlation and MSE were considered, as correlation can capture 

the general feature trends with directionality, while minimizing the impact of speckle and 

noise differences.  
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In this example, the CVNNs all performed notably better than the RVNNs, with the 

CVNNs providing more than a 7% increase in correlation to the high-resolution image, 

compared to the RVNNs. For this image, the RV-CNN with direct mapping resulted in a 

lower MSE for the normalized data compared to the CV-CNN. However, further inspection 

shows that this is due to the noise floor for the CV-CNN falling beneath that of even the 

high-resolution image, causing a greater MSE difference across the full image background. 

This is further confirmed by the lower MSE achieved by the CV-CNN for the saturation 

adjusted image data. This demonstrates that the CV-CNNôs greater reduction to the noise 

floor and speckle effects can be non-influential, or even detrimental, to the image 

correlation and MSE metrics. 

Therefore, additional metrics are considered for evaluating the improvements to the 

feature contrast and signal strength. The peak signal-to-noise ratio, PSNR, was evaluated 

for each output using the high-resolution image as a reference [41]. This is shown in 

Equation 5.23 where ὖ is the peak signal value for image a and is divided by the mean 

squared error between the image ὥ the reference image ὶ. 

 

ὖὛὔὙ ρπÌÏÇ
В

                                     (5.23) 

 

In this case, a higher PSNR represents a higher peak signal and greater similarity 

to the high-resolution reference image. However, this metric does not account for the 

additional smoothing benefits observed by the CVNNs, which can reduce the speckle noise 
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below that of even the high-resolution image. Therefore, an additional metric is also 

considered termed the peak signal-to-mean ratio, PMR, as shown in Equation 5.24. This 

calculation captures the peak signal strength in comparison to the average signal strength, 

with a lower average signal strength correlating to a lower average noise floor. 

 

ὖὓὙ ρπÌÏÇ                                               (5.24) 

 

In this example, the CVNNs provided slight increases in the CNN, ResNet, and 

GAN PSNRs, and significant increases in the PMRs, respectively 30%, 50%, and 12%. 

This indicates a notable increase in the peak signal to noise strength, while still aligning 

well with the key high-resolution features. This highlights the increased smoothing affects 

achievable by the CV-CNN, resulting in a lower baseline noise floor.  

In addition to image and feature enhancement, these networks were evaluated for 

phase preservation to support improved feature identification. The complex-valued outputs 

from the CVNNs were processed through the phase derivative calculations defined by 

Equation 5.2-5.12. The PDVs were evaluated both in the fast time, or range direction, and 

slow-time, or azimuth direction. The example image results are provided in Figures 5-8 

through 5-11. 
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Figure 5-8: Phase Derivative Values for low-resolution and high-resolution in fast-time 

(FT) and slow-time (ST). 
 

 

 

 
Figure 5-9: Phase Derivative Values for CV-CNNs in fast-time and slow-time. 
 

 

 

 
Figure 5-10: Phase Derivative Values for CV-ResNets in fast-time and slow-time. 
 

 

 

 
Figure 5-11: Phase Derivative Values for CV-GANs in fast-time and slow-time. 

 



 

94 

 

 

These results show that the CVNNs successfully retain significant feature phase 

interactions, and can even offer a significant improvement in the feature and edge 

identification. In the CV-CNN with ReLU activation functions, the random phase noise is 

significantly reduced, however, there are noticeable non-literal side edges due to network 

limitations in characterizing the edge phase coherency. The use of the cardioid activation 

function removes these edge effects and provides greater phase characterization at the cost 

of increasing the background phase noise. The CV-ResNet and CV-GAN further extract 

the fast-time ringing artifacts within the underlying phase information and improve the 

edge phase characterization; however, their slow-time response, while still improving upon 

the low-resolution response, is more muted compared to the CV-CNN. The PMRs for these 

images were evaluated to capture the phase characterization bandwidth. The PSNR does 

not provide any meaningful evaluation as the phase derivative importance lies in the 

changes and contrast provided - not the magnitude alignment.  

In this example, the CV-CNN provided a significantly higher phase derivative peak 

to mean signal strength ratio compared to the low-resolution capture, with a 6dB and 9dB 

increase in the fast-time and slow-time, respectively. While, the low-resolution capture 

provides minimal phase information above the noise floor, the CV-CNN processing results 

in a significant phase characterization increase that even surpasses the high-resolution 

phase characterization in both fast-time and slow-time. The CV-ResNet and CV-GAN also 

greatly improved the phase characterization for the fast-time dimension compared to the 

low-resolution capture, and exceeded the PMR for the fast-time high-resolution captures.  
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The phase effects and complex number distribution were further analyzed for the 

CVNNs by assessing the real and imaginary separation on the complex plane. The results 

for this example image are shown in Figures 5-12 through 5-15. The CVNNs converge on 

solutions that map the majority of the real components to positive values, implying that the 

phase is contained within ȟ . 

 

 

Figure 5-12: Example image complex plane distribution for original low-resolution and 

high-resolution images. 

 

 

 

 
Figure 5-13: Example image complex plane distribution for CV-CNNs with ReLU and 

cardioid activation functions. 
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Figure 5-14: Example image complex plane distribution for CV-ResNets with ReLU and 

cardioid activation functions. 

 

 
Figure 5-15: Example image complex plane distribution for CV-GANs with ReLU and 

cardioid activation functions. 

 

To further explore this effect, phase angle histograms were evaluated, as shown in 

Figures 5-16 through 5-19. Compared to the near uniform phase distributions for the low-

resolution and high-resolution captures, the complex-value models output a Gaussian 

phase distribution with values over the interval ȟ .  
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Figure 5-16: Example image phase histograms for original low-resolution and high-

resolution images. 

 

 

 

Figure 5-17: Example image phase histograms for CV-CNNs with ReLU and cardioid 

activation functions. 

 

 

 

Figure 5-18: Example image phase histograms for CV-ResNets with ReLU and cardioid 

activation functions. 
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Figure 5-19: Example image phase histograms for CV-GANs with ReLU and cardioid 

activation functions. 

 

Diverging from the traditional high-resolution uniform phase statistics, these results 

provide beneficial processing effects, as the phase randomness is largely reduced for all 

CVNNs. The CVNNs are able to learn the underlying deterministic phase responses that 

translate between the low-resolution and high-resolution captures, whereas the random 

phase components will be processed out due to the mismatch in scattering interference 

between the different resolution cell sizes. This is responsible for the significant reduction 

in the image speckle effects and noise floor. The CV-CNN with ReLU activation functions 

results in a smaller phase distribution, which can limit the edge phase characterization 

accuracy; however, it also allows for a greater reduction in the image phase noise. The use 

of the cardioid activation function provides a slightly broader phase distribution that can 

improve the edge phase characterization, due to its additional phase preservation 

sensitivity.  

The CV-ResNet and CV-GAN result in a broader distribution of phases compared 

to the CV-CNN, indicating that the addition of residual blocks can align the phase statistics 

more with the high-resolution image. This results in a larger random phase component as 
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shown by the greater phase variation in the PDV images compared to the CV-CNN. As a 

result, no edge phase distortions are observed by the CV-ResNet and CV-GAN. 

Additionally, the loss function phase differential can result in a preference for 

smaller angles due to the phase discontinuity between -180° and 180°. Phase unwrapping 

techniques can be explored to minimize this effect; however, this can also affect the 

optimization convergence. 

 

5.6 Overall Comparison of Results 

This CVNN analysis was extended to the entire testing dataset to capture the model 

performance over a diverse set of complex-valued SAR chips. Data normalization was also 

performed to align the scales for the real-valued and complex-valued inputs and outputs. 

This normalization modifies the raw amplitude metrics presented in Chapter 4 due to the 

sensitivity to the power range between the noise and peak signal strengths, as this signal 

separation influences the alignment between the normalized high-resolution images and 

model output images. The normalized summary metrics are provided in Table 5-1, while 

the image saturation adjusted metrics are provided in Appendix D.  

The overall performance comparisons also include additional SAR image metrics 

defined in Chapter 3 and Chapter 4 to further characterize the image and its high-resolution 

alignment. This includes the average variance over 5x5 patches within the image, and the 

MSE for each patch mean and patch variance compared to the original high-resolution 

image. The overall image variance and patch variance capture the SAR scattering and 
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interference effects, while the patch mean captures the overall feature trends relative to the 

high-resolution image.  

  

Table 5-1: Normalized CVNN and RVNN overall performance metric comparisons. 

Model 

1D Extraction 

Correlation  

Relative to HR 

MSE 

Relative 

to HR 

PSNR 

Relative 

to HR 

PMR 
Patch 

Variance  

Patch 

Variance MSE 

Relative to HR 

Patch Mean 

MSE 

Relative to HR 

High 

Resolution 
N/A N/A N/A 16.2 dB 0.00112 N/A N/A 

Low 

Resolution 
0.716 0.00294 28.4 dB 13.9 dB 0.00163 1.75e-05 0.00153 

RV-CNN 

Residual 

Mapping 

0.747 0.00247 28.2 dB 12.7 dB 0.000475 1.30e-05 0.00167 

RV-CNN 

Direct 

Mapping 

0.752 0.00179 31.8 dB 15.2 dB 0.000446 1.32e-05 0.00101 

CV-CNN 

ReLU  
0.766 0.00136 32.8 dB 17.2 dB 0.000319 1.45e-05 0.000600 

CV-CNN 

Cardioid  
0.757 0.00141 32.6 dB 16.8 dB 0.000336 1.44e-05 0.000634 

RV-ResNet 0.749 0.00223 30.5 dB 13.8 dB 0.000515 1.28e-05 0.00142 

CV-ResNet 

ReLU 
0.770 0.00139 32.5 dB 16.8 dB 0.000367 1.46e-05 0.000616 

CV-ResNet 

Cardioid 
0.730 0.00192 30.7 dB 15.0 dB 0.000466 1.44e-05 0.00106 

RV-GAN 0.715 0.00217 30.7 dB 15.1 dB 0.00140 1.60e-05 0.000761 

CV-GAN 

ReLU 
0.772 0.00184 30.1 dB 15.1 dB 0.000563 1.38e-05 0.00101 

CV-GAN 

Cardioid 
0.764 0.00185 30.3 dB 15.0 dB 0.000554 1.38e-05 0.00100 

 

 These results indicate that the complex-valued extensions of these neural networks 

can significantly improve the image quality and feature processing for SAR imagery. The 

CV-CNN and CV-GAN both improved the correlation to the high-resolution image, even 

with that improvement being limited by the significant amount of noise within SAR 

images. The MSE reduction, along with the increase in PSNR and PMR, also indicate a 
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significant increase in the signal density span in the complex-valued networks, allowing 

for improved signal extraction and contrast. Additionally, the lower patch variance results 

from the improved speckle smoothing, while the lower patch mean squared error signifies 

the improved macro feature trends and signal strengths resulting from the CVNNs. 

In addition, to the SAR image quality metrics, the phase characterization was also 

evaluated through the Phase Derivative Value calculations. These phase responses were 

evaluated using the peak to mean PMR comparison to capture the level of the deterministic 

phase features compared to the random phase components. As shown in Table 5-2, the low-

resolution image is largely dominated by the random phase components, while the 

complex-valued neural networks are able to significantly enhance the deterministic 

components. The CVNNs even surpass the high-resolution phase features for the fast-time, 

or range direction, response, indicating an ability to isolate and enhance the key phase 

gradient characteristics, while largely filtering out interference effects.   
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Table 5-2: Phase Derivative Value peak signal to mean signal strength comparisons. 

Model 
PMR 

Fast Time 

PMR 

Slow Time 

High Resolution 6.16 7.50 

Low Resolution 3.02 1.83 

CV-CNN 

ReLU 
8.71 8.25 

CV-CNN 

Cardioid 
8.50 7.84 

CV-ResNet 

ReLU 
7.78 7.06 

CV-ResNet 

Cardioid 
7.26 6.71 

CV-GAN 

ReLU 
7.47 6.54 

CV-GAN 

Cardioid 
7.24 6.34 

 

5.7 Complex-Domain Discussion 

In this research, CVNNs, including CV-CNNs, CV-ResNets, and CV-GANs 

provided significant image processing improvements relative to similar RVNN 

architectures, as demonstrated through detailed visual inspection, 1D feature extractions, 

quantitative SAR image metrics, and phase derivative evaluations. The CVNNs matched 

or exceeded the RVNN amplitude image correlations with the high-resolution targets, 

despite reducing the noise floor below the high-resolution images, indicating an even 

higher alignment with the critical feature segments. The CVNNs also significantly reduced 

the normalized MSEs relative to the high-resolution targets, with MSE reductions greater 

than 20% compared to the RVNNs. 

The selected CVNN architecture and activation functions can also significantly 

influence the phase statistics and imaging effects. The CV-CNN and CV-ResNet resulted 

in the lowest overall MSEs and patch MSEs relative to the high-resolution targets, while 
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the CV-CNN provided the greatest signal to noise separations and speckle reduction with 

the ReLU split activation function. However, the fully complex cardioid function, with its 

preservation of phase, can help to extract more minor phase characterization features at the 

expense of image magnitude attenuation. Additionally, the residual blocks in both the 

ResNet and GAN architectures resulted in larger phase distributions, which while useful 

for the amplitude characterization, increased the interference present within the phase 

derivative evaluations. Therefore, while CVNNs offer promising enhancements for 

coherent electromagnetic processes like SAR, the network architectures and their resulting 

phase sensitivities must be adapted for the specific application intent.  

 

5.8 Complex-Domain Conclusion 

These results establish that the incorporation of complex-valued numbers through 

the neural network process can significantly improve and refine SAR imagery as viewed 

in the amplitude domain. The preservation of the phase coherency throughput the neural 

network enhances the deterministic phase characteristics, while significantly reducing the 

random phase interference, as the neural network learns to extract the phase gradients 

fundamental to both the low-resolution and high-resolution training images. This in turn 

significantly reduces the image speckle noise, improves edge contrast, and refines 

scattering resolution. 

The CVNNôs deterministic phase statistics also enhance the phase characterization, 

as shown through phase derivative evaluations. The CVNN phase sensitivities can exceed 

even the high-resolution targets, providing a means for extracting, and even enhancing, key 
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phase characteristics that can improve man-made object and edge detection capabilities. 

Furthermore, the CVNNs provide a notable increase to the signal response density, with 

greater signal to noise separations, while still maintaining feature alignment to the high-

resolution targets. This allows for improved scattering extractions with a lower noise floor 

and greater signal response bandwidths. These findings have extensive implications for 

SAR image processing, feature extraction, edge detection, ATR, and MTI applications. 

The latter of which will be further explored in Chapter 6. 
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Chapter 6  
MOVING TARGET IDENTIFICATION AND PHASE CHARACTERIZATION 

USING COMPLEX VALUED NEURAL NE TWORKS 

 

6.1 Introduction  

Ground moving target identification and characterization within synthetic aperture 

radar collections pose significant processing challenges. In high ground clutter 

environments, with high stationary scattering returns, these moving targets can be difficult 

to detect when target signatures approach the clutter floor. Furthermore, for moving 

scattering points, the return energy is dispersed within the scene due to return signal 

perturbations, causing smearing in range and defocusing in cross-range. This results in a 

lower signal-to-clutter ratios for moving targets compared to stationary targets. While 

traditional SAR processing can result in a loss of characterization for these moving targets, 

it also offers an opportunity to exploit these differences within the complex-domain of SAR 

coherent collections for improved, and simultaneous, Moving Target Identification (MTI).   

Numerous methods for improving SAR moving target processing have been 

previously proposed, including clutter suppression techniques, typically involving 

defocusing and refocusing of the target image. Additional methods combining the use of 

SAR and MTI techniques have been developed; however, such methods typically require 

multichannel systems that include Along Track Interferometry (ATI), Displaced Phase-

Center Antennas (DPCA), and Space Time Adaptive Processing (STAP) [42] [43]. ATI 
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leverages the phase difference between separate channels to suppress stationary clutter, 

while DPCA focuses on the magnitude differential between multiple channels. The STAP 

method filters the signal in both the azimuth and doppler domains, comparing spatial 

variations from multichannel inputs, as traditional doppler filtering methods are ineffective 

due to the collection platform movement dispersing the return clutter doppler spectrum. 

While these methods have shown success in reducing clutter in support of MTI, they are 

also limited to systems that support multichannel characterizations, often requiring 

multiple antenna systems or separate operational modes. Furthermore, these methods are 

still limited in their ability to detect weaker moving targets within strong clutter 

environments. 

More recently neural networks have shown great success in detecting and 

classifying targets within SAR collections. The vast majority of this research has been 

focused on SAR data processing within the amplitude domain, treating SAR imagery 

similar to optical imagery, and using Real-Valued Neural Networks (RVNNs). The 

coherent nature of SAR collections results in additional phase information that is 

traditionally neglected due to its random appearance, resulting from the interference 

between scattering points within a resolution cell. However, as discussed in Chapter 5, 

these phase modulations can be induced by dispersive scatters varying over the spectral 

width of the chirp. Conventional radar studies have demonstrated the importance of these 

nonlinear dynamics when characterizing backscatter from man-made targets, and with the 

advent of higher-resolution SAR imagery, these nonlinear phase modulations become 

increasingly more relevant [29] [30] [31]. Capturing this phase information can be of even 
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greater importance when considering moving targets with more dispersed scattering 

returns, which can further reduce the likelihood of detection within the amplitude domain.  

For moving targets, traditional amplitude neural networks are limited in detection 

by the scattering amplitude compared to the ground clutter amplitude. The dispersion of 

the scattering return across the doppler space, results in a lower return signal per processed 

image resolution cell, which can reduce the likelihood of detection. Additionally, the target 

movement during the collection results in inaccurate phase integration within the coherent 

summation processing. While this results in a non-literal image of the moving target within 

the amplitude domain, these phase patterns, captured within the complex domain, can help 

to identify the location of moving targets when their amplitude signatures are dispersed 

near the ground clutter floor. 

While limited, initial deep learning research within the complex-domain of SAR 

imagery has shown great promise for improving SAR image quality and Automatic Target 

Recognition (ATR) methods. For example, in Chapter 5 single-channel Complex-Valued 

Neural Networks (CVNNs) demonstrated improved SAR image quality within the 

amplitude domain, as the incorporation of the phase information within CVNNs can 

enhance the deterministic phase characteristics, while significantly reducing the random 

phase interreference. This results in improved speckle reduction and greater signal-to-noise 

ratios as compared to traditional RVNNs. Initial studies have also shown promise in 

improving SAR stationary ATR methods by incorporating complex-valued operations [24] 

[23]. However, significant challenges remain on how to integrate single-channel CVNN 

ATR architectures, including how to incorporate loss functions and target labels within the 
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complex domain. This research has also traditionally been limited by the availability of 

complex-valued SAR datasets for target characterization, including limited feature and 

target variability. 

Even less research has focused on the use of CVNNs for identifying moving targets. 

However, the incorporation of both amplitude and phase information has shown an initial 

ability to improve SAR MTI and refocusing accuracy for multichannel SAR systems [44]. 

This research extends upon these learnings to develop a novel CVNN approach for 

identifying SAR moving targets, within single-channel SAR collections, with dispersed 

scattering returns falling near ground clutter return levels. The neural network detection 

performance is further evaluated across various moving target signatures, speeds, and 

headings. This unique analysis was enabled through the creation of a new moving target 

dataset, synthetically generated based on traditional SAR collection and processing modes. 

Furthermore, this research characterizes the impact of the phase contributions within the 

moving target dataset through phase derivative assessments, highlighting the importance 

of the phase information and demonstrating the ability for CVNNs to identify additional 

moving target patterns.  

For a comprehensive analysis within the complex-domain, these CVNN learnings 

were further extended to evaluate neural network performance within the Fourier domain. 

The Fourier domain represents the uncompressed SAR return signals, while the spatial 

domain represents the sceneôs complex reflectivity. While frequency-based features, 

derived from complex-valued SAR images, have demonstrated benefits for SAR image 

classification [45], previous research efforts have only considered the amplitude intensity 
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values within RVNNs. Therefore, the complex-valued information within the 

uncompressed SAR signals remains largely unexplored for complex-valued neural network 

training. 

 

6.2 Moving Target Phase Considerations 

Due to the coherent nature of SAR collections, the constructive and destructive 

interference from interacting scatterers within a resolution cell cause a non-literal speckle 

appearance, as defined in Chapter 2. These speckle effects, in addition to the background 

clutter signature, make it more difficult to detect stationary and moving targets within SAR 

imagery. The scattering interference also results in a significant randomization of the phase 

characteristics, such that the raw phase information traditionally appears as noise. This 

random phase component typically obscures the deterministic phase component caused by 

the scattering material and the distance between the scatter and the radar sensor, resulting 

in the phase information being disregarded in favor of focusing on the amplitude response. 

However, when this phase information is processed through a series of phase 

derivative calculations, the importance of the phase component becomes readily apparent. 

For example, Chapter 5 applied the Phase Derivative Value (PDV) methodology developed 

by the National Geospatial-Intelligence Agency [10] to a series of complex-valued high-

resolution SAR image samples, demonstrating the ability for phase derivative calculations 

to discern between natural backgrounds and structured man-made targets. This research 

extended these findings to capture the phase information available for training within the 

new moving target dataset. Example phase derivative analyses for moving target samples 
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are provided in Figure 6-1 and 6-2, where scattering representations of small moving ships 

are injected into the SAR background clutter. Note, the methodology for generating these 

SAR samples for the moving target dataset is described in detail within the next section. 

 

 
Figure 6-1: SAR example simulating a target inject moving at 10 knots with (a) showing 

the image magnitude, (b) showing the image raw phase, and (c) showing the image Phase 

Derivative Value in the slow-time (cross-range) dimension. 

 

 
Figure 6-2: SAR example simulating a target inject moving at 19 knots with (a) showing 

the image magnitude, (b) showing the image raw phase, and (c) showing the image Phase 

Derivative Value in the slow-time (cross-range) dimension.  

 

Due to the background clutter and the range and doppler target modulations, the 

amplitude responses for the small ships can blend closely within the surrounding ground 

(a) (b) (c) 

(a) (b) (c) 
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clutter or be difficult to discriminate at faster speeds. While the raw phase data also appears 

random, the PDV calculations are able to clearly distinguish between the background 

natural clutter and the man-made moving target. This highlights the importance of 

including the phase information, especially when dealing with target detections near the 

ground clutter level.   

In addition to demonstrating the importance of phase information for man-made 

targets, Chapter 5 also demonstrated the ability for CVNNs to improve and refine SAR 

image quality as viewed in the amplitude domain. CVNNs trained to improve low-

resolution SAR image quality were able to learn the phase gradients fundamental to both 

the low-resolution inputs and high-resolution targets, resulting in significantly higher 

deterministic phase responses for man-made targets. To demonstrate this effect, moving 

target patches were tested on the SAR image enhancement Complex-Valued Convolutional 

Neural Network (CV-CNN) developed in Chapter 5. This network was trained with a 

diverse dataset of Capella Space SAR collections [1]. An example result for a moving 

target patch is provided in Figure 6-3. Note, both images were refined with additional 

image adjustment saturation (saturating the bottom 1% and top 1% of all pixel values) to 

optimize the image contrast achievable within each result. 
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Figure 6-3: SAR example moving target chip with (a) showing the original SAR image and 

(b) showing an image enhanced CV-CNN output. 

 

The CV-CNN network was found to reduce speckle effects and enhance the target-

to-clutter contrast for the SAR outputs, as viewed in the amplitude domain. The CV-CNN 

notably reduces the clutter noise floor due to the reduction in the random phase 

components, resulting in less phase interference. The CV-CNN processed moving target 

images were further assessed through PDV analysis, showing enhanced phase 

characteristics for improved man-made object edge detection capabilities. These results, 

both in the slow-time (cross-range) and fast-time (range) direction, are provided in Figures 

6-4 and 6-5. 

 

 
Figure 6-4: SAR example moving target PDV in slow-time with (a) showing the original 

PDV output and (b) showing the CV-CNN processed PDV output. 
 

(a) (b) 

(a) (b) 



 

113 

 

 

 
Figure 6-5: SAR example moving target PDV in fast-time with (a) showing the original 

PDV output and (b) showing the CV-CNN processed PDV output. 

 

For cases in which the PDV response is low for the original SAR chip, the CV-

CNN is able to further isolate and enhance the key phase gradient characteristics, resulting 

in a much clearer separation between the target edges and the clutter background. These 

results demonstrate the importance of the phase component within SAR target detection 

methods and demonstrate the ability for CVNNs to extract greater target-to-clutter 

signatures for both the amplitude and phase response characteristics. This research 

continues to build upon these learnings to develop and employ an original CVNN tailored 

for moving target identification.  In order to capture numerous target speeds, headings, and 

signatures, a new complex-valued SAR dataset was created with simulated targets injected 

into the complex phase history data spanning various operational parameters. The creation 

and evaluation of the SAR moving target dataset is described in the following section 

 

6.3 MTI Dataset Generation 

Due to the extensive dataset requirements needed for deep learning analysis, and 

the limitations of existing SAR collections capturing known moving targets, a new 

synthetic dataset was developed for characterizing moving targets. The simulated moving 

(a) (b) 
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targets were injected into the Compensated Phase History Data (CPHD). This required the 

simulation or selection of target scattering templates that were then added to each 

pulse/sample, so as to superimpose the target within the collection scene. This 

methodology follows the SAR signal model developed by the Air Force Research 

Laboratory and described in [46], where the received radar signal ὛὪȟ†   from a target is 

defined in Equation 6-1 for a given frequency sample, Ὢ, and transmission pulse, †. 

 

ὛὪȟ† ὃὪȟ† ÅØÐ 
Ў

                            (6.1) 

 

The amplitude of the return signal, ὃὪȟ† , depends on the radar cross section of 

the target, while the phase will vary based on the frequency and differential range, ЎὙ† , 

which represents the differential distance between the distance from the antenna phase 

center to the target and the distance from the antenna phase center to the origin. The final 

CPHD is generated using the combined receiver output, summing the contributions of all 

scatters, including the moving target, within the scene. Additional information on the 

imaging process can be found in [46]. 

For moving targets, the target speeds and headings were also projected into the 

signal response to update the target points throughout the collection extent. Additionally, 

each pulse range return accounts for the moving targetôs Doppler frequency modulations, 

providing the simulated azimuth displacement. The doppler frequency shift follows 

Equation 6.2, where the received frequency, Ὢ, depends on the transmitted frequency, Ὢ, 

and the velocity of the target in the range direction, Ўὺ. 
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Ὢ ρ Ὢ                                                   (6.2) 

 

Since traditional SAR imaging modes are inherently focused on processing 

stationary artifacts. These stationary returns dominate SAR data clutter and pose a 

significant challenge for extracting non-stationary signals near the clutter ground floor. 

While a stationary target may be readily apparent when its signature is greater than the 

surrounding background, when this target is put into motion during the SAR collection, it 

results in a non-literal smear within the SAR image due to azimuth defocusing from the 

targetôs radial acceleration and cross-range velocity and range smearing from its radial 

velocity [47]. This signature dispersion, in addition to Doppler frequency shifts beyond the 

azimuth passband, attenuate the peak intensity of the target signature. Additionally, a 

displacement of the moving target within the SAR imagery results from any velocity in the 

range direction, which causes a non-literal cross-range displacement proportional to the 

radial velocity of the target towards the antenna.  

Example SAR images demonstrating these effects are provided in Figure 6-6 and 

compare a simulated stationary target to the same target moving at progressive speeds 

within the greater collection scene. With the target motion, the dispersed target signature 

starts to fall beneath the background clutter. This is further demonstrated via a 1D feature 

extraction comparing amplitude responses in along the cross-range (x-axis) direction, as 

overlaid with the shifted target response, where the high reflectivity response for the 

stationary target diminishes with target movement. The feature extraction averages across 

a three datapoint window within the range dimension. 
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Figure 6-6: SAR example simulating a small stationary target inject (a) compared to the 

same target inject moving at 20 knots (b) and 40 knots (c) with a heading of 45 degrees. 

The 1D Feature extractions are performed along the cross-range direction centered around 

the line shown in images (d)-(f), spanning the full collection extent and overlaying with 

the shifted target responses. 

 

For the neural network inputs, synthetic CPHD files were generated based on 

generic Spotlight-mode collections with a grazing angle of 50° and an azimuth extent of 

(a) (b) (c) 












































































