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ABSTRACT

Access to specialized medical screening remains a challenge for individuals with

sickle cell disease (SCD), particularly those in low-income and rural communities,

where advanced diagnostic tools and expert evaluations are limited. In ophthalmology,

Sickle Cell Retinopathy (SCR) diagnosis relies on ophthalmologic evaluation, includ-

ing Optical Coherence Tomography (OCT) scans, but the manual interpretation is

prone to subjectivity, fatigue-induced errors, and inconsistencies across clinicians. Simi-

larly, video-based event analysis|such as reconstructing crime scenes from fragmented

surveillance footage|is a time-intensive process that requires manual ordering and

interpretation of unordered clips. These challenges highlight the need for automated

solutions that enhance medical diagnostics and video-based decision-making.

To address these issues, we propose Multi-scale Inter-frame Attention (MIA),

a novel framework that enhances deep learning models for processing volumetric

and video datasets. Our approach leverages spatial and spatio-temporal attention

mechanisms to improve feature extraction and representation learning. We integrate

MIA into two specialized models: the Cross-Scan Attention Transformer (CSAT) for

SCR detection and the Sequential Ordering of Frames in Time (SOFT) for video-based

action recognition. Experimental results demonstrate that CSAT+MIA outperforms

conventional object detection models in diagnosing SCR, while SOFT+MIA enhances

action recognition, particularly in temporally shu�ed scenarios.

Beyond domain-speci�c improvements, our research aims to establish a uni�ed

deep-learning method capable of capturing both inter-frame and intra-frame relation-

ships for broader applications in medical imaging, surveillance, and video understanding.

By integrating multi-scale inter-frame attention, we advance the �eld of automated

xii



diagnosis and event reconstruction, paving the way for more e�cient, reliable, and

intelligent decision-making systems.
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Chapter 1

INTRODUCTION

1.1 Background

Visual data can be presented in various formats. In the spatial dimension, we

encounter 2D images in the x-y plane, 3D point clouds in the x-y-z space, and 2D slices

extracted from 3D volumes, also in the x-y plane. Similarly, in the spatiotemporal

dimension, there are videos represented in the x-y-t space (where t denotes time) and

2D frames taken from a video at a speci�c moment in time. This dissertation primarily

focuses on 2D slices, also known as cross sections, and video slices.

Examples of 2D slices are commonly found in medical imaging, such as to-

mographic images like CT and MRI scans. In contrast, videos and video slices are

prevalent across various �elds, including social media, security, �lmography, and jour-

nalism. Therefore, the scope of our study broadly encompasses both medical image

analysis and video understanding.

In our research on medical images, we concentrate speci�cally on retinal scans

known as optical coherence tomography (OCT) to detect a retinal condition called

sickle cell retinopathy (SCR). Similarly, in the realm of video understanding, we aim to

enhance action recognition performance on datasets that contain everyday videos. In the

following sections, we will introduce these concepts brie
y and explain the motivation

behind our research.

1.1.1 Medical Image Analysis

Medical image analysis is a rapidly evolving �eld at the intersection of computer

science, engineering, and healthcare, focused on extracting meaningful information from

medical imaging data to aid in diagnosis, treatment planning, and disease monitoring.

1



Figure 1.1: Figure demonstrating all the human retinal layers. Image from [1]

It leverages advanced computational techniques, including machine learning, deep

learning, and computer vision, to analyze images such as X-rays, MRIs, CT scans, and

ultrasounds. For instance, convolutional neural networks (CNNs) are widely used for

tasks like tumor detection [2, 3, 4, 5, 6] in radiology scans, while U-Net architectures [7,

8, 9, 10] excel in image segmentation, enabling precise delineation of organs, tissues, or

lesions. Techniques like generative adversarial networks (GANs) [11] can synthesize high-

resolution medical images or augment datasets for training models, addressing challenges

like data scarcity [12]. Additionally, 3D volumetric analysis allows for comprehensive

evaluation of structures like the brain or heart, providing insights into conditions such

as Alzheimer's disease [13] or cardiovascular abnormalities [7, 14]. Beyond diagnostics,

medical image analysis supports computer-aided diagnosis (CAD) systems, which assist

radiologists in making faster and more accurate decisions [10, 15, 16]. It also plays
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a critical role in image-guided surgery [17, 18, 19, 20], where real-time analysis helps

surgeons navigate complex procedures, and in longitudinal studies, where tracking

changes in medical images over time can monitor disease progression or treatment

e�cacy. By integrating arti�cial intelligence with clinical expertise, medical image

analysis is transforming healthcare, enabling earlier detection, personalized treatment,

and improved patient outcomes [21].

Figure 1.2: Retinal volume (bottom) and retinal cross sections (top) from an OCT
exam. Image from [22]

1.1.1.1 Optical Coherence Tomography (OCT)

OCT [23] is a non-invasive optical imaging modality that performs high-resolution,

cross-sectional tomographic imaging of the eye in real-time. OCT uses light in the

near-infrared spectral range to penetrate tissues up to several hundred microns thick.

This technology is used as a diagnostic tool designed to assist ophthalmologists in

identifying retinal diseases such as sickle cell retinopathy (SCR) and diabetic macular

3



Figure 1.3: Instance of a person receiving an OCT exam taken fromnovavisioncenter.
com/optical-coherence-tomography/

edema (DME). Under microscopy, a cross-section of the human retina reveals ten

distinct layers, as shown in Figure 1.1. An OCT examination produces a sequence

of retinal cross-section images, or B-scans, as shown in Figure 1.2. The retina has

a structure with symmetrically thin inner layers known as the fovea. The fovea is a

naturally occurring depression in the inner retinal surface, about 1:5 mm wide, and is

specialized for visual acuity.

1.1.1.2 Sickle Cell Retinopathy (SCR)

Sickle cell retinopathy is a sight-threatening complication of sickle cell disease

(SCD), a genetic disorder characterized by abnormal hemoglobin that causes red blood

cells to become rigid and sickle-shaped [24, 25]. These misshapen cells can obstruct

blood 
ow, leading to ischemia (decrease in blood supply) and hypoxia (lack of oxygen)
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in various tissues, including the retina. In the eye, SCR interrupts retinal blood

circulation causing damage to retinal tissues through selective thinning of the �rst six

retinal layers, also called the inner retinal layers (illustrated in Figure 1.1). This can

result in proliferative sickle cell retinopathy (PSR), where abnormal blood vessel growth

(neovascularization) occurs in response to retinal ischemia. These fragile new vessels

are prone to bleeding, scarring, and retinal detachment, which can lead to vision loss

if untreated. Non-proliferative sickle cell retinopathy (NPSR) involves milder changes

like retinal hemorrhages, salmon patches, and iridescent spots. Regular ophthalmic

screenings are crucial for early detection and management of SCR. Treatments such as

laser photocoagulation or anti-vascular endothelial growth factor (VEGF) injections

are used to prevent complications and preserve vision.

The retinal thinning caused by SCR can be observed in numerous cross-sectional

images (B-scans) generated through optical coherence tomography (OCT). When the

B-scans of an SCR patient are combined to create a thickness map (as illustrated

in Figure 1.4), we can visually identify the areas of thinning using a color gradient.

Thinner regions appear blue-green, while thicker regions are represented in red-yellow.

The asymmetric blue area on the left side of the thickness map likely indicates the

presence of SCR, whereas the symmetric circular region on the right side corresponds

to the fovea.

1.1.1.3 Motivation

With the rapid growth and success of arti�cial intelligence, many deep learning-

based approaches are being utilized in medical imaging research and diagnostic studies

[7, 27, 2, 6]. Optical Coherence Tomography (OCT) images have been employed in

various deep learning projects to track and analyze retinal diseases such as age-related

macular degeneration (AMD) [28] and ocular pathologies related to multiple sclerosis

(MS) [29]. However, to the best of our knowledge, beyond our works [30, 31, 32] there

have been few, if any, advances in deep learning-based research speci�cally focused on

SCR.
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Figure 1.4: An OCT B-scan (top) and the corresponding thickness map (bottom)
showing SCR and fovea. Image from [26]

In ophthalmology, diagnosing retinopathy heavily relies on image recognition,

particularly through the analysis of images generated by diagnostic studies like optical

coherence tomography (OCT). Currently, retinopathy detection in sickle cell disease

(SCD) patients is performed manually by examining OCT B-scans. However, without

specialized training and adequate clinical time, OCT becomes merely a diagnostic

tool without an e�ective operator. The subjective nature of human analysis often

leads to subtle di�erences in interpretation, even among experienced examiners [30].

Factors such as work environment, attention levels, emotions, and fatigue can cause
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clinicians to provide con
icting readings for the same scan. Inaccurate diagnoses may

delay treatment, prolong patient su�ering, and necessitate repeat testing, resulting in

emotional and �nancial distress for patients and the healthcare system. To address

these challenges, a multidisciplinary approach is essential. Integrating deep learning

technologies into existing procedures o�ers a promising solution to reduce workload

stress, enhance research capabilities, and better meet clinical and public health needs.

1.1.2 Video Understanding

Video understanding is a fascinating area of arti�cial intelligence that focuses

on teaching machines to interpret and analyze video content, much like how humans

understand the world through moving images. It involves tasks such as recognizing

actions, identifying objects, tracking movements, and even predicting what might

happen next in a video. These capabilities have a wide range of real-world applications,

from enhancing security systems with smart surveillance to improving healthcare

through automated analysis of medical imaging. In entertainment, video understanding

powers personalized recommendations on streaming platforms, while in sports, it helps

analyze player performance and game strategies. Autonomous vehicles also rely on

video understanding to navigate safely by interpreting their surroundings. By enabling

machines to \see" and \understand" videos, this technology is transforming industries

and making everyday life more innovative and e�cient.

Unlike static images, videos contain temporal dynamics, making tasks such

as action recognition, temporal action localization, video object segmentation, and

video captioning more complex. These tasks require models to capture both spatial

features (e.g., objects, scenes) and temporal relationships (e.g., motion, sequences

of events). Advanced techniques like 3D convolutional neural networks (3D CNNs)

[33, 34, 35], recurrent neural networks (RNNs) [36, 37], and transformers [38, 39,

40] are commonly used to model spatiotemporal dependencies. For instance, two-

stream networks [41] combine RGB frames (appearance) and optical 
ow (motion) to
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improve action recognition, while transformer-based architectures leverage self-attention

mechanisms [42, 43, 44]to capture long-range dependencies in video sequences.

1.1.2.1 Motivation

Videos of events captured through multiple devices, such as public events or

street crimes, may not be temporally ordered. While events like concerts or sports games

are frequently recorded by numerous cameras, incidents like burglaries are rarely fully

captured. A few surveillance clips or spectator snapshots might exist, but compiling

and organizing these fragments into a coherent timeline is a time-consuming task for

law enforcement. Automating this process could save valuable time and resources.

Therefore we are motivated to develop a deep learning model that can sort unordered

frames, reconstruct timelines, and recognize actions from temporally shu�ed videos.

From a research standpoint, we aim to establish a uni�ed mechanism that

captures the essence of a video, taking into account both inter-frame and intra-frame

relationships. We believe that developing such a method could enhance the performance

of subsequent video understanding tasks.

1.2 Problem Statement

In our research, we explore spatial and spatio-temporal attention mechanisms to

enhance deep learning tasks involving volumetric data and video slices. Our hypothesis

is that the implementation of multi-scale, inter-frame attention in videos

and volumetric datasets improves deep learning performance . To test our

hypothesis, we developed a method called Multi-scale Inter-frame Attention (MIA). We

applied this technique to detect SCR-related injuries from an OCT image dataset and

to recognize human actions in video datasets. An overview of our research is presented

in Figure 1.5.

1.3 Main Contributions

The main technical contributions of our research are as follows:
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Figure 1.5: Overall outline of our research. We propose SOFT and CSAT to perform
video understanding and SCR detection tasks. We hypothesize that the performance of
these tasks will improve upon using MIA.
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1. We introduce the Multi-scale Inter-frame Attention (MIA) mechanism to enhance

the performance of deep learning tasks related to videos and volumetric data.

2. We demonstrate that vanilla MIA, without any pretraining, performs comparably

to the state-of-the-art action recognition methods.

3. We present the Cross Scan Attention Transformer (CSAT), a new deep-learning

method designed to analyze multiple cross-sections (B-scans) of volumetric data

(OCT) for the detection of sickle-cell retinopathy (SCR). Our experiments demon-

strate that CSAT outperforms existing object detection models in accurately

identifying SCR.

4. We present a novel method called Sequential Ordering of Frames in Time (SOFT),

which e�ectively reconstructs temporally shu�ed frames into the correct order.

Our �ndings demonstrate that the proposed model learns deep visual represen-

tations by being trained on action recognition tasks using temporally shu�ed

videos. Additionally, we show that current state-of-the-art action recognition

models struggle to perform when given shu�ed inputs.

5. We enhance the proposed methods, CSAT and SOFT, by integrating MIA into

these models. The results demonstrate that CSAT and SOFT with MIA outper-

form those without MIA.

1.4 Dissertation Structure

In order to organize this dissertation in logical and coherent parts, we have

divided this manuscript into �ve chapters. A brief description of the consecutive

chapters is as follows:

1. Chapter 2: Multi-scale Inter-frame Attention (MIA)

In this chapter, we present our proposed attention mechanism. We review the

existing literature on spatial, temporal, and spatio-temporal attention mechanisms

in computer vision. Additionally, we describe the MIA architecture and evaluate
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its e�ectiveness by assessing the action recognition performance of the vanilla

MIA transformer (MIAT) on the UCF-101 [45] dataset.

2. Chapter 3: Sickle-cell Retinopathy (SCR) Detection

In this chapter, we introduce our proposed method for detecting SCR, known as

the Cross Scan Attention Transformer (CSAT). We begin by reviewing existing

literature on deep learning techniques applied to OCT image datasets, the use of

transformers for object detection, and various semi-supervised and unsupervised

pretraining methods. We provide a detailed description of the OCT dataset

collected for this research. Following that, we outline the pre-training and

detection architecture of CSAT and present experiments that demonstrate the

e�ectiveness of our approach. Additionally, we incorporate multi-scale attention

(MA) into our proposed method and present experiments that show how MA

enhances the performance of CSAT.

3. Chapter 4: Video Representation Learning and Action Recognition

In this chapter, we discuss the importance of methods that can reconstruct

and extract information from temporally shu�ed images. We review existing

literature on video reordering and video order veri�cation methods, including

some pretraining strategies. Additionally, we explain the datasets used in our

experiments. We introduce the SOFT model and outline its pretraining approach.

We also describe the architecture of video-MAE to highlight the similarities and

di�erences between our approach and video-MAE. Furthermore, we evaluate

pretraining and action recognition tasks using both single-view and multi-view

data, comparing scenarios with and without shu�ed inputs. We compare our

method with various versions of video-MAE that have been pretrained and trained

on a subset of the SSV2 dataset. We present an ablation study to support the

design choices of our approach and discuss some limitations of our method. Finally,

we implement MIA in our SOFT model and present experiments to validate our

hypothesis.
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4. Chapter 5: Conclusion and Perspectives

In this chapter, we conclude the dissertation with a summary, research challenges,

limitations, and perspectives for future directions.

5. Appendix

The appendix is divided into two sections. The �rst section lists our publications

related to this research and the second section provides architectural and training

details of our proposed models.
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Chapter 2

MULTI-SCALE INTER-FRAME ATTENTION (MIA)

2.1 Introduction

Attention in computer vision is a mechanism that allows a neural network to

focus on speci�c parts of an image or a video that are most relevant for a speci�c

deep learning task, such as object detection. Inspired by human visual attention,

these mechanisms help a deep learning model allocate computational resources more

e�ectively, emphasizing important regions while ignoring less relevant areas.

Itti, Koch, and Niebur's Model of Saliency-Based Visual Attention for Rapid

Scene Analysis [47] introduced one of the �rst models for attention mechanisms in

computer vision tasks. In this model, multi-scale image features were combined into a

single topographical saliency map, where a dynamical neural network selected attended

locations in order of decreasing saliency. Attention in computer vision can be divided

into three broad categories: spatial attention, channel attention, and temporal attention.

Spatial attention [48, 49, 50, 51, 52, 53, 54, 55, 56, 57] determines \where to look".

An operation that encapsulates spatial attention is channel-wise pooling to reduce

a multi-channel feature map to a single 2D map. Similarly, channel attention [58,

59, 60, 61, 62] focuses on \what to look". An example operation is global pooling,

aggregating spatial information (height and width) for each channel. This reduces

the feature map to a 1D vector that only contains the channel dimension, which can

then be used to generate channel attention weights [61]. Finally, temporal attention

[63, 64, 65, 66, 67, 68, 69, 70] determines \when to look". It can be implemented by

applying channel-wise or spatial pooling of feature maps across di�erent time steps.

The above categories can be combined to obtain spatial-channel and spatial-temporal
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Figure 2.1: Di�erent types of attention mechanisms in computer vision. Here H, W, C,
and T refer to the height, width, channel, and time dimensions, respectively. Channel,
spatial and temporal attention can be regarded as operating on di�erent domains. The
green shading indicates the domain in which attention is applied. Figure taken from
[46].
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attention. Spatial-channel attention [71, 72, 73, 74, 75, 76, 77, 78] incorporates both

\where" and \what" to attend. It is commonly used in residual networks that combine

spatial and channel attention with residual connections to enhance feature learning.

Spatial-temporal attention [79, 80, 81, 82, 83, 84, 85, 86, 37] focuses on \when" and

\where" to attend. This type of attention provides insight into which regions and time

steps are critical for predictions. A sixth category of attention mechanism implemented

in a multi-branch structure is called branch attention [87, 88, 89]. It generates an

attention mask across the di�erent branches and uses it to select the most important

branches. It typically answers the question \which to attend to". An illustration of the

di�erent types of attention mechanisms from the survey by Guo et al. [46] is presented

in Figure 2.1.

2.2 Literature Study

Our proposed architecture implements a multi-scale, inter-frame attention system,

which falls under the category of spatial-temporal attention. So, we will look over some

existing works in spatial, temporal, and spatial-temporal attention mechanisms. Among

the works incorporating spatial attention, ViT [49] exports the visual transformer with

scaled dot-product attention from Vashwani et al., [48]. Scaled dot-product attention is

an attention mechanism where the dot products are scaled down by
p

dk , wheredk is

the dimension of key vectors, to stabilize gradients during training, especially when the

dimensionality is large. Similarly, CrossFormer [57] implements Cross-scale Embedding

Layer (CEL) and Long Short Distance Attention (LSDA) to achieve cross-scale attention.

Temporal attention is implemented in video understanding tasks like person

re-identi�cation and action recognition. SlowFast networks [68] proposes a two-stream

network (Slow and Fast) for video recognition, with temporal attention used to integrate

information across time in the Fast stream. R(2+1)D [69] proposes decomposing 3D

convolutions into 2D spatial and 1D temporal convolutions, enabling e�ective temporal

attention. Similarly, [70] presents a memory module with temporal attention for

modeling the long-term dependencies in videos.
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NLNN by Wang et al. [83], introduces a non-local operation for video data, where

the attention mechanism captures both spatial and temporal dependencies globally.

TSN by Wang et al. [84], processes videos as segments and applies temporal attention

to focus on key frames. LSTNet [37] combines convolutional layers for spatial attention

and recurrent layers for temporal attention in multivariate time-series forecasting.

Among the transformer-based models, the video-swin transformer [86] uses a sliding

window approach to compute self-attention in both spatial and temporal dimensions.

Similarly, TimeSFormer [85] explores di�erent attention factorization methods (e.g.,

joint spatiotemporal attention or separate spatial and temporal attention) to compute

spatial attention within each frame and temporal attention across frames independently.

Our multi-scale, inter-frame attention mechanism expands on the stand-alone

inter-frame attention [66] and cross attention [90] by incorporating and consolidating

inter-frame attention with multi-scale properties. Through the use of multi-scale

attention, our method captures �ne-grained features within an image. By combining

these features with inter-frame attention, the proposed method focuses on the most

signi�cant features between multiple frames to capture the motion of objects across

frames.

2.3 Proposed Architecture

The proposed architecture illustrated in Figure 2.2 implements multi-scale and

inter-frame attentions through the MIA transformer (MIAT). MIAT can be divided

into two steps. The �rst step is the Multi-scale Attention Transformer (MAT), which

implements multi-scale attention (MA). MAT divides a video frame into multiple

patch sizes to obtain multi-scale patch embeddings. In the �gure 2.2,sm, m, and lg

represent small, medium, and large patch sizes, respectively. We apply MA between

the embeddings corresponding to the three patch sizes. This is done by extracting

queries (Q) from one embedding vector and keys (K) and values (V) from the adjacent

embedding vectors. For instance, attention between two embedding vectorsx and y is

calculated as shown in Equation 2.1. After applying MA, thesm, m, and lg embeddings
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Figure 2.2: A visual example of MIA implementation demonstrating how attention is
calculated forF rame2 of video V. On the left, MA implements a multi-scale attention
transformer (MAT). The �nal feature vector FV of F rame2 is obtained by attending
to its features in multiple scales, using patch embeddings with varying patch sizes. On
the right, the inter-frame attention transformer (IAT) implements inter-frame attention
(IA). The queries are generated from feature vectorFV2 obtained from step 1, and the
keys and values are obtained from the feature vectors of the remaining frames, also
generated using step 1.
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are updated as shown in Equation 2.2. In the equations,norm(x) represents layer-

normalization, FF represents the feed-forward network described in Listing 2.1,proj x

refers to the projection layer described in Listing 2.2, andf is the �nal feature vector.

Atn (x; y) = sof tmax (
(q:x)(k:yT )

p
dk

)v:y (2.1)

for L in loop :

sm = Atn (norm(sm); norm(m)) + sm

lg = Atn (norm(lg); norm(m)) + lg

m = Atn (norm(m); norm(sm)) + Atn (norm(m); norm(lg)) + m

sm = FF (norm(sm)) + sm

lg = FF (norm(lg)) + lg

m = FF (norm(m)) + m

sm = proj sm (sm:T):T

lg = proj lg(lg:T):T

f = MaxPool(sm; m; lg)

(2.2)

1 def FeedForward (dim , hidden_dim , dropout ) :

2 ff = nn . Sequent ial (

3 nn. LayerNorm (dim) ,

4 nn. Linear (dim , hidden_dim ) ,

5 nn.GELU () ,

6 nn. Dropout ( dropout ) ,

7 nn. Linear ( hidden_dim , dim) ,

8 nn. Dropout ( dropout )

9 )

Listing 2.1: De�nition of Feed-Forward network
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1 def proj ( input_dim , output_dim ):

2 return nn. Linear ( input_dim , output_dim )

3

4 proj_sm = proj ( sm_dim , m_dim )(sm)

5 proj_lg = proj ( lg_dim , m_dim )( lg )

Listing 2.2: De�nition of proj layers

IA = Atn (f 1; [f 2; f 3; :::; f n ]) + Atn (f 2; [f 1; f 3; :::; f n ]) + ::: (2.3)

The �nal encoded feature vectorFV is obtained by max-pooling the three outputs from

the MAT block.

After obtaining MAT feature vectors for all frames in the video, we calculate

inter-frame attention (IA) using the Inter-Frame Attention Transformer (IAT). This

involves applying queries from one feature vector to the rest of the feature vectors as

keys and values, as shown in Equation 2.3. As a result, the �nal attention matrix (Atn)

is an aggregation of the individual attention matrices. During training, the goal of

IAT is to ensure that the model assigns less weight to frames that are farther apart

in comparison to the closer frames. But in the case of object occlusion, the goal is to

assign a higher attention score between frames that are farther apart but contain the

same object.

2.4 Preliminary Evaluation

We conducted a preliminary evaluation of the MIA mechanism by training

a vanilla MIAT model on the UCF-101 video dataset for action recognition. The

basic MIAT does not utilize any pre-trained weights or a backbone model; it simply

adds a classi�cation head on top of the MIAT to accomplish action recognition. The

implementation details are further explained in Tables B.1 and B.2.
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Table 2.1: Comparing the action recognition performance of MIAT with ViT (from
scratch) and VMAE (pre-trained) on UCF-101 dataset

Model Pre-trained Top-1

VideoMAE [39] K400 [91] 96.10
VIT [49] No 77.82
MIAT No 89.65

2.4.1 Dataset

UCF-101 : The UCF-101 [45] dataset is a widely used benchmark for action

recognition in videos, containing 13; 320 video clips across 101 action categories. These

categories cover a diverse range of human activities, such as sports (e.g., \Basketball",

\Tennis Swing"), daily actions (e.g., \Brushing Teeth", \Eating"), and interactions with

objects (e.g., \Playing Guitar", \Typing"). Each video is trimmed to a speci�c action

and lasts an average of 7 seconds. The dataset is divided into three splits for training

and testing, with each split containing approximately 9; 500 training videos and 3; 800

test videos. UCF-101 is known for its realistic and challenging scenarios, making it a

popular choice for evaluating the performance of action recognition models, particularly

in spatial and motion understanding tasks. A sample of this dataset is shown in Figure

4.3.

2.4.2 Experiment

We implemented the MIAT as described in Section 2.3 without any pre-training.

We compared the performance of our method to a ViT-based action recognition model

trained from scratch. We present the results of our experiment in Table 2.1. For

reference, we also present the results from VideoMAE [39] that was obtained by using

the model pre-trained on the Kinetics-400 (K400) [91] dataset. The results show that

MIA outperforms the ViT model trained from scratch and performs close to the VMAE

model pre-trained on the K400 dataset.
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2.4.3 Result Analysis

This chapter outlines the fundamental components and implementation of MIA.

We also trained a standard version of the MIA transformer (MIAT) using the UCF-101

dataset to evaluate its performance. The results indicated that the vanilla version of

MIA outperformed the vanilla Vision Transformer (ViT) by more than 11%, while it

fell short of the pre-trained VideoMAE model by 6.45%. However, it is important to

note that, unlike VideoMAE, MIAT was trained from scratch.

2.5 Conclusion

In this chapter, we introduced the multi-scale inter-frame attention transformer

(MIAT) and implemented a basic version to perform action recognition on the UCF-101

[45] dataset. Our results show that MIAT performs comparably to VideoMAE, even

without pre-training, and signi�cantly outperforms a vanilla ViT-based model. In the

upcoming chapters 3 and 4, we will apply MIAT to models trained for action recognition

and SCR detection tasks. Although the implementations may vary from model to

model, the core concept of MIAT will remain consistent.
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Chapter 3

SICKLE CELL RETINOPATHY (SCR) DETECTION

3.1 Introduction

Sickle cell retinopathy (SCR) is an ocular complication of sickle cell disease

(SCD) patients. Since SCD is considered a rare disease a�ecting 100; 000 Americans,

SCR has been overlooked by the deep-learning community. However, the diagnosis

of diseases like diabetic macular edema and macular degeneration is an active topic

of research. And, to the best of our knowledge, we are the only ones studying sickle

cell retinopathy from the deep learning perspective. Therefore, to provide machine

learning-based assistance to the diagnosis and research of sickle cell retinopathy, we

present the cross scan attention transformer (CSAT), which can leverage the volumetric

nature of OCT scans to make informed decisions regarding the presence and location of

retinal thinning due to SCR.

3.2 Literature Study

Medical Image Analysis: In today's world, deep learning is often used in

applications that are even beyond human capabilities. For instance, it can help in

the early diagnosis of life-threatening diseases based on medical imaging scans. In

the medical community, works such as [2, 3, 4, 5] are widely used for detecting early

signs of tumors in the human body. Modern object detection algorithms can identify

[93], track [94], and classify the threat level of lesions or abnormalities spotted in

medical scans [6]. Semantic segmentation techniques [7, 8, 9, 10] in medical images

take it a step further by performing pixel-by-pixel classi�cation of the a�ected regions.

Other techniques like edge detection [95, 96, 97] and contour detection [98, 5, 99, 100,

101] are also used in medical images to diagnose and identify diseases. Some of the
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Figure 3.1: Retinal thinning due to SCR in consecutive B-scans, 12th ; 13th and 14th

images in a 31 cross-section OCT volume. The dotted boxes indicate that the retinal
thinning increases from top to bottom. Image from [92].

most popular state-of-the-art methods used in medical diagnosis use convolutional

neural networks (CNN), such as U-Net [7] and RetinaNet [102]. However, introducing

transformer networks in computer vision has had the most recent impact on object

detection and semantic segmentation tasks. Transformers were originally developed for

natural language processing (NLP) tasks [48] to determine the context and meaning of

words in a sentence. The success of transformers in NLP led to the concept of vision

transformers (ViT), �rst introduced by Dosovitskiy et al. in [49]. The exponential

growth and success of the transformers in computer vision have provided an alternative

to the ever-dominating convolution networks. With the introduction of ViT, several
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variations of convolution-free architectures with attention-based encoders, such as

DETR [103], TransUNet [10], TransVOD [104] and UCTransNet [15], have produced

state-of-the-art results in object detection and instance segmentation in medical images.

Deep Learning in OCT Images: Deep learning techniques have been used

to perform two main tasks on OCT images: area segmentation and disease detection.

Area segmentation involves identifying and separating the retinal layers [105, 99, 106,

107, 108, 109, 110, 111, 27, 112, 101], choroidal layers [113, 114], and other areas [115]

visible in OCT scans. Disease detection, on the other hand, focuses on speci�c retinal

diseases such as age-related macular degeneration (AMD) [116, 117, 118, 119], diabetic

macular edema (DME) [118, 119, 28, 120], glaucoma [121], and microcystic macular

edema (MME) [122, 123]. A recent study [124] performs a generalized classi�cation of

retinal diseases. The success of convolution neural networks (CNN) in biomedical image

detection and segmentation has made deep learning-based research in retinal diseases

popular. Venhuizen et al. [116] and Kayamak and Serener [117] proposed deep learning

methods to detect the type and severity of AMD. Srinivasan et al. [118] used a support

vector machine (SVM) classi�er, and He et al. [119] used deep learning and a local

outlier factor algorithm to detect DME and AMD from OCT images. Similarly, to detect

DME, Chiu et al. [28] proposed a kernel regression-based segmentation method, which

was also applied to estimate the retinal boundaries. Li et al. [120] proposed an attention

network for diabetic retinopathy and DME classi�cation. Soltanian-Zadeh et al. [115]

proposed a deep learning technique that uses 3D adaptive optics OCT (AO-OCT)

images to segment cone photoreceptors of healthy and diseased eyes. Soltanian-Zadeh

et al. [121] applied weakly supervised segmentation of ganglion cells from AO-OCT

images for glaucomatous damage.

Retinal diseases such as DME and AMD are more widespread and, therefore, are

common research topics. This leaves little attention to obscure diseases such as SCR

seen more commonly in the younger population and people of color [125]. Although in

our previous work [30], we provided a glimpse of the possibility of deep learning-based

SCR detection by �ne-tuning the YOLO [94] network, the lack of a targeted approach
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and full utilization of OCT volume left much to be desired. Our proposed method

addresses this issue through the CSAT network.

Transformers for Object Detection: Our proposed method uses transformers

for pre-training and object detection. The original vision transformer (ViT) concept,

introduced by Dosovitskiy et al. [49], was extended to include object detection with the

Detection Transformer (DETR) by Carion et al. [103]. DETR achieved state-of-the-art

results by predicting object class and location without object proposals. Other object

detectors such as [126, 127] have improved DETR with deformable convolutional layers

and �ner detection modules to account for spatial deformations in object features and

the detection and localization of small objects, respectively. Our work builds upon

DETR with semi-supervised pre-training, similar to UP-DETR [128] and modi�es the

DETR decoder to recognize and share common features among multiple spatially linked

images.

Other examples of transformer-based networks for object detection include the

set-based architecture proposed by Sun et al. [129], and the ViT network used as a

backbone by Li et al. [130]. Along with 2D images, transformers were also adopted

for video object classi�cation and detection in [38, 131, 86] and [104], yielding high

accuracy.

Transformers have also been researched for the diagnosis and segmentation of

medical images in works such as [2, 132], for the detection of diseases of the thorax and

fundus, [15, 4, 10] for the attachment of a U-Net core to a transformer architecture

to segment CT images, and [133, 134], for the use of CT images to detect covid-19

and hepatocellular carcinoma (HCC), respectively. Although most of these works have

studied cross-sectional medical images for disease diagnosis, the potential of using

transformers for detecting SCR from OCT images has not been explored.

Semi-supervised and unsupervised Pre-training : Semi-supervised and

unsupervised pre-training techniques are commonly used to enhance the performance

of deep learning networks when the available labeled data samples are limited [135,

128, 136]. Methods such as SimCLR [135], which use contrastive learning, have
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outperformed some state-of-the-art classi�cation models upon �ne-tuning. MICLe [136],

also a contrastive learning-based pre-training method, specializes in medical images

and outperforms supervised baselines in dermatology and chest x-ray classi�cation.

However, these methods are designed for classi�cation problems and are not preferred

for object detection tasks. UP-DETR [128] is an unsupervised pre-training method that

uses multitask learning and multi-query localization to enhance the object detection

and panoptic segmentation performance for DETR. Our pre-training method is also

based on a transformer architecture that builds on the DETR model. However, unlike

UP-DETR, our method specializes in pre-training a set of spatially related images (such

as a set of cross-sections) instead of individual images.

3.3 OCT Dataset

We worked with Nemours Children's Hospital to obtain a dataset containing

OCT scans of children with sickle cell disease (SCD). The dataset comprises 594 volumes

from 147 SCD patients with varying degrees of SCR. The dataset includes labeled

scans from both eyes of each patient, with each OCT containing 31 cross-sections.

The original images have a resolution of 2032� 596 pixels. The age of the patients at

the time of their �rst OCT test ranged from 4:44 to 20:39 years, with a mean age of

11:68� 4:34 and a median age of 11:23. There were 70 male patients and 77 female

patients. The OCT scans were obtained using a Spectralis scanner from Heidelberg

Engineering. The posterior pole volume scan involved a 30°x 25°cuboid, with 31 raster

lines producing 31 cross-sections per OCT. Experts manually annotated both SCR and

Fovea instances in the B-scans. Detailed statistics on the dataset are presented in Table

3.1. Figure 3.2 shows some samples from this dataset.

3.4 Cross scan attention transformer (CSAT) For SCR Detection

Experts locate, diagnose, and analyze the severity of SCR by manually studying

the B-scans of SCD patients. They speci�cally look for a pit that signi�es abnormal

thinning of the inner retinal layers. The impression of retinal thinning caused by SCR
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