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ABSTRACT

In this thesis, we focus on the research and application of visual-inertial naviga-

tion systems (VINS) that is backboned by the advances of the sensor technology and

the estimation theory. As the sensors such as cameras and inertial measurement units

(IMUs) are able to be mass manufactured with small sizes and cheap prices, we can �nd

more and more devices ranging from the smartphones, drones to cars, have become the

platforms for deploying VINS, and many paradigms of success have also been witnessed

so far. Despite of the huge progress achieved, here we vigilantly point out the issues of

the current VINS approaches a�ecting the consistency, e�ciency and versatility, and

propose our solutions for these aspects. Especially, two main approaches, �ltering and

optimization, which are mathematically equivalent but have di�erent advantages for

di�erent use cases are both included, and improved in performance by our solutions.

Our �rst e�ort focuses on the inconsistency issue of VINS estimator which is

mainly caused by the mismatch of observability properties between original and lin-

earized systems. Di�erent with the remedies proposed by trading o� the accuracy

or e�ciency of the estimator, we seek to solve this issue from another perspective by

reformulating the VINS problem. Therefore, instead of using a �xed global (i.e., world-

centric) frame as the navigation reference and estimating absolute pose of the platform

directly, we express the VINS problem with respect to a moving local frame and esti-

mate relative motion for recovering absolute pose of the platform. Through rigorous

analysis, we show that the system using our proposed formulation has invariant ob-

servability properties even after linearization, thus fundamentally improve estimation

consistency. Another advantage of such reformulation is VINS can start from arbitrary

pose, without the need of doing particular initialization like gravity alignment which
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may be tricky to guarantee the accuracy in practice. Especially, we term ours therobo-

centric VINS formulation as opposed to the commonly-used world-centric formulation,

and develop the corresponding robocentric visual-inertial odometry (R-VIO) algorithm

to validate our analysis and demonstrate its performance through both Monte-Carlo

simulations and real-world experiments with di�erent platforms in di�erent scenarios.

Considering the computational resource limit and digital precision of the mobile

platforms, our second e�ort investigates the application of the square-root estimator

which has lower memory cost by computing a half-size information matrix and better

numerical stability with a square-rooted condition number as compared with the orig-

inal information (or covariance)-based estimator. Based on R-VIO which implements

a covariance-based estimator, we derive the information-based robocentric formulation

with the factors of visual and inertial measurements. QR factorization that o�ers good

numerical stability is used for information update, and we enable in-place operations

to further speed up the computation. We also integrate online calibration to our new

estimator to deal with unknown parameter errors in relative spatial con�guration and

timing o�set between sensors, and it is shown to be able to handle several degener-

ate cases. Thanks to the proposed square-root robocentric formulation, we develop a

new algorithm, R-VIO2, by fully using single-precision 
oating (
oat32) arithmetic,

which is resource-friendly over the double-precision (
oat64) counterparts. Through

extensive real-world tests on the benchmark dataset and in a long-term large-scale

experiment, we demonstrate the superior time e�ciency of our square-root estimator,

and the signi�cant improvement in accuracy with online spatiotemporal calibration.

For a complete solution of VINS, the ability of mapping is useful for sensing the

surroundings in the environment and correcting the drift caused by the sensor noises

and biases. Based on our preceding results that improve the trajectory estimation, our

third e�ort aims to realize a consistent and e�cient VINS framework for simultaneous

localization and mapping (SLAM). In contrast to the current popular approaches that

split SLAM process into motion tracking and map building and solve them separately

which apparently leads to inconsistent estimation result, here we take into account the
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correlation between the two split processes by referencing the batch SLAM estimator.

In our design, the front-end focuses on motion tracking, while the back-end is used for

building the entire map and trajectory and performing global optimization when loop

closure is found. To include real-time states in the front-end into batch optimization, we

enable multiple threads for the back-end to track the estimation in the front-end in real

time during the processing of global optimization so that the correlation between the

states is updated just as in the batch estimator. Also, in this way the drift in the front-

end can be corrected immediately using the result of global optimization, thus leading

to consistent and accurate SLAM output. This framework is compatible with di�erent

formulations for front-end and back-end, for which we develop a proof-of-concept SLAM

system using a robocentric front-end and a world-centric back-end, showing that the

versatility across di�erent choices of front-end becomes possible when realizing VINS.

Similarly, we test our system with Monte-Carlo simulations and challenging real-world

datasets, where it is shown to achieve superior consistency and better accuracy against

the state-of-the-art visual-inertial approach, and has the potential to be an extensible

platform for experimenting distributed large-scale navigation application.

In particular, our developed VINS algorithms are open sourced online in order

to bene�t our research community:

ˆ R-VIO: https://github.com/rpng/R-VIO .

ˆ R-VIO2: https://github.com/rpng/R-VIO2 .
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Chapter 1

INTRODUCTION

1.1 Overview

Visual-inertial navigation, usually abbreviated as VIN, has been popular and

researched for more than two decades, and its application can widely be found covering

the autonomous driving, augmented/virtual/extended reality (AR/VR/XR), service

robotics, and even the space exploration. Basically, VIN is used for tracking the motion

of the mobile platform (e.g., a robot) in 3D environments. Di�erent from the global

position system (GPS)-based navigation which highly depends on the availability of the

localization signals emitted from the satellite and thus is limited by the environments

where GPS signals may not be reliable (for example, in the urban environments the

tall buildings form an \urban canyon" that may stop or re
ect the GPS signals badly,

or simply in the indoor environments no GPS signals are available), the visual-inertial

navigation systems (VINS) can always operate and provide high accuracy location

estimates by utilizing the information from the visual and inertial sensors, such as

the camera(s) and inertial measurement unit (IMU). Visual and inertial measurements

encode complementary properties for each other, which make them particularly suitable

for information fusion. Especially, a big advantage of visual sensing with camera is

that images are high-dimensional measurements with very rich information about the

surrounding environment, while the high working frequency (e.g., 100� 1000Hz) of

gyroscope and accelerometer enables IMU to sense highly dynamic motion by directly

measuring the 3 degrees-of-freedom (DOF) angular velocity and linear acceleration of

the a�xed platform. However, due to the existence of sensor noise and bias, especially

for the gyroscope and accelerometer noises and the camera image noise, great challenge
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has been posed for fusing visual and inertial measurements correctly and e�ciently in

order to achieve promising real-time applications.

1.1.1 Methodology

VINS problem is usually formulated based on the Bayes's theorem [87], for which

the state to be estimated (e.g., the IMU pose) is modeled as a random variable whose

distribution can be represented by a probability density function (pdf) which is called

a prior, whereas the estimated pdf of the state conditioned on the measurements (e.g.,

the image features) is called theposteriori, in the sense of Bayesian estimation. Thus,

one corresponding solution for �nding the state estimate (for example, the mean value

of Gaussian state variable) by maximizing its conditional pdf is called the maximum-

a-posteriori (MAP) estimator. Over the past decade, signi�cant e�orts and progresses

have been witnessed in the research domain for solving MAP-based VINS problems,

which can be broadly categorized into two main threads: i) �ltering-based methods,

and ii) optimization-based methods. The former possesses a long history for solving

the state estimation (or sensor fusion) problems, however, the most widely-used ones

in the navigation applications are the particle �lter (PF) [22], extended Kalman �lter

(EKF) [108], as well as unscented Kalman �lter (UKF) [67]. In particular, the PF

employs a set of particles (also called the samples) to represent a posterior distribu-

tion of a stochastic process given noisy and/or partial observations of the state which

is very suitable for approximating highly nonlinear and multi-modal probability dis-

tribution, whereas, for the navigation problem, as the exploration area expands the

number of particles used for sampling may have to be increased accordingly in order

to cover actual state distribution and thus the computational complexity of the result-

ing problem may easily become intractable. As for this, it is rare to �nd a PF-based

solution for real-time application except for the limited-scale 2D navigation [24]. By

contrast, the EKF is based on the linearized system model and the zero-mean white

Gaussian noise assumption such that a Bayesian estimation process can be divided

into the propagation and update steps. For VINS problem, the IMU measurements
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are typically used for motion prediction to obtain a prior estimate of the state and its

covariance. Based on that, the measurements from the visual sensor are used to update

the predicted values which leads to their corresponding posterior estimates [89, 65, 86].

Although the linearization of EKF brings extra approximation errors, the computa-

tional complexity of the VINS problem becomes tractable, because the size of the

problem is mainly determined by the number of poses to be estimated and the number

of measurements to be used at each timestep. Due to this reason, for a very long

time EKF-based methods is the most favorable choice for navigation application, es-

pecially when facing restrictions on the computational resources (e.g., running VINS

on a smartphone or drone) [122, 106]. When the system model { that is, the equations

used for propagation and update, are highly nonlinear, the EKF may show unexpected

poor performance that is because the linear approximate used deviates too much from

the underlying nonlinear system. Di�erent with that, the UKF uses a deterministic

sampling technique, known as the unscented transformation (UT), to select a minimal

set of sample points, which is also called the sigma points, around the mean to quan-

tify the probability distribution of the state. Those sigma points are then propagated

through the nonlinear functions, from that the new mean and covariance estimates

are calculated [63, 9]. In addition to that, this method does not require explicitly

calculating the Jacobian matrices which originally may be a di�cult or impractical

task if the underlying system model is not di�erentiable. In another hand, compared

with the �ltering-based methods, the optimization-based methods are able to relin-

earize the nonlinear system model used by the VINS problem, and thus signi�cantly

reducing the linearization errors and improving the estimation accuracy [80, 93, 100].

It should be noted that there exists an alternative among the EKF-based methods

which is able to perform relinearization in the update step, named iterated-EKF (or

iEKF) [6]. However, the relinearization would inevitably incur higher computational

cost as the model of problem needs to be recomputed every time after the lineariza-

tion point changed. In order to release such a burden when the size of the problem

grows (e.g., when more visual and inertial measurements are included for estimation),
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the proposed remedies include either incrementally updating and solving the problem

when new measurements become available [70, 69], or reducing the size of the problem

through recursive marginalization and/or sparsi�cation [94, 58], so as to make a trade-

o� between the estimation accuracy and the time and resource e�ciency of the system.

It should also be noted that, as the graph-based numerical solvers emerge [77, 23, 1]

which are developed based on the concept offactor graph[26], the optimization-based

methods can be agilely implemented by these solvers and thus become very popular

for di�erent VINS applications. However, their high computational cost can still be

the bottleneck when real-time performance is demanded or the target platform has

only limited resources for computation, as compared with the low computational cost

of Kalman �ltering-based implementations.

1.1.2 Sensors

To some extent, the MAP-based estimator has been a primary solution for the

visual-inertial estimation problems, while for real-world applications di�erent types of

(visual and inertial) sensors can be utilized, especially for the visual sensors. Recently,

as the sensing and digital processing technologies keep advancing, the researchers have

more options on the cameras, other than the optical ones, for acquiring useful environ-

mental information. For example, the thermal/infrared camera can image the scene

according to the surrounding heat signals which is very suitable for the applications in

the underground environments where the illumination condition is very bad [74, 98],

while the event camera that can map the changes in the scene into the corresponding

pixel events can sense dynamic motion at a super high frequency and thus is suitable for

the applications in the crowded environments [133, 91]. Nevertheless, for general VINS

applications the optical (or RGB) cameras are always the most-widely used visual sen-

sors, which is primarily due to their low price, mature manufacturing and widespread

deployment on di�erent mobile platforms ranging from the smartphones, drones, to

autonomous vehicles. It should be noted that the navigation solution depending on

the vision only has been studied for a very long time which can be concluded as the
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structure from motion (SfM) problem [45], or the visual odometry (VO) problem [97].

One signi�cant issue of such kind of solution is that when using monocular camera the

outputs su�er scale ambiguity, meaning that the estimated trajectory of camera and

positions of its observed features are up to scale due to the bearing-only information

from the visual observations. In order to re
ect the scale in real world, one classical so-

lution is to use stereo vision, for example by adding another monocular camera to build

a binocular rig so that the depths of visual observations can be estimated based on 3D

geometry between a pair of views of cameras (i.e., depth from stereo) [45]. However,

if the observed scene is far away from the cameras, for example the distance between

a feature and the camera is much bigger than that between the image centers of two

cameras (also called the baseline), the depth estimates of stereo vision shall become

unreliable because the visual observations of a feature from two cameras are similar to

each other (i.e., the parallax now is very small), such that the stereo vision actually

degenerates to the monocular vision. There is another issue that due to the lack of

direct sensing the motion of camera between every two images is actually unknown. As

a result, it has to be assumed to follow some pro�le, for example the constant-velocity

assumption is usually used in practice [33, 92]. However, in real-world scenarios such

kind of assumption may not hold always, especially when the mobile platform is allowed

to perform arbitrary 3D motions. In contrast to the vision-only methods, VINS is able

to recover the scale from the IMU measurements because by integrating the angular

velocity and linear acceleration measurements the orientation and position estimates

can be directly obtained. It should be noted that this also suggests that a monocular

camera and a single IMU actually form theminimal sensingof VINS application.

1.1.3 Formulations

An important reason that makes the visual-inertial navigation popular is that

massive degrees of freedom can be o�ered for designing di�erent types of algorithms,

which can be summarized as: i) the types of measurements used and ii) the states to be

estimated. Especially, for an optical camera that images the scene by pixels there exist
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two main types of measurements, eitherdirect or indirect. The former usually points

to the intensity value directly read from each pixel (i.e., the raw measurement), while

the latter is typically represented by the feature extracted from the raw image (i.e., the

preprocessed measurement). Accordingly, the VINS methods are also categorized as

direct and indirect methods. The advantage of direct methods is that all the pixels (in-

tensity measurements) in an image can be used for the state estimation, which is able

to maximize the usage of image information. However, as mentioned before, the size of

a direct VINS problem will be huge if considering using all the pixels in an image used

(e.g., 640� 480 = 307200), which may incur high computational complexity and thus

need to be taken care of in practice. For that, the proposed remedies include either

using only part of pixels having high intensity gradients for estimation [116, 118], or

using graphics processing unit (GPU) to accelerate the computation [96, 95]. Also, in

direct methods the photometric consistency is usually assumed for the pixel intensities

of each correspondence across two successive images [34, 32], however, when the illu-

mination changes exist in the scene such assumption cannot always hold which may

cause signi�cant degradation on estimation accuracy [126]. In contrast to that, the

indirect methods employ image features as visual measurements that can be extracted

from the camera images. For that, the corresponding techniques for feature detec-

tion [107], matching [85], and tracking [3] have been studied and developed for more

than three decades. The advantage of using image features is that they can be reliably

detected and tracked across multiple images thanks to their properties, for example

the transformation-invariant [85, 104] which makes them robust to the change of view-

point. Thus, although only a small portion of image information is used, these features

can provide robust visual measurements which helps the indirect methods to be the

majority of the solutions for VINS problem so far. Then, for the states to be estimated,

let us �rst come back to discuss the functionality of VINS, that is to estimate the 3D

motion of the target mobile platform. Typically, the motion can be characterized by a

series of 6 degrees-of-freedom (DOF) poses comprising of 3DOF orientations and 3DOF

positions that are expressed in the navigation frame of reference. In addition to that,
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the 3D velocity may also be included to describe the motion in better detail. While,

in order to get more precise motion information from IMU measurements including

3DOF angular velocities and 3DOF linear accelerations, the in
uence of sensor biases

onto the gyroscope and accelerometer should also be taken into account for modeling

the states. Therefore, the states of VINS typically includeat least a) the orientation,

position, and velocity of the target platform expressed in the navigation frame of ref-

erence, and b) the gyroscope and accelerometer biases expressed in the IMU frame. In

particular, if VINS is also required to reconstruct the surrounding environment beside

the trajectory, that is to build a complete map, then c) the observed features can also

be included to be jointly estimated with a) and b). Thus, the VINS problem with map

building is termed visual-inertial simultaneous localization and mapping(VI-SLAM)

problem [80, 100], whereas the counterpart is termedvisual-inertial odometry (VIO)

problem which focuses on the estimation of 3D motion of the mobile platform [89, 50].

Noting that the observed features are the states of VI-SLAM, the resulting map can be

represented in di�erent forms according to the types of visual measurements used. For

example, the direct methods are able to build a detailed or adensemap by using as

many pixel measurements as possible such that it will be very precise for visualization

and perception applications [116, 118], while the indirect methods usually build a coarse

or a sparsepoint map because only a limited number of visual observations are used

for the estimation. However, it has been shown to be su�cient enough for localization

application [93, 39] and suitable for the use on resource-constrained platforms [82, 122].

For VIO, although the observed features are not in the state vector, their observations

are used for injecting motion constraints across multiple views [89, 35]. For example,

the observations of a single feature in di�erent camera images establish a geometric

relationship about the relative poses between these viewpoints, and the feature itself is

not needed to be estimated. As a result, the size of the state vector for VIO is reduced,

and its computational cost is signi�cantly lower than that of VI-SLAM [81, 55].
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1.2 Motivation and Challenges

Intuitively, in order to navigate (more precisely, to estimate the motion of the

mobile platform and map its surrounding environment) in real physical world, the nav-

igation frame of reference is better to be the same one used for describing the world,

such as the most widely-used earth-centered-earth-�xed (ECEF) and north-east-down

(NED) frames. Therefore, the corresponding VINS problem is usually formulated with

respect to such a global frame so that the estimates of orientation and position of

the mobile platform are able to be used directly. Most existing VINS algorithms are

proposed based on theworld-centric formulation that estimates the global poses of the

mobile platform, however, they su�er two main problems: i) In order to achieve high

accuracy estimation, such world-centric VINS usually needs a particular initialization

step to align its starting pose with the gravity [93, 100, 13]. However, as the gravity

measure (i.e., gravitational acceleration) is coupled with the linear acceleration mea-

surements of accelerometer, such a step may easily introduce arti�cial alignment error

before the navigation. Moreover, it is hard to guarantee the success of the alignment,

especially under the situations of quick start, poor vision, or high sensor latency; ii)

The navigation systems based on world-centric formulation may encounter estimation

inconsistencyissue that is primarily due to a fact that { the linearized system has dif-

ferent observability properties from the corresponding original (nonlinear) system [62].

A direct consequence of such observability mismatch is that one or more unobservable

directions in the state space may become observable after linearization meaning that

the system may wrongly reduce the uncertainty of the states by fusing the spurious

measurement information from those directions [81, 49]. A well-known example about

the EKF-based VINS is: the rotation about the gravity vector (global yaw) is an un-

observable direction for the original VINS model, but for the EKF linearized model it

becomes observable during the update, thus in practice the orientation estimation may

become over-optimized which adversely degrades the estimator performance. In order

to address such issue, the proposed remedies include either explicitly enforcing the cor-

rect observability properties [81, 49, 59], or adopting an invariant error representation
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to reformulate the problem [5, 130]. Alternatively, one may think about:Do we have

to formulate the VINS problem in a world-centric form?It should be noted that the

choice for the navigation frame of reference is not unique, though choosing a �xed and

gravity-aligned frame as reference seems to have become a common practice thus far.

Instead, let us recall how humans do daily self-navigation { we might not remember

where the starting point is after traveling a long distance, but we know very well about

the movement of body happened within a recent short time interval. Also, most of time

humans perform spuriously in the navigation tasks as compare with a robot equipped

with VINS. Bearing this in mind, a new methodology for solving the VINS problem

may begin with changing the navigation frame of reference from a �xed, global (world)

frame to a moving, local (body) frame of robot such that the resulting VINS algorithm

could run in the way that is similar to what humans do for the navigation tasks. We

should note that similar ideas had been applied for robot localization and mapping in

2D environments [15, 14, 19], where the resultantrobocentric estimators are shown to

achieve promising results with wheel odometer, 2D laser scanner and camera, and im-

proved consistency in their experiments. Di�erent with world-centric approaches, here

a global map is built by sequentially joining the local map estimated at each location

of the robot, and the current robot frame is always chosen as the frame of reference

to facilitate such mapping process. However, as the estimates of the robot poses are

used for changing the frame of reference, their associated linearization errors directly

dominate the accuracy of 2D mapping, which apparently prevents such approach to be

extended to the more complicated 3D scenarios and used for large-scale applications.

Given the limitations of the existing approaches, the object of this work is to

investigate, design and evaluate therobocentric formulation and algorithm of visual-

inertial state estimation for e�cient, high-precision 3D motion tracking and mapping,

with special emphasis on theconsistent estimator design and real-time localization and

mapping system development. We will assume that the minimal sensing is required by

the VINS problem, such that only a monocular optical camera and a 6-axis IMU are

used to provide the visual and inertial measurements. Especially, IMU measurements
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include 3DOF angular velocity and 3DOF linear acceleration which are corrupted by

the sensor biases and noises, while camera measurements are in the form of visual fea-

tures that can be tracked across multiple images. We further assume that both camera

and IMU are rigidly attached to the mobile platform, and IMU frame iscoincidentwith

the body frame of the mobile platform so that IMU is directly measuring the motion

of the mobile platform. In particular, there exist di�erent placements for camera and

IMU, thus the relative rotation and translation between them can be di�erent. Also, as

camera and IMU run at di�erent frequencies (usually IMU is faster than camera) there

exists an o�set between the timestamps of a pair of camera and IMU measurements

generated at the same time. It should be noted that, for real application it is essential

to determine: i) the rotation and translation between camera and IMU (i.e., thespatial

calibration parameters) and ii) the time o�set between camera and IMU measurements

(i.e., the temporal calibration parameter). However, due to the sensors' manufacturing

or the working conditions the above two kinds of parameters may be varying during

the navigation. Thus, in order to take into account the in
uence introduced by such

variations, both spatial and temporal sensor parameters can be included in the VINS

state to be jointly estimated (also known as online calibration) [81, 80, 122, 39, 55].

An important factor that may dramatically in
uence VINS performance is the

robustness against not only the highly dynamic but also the degenerate motion cases,

such as stand still, purely rotating or hovering. Di�erent with the generic motion case

that is considered undergoing fully 6DOF excitation about the rotation and transla-

tion [49], the degenerate motion usually has less degrees of freedom so that the camera

and IMU may become less sensitive in some directions (e.g., forx-y planar motion the

z-component of IMU measurements approach 0) [99]. Moreover, as the signal-to-noise

ratio (SNR) in such motionless direction is also small, it is di�cult for VINS to �gure

out a usable measurement of motion against the noises, and thus would easily su�er

performance degradation. Although there exist remedies to address such issue through

fusing some other sensors' information, for example wheel odometry which can provide

the complementary measurements constrained by the motion plane [123, 78], it is still
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worth to search for a solution that only utilizes the minimal sensing of VINS. In another

hand, the degenerate motion can also in
uence the convergence of parameter values in

online calibration, which in some situation may even diverge the VINS estimation [127].

To this end, in this work we will investigate the ability of the robocentric VINS for

dealing with degenerate motion, however, without fusing extra sensors' information.

It should be noted that either �ltering-based or optimization-based methods

will be realized in terms of the numerical algorithms, for which the condition number

that can directly impact the numerical stability plays a critical role for the estimator

performance. Theoretically, this can be improved by using the square-root expression,

in either covariance or information form, for designing state estimator [87]. Especially,

for SLAM problem the square-root estimator is used to speed up the solution [25] by

i) exploring the sparse pattern of the square-root information matrix, and ii) utilizing

sparse Cholesky or QR factorization. However, these may not be enough for achieving

real-time performance with high-frequency visual and inertial measurements, and the

incremental factorization is proposed to solve the issue [70, 69]. As a result, the square-

root information-based estimator takes advantages of: i) lower computational cost by

only keeping half-size triangular information matrix and ii) better numerical stability

of QR factorization. Note also that using square-root expression makes it possible

to use single-precision 
oating type for computation in VINS algorithms, because the

condition number of the problem is also square-rooted. This not only improves the

numerical stability further but also extends the application of VINS to the resource-

constrained platforms, such as the smartphones, drones, and AR/VR glasses, which

prefer to run 32-bit operating system on-board [122, 123, 55]. Therefore, in this work

we will develop the square-root version of the robocentric VINS and compare it with

the original one to validate the improvement on the estimation performance.

Apart from the accuracy which is mostly used for system evaluation, the e�-

ciency or the real-time performance is of equal importance to a VINS algorithm. The

size of the problem (e.g., the dimension of the covariance or information matrix) dom-

inates the speed of computation in most of cases, and a widely-used solution is to only
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estimate a sliding window of the most recent states by marginalizing the past states

periodically [89, 65, 80, 122, 6, 54]. Although this guarantees real-time processing for

VINS, the corresponding estimators can only fuse the sensor information within the

scope of the current sliding window. As a result, these VINS cannot correct the drift by

themselves through loop closure which requires the information about the past states.

In order to achieve or approach \drift-free" navigation in real time, most recent e�orts

employ similar parallel designs for their estimators where a high-speed front-end is used

for motion tracking and a low-speed back-end is for mapping as well as global opti-

mization when loop closure is detected [116, 93, 100, 84]. The advantage of this design

is the use of multiple (at least two) cores of the modern central processing unit (CPU)

to perform SLAM in two parallel threads. However, such functional decoupling simply

treats the estimations in the front-end and back-end as two separate processes, which

ignores the correlation between the states that is embedded in the sensor measurements

and thus leads to inconsistent estimation, as recently pointed out by [72, 53]. There-

fore, a new SLAM estimator design which is able to attain both real-time e�ciency

and estimation consistency is an urgent need for realizing reliable long-term large-scale

VINS application, and this also becomes one of the research directions in this work.

1.3 Contributions

Regarding the aforementioned key challenges in the VINS research and appli-

cation, in this work we deliver three main outcomes focusing on the estimation consis-

tency, numerical e�ciency, and the capability of long-term large-scale localization and

mapping. Especially, the corresponding developed algorithms are open sourced online.

1.3.1 Robocentric visual-inertial odometry

Di�erent with the conventional formulations of VINS that use a �xed, gravity-

aligned global frame (i.e., the world frame) as the navigation reference, we deliberately

reformulate the VINS problem with respect to a moving, local frame (e.g., the body

frame of the sensing platform). Accordingly, instead of estimating the absolute pose
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of the sensing platform in the world frame directly, we focus on the estimation of the

relative poses happened in every short time interval. However, the absolute pose can

be recovered incrementally based on the relative poses through pose composition. As

the former can be termed world-centric VINS formulation, ours is termed robocentric

VINS formulation [50, 54]. A direct advantage of using this formulation is the result-

ing VINS can start from an arbitrary pose without the need of gravity alignment that

either can easily bias the following estimation if it is not accurate enough or may not

be available in some cases in practice. Moreover, we show that the robocentric VINS

has invariant observability properties, which fundamentally improves the estimation

consistency as compared with the remedies proposed for the world-centric VINS. We

further develop the corresponding robocentric VIO algorithm (R-VIO) which is tested

using both Monte-Carlo simulations and real-world data from di�erent sensing plat-

form, and shown to achieve better consistency and very competitive accuracy against

the state-of-the-art world-centric visual-inertial approaches [89, 59, 80, 100].

1.3.2 Square-root robocentric VIO with online calibration

As the preceding result is based on the Kalman �ltering-based estimation which

may su�er numerical issue when the conditional number of the problem exceeds the

precision limit of the type used for computation [122], we further investigate the square-

root formulation for the robocentric VINS to improve its numerical stability. To this

end, we reformulate our robocentric EKF to a square-root optimization-based estimator

by deriving the respective information factors of IMU and camera measurements [55].

Especially, we perform incremental update to limit the computational complexity at

each timestep, and use (in-place) QR factorization to speed up the computation. As a

result, we achieve linear computational complexity to the number of features observed

and quadratic complexity to the size of the sliding window (i.e., the number of poses).

We also include the spatial and temporal parameters of the sensors in the state vector

and jointly estimate them online to compensate for the unknown errors introduced by

the o�ine calibration, temperature change or vibration of the platform. In particular,
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our online calibration is able to deal with the degenerate motion without using extra

sensors, thus improving the estimation consistency. We also develop the corresponding

real-time algorithm (R-VIO2) and test it on the benchmark dataset [10] as well as in a

long-term large-scale experiment using our own sensor platform, which show that our

method not only achieves very competitive performance to the state-of-the-art [100]

but also improves the accuracy and e�ciency of our baseline (R-VIO) after including

the online calibration and using the square-root formulation.

1.3.3 Consistent parallel visual-inertial SLAM

Our preceding e�orts focus on VIO approaches for solving the VINS problem,

however, do not have the ability of mapping the surrounding environment which can

be used for constraining the pose estimates through reprojection errors, like from the

loop-closure measurements. The bottleneck for achieving this goal is that the mapping

problem typically cannot be solved in real time due to its heavy computational com-

plexity [114]. Therefore, currently most popular solutions separate such SLAM-based

VINS problem into two processes: motion tracking and map building, inspired by [75].

The resulting parallel estimators, such as [116, 93, 100], rely on functional decoupling

to guarantee the real-time performance of VINS, however, at the cost of ignoring the

correlation between the states in the two processes that is introduced by the covisible

features for example. As a consequence, loop closure cannot guarantee to consistently

correct the drifts in the map and trajectory estimates [72, 53]. To overcome this issue,

we propose a novel parallel estimator design that makes use of multi-thread framework

to track the aforementioned state correlation when solving loop closure, therefore, the

result of global optimization is guaranteed to be consistent. Two versions of solution

are developed, where the �rst one is based on the square-root information �ltering [53]

which does not do relinearization, while later the second one is reformulated based on

the graph-based optimization [56] that enables relinearization to improve the mapping

accuracy. Especially, using our developed algorithms we show that di�erent formula-

tions can be used for implementing motion tracking and map building, which has not
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been demonstrated by any previous work. The extensive Monte-Carlo simulations and

real-world experiments validate the improvement of consistency for our solutions, and

superior accuracy and e�ciency over the state-of-the-art visual-inertial counterparts.
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Chapter 2

ROBOCENTRIC VISUAL-INERTIAL ODOMETRY

Enabling high-precision, energy-e�cient, and robust motion tracking in the 3D

space on mobile platforms (e.g., robots) with minimal sensing holds potentially huge

implications in many real applications ranging from mobile augmented reality to au-

tonomous driving. To this end, inertial navigation o�ers a classical 3D localization

solution which utilizes an inertial measurement unit (IMU) measuring the 3 degree-

of-freedom (DOF) angular velocity and 3 DOF linear acceleration of the sensing plat-

form upon which it is rigidly attached. Typically, IMU works at high frequency (e.g.,

100Hz� 1000Hz) which makes it suitable to sense highly dynamic motion, while due

to the existence of sensor noise and bias purely integrating IMU measurements may

quickly result in unusable motion estimates. This necessitates to utilize the aiding in-

formation from at leasta single camera to correct fast accumulated inertial navigation

errors, which results in the well-known visual-inertial navigation system(s) (VINS).

Over the past decade, signi�cant progresses have been witnessed in the research

domain of VINS, including the visual-inertial simultaneous localization and mapping

(VI-SLAM) and the visual-inertial odometry (VIO), accordingly many di�erent algo-

rithms have been proposed to date (e.g., [89, 65, 73, 81, 80, 116, 93, 100] and references

therein). However, almost all these algorithms are developed based on the standard

world-centric VINS formulation { that is, to directly estimate absolute motion of the

sensing platform with respect to a �xed, global frame of reference, such as the most

widely-used, earth-centered earth-�xed (ECEF) or north-east-down (NED) frame. In

order to achieve accurate 3D localization such world-centric VINS algorithms usually

require a particular initialization procedure to estimate the sensor's starting pose in the
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�xed global frame of reference before the navigation, which, however, is hard to guaran-

tee the accuracy in some cases (e.g., quick start, poor vision, or high latency sensors).

Besides, though the extended Kalman �lter (EKF)-based VINS algorithms provide the

advantage of lower computational cost (e.g., [89, 90, 81]) in comparison with the batch

optimization-based approaches whose relinearization incurs higher amount of computa-

tion (e.g., [80, 100]), they may becomeinconsistent primarily due to the fact that the

EKF linearized system has di�erent observability properties from the corresponding

original (nonlinear) system [60, 62, 81, 49]. To address this issue, the remedies include

enforcing the correct observability constraints [81, 49, 59] or employing an invariant

error representation [130]. However, one may ask:Do we have to formulate the VINS

in a world-centric form? The answer isno. Intuitively, consider how humans navi-

gate { we might not remember the starting pose after traveling a long distance, while

knowing well the relative motion within a recent, short time interval. Bearing this in

mind, we may relax this �xed global frame of the VINS, instead, choosing a moving

local frame as the reference to better estimate the relative motion which can be used

for global pose update.

Historically, the usage of sensor-centered formulation for mobile robot localiza-

tion can be traced back to sonar/laser-based 2D SLAM in indoor environments [111, 14]

where the global frame was included as one of the map points being observed from the

robot. The outputs of odometry were fused with the sonar/laser-scanner observations

via an EKF to estimate robot's relative motion which was then used to update the

global pose of robot and change the local frame of reference for map joining through a

composition step as moving forward. With a similar idea, [19] used a camera-centered

formulation to show the potential of fusing the visual information with the propriocep-

tive information, such as given the rotational and linear velocity measurements. By

performing mapping with respect to the (local) robot frames, these robocentric EKF-

based SLAM algorithms were shown to be able to improve estimation consistency. It

should be noticed that a di�erent robocentric formulation was recently introduced in

an EKF-based VINS [7, 6]. In this system, by representing the state in the current
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Figure 2.1: World-centric vs. robocentric formulation. The �xed global frame,f Gg, is
replaced by a local robot frame (e.g., the IMU frame),f Rg, as the frame of reference
of the VINS. Therefore, instead of by estimating absolute motion inf Gg (blue), the
relative motion of higher accuracy (yellow) is estimated with respect tof Rg and used
for predicting and updating the global pose of robot.

IMU (or camera) frame { consisting of the IMU navigation states, a set of observed

landmarks' positions, as well as the camera-to-IMU spatial calibration parameters {

the visual and inertial measurements were fused in a direct fashion by employing a

photometric residual in the EKF update. In contrast to [14, 19], this method aims at

estimating the (inverted) transformation between a �xed global frame and the current

IMU frame via a standard iterated EKF, due to simply reversing the reference frame

of the �lter's states referring to the world-centric formulation. As a result, it did not

perform composition step to shift the frame of reference, however, incurred higher com-

putational cost as performing iterative linearization on both landmarks (features) and

IMU states at each time step when doing EKF update.

In this chapter, we introduce a new robocentric formulation of the VINS with

respect to a local IMU frame of reference, as illustrated in Figure 2.1. Speci�cally, in

contrast to [111, 14, 19, 7, 6] that included the features in the state vector and would in-

evitably encounter the issue of ever-increasing computational cost as more features are

observed and included, we devote to an e�cient robocentric �ltering-based framework,

akin to the multi-state constraint Kalman �lter (MSCKF) of [89]. In the proposed

estimator, the stochastic cloning [102] is employed so that hundreds of features can be

simultaneously processed, instead only a small number of relative poses { that are be-

tween consecutive robot locations from which the features are observed { are kept in the
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state vector, hence signi�cantly reducing the computational cost. More importantly,

as the proposed robocentric �lter does not su�er from the observability mismatch issue

that exists in the world-centric counterparts, it possesses better consistency.

In particular, the main contributions of this chapter include:

ˆ We propose a novel robocentric EKF-VINS formulation by reformulating the

VINS problem with respect to a local IMU frame { that treats the global frame

as the only \feature" and includes the local gravity (i.e., with respect to the

local frame of reference) into the state vector. The local frame of reference is

shifted at every image time through acompositionstep, and the relative motion

estimate between the consecutive local frames is used for updating the global

pose estimate.

ˆ We develop an e�cient and robust R-VIO algorithm within a sliding-window

�ltering framework, where a constant-size window ofrelative poses, instead of the

observed features (or the global poses) by noting that the relative pose is of zero

kinematics which avoids the linearization errors introduced by the change of frame

of reference, is included in the �lter's state vector and jointly estimated by tightly

fusing the camera and IMU measurements in a local frame of reference. As such,

a tailored inverse depth-based measurement model is proposed to fully utilize this

state con�guration, such that a dense connection is established between feature

measurements and the state of the R-VIO considering the geometric relation

between feature and the poses from which it has been observed. It should be

pointed out that even in the degenerate cases (e.g., motionless) this model is

still able to fuse the bearing information from the features, which is particularly

useful in real applications.

ˆ We study in-depth the observability properties of the proposed R-VIO's system

model, which analytically shows that it has aninvariant unobservable subspace

{ that is independent of the R-VIO linearization points { under generic mo-

tions. Thus, the resulting linearized robocentric system does not undergo the
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observability mismatch which has been identi�ed as the main cause of inconsis-

tency [62, 81, 49]. More importantly, from the analysis, the proposed R-VIO is

shown to have not only correct unobservable dimension but also constant unob-

servable directions, thus signi�cantly improve the consistency of estimation. Fur-

thermore, we investigate the unobservable directions under degenerate motions

and show that the potential performance degradations existing in the world-

centric formulation can easily be compensated by the proposed R-VIOwithout

using the information from any additional sensor.

ˆ We perform extensive tests through both Monte Carlo simulation and real-world

experiments running sensor data collected with di�erent mobile platforms from

the micro aerial vehicles (MAVs) 
ying indoor to ground vehicle driving in dy-

namic tra�c environment. All the real-time results thoroughly demonstrate the

superior performance of the proposed R-VIO algorithm. Also, to further bene�t

relevant research, weopen sourceour code athttps://github.com/rpng/R-VIO .

The remaining of the chapter is organized as follows: after a brief overview

of related work in next section, we present in detail the proposed R-VIO algorithm

in Section 2.2, which is followed by a detailed observability analysis in Section 2.3.

In Sections 2.4 and 2.5, we demonstrate the superior performance of the proposed

algorithm through both simulations and real experiments. In the end, Section 2.6

concludes the work in this chapter, as well as the possible future research directions.

2.1 Related work

As mentioned earlier, the VINS algorithms generally include VI-SLAM (e.g.,

[86, 80, 100]) and VIO (e.g., [89, 81, 35]). The former jointly estimates the camera/IMU

pose and feature positions that together form the system state vector, whereas the latter

does not include the features in the state vector but utilizes the visual measurements

to impose motion constraints for the camera/IMU pose estimation. In general, by

performing mapping the VI-SLAM is able to gain better accuracy from the feature
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map and/or possible loop closures while at higher computational cost compared with

the VIO, although di�erent approaches were proposed to address this issue (e.g., [80,

116, 93, 100]). While there were also e�orts to integrate SLAM on VIO (e.g., [90, 82]), in

this chapter we focus on the design of lightweight VIO that can either serve as a stand-

alone motion estimator, or as an essential building block for large-scale navigation

systems.

There are di�erent schemes available for the VINS to fuse the visual and iner-

tial measurements, which can be broadly categorized into the loosely-coupled and the

tightly-coupled. The former processes the visual and inertial measurements separately

to infer their own motion constraints which are to be fused later (e.g., [119, 76, 64]).

While this kind of method is computationally e�cient, the decoupling of the visual

and inertial constraints results in information loss. By contrast, the tightly-coupled

approaches directly fuse the visual and inertial measurements within a single process

and achieve higher accuracy (e.g., [89, 81, 35, 80, 100]). As the embedded digital com-

puting and the sensing technology advance, the tightly-coupled VINS is even able to

run in real time upon resource-constrained platforms, such as the drones and smart

phones, for which the proposed tightly-coupled method in this chapter is also shown

to have such capability.

In particular, there exist two main approaches for tightly-coupled VINS estima-

tion, the batch optimization-based and the EKF-based. Typically, bundle adjustment

(BA) [114] is employed by the former to estimate the states involved in the constrains

of all the available measurements by solving a nonlinear least-squares problem (e.g.,

[35, 80, 100]). As the iterative linearization of nonlinear measurement models is car-

ried out at each time step, such methods would incur higher computational cost as

compared with the EKF-based counterparts (e.g., [89, 81]). However, as was men-

tioned before, the standard world-centric EKF-based VINS would su�er from estima-

tion inconsistency which is mainly due to the issue of observability mismatch with

the EKF linearization [62, 49]; while based on world-centric formulation, observability-

constrained (OC) VINS has been proposed to address this issue [81, 49, 59]. Also for

21



EKF-based method [7, 6] recently proposed a VINS using a robocentric representation

of the �lter state including also the features, that followed traditional EKF-SLAM ap-

proach to estimate absolute sensor motion while the evolution of the features in local

frame introduced extra linearization errors. By contrast, we, inspired by the robo-

centric mapping that improved the EKF consistency in the 2D SLAM [14], propose

a new robocentric formulation within a sliding-window �ltering-based VIO framework

and based on that develop the R-VIO algorithm which, in what follows, is shown to

have correct observability properties, and therefore improve estimation consistency and

accuracy.

2.2 Estimator design

Consider a mobile platform equipped with an IMU and a single camera navigat-

ing in 3D environment. In contrast to the standard world-centric VINS using a �xed

global frame of referencef Gg, in the proposed robocentric formulation, the framef I g

a�xed to IMU is set to be an intermediate, local frame of reference for navigation,

termed f Rg. As a result, the global framef Gg (e.g., the �rst local frame of reference,

f R0g) turns into a stationary feature from the perspective off Rg; and during the

navigation f Rg can be transferred from one IMU frame to another. In this section, we

deliberately reformulate the VINS problem with respect to such a moving local, rather

than the �xed global, frame of reference, and present in detail the proposed R-VIO

algorithm built upon a sliding-window �ltering framework.

2.2.1 State vector

The state vector of the proposed robocentric VINS consists of two parts: (i)

the global state that maintains the motion information of the starting framef Gg (e.g.,

f R0g), and (ii) the IMU state that characterizes the motion from the local frame of

reference to the current IMU frame. In particular, at time t � 2 [tk ; tk+1 ] the state
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expressed in the local frame of reference,f Rkg, is given by:1
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�
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� >

;
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� >
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� >

(2.1)

where k
G �q is the 4� 1 unit quaternion [8] representing the orientation off Gg in f Rkg,

and Rk pG is the position of f Gg in f Rkg; �
k �q and Rk p I � are the relative rotation and

translation from f Rkg to the current IMU frame f I � g; v I � is the local velocity expressed

in f I � g, and bg� and ba� denote the IMU's gyroscope and accelerometer biases, respec-

tively. It should be noted that the local gravity, Rk g, is also included as part of freedom

of the proposed system and modeled as a 3� 1 vector of known magnitude (e.g., 9.81).

The corresponding error state is then given by:
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In particular, the error quaternion is de�ned by �q = � �q 
 �̂q:

� �q '
�

1
2 � � > 1

� >

; C(� �q) = I 3 � b � � �c (2.3)

where 
 denotes the quternion multiplication, � �q is the error quaternion associated

with 3DOF error angle � � , and C(�) denotes a 3� 3 rotation matrix with b��c being

the skew-symmetric operator [113].

1 Throughout this chapter, k; k +1; : : : indicate the image time-steps, while� � 1; �; : : :
are the IMU time-steps between every two consecutive images. The subscript`ji refers
to the estimate of a quantity at time-step`, after all measurements up to time-stepi
have been processed. ^x is used to denote the estimate of a random variablex, with
~x = x � x̂ the additive error in this estimate. I n and 0n are then � n identity and zero
matrices, respectively. Finally, the left superscript represents the reference frame with
respect to which the vector is expressed.

23



At time-step k when the corresponding IMU frame,f I kg, becomes the frame of

reference (i.e.,f Rkg), a window of the relative poses between the lastN local frames

of reference is included in the state vector, as

x̂k =
�

Rk x̂>
k ŵ>

k

� >

ŵk =
�

2
1 �̂q> R1 p̂>

R2
: : : N

N � 1 �̂q> RN � 1 p̂>
RN

� > (2.4)

where i
i � 1 �̂q and R i � 1 p̂R i represent the relative rotation and translation fromf Ri � 1g to

f Ri g, i = 2; : : : ; N . To keep a state vector of constant size over time, we managew

in a sliding-window fashion { that is to marginalize out the oldest relative pose state

once a new one is included in the window. Accordingly, the augmented error state is

given by:

~xk =
�
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k ~w>
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� >

~wk =
�

� � >
2

R1 ~p>
R2

: : : � � >
N
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� > (2.5)

2.2.2 Propagation

We �rst present the motion model for the robocentric stateRk x � (see (2.1)), then

extend it to the augmented statex � (see (2.4)). Note that during the time interval

[tk ; tk+1 ] the global frame is static with respect to the local frame of reference, then

Rk _~xG = 09� 1. For the IMU state Rk x I � , we introduce a locally-parameterized kinematic

model:

�
k _�q =

1
2


 (! )�
k �q; Rk _p I � = C(�

k �q)> v I � ;

_v I � = � a � b ! �c v I � ; _bg = nwg; _ba = nwa

(2.6)

where nwg � N (0; � 2
wgI 3) and nwa � N (0; � 2

waI 3) are the zero-mean white Gaussian

noises that drive the IMU biases, and! and � a are the angular velocity and linear
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acceleration expressed inf I � g, respectively. And for! = [ ! x ; ! y; ! z]> , we have:
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Typically, IMU provides the gyroscope and accelerometer measurements,! m

and am , expressed in the sensor frame:

! m = ! + bg + ng (2.7)

am = I a + I g + ba + na (2.8)

whereng � N (0; � 2
gI 3) and na � N (0; � 2

aI 3) are the zero-mean white Gaussian sensor

noises, andI g characterizes the gravity e�ects on the sensor frame.

Evaluating (2.6) at the current state estimate,Rk x̂ I � , yields the following continuous-

time IMU state propagation:

�
k

_̂�q =
1
2


 (!̂ )�
k �̂q; Rk _̂p I � = �

kC>
�̂q v̂ I � ;

_̂v I � = â � � ĝ � b !̂ �c v̂ I � ; _̂bg = 03� 1; _̂ba = 03� 1

(2.9)

where for brevity we have denoted:!̂ = ! m � b̂g and â = am � b̂a, �
kC �̂q = C(�

k �̂q)

and � ĝ = �
kC �̂q

Rk ĝ. Accordingly, based on (2.6) and (2.9), we have continuous-time

robocentric error-state model in the form of:

Rk _~x � = FRk ~x � + Gn (2.10)

wheren = [ n>
g n>

wg n>
a n>

wa]> denotes the input noise vector,F is the robocentric

error-state transition matrix, and G is the input noise Jacobian, respectively (see

(2.12)).
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For implementation of robocentric �lter, the discrete-time propagation model is

needed. First, the IMU state estimate,Rk x̂ I � , is obtained as follows:

(i) �
k �̂q is obtained by performing zeroth-order quaternion integration [113] with:

�
k �̂q =
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s
k

_̂�q ds
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2


 (!̂ )s
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s
k �̂q ds (2.13)
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(ii) Rk p̂ I � and Rk v̂ I � can be computed respectively using the following integrations

with respect to f Rkg, as:

Rk p̂ I � = v̂ I k � t +
Z t �

tk

Z s

tk

�
k C>

�̂q
� â d�ds

= v̂ I k � t

+
Z t �

tk

Z s

tk

�
k C>

�̂q

�
� am � b̂a � � ĝ

�
d�ds

= v̂ I k � t �
1
2

Rk ĝ� t2

+
Z t �

tk

Z s

tk

�
k C>

�̂q

�
� am � b̂a

�
d�ds

| {z }
� p k;�

(2.14)

Rk v̂ I � = v̂ I k +
Z t �

tk

s
kC>

�̂q
sâ ds

= v̂ I k +
Z t �

tk

s
kC>

�̂q

�
sam � b̂a � sĝ

�
ds

= v̂ I k � Rk ĝ� t

+
Z t �

tk

s
kC>

�̂q

�
sam � b̂a

�
ds

| {z }
� v k;�

(2.15)

where � t = t � � tk . In particular, the preintegrated inertial terms, � pk;� and

� vk;� , can be recursively computed with all the incoming IMU measurements

in [tk ; t � ] [29]. Therefore, the estimate of velocity in the current IMU frame is

obtained as:

v̂ I � = �
kC �̂q

Rk v̂ I � (2.16)

(iii) Bias estimates are assumed constant over [tk ; t � ]; that is, b̂g = b̂gk and b̂a = b̂ak

for both (i) and (ii).

Then, for covariance propagation, the discrete-time error-state transition matrix

� (t � ; t � � 1) can be obtained using the forward Euler method over the time interval

[t � � 1; t � ]:

� (t � ; t � � 1) = exp( F�t ) ' I 24 + F�t = : � �;� � 1 (2.17)
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where�t = t � � t � � 1. It results in the covariance propagation from time-step� � 1 to

� :

P � jk = � �;� � 1P � � 1jk � >
�;� � 1 + GQG > (2.18)

noting that Q = Diag
h
�t� 2

gI 3 �t� 2
wgI 3 �t� 2

aI 3 �t� 2
waI 3

i
is the discrete-time input noise

covariance matrix, while the detailed derivations can be found in our companion tech-

nical report [51].

For the augmented state,x̂k , we consider that the relative pose states in the

sliding window are static so thatŵ � = ŵk . The corresponding augmented covariance

matrix, P k , can be partitioned according to the robocentric state and the sliding-

window state (see (2.4)), as:

P k =

2

6
4

P xx k P xw k

P>
xw k

Pww k

3

7
5 (2.19)

Thus the augmented covariance matrix at timet � is given by:

P � jk =

2

6
4

P xx � j k
� �;k P xw k

P>
xw k

� >
�;k Pww k

3

7
5 (2.20)

whereP xx � j k
can be recursively computed using (2.18) while the compound error-state

transition matrix is obtained as:

� �;k = � �;� � 1

Y

ts 2 [tk ;t � � 1 ]

� s;s� 1 (2.21)

with initial condition � k;k = I 24.

2.2.3 Update

2.2.3.1 Inverse-depth measurement model

We adopt the inverse depth parameterization [18] for the landmarks observed

by a monocular camera, while beingtailored for the proposed R-VIO. Assuming that

a single landmark,L j , has been observed from a set ofnj robocentric frames,R j , the
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measurements ofL j expressed in the correspondingnj camera frames,Cj , are given by

the following perspective projection model in terms ofxyz coordinates (i 2 Cj ):

zj;i =
1
zi

2

6
4

x i

yi

3

7
5 + n j;i ; Ci pL j =

�

x i yi zi

� >

(2.22)

wheren j;i � N (0; � 2
im I 2) is the additive image noise, andCi pL j denotes the position of

L j in the camera framef Ci g.

Considering the relative poses between the camera frames inCj , Ci pL j can also

be expressed as:
Ci pL j = i

1
�C �q

C1 pL j + i �p1 (2.23)

in terms of the following inverse depthparameters:

C1 pL j =
1
�

e(�;  ); e =

2

6
6
6
6
4

cos� sin 

sin�

cos� cos 

3

7
7
7
7
5

(2.24)

whereC1 pL j is the position ofL j in the �rst camera frame of Cj formed by e (i.e., the

directional vector of C1 pL j with � and  the elevation and azimuth expressed inf C1g)

and � the inverse depth alonge. In particular, the relative poses betweenf C1g and

f Ci g, i = 2; : : : ; nj , are expressed using the camera-to-IMU calibration parameters,

f C
I �q;Cp I g, as:

i
1

�C �q = C
I C �q

i
1C �q

I
CC �q (2.25)

i �p1 = C
I C �q

i
1C �q

I pC + C
I C �q

R i pR1 + Cp I (2.26)

where we have used the following identities constructed with the sliding-window state,

w:

i
1C �q = i

i � 1C �q
i � 1
i � 2C �q : : : 2

1C �q

=
iY

n=2

n
n� 1C �q (2.27)
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R i pR1 = �
�

i
i � 1C �q

R i � 1 pR i + i
i � 2C �q

R i � 2 pR i � 1 + : : : + i
1C �q

R1 pR2

�

= �
iX

n=2

i
1C �q

n� 1
1 C>

�q
Rn � 1 pRn (2.28)

Interestingly, if the landmark is in the distance (i.e.,� ! 0) we can normalize (2.23)

by premultiplying � to both sides to avoid the potential numerical issues, as:

� Ci pL j = i
1

�C �qe(�;  ) + � i �p1

= : h i (w; �;  ; � ) =

2

6
6
6
6
4

hi; 1(w; �;  ; � )

hi; 2(w; �;  ; � )

hi; 3(w; �;  ; � )

3

7
7
7
7
5

(2.29)

Note that this equation preserves the perspective geometry of (2.23) while encompass-

ing two degenerate cases: (i) observing the landmarks at in�nity (i.e.,� ! 0), and (ii)

having small parallax between the camera poses (i.e.,i �p1 ! 0). For both cases, (2.29)

can be approximated by:h i ' i
1

�C �qe(�;  ), and hence the corresponding measurements

can still provide the constraints about the camera's orientation.

Therefore, we introduce the following inverse depth-based measurement model

for the proposed R-VIO:

zj;i =
1

hi; 3

2

6
4

hi; 1

hi; 2

3

7
5 + n j;i (2.30)

Denoting � := [ �;  ; � ]> and linearizing (2.30) at the current state estimate,̂x, and �̂ ,

we have the linearized measurement residual equation:

r j;i = zj;i � ẑj;i ' H x j;i ~x + H � j;i
~� + n j;i (2.31)
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where the measurement Jacobians are given by:

H x j;i = H pj;i

�

03� 24 H w j;i

�
; H � j;i = H pj;i

H inv j;i

H pj;i
=

1

ĥi; 3

2

6
4

1 0 � ĥ i; 1

ĥ i; 3

0 1 � ĥ i; 2

ĥ i; 3

3

7
5 ;

H inv j;i =
@h i

@~�

=
�

@h i

@[ ~�; ~ ]>
@h i
@~�

�

=

2

6
6
6
6
6
4

i
1

�C �̂q

2

6
6
6
6
4

� sin �̂ sin  ̂ cos�̂ cos ̂

cos�̂ 0

� sin �̂ cos ̂ � cos�̂ sin  ̂

3

7
7
7
7
5

i �̂p1

3

7
7
7
7
7
5

;

H w j;i =
@h i

@~w

=
�

@h i
@�� 2

@h i
@R 1 ~p R 2

: : : : : : @h i
@�� N

@h i

@R N � 1 ~p R N

�
;

@h i

@�� n
= C

I C �q
i
1C �̂qb

�
I
CC �qê + �̂ I pC � �̂ R1 p̂Rn

�
�c n

1C>
�̂q ;

@h i

@Rn � 1 ~pRn

= � �̂ C
I C �q

i
1C �̂q

n� 1
1 C>

�̂q ; n = 2; : : : ; i � N:

(2.32)

Speci�cally, H x j;i and H � j;i are the Jacobians with respect to the vectors of state and

inverse depth, respectively. Note that through the JacobianH w j;i each measurement of

L j is correlated to a sequence of relative poses inw, building up a denseconnection be-

tween the measurements and the state, however, without increasing the computational

complexity. This is also di�erent from [89] where each measurement is only corre-

lated to the global pose from which it is observed. Since an estimate of� is needed

for computing r j;i and H � j;i , �rst a local BA is solved for �̂ with the measurements,

f zj;i ; i 2 Cj g, and the relative pose estimates,̂w (see Appendix A). After stacking the

residuals (see (2.31)) for alli 2 Cj , we obtain:

r j ' H x j ~x + H � j
~� + n j (2.33)
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Assuming the measurements obtained from di�erent camera poses are independent, the

covariance matrix ofn j is henceR j = � 2
im I 2n j . As x̂ (precisely,ŵ ) is used to compute

�̂ , the error of inverse depth is correlated with~x. In order to be a valid residual for

EKF update, (2.33) is projected to the left nullspace ofH � j (i.e., O>
� j

H � j = 0, with

O>
� j

O � j = I ):

�r j = O>
� j

r j ' O>
� j

H x j ~x + O>
� j

n j = �H x j ~x + �n j (2.34)

In general, H � j is a 2nj � 3 matrix of full column rank. The nullspace projection of

dimension 2nj � 3 can be e�ciently computed, for example, using theGivens rotations

[42], with O(n2
j ) complexity. SinceO � j is unitary, the covariance matrix of �n j becomes:

�R j = O>
� j

R j O � j = � 2
im I 2n j � 3 (2.35)

At this point, let us examine the special cases whereH � j;i (more precisely,H pj;i

or H inv j;i ) may become rank de�cient (see (2.32)), which would a�ect computing the

residual (2.34). First of all, ifH pj;i becomes rank de�cient, then we can �nd two possible

causes about̂h i : (i) ĥi; 1 t ĥi; 2 t ĥi; 3, which implies that the image size should be at

least 2f � 2f with f the camera focal length, or (ii)̂hi; 1 ! 0 andĥi; 2 ! 0, which means

that the measurement ofL j is close to the principal point of camera image. Secondly,

if H inv j;i is rank de�cient, we can also �nd two possible causes: (iii) coŝ� ! 0, which

implies that we have either in�nitely small focal length or in�nitely large image size

of the camera so thatj�̂ j ! �= 2 can happen, or (iv) i �̂p1 ! 0, which means a small

parallax betweenf C1g and f Ci g. Among these causes, (i) is about the selection of the

lens which must be restricted by the size of camera image, and (iii) is too ideal to be

realized in the real world; while (ii) and (iv) are common in the visual navigation which

can be e�ectively detected by checking the values of pixel measurements and relative

pose estimates, respectively. Therefore, we might reject those measurements that meet

(ii) when computing the Jacobians. However, in the case of (iv) (e.g., purely rotating

or motionless) since the last column ofH � j;i (and hence, ofH � j ) approaches zero, we

perform the Givens rotations with only the �rst two columns of H � j to numerically
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guarantee a valid nullspace projection (see (2.34)) and thus the dimension of�r j is

increased by 1 (see (2.35)).

In addition, the Mahalanobis distanceis checked for each landmark using all its

measurements before the EKF update, serving as the probabilistic outlier rejection:

D j = �r >
j

� �H x j P �H >
x j

+ �R j
� � 1�r j � � 2

r; 1� � (2.36)

where � 2
r; 1� � is a threshold obtained from the� 2 distribution with r = dim( �r j ) and �

the signi�cance level (e.g., 0.05). If (2.36) holds, then landmarkL j can be accepted

as inlier and used for EKF update. It should be noted that, in addition to the outlier

rejection based on vision alone, the state estimate,f x̂ ; Pg, is used asa prior to help

identify the outliers. Thus, the measurements that render detrimental residuals given

the current state estimate (e.g., may correspond to the features of objects that move

slowly or in parallel with the camera in dynamic environments) can be more accurately

detected and discarded to further ensure the health of the estimator.

2.2.3.2 EKF update

Assuming that at time-step k + 1 we have the measurements ofM landmarks

(inliers) to process, thus we can stack the resulting�r j , j = 1; : : : ; M , to have:

�r = �H x ~x + �n (2.37)

of which the dimensiond =
P M

j =1 (2nj � 3). However, in practice,d could be a large

number even ifM is small (e.g.,d = 170, for 10 landmarks observed from 10 camera

poses). To reduce the computational complexity, QR decomposition is applied to (2.37)

to compress the dimension of measurement residual. Note that�H x is rank de�cient

by the zero columns corresponding to the robocentric states, whereas the nonzero

columns corresponding to the relative pose states within the sliding window are linearly

independent. Therefore, to save the computational cost the QR decomposition can be

applied only to the nonzero part of �H x , as:

�H x =
�

0d� 24
�H w

�

33



=

2

6
6
40d� 24

�

Q1 Q2

�
2

6
4

�T w

0(d� 6(N � 1)) � 6(N � 1)

3

7
5

3

7
7
5

=
�

Q1 Q2

�
2

6
6
40d� 24

2

6
4

�T w

0(d� 6(N � 1)) � 6(N � 1)

3

7
5

3

7
7
5

where Q1 and Q2 are the unitary matrices of dimensiond � 6(N � 1) and d � (d �

6(N � 1)), respectively, and �T w is an upper triangular matrix of dimension 6(N � 1).

With this de�nition, (2.37) yields:

�r =
�

Q1 Q2

�
2

6
4

0 �T w

0 0

3

7
5 ~x + �n )

2

6
4

Q>
1

Q>
2

3

7
5 �r =

2

6
4

0 �T w

0 0

3

7
5 ~x +

2

6
4

Q>
1

Q>
2

3

7
5 �n (2.38)

for which, we can discard the lowerd� 6(N � 1) rows that are only about the measure-

ment noise, but employ the upper 6(N � 1) rows, instead of (2.37), as the compressed

residual:

�r = Q>
1 �r =

�

0 �T w

�
~x + Q>

1 �n = �H x ~x + �n (2.39)

where �n = Q>
1 �n is the noise vector with covariance matrix�R = Q>

1
�RQ 1 = � 2

im I 6(N � 1).

In particular, when we haved � 6(N � 1) this can be done using the Givens rotations,

with O(N 2d) complexity. Based on the above, the standard EKF update is performed

according to [87]:

K = P �H >
x

� �H x P �H >
x + �R

� � 1

x̂k+1 jk+1 = x̂k+1 jk + K �r

P k+1 jk+1 =
�
I � K �H x

�
P k+1 jk

�
I � K �H x

� >
+ K �RK > :

2.2.3.3 State augmentation

To utilize the most accurate, relative motion information for estimation, we

employ the stochastic state cloning [102]. In particular, the state augmentation is
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carried out once an EKF update is done, for which a copy of the current relative

pose estimate,f k+1
k �̂qk+1 jk+1 ,Rk p̂ I k +1 j k +1

g, is appended to the end of the current sliding-

window vector, ŵk+1 jk+1 . Accordingly, the covariance matrix is augmented as follows:

P k+1 jk+1  

2

6
4

I 24+6( N � 1)

J

3

7
5 P k+1 jk+1

2

6
4

I 24+6( N � 1)

J

3

7
5

>

;

J =

2

6
4

03� 9 I 3 03 03� 9 03� 6(N � 1)

03� 9 03 I 3 03� 9 03� 6(N � 1)

3

7
5 (2.40)

2.2.4 Composition

Note that in the proposed robocentric formulation every time when the update

is �nished, we shift the frame of reference of the VINS. At this point, the current IMU

frame f I k+1 g is set as the new frame of reference,f Rk+1 g, to replacef Rkg. The state

vector expressed inf Rk+1 g is then obtained as:

x̂k+1 =

2

6
4

Rk +1 x̂k+1

ŵk+1

3

7
5 =

2

6
4

Rk x̂k+1 � Rk x̂ I k +1

ŵk+1 jk+1

3

7
5 )

2

6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
4

k+1
G �̂q

Rk +1 p̂G

Rk +1 ĝ
k+1
k+1 �̂q

Rk +1 p̂Rk +1

v̂Rk +1

b̂gk +1

b̂ak +1

ŵk+1

3

7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
5

=

2

6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
4

k+1
k �̂q 
 k

G �̂q
k+1
k C �̂q

�
Rk p̂G � Rk p̂ I k +1

�

k+1
k C �̂q

Rk ĝ

�q0

03� 1

v̂ I k +1

b̂gk +1

b̂ak +1

ŵk+1 jk+1

3

7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
5

(2.41)

where �q0 = [0; 0; 0; 1]> and � denotes the state composition operator. For brevity of

presentation the full subscripts of the robocentric states have been omitted. Note that,
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in the IMU state the relative pose isreset to the origin of f Rk+1 g, while the velocity

and biases evolving in the local IMU frame are not a�ected by the change of (local)

frame of reference. The covariance composition is correspondingly performed using the

transformation:

P k+1 = U k+1 P k+1 jk+1 U >
k+1 (2.42)

U k+1 =
@~xk+1

@~xk+1 jk+1
=

2

6
4

V k+1 024� 6N

06N � 24 I 6N

3

7
5 (2.43)

whereV k+1 is the Jacobian with respect to the robocentric state inf Rkg (see (2.44)).

The corresponding covariance of the relative pose in the IMU state is alsoreset to zero

{ that is, no uncertainty for the robocentric frame of reference itself.

V k+1 =
@Rk +1 ~xk+1

@Rk ~xk+1 jk+1
=

2

6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
4

k+1
k C �̂q 03 03 I 3 03 03 03 03

03
k+1
k C �̂q 03 bRk +1 p̂G�c � k+1

k C �̂q 03 03 03

03 03
k+1
k C �̂q bRk +1 ĝ�c 03 03 03 03

03 03 03 03 03 03 03 03

03 03 03 03 03 03 03 03

03 03 03 03 03 I 3 03 03

03 03 03 03 03 03 I 3 03

03 03 03 03 03 03 03 I 3

3

7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
5

(2.44)

2.2.5 Initialization

It is important to point out that with the proposed robocentric formulation, the

�lter initialization becomes simple, because the states are uniformly relative to a local

frame of reference and typically start from zero,without the need to align the initial pose

with a �xed global frame. In particular, in our implementation: (i) the initial global

pose and IMU relative pose are both set tof �q0; 03� 1g, (ii) the initial local gravity
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Algorithm 1 Robocentric Visual-Inertial Odometry

Input : Camera images, and IMU measurements
Output : 6DOF real-time pose estimates
R-VIO : Initialize the state and covariance with respect to the �rst local frame
of reference,f R0g (e.g., f I 0g), when �rst available IMU measurement(s) comes in.
After that, every time when a camera image is available, do

ˆ Visual tracking : detect corners from camera image and perform Kanade-
Lucas-Tomasi (KLT) tracking with outlier rejection; record the tracking history
of inliers within the current sliding window.

ˆ Propagation : propagate state and covariance matrix using preintegration with
all the IMU measurements starting from last image time.

ˆ Update : for the features whose tracks are complete (i.e., losing track, or reach-
ing the maximum tracking length) compute the inverse-depth measurement
model matrices, then do

{ EKF update: use the features that have passed the Mahalanobis distance test
for EKF update.

{ State augmentation: augment state and covariance matrix with the (updated)
current relative pose (state and covariance) estimate.

ˆ Composition : shift frame of reference to the current IMU frame, and update
global state and covariance using (updated) current relative pose estimate; reset
relative pose estimate of IMU state for next image.

is the average of �rst available accelerometer measurement(s),am , before the IMU

moves, and (iii) the initial accelerometer bias is obtained by removing standard gravity

e�ects from am , while the initial gyroscope bias uses the average of the corresponding

stationary measurement(s),! m . Besides, the initial covariance subblock for global pose

is set to 10� 6I 6; while for the local gravity and the biases, the corresponding subblocks

are set to: Pg
0 = � T � 2

aI 3, Pbg
0 = � T � 2

wgI 3, and Pba
0 = � T � 2

waI 3, respectively, where

� T denotes the time length of the initialization. In summary, the main steps of the

proposed R-VIO are outlined in Algorithm 1.

2.3 Observability analysis

Observability of the system reveals whether the information provided by the

sensor measurements is su�cient to estimate the states without ambiguities. In this
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section, we examine the observability properties of the proposed R-VIO's system model

with the case of a single landmark being observed by a mobile sensing platform which

performs arbitrary motion, while the conclusion of analysis can easily be generalized

to the case of multiple landmarks. Note that a direct analysis of the observability

properties of R-VIO could be cumbersome mainly due to the feature marginalization

(see (2.34)) and state cloning, thus we perform observability analysis by using an EKF-

SLAM model having the same observability properties as an EKF-VIO model provided

the same linearization points used, which has been shown to be a common practice

(see [81, 44, 46, 49]) in the VINS literature.

To this end, the state vector at time-stepk including the position of a single

landmark L:

xk =
�

Rk x>
k

Rk p>
L

� >

(2.45)

and the measurement model (2.22) (or its inverse-depth form (2.30)) are employed in

what follows. The observability matrix is computed as [17]:

M =

2

6
6
6
6
6
6
6
6
6
6
4

H k

...

H ` 	 `;k

...

H k+ m 	 k+ m;k

3

7
7
7
7
7
7
7
7
7
7
5

(2.46)

where 	 `;k is the error-state transition matrix from time-step k to `, and H ` is the

measurement Jacobian corresponding to the observation(s) at time-step`. Each block

row is evaluated atRk p̂L and Rk x̂ i , i = k; : : : ; `; : : : ; k + m. The nullspace ofM consists

of the directions of the state space in which no information is provided by the measure-

ments { that is, the unobservable subspace. It should be noted that since the proposed

robocentric EKF includes three steps: propagation, update and composition, and the

local frame of reference is changed by the composition step, we study the observability

in a complete cycle of: (i) propagation and update, and then (ii) composition. We ana-

lytically prove that the proposed R-VIO's system model has an invariant unobservable
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subspace and doesnot undergo the observability mismatch issue that was identi�ed

to be the main cause of inconsistency [62, 81, 46, 49], thus being able to improve the

resulting VINS performance.

2.3.0.1 Error-state transition matrix

To ensure theoretical analysis, theanalytic, closed-form error-state transition

matrix is computed as follows:

	 (`; k ) =

2

6
4

� (`; k ) 024� 3

03� 24 I 3

3

7
5 (2.47)

where, instead of (2.21),� (`; k ) is obtained by integrating the following di�erential

equation over the time interval [tk ; t ` ]:

_� (`; k ) = F� (`; k ) (2.48)

with initial condition � (k; k) = I 24. While the closed-form solution is given in the

following, the interested readers are referred to our companion technical report [51] for

the detailed derivations:

� (`; k ) =

2

6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
4

I 3 03 03 03 03 03 03 03

03 I 3 03 03 03 03 03 03

03 03 I 3 03 03 03 03 03

03 03 03 � 44 03 03 � 47 03

03 03 � 53 � 54 I 3 � 56 � 57 � 58

03 03 � 63 � 64 03 � 66 � 67 � 68

03 03 03 03 03 03 I 3 03

03 03 03 03 03 03 03 I 3

3

7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
5

� 44(`; k ) = `
kC �̂q (2.49)

� 47(`; k ) = � `
kC �̂q

Z t `

tk

�
kC>

�̂q d� (2.50)

� 53(`; k ) = �
1
2

I 3� t2
k;` (2.51)
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� 54(`; k ) = �b
�

Rk p̂ I ` +
1
2

Rk ĝ� t2
k;`

�
�c (2.52)

� 56(`; k ) = I 3� tk;` (2.53)

� 57(`; k ) =
Z t `

tk

b�
kC>

�̂q v̂ I � �c
Z �

tk

�
k C>

�̂q d�d�

+ bRk ĝ�c
Z t `

tk

Z �

tk

Z �

tk

�
k C>

�̂q d�d�d�

�
Z t `

tk

Z �

tk

�
k C>

�̂q bv̂ I � �c d�d� (2.54)

� 58(`; k ) = �
Z t `

tk

Z �

tk

�
k C>

�̂q d�d� (2.55)

� 63(`; k ) = � `
kC �̂q� tk;` (2.56)

� 64(`; k ) = � `
kC �̂qb

Rk ĝ�c � tk;` (2.57)

� 66(`; k ) = � 44(`; k ) (2.58)

� 67(`; k ) = `
kC �̂qb

Rk ĝ�c
Z t `

tk

Z �

tk

�
k C>

�̂q d�d�

�
Z t `

tk

`
� C �̂qbv̂ I � �c d� (2.59)

� 68(`; k ) = � `
kC �̂q

Z t `

tk

�
kC>

�̂q d� (2.60)

where � tk;` = t ` � tk .

2.3.0.2 Measurement Jacobian

At time t ` 2 [tk ; tk+ m ], the position of landmarkL in f I `g can be expressed as:

I ` pL = `
kC �q

�
Rk pL � Rk p I `

�
(2.61)

Based on (2.22), the bearing-only measurement is given by:

z` =
1
z

2

6
4

x

y

3

7
5 ; I ` pL =

�

x y z

� >

(2.62)

We assume that the camera and IMU framescoincidefor brevity of presentation,

and the corresponding measurement Jacobian is thus in the form of:

H ` = H p
`
kC �̂q

�

03 03 03 H � ` � I 3 03� 9

�
� I 3

�
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H p =
1
ẑ

2

6
4

1 0 � x̂
ẑ

0 1 � ŷ
ẑ

3

7
5 ; H � ` = b

�
Rk p̂L � Rk p̂ I `

�
�c `

kC>
�̂q (2.63)

2.3.1 Observability of propagation and update

Based on the above Jacobians, we obtain the`-th block row, M ` , of M as follows

(see (2.47), (2.49){(2.60), and (2.63)):

M ` = H ` 	 `;k

= �
�

03 03 � 1 � 2 � I 3 � 3 � 4 � 5

�
� I 3

�

where

� = H p
`
kC �̂q (2.64)

� 1 = � � 53 =
1
2

I 3� t2
k;` (2.65)

� 2 = b
�

Rk p̂L � Rk p̂ I `

�
�c `

kC>
�̂q � 44 � � 54

= bRk p̂L �c +
1
2

bRk ĝ�c � t2
k;` (2.66)

� 3 = � � 56 = � I 3� tk;` (2.67)

� 4 = b
�

Rk p̂L � Rk p̂ I `

�
�c `

kC>
�̂q � 47 � � 57

= �b
�

Rk p̂L � Rk p̂ I `

�
�c

Z t `

tk

�
kC>

�̂q d� � � 57 (2.68)

� 5 = � � 58 (2.69)

Note that for generic motion (i.e.,! 6= 03� 1 and a 6= 03� 1), the values of� 57 and � 58

are time-varying, and thus� 4 and � 5 are linearly independent. Moreover, as the value

of � tk;` is varying with di�erent time intervals, � 1, � 2, and � 3 are general vectors

and thus linearly independent. As an immediate result, all these general vectors,� 1,

� 2, � 3, � 4, and � 5 are linearly independent ofI 3. According to that, we do matrix

elementary transformations onM ` to facilitate the search for the nullspace:

M ` = �
�

03 03 � 1 � 2 � I 3 � 3 � 4 � 5

�
� I 3

�
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s �
�

03 03 � 1 � 2 � I 3 � 3 � 4 � 5

�
� 03

�

based on that M ` is rank de�cient by 9 (i.e., the dimension of its nullspace is 9).

Speci�cally, 8` � k, we can �nd that the nullspace ofM consists of the followingnine

directions:

null (M ) = span
col:

2

6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
4

I 3 03 03

03 I 3 03

03 03 03

03 03 03

03 03 I 3

03 03 03

03 03 03

03 03 03

03 03 I 3

3

7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
5

(2.70)

which may be interpreted as follows:

Remark. The proposed robocentric model possesses (9) unobservable directions: the

�rst 6 DOF are correlated to the orientation (3) and position (3) of the global frame2

and the remaining 3 DOF correspond to the same translation (3) simultaneously applied

to both the sensing platform and the landmark(s), which agrees with an intuition that

relative (camera and IMU) measurements do not provide any global information in the

VINS estimation, in analogy to the SLAM case [62].

2.3.2 Observability with composition

After update at time-step `, the estimates ofRk x ` and Rk pL are obtained, we

have the following linear model from time-stepk to `, including the composition step,

as:

~x ` = �V ` 	 (`; k )~xk = �	 (`; k )~xk (2.71)

2 Note that the global framef Gg is not necessarily gravity-aligned and can be reset to
any pose at any time.
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where

�V ` =

2

6
4

V ` 024� 3

L ` N `

3

7
5 =

2

6
4

V ` 024� 3

@~x `
@R k ~x `

@~x `
@R k ~p L

3

7
5 ;

L ` =
�

03 03 03 bR ` p̂L �c � `
kC �̂q 03 03 03

�
;

N ` = `
kC �̂q (2.72)

For brevity of analysis, only the pertinent entries of �	 (`; k ) (see (2.73)) are shown in

the following:

�	 (`; k ) = �V ` 	 (`; k ) =

2
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6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
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�	 11 03 03
�	 14 03 03

�	 17 03 03

03
�	 22

�	 23
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�	 26

�	 27
�	 28 03

03 03
�	 33

�	 34 03 03
�	 37 03 03

03 03 03 03 03 03 03 03 03

03 03 03 03 03 03 03 03 03

03 03
�	 63

�	 64 03
�	 66

�	 67
�	 68 03

03 03 03 03 03 03 I 3 03 03

03 03 03 03 03 03 03 I 3 03

03 03
�	 93

�	 94
�	 95

�	 96
�	 97

�	 98
�	 99
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7
7
7
7
7
7
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7
7
7
7
7
7
7
7
7
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(2.73)

�	 93 = � `
kC �̂q� 53 (2.74)

�	 94 = bR ` p̂L �c � 44 � `
kC �̂q� 54 (2.75)

�	 95 = � `
kC �̂q (2.76)

�	 96 = � `
kC �̂q� 56 (2.77)

�	 97 = bR ` p̂L �c � 47 � `
kC �̂q� 57 (2.78)

�	 98 = � `
kC �̂q� 58 (2.79)

�	 99 = `
kC �̂q (2.80)

Note that the measurement model of (2.62) becomes linear:

z` = R ` pL ; R ` pL = `
kC �q

�
Rk pL � Rk p I `

�
(2.81)
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and the measurement Jacobian with respect to~x ` is as:

�H ` =
�

03� 24

�
� I 3

�
(2.82)

Therefore, after composition we have the block row,M ` , of M in the form of:

M ` = �H `
�	 `;k

=
�

03 03
�	 93:94 � `

kC �̂q
�	 96:98

�
� `

kC �̂q

�

Note that for generic motion (i.e.,! 6= 03� 1 and a 6= 03� 1), �	 93, �	 94, �	 96, �	 97 and �	 98

are linearly independent, and obviously the same nullspace as that of the propagation

and update (see (2.70)) can be obtained.

Remark. For the proposed robocentric model, changing local frame of reference (by

composition) does not alter the unobservable subspace.

Till now, we have analytically shown that the proposed robocentric model has

an invariant unobservable subspace, that is independent of the linearization points

under generic motions, which guarantees that the proposed R-VIO has not onlycorrect

unobservable dimension as [62, 81, 46, 49, 59] but alsoconstantunobservable directions,

thus being expected to improve estimation consistency.

2.3.3 Observability under special motions

Depending on the motion undertaken, the system observability properties might

change in some degenerate cases. Identifying and understanding such special motions

is essential for improving the VINS performance, especially in practice. For example,

one of the most commonly-seen cases is the planar motion (the translation is only

excited in the x-y plane, and the rotation is only about thez-axis) and the recent

analysis on the world-centric VINS [123] has pointed out that in this type of motion two

more unobservable directions emerge: (i) the global orientation, and (ii) the scale. It

should be noted that for the proposed robocentric system model the global orientation

has already been shown to be unobservable (see (2.70)). Therefore, in what follows,
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we study in-depth the observability under special motions by focusing on the scale

(un)observability which may directly a�ect the performance.

2.3.3.1 E�ect of scaling on VINS states

We are �rst to understand the implications of an underlying scale factor applied

to the state vector of the proposed robocentric system, which is to form the basis of

identifying the degenerate motions causing the special unobservable directions.

Lemma 1. For the proposed robocentric model, given the actual state,x, and the

underlying state,x0, that are related through a scale factor,s, there exists the following

relation between the corresponding error states (see(2.45)):
2
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)

~x = ~x0+ ( s � 1)u (2.83)

Proof. See Appendix B.

2.3.3.2 Special motions for scale unobservability

It becomes clear from (2.83) that: if the proposed robocentric VINS estimation

is metrically scaled by a factor ofs, then the error state (and hence, the state) would

be changed along the direction ofu by a factor of s � 1. However, as evident from the

proof (see Appendix B) we might not distinguish such scale ambiguity from the camera
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and IMU measurements, which implies that the direction of scale isunobservable.

The following analysis further identi�es the special motions that can cause the scale

unobservability for the proposed robocentric system.

Lemma 2. For the proposed robocentric model, there exist such special motions that

can cause scale unobservable: (i) no rotation, with:

� tk;` v̂0
I `

= �
1
2

� t2
k;`

` â0; 8` � k (2.84)

(ii) constant local acceleration, with v̂0
I �

� 0, 8� 2 [tk ; t ` ]; that is, the system is either

stationary or purely rotating.

Proof. See Appendix C.

As a �nal remark, it is clear from the above lemma that the scale unobservable

direction does exist when: (i) (2.84) holds true (e.g., may occur during the deceleration

motion), or (ii) the sensing platform stays in the same place. However, these two cases

can easily be mitigated in estimation. Speci�cally, in the case of (i), as it holds when

� tk;` ! 0, we can simply increase �tk;` in practice to avoid the scale change. While in

the case of (ii), we will confront low parallax, but the inverse-depth measurement model

used by the proposed R-VIO (see (2.30)) forces it mainly to exploit the orientation

information from the measurements, thus holding the scale. It should be pointed out

that in contrast to the world-centric remedy [123] which fused the wheel odometer

measurements, the proposed R-VIO does not require any additional sensor to address

this scale issue, thus revealing the better adaptability and robustness, as shown later

in the real-world experiment.

2.4 Simulation results

In this section we present the Monte Carlo simulation results that verify the

conclusion provided by the preceding section and demonstrate the performance of the

proposed R-VIO in comparison with two world-centric EKF-based counterparts: (i)

the standard (Std)-MSCKF [89], as well as the state-of-the-art (ii) the state-transition
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Figure 2.2: Simulation scenario: a camera/IMU pair moves along a circular path of
radius 5m (black) at an average speed 1.0m/s. The camera with 45o �led of view
observes point features (pink) randomly distributed on a circumscribing cylinder of
radius 6m.

Table 2.1: Sensor parameters in simulation.

Parameter Value
IMU rate 100 [Hz]
Gyroscope noise density (� g) 1.1220e� 4 [rad=sec=

p
Hz]

Gyroscope random walk (� wg) 5.6323e� 6 [rad=sec2=
p

Hz]
Accelerometer noise density (� a) 5.0119e� 4 [m=sec2=

p
Hz]

Accelerometer random walk (� wa) 3.9811e� 5 [m=sec3=
p

Hz]
Camera rate 10 [Hz]
Image noise level (� im ) 1.5 [pixels]
Magnitude of gravity 9.8038 [m=sec2]

and observability constrained (STOC)-MSCKF [59] that enforces correct system ob-

servablility to improve estimation consistency. Speci�cally, two metrics are adopted for

the evaluation: (a) the root mean squared error (RMSE) which o�ers a concise measure

of the �lter's accuracy, and (b) the normalized estimation error squared (NEES) which

provides a standard criterion for evaluating the given �lter's consistency [4]. In order

to make a fair comparison, we implemented all three �lters using the same parameters,

such as the number of features used per update, and processing the same data of 50
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Figure 2.3: Simulation results: the statistics of NEES and RMSE of orientation and
position over 50 Monte Carlo trials.

Monte Carlo trails which were generated with real MEMS sensors' quality (see Table

2.1 and Figure 2.2 for details).

The statistical results over 50 Monte Carlo trails are shown in Figure 2.3, while

Table 2.2 provides the average RMSE and NEES results for all the �lters in comparison,

which clearly show that the proposed R-VIO as expected outperforms the standard

MSCKF, as well as the STOC-MSCKF in terms of accuracy (smaller RMSE) and

consistency (NEES closer tothree), attributed to the novel reformulation of the system.
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Table 2.2: Average RMSE and NEES corresponding to Figure 2.3.

Orientation Position Orientation Position
[deg] [m] NEES NEES

Std-MSCKF 3.470 0.477 7.048 5.810
STOC-MSCKF 2.523 0.430 4.096 3.793
R-VIO 0.694 0.253 2.615 3.552

2.5 Experimental results

We further experimentally validate the proposed R-VIO, in both indoor and

outdoor environments, using both the public benchmark dataset on micro aerial ve-

hicles (MAVs) and the real urban driving data collected by our own sensing platform

on a car. As described in Algorithm 1, we implemented that in C++ multithread

framework.3 In the front end, the visual tracking handler extracts features from the

image using the Shi-Tomasi corner detector [107], that are being tracked between con-

secutive images with the Kanade-Lucas-Tomasi (KLT) algorithm [3]. In particular, to

deal with the varying lighting conditions in practice, a combined operation of the adap-

tive thresholding with box blurring was applied for every image before doing the KLT

tracking. This e�ectively mitigates the sharp change of illumination while outlining

the environmental structures even in the dark area (see Figure 2.4), which is experi-

mentally helpful for the feature detection. In addition, to remove the bad tracks from

the tracking results, we realized the Gyro-aided, two-point RANSAC algorithm [115].

In the end, the tracking history of all the inliers are stored into a �rst-in, �rst-out

(FIFO) data structure, in order to be e�ciently queried during the estimation.

Once the visual tracking is done, theback endprocesses all the visual and inertial

measurements using the proposed robocentric EKF. Especially, for the features losing

track in the current image, we use all their measurements within the current sliding

window for update, while for those reaching the maximum tracking length (e.g., the

sliding-window size) we use a subset (e.g., 1/2) of their respective measurements and

keep the rest for next update. All the following tests run on a Core i7-4710MQ @

3 The open-source code is available at https://github.com/rpng/R-VIO.

49



(a) EuRoC MAV dataset. (b) Vicon Loops dataset.

(c) Urban driving test.

Figure 2.4: Visual tracking: the post-processing results (left) and the respective raw
images (right). Inliers (blue dots) are tracked between pairwise images with outliers
(red dots) being rejected by the two-point RANSAC. Especially, the tracking results
have been visualized by the inliers' tracks (blue lines). Note that, this front end is
able to process: (i) dusky, (ii) blurred, as well as (iii) overexposed image streams of
real-world environments.

2.5GHz laptop in real time.

2.5.1 EuRoC MAV dataset

We tested the proposed R-VIO �rst using all 11 sequences in the EuRoC MAV

dataset [10] for which a FireFly helicopter equipped with VI-sensor (an ADIS16448

IMU @ 200Hz, and dual cameras 752� 480 pixels @ 20Hz) was used for 
ying data

collection. In this test, only the left camera images were used for vision inputs and

200 features were uniformly extracted based on each image. The sliding-window size
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(a) V1 01 easy (b) V1 02 medium (c) V1 03 di�cult

(d) V2 01 easy (e) V2 02 medium (f) V2 03 di�cult

(g) MH 01 easy (h) MH 03 medium (i) MH 05 di�cult

Figure 2.5: Trajectory estimates on EuRoC dataset: R-VIO (blue), OKVIS (yellow)
and VINS-Mono (red) with the ground truth (black).

was set up to 20 (i.e., about 1s memory for the most recent relative motion). We

compared the proposed R-VIO with two state-of-the-art world-centric sliding-window

optimization-based VINS, the OKVIS4 [80] and the VINS-Mono5 [100], both of which

perform nonlinear batch optimization in the back ends using the Google Ceres opti-

mizer [1]. It should be noted that in order to be a fair comparison between the three

4 https://github.com/ethz-asl/okvis ros

5 https://github.com/HKUST-Aerial-Robotics/VINS-Mono

52



Figure 2.6: Relative pose errors corresponding to the results shown in Figure 5(a){(i).
Each row presents the statistics of the relative translation error (left), the percentage
of the relative translation error (middle) as well as the relative yaw error (right) of
R-VIO (blue), OKVIS (yellow) and VINS-Mono (red) with respect to di�erent lengths
of segments of the corresponding trajectory, respectively.
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systems, we turned o� the loop closure of VINS-Mono in the tests. As the 6DOF pose

ground truth are provided for all the sequences, we employed the evaluation tool6 [132]

to generate the results of comparison. Speci�cally, the results of pose RMSE and

the computation time (including image processing and robocentric EKF) in Table 2.3

show both the absolute pose accuracy and the computational e�ciency of the systems.

Figure 2.5 depicts the estimated trajectories of 9 representative sequences, and the

corresponding relative pose errors are shown in Figure 2.6. It is important to note that

the proposed R-VIO does not utilize any kind of map, whereas both OKVIS and VINS-

Mono do. Nevertheless, it is clear from Table 2.3 that on this dataset the proposed

R-VIO performs very competitively, or evenbetter in some sequences, with the OKVIS

and VINS-Mono; this, however, is achieved at theleast computational cost among all

three systems considered.

2.5.2 Vicon Loops dataset

We further tested the proposed R-VIO on a long-term indoor dataset presented

in [80]. This dataset was collected using a handheld VI-sensor, moving mostly in circles

at the speed around 2m/s, which lasted almost 14 minutes and traveled about 1200

meters in total. Similarly, the images from left camera were used for vision inputs

and 200 features were uniformly extracted per image, while this time a shorter slid-

ing window of size 10 was used in order to handle the mostly short tracking lengths

of features caused by constantly, highly dynamic motion for stimulating MAV 
ying.

Again, we compared the performance of the proposed R-VIO with both OKVIS and

VINS-Mono while using the metric introduced by [80] { that is, to evaluate the abso-

lute pose errors (between ground truth and the estimates) based on di�erent distances

traveled. To this end, for each travel interval the orientation and translation errors are

calculated with respect to the starting ground-truth pose of each interval. Compre-

hensively, Figure 2.7 shows the estimated trajectories and the error statistics based on

a set of distances,f 60,180,300,420,540,660,780,900,1020,1140g, noting that the results

6 https://github.com/uzh-rpg/rpg trajectory evaluation
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(a) Overhead plot of the estimated trajectories.

(b) Altitude pro�les, i.e. z-components of estimator outputs.

(c) Absolute translation error.

(d) Absolute orientation error.

Figure 2.7: Vicon Loops dataset evaluation: R-VIO (blue), OKVIS (yellow) and VINS-
Mono (red). In particular, (a) and (b) illustrate the system performance inx-y plane
and z-axis; (c) and (d) are the error statistics in terms of median, 5th and 95th per-
centiles.
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Figure 2.8: Snapshots during the urban driving test. From left to right and top to
bottom: (i) at the start, (ii) at a turning with yield sign, (iii) at a pedestrian tra�c
light, (iv) at a regular tra�c light, (v) at a free intersection with stop sign, and (vi) in
campus area.

of OKVIS were generated using the original data provided by the authors of [80]. It

should also be pointed out that as this dataset was starting from motion (i.e., there

was no static phase at the beginning), the proposed R-VIO only used the �rstsingle

IMU measurement for initialization, while the VINS-Mono was initialized based on a

visual-inertial alignment process using multiple measurements [100]. As evident from

Figure 2.7, all three systems drift in both the orientation and the translation as the

distance traveled becomes longer, while without loop closure the VINS-Mono accumu-

lates the obviously larger drifts, in bothz-component and yaw angle, than the OKVIS

and the proposed R-VIO.

2.5.3 Urban driving test

We have also performed a road test for R-VIO with our own sensing platform (an

Xsens Mti-G-710 GNSS, and an FLIR Bumblebee2 stereo pair 1024� 768 pixels @ 15Hz)

on a car by driving on the streets of Newark, DE. The IMU provided measurements

at 400Hz, while the GPS signal was received at 4Hz as the (position) ground truth.
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Figure 2.9: Trajectory estimates plotted over the map of Newark, DE. The initial
position of vehicle is marked by a green triangle. The black solid line corresponds to
the trajectory of ground truth, in addition to the red dashed line to the high update
rate (H), the yellow dash-dotted line to the low update rate (L), and the blue solid
line to the adaptive update rate (A), with the ends of trajectories being marked by the
squares in the respective colors.

Similarly, only the left camera images were used for vision inputs with 200 features

being uniformly extracted from each image. It is important to note that this test is

very challenging primarily due to: (i) several tra�c lights where we must stop and

wait for 15� 25 seconds, (ii) frequent stop/yield signs before which we must stop or

decelerate, (iii) dynamic scenes including the running vehicles and the pedestrians in

vicinity, (iv) strong lens 
are when driving facing the sun, and (v) high speeds of vehicle

when driving on some particular road sections (see Figure 2.8).

As we discussed earlier, both (i) and (ii) are the degenerate scenes which may

cause scale unobservable for the proposed VIO model. The usage of inverse depth-

based measurement model partially solved the scale drift during the static phase, while
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Table 2.4: Estimation accuracy (RMSE) in the urban driving test.

Length / Maximum Position RMSE
Duration speed x [m] y [m] z [m]

H 9.8km / 15min 86km/h 30.934 68.561 8.418
L - / - - 33.984 15.883 10.426
A - / - - 24.222 18.901 7.689

for the deceleration phase we tested three update rates: high (15Hz), low (7.5Hz),

and adaptive (switching between the high and low). For actual implementation, we

employed a heuristic switching logic for the adaptive mode which is to be optimized

in our future work; that is, the R-VIO changes the frequency of update from 15Hz

to 7.5Hz after detecting the speed descending (�v < 0) for at least 2 seconds, and

changes it back to 15Hz once detecting the speed ascending (�v > 0) for at least

2 seconds. The results are summarized in Table 2.4, while Figure 2.9 depicts the

estimated trajectories of all three update rates. We should note that when using the

high update rate, the R-VIO captured the motion of vehicle better than using the

low update rate, given an instance that after the �rst turning our vehicle sped up

to 86km/h for that the trajectory under high update rate �tted the ground truth

better. While at the second turning, a series of deceleration events occurred due to the

busy tra�c at the intersection, as a consequence, the drifts in scale biased trajectory

estimation afterwards. In contrast to that, by lowering down the update rate the

R-VIO could compensate for the scale drifts to make the estimated trajectory closer

to the ground truth. Thus as expected, the proposed adaptive mode was able to take

both the aforementioned advantages. In addition to the inference, we further con�rm it

through a test where the di�erences of translation between consecutive poses of R-VIO's

estimates, � est, and of the ground truth, � gt, for each update rate are accumulated

for every 10 seconds, accordingly the scale can be estimated by:� est
� gt

. The results

referring to the estimated speed are shown in Figure 2.10, from which we can �nd

that the distinct scale variance (� 2) only emerged when either a sharp deceleration

occurred (e.g., 600s� 610s) or vehicle was stopped (e.g., 430s� 455s); which agrees with
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Figure 2.10: Statistics of the scale of estimate vs. vehicle speed for the three update
rates.

Figure 2.11: Time consumption per image (at high update rate): the average processing
rate of R-VIO is 20.5Hz as compared to the image rate 15Hz, which satis�es the real-
time requirement.

our analysis provided in the preceding section and shows that the drifts in scale can

be compensated for by using the proposed adaptive method. Among the three modes,

the adaptive one performs the best in terms of median absolute deviation (MAD) { a

robust measure of the variability of a univariate sample { of scale 0.079, and 0.114 and

0.099 for high and low update rates, respectively, with respect to the ground truth.

Note also that, as the local gravity is jointly estimated, thez-axis drifts are

much smaller than the x-y position errors. In the test a sliding window of size 20
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was used and the average processing time of pipeline was 48.7 milliseconds per image

including 40.8 milliseconds spent on the visual tracking and RANSAC outlier rejection

and the other 7.9 milliseconds on robocentric EKF (see Figure 2.11). In this challenging

driving scenario, without utilizing any kind of map, the proposed R-VIO achieves the

average position RMSEs of: 0.77% (high update rate), 0.40% (low update rate), and

0.32% (adaptive update rate) of the total 9.8-kilometer driving distance.

2.6 Conclusion

In this chapter, we have reformulated the VINS with respect to a moving local

frame and developed a lightweight, high-precision, robocentric visual-inertial odom-

etry algorithm, termed R-VIO. With this novel reformulation, we analytically show

that under generic motions the proposed R-VIO does not su�er from the observability

mismatch issue which is encountered by the world-centric counterparts, and even in the

degenerate motion cases the in
uence of observability issue can be mitigated without

using the information of any additional sensor, thus attaining better consistency, accu-

racy and robustness. Extensive Monte Carlo simulations and real-world experiments on

di�erent sensing platforms navigating in di�erent environments are performed, which

thoroughly validate our theoretical analysis and further demonstrate that the proposed

R-VIO is versatile and robust to di�erent types of motions and environments, and is

capable of performing long-term, high-precision motion tracking in real time. In the

future, we will integrate loop closure and online mapping in the current robocentric

system to bound localization errors, as well as perform online calibration of intrinsic

and extrinsic sensor parameters to further improve performance.
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Chapter 3

SQUARE-ROOT ROBOCENTRIC VIO WITH ONLINE
SPATIOTEMPORAL CALIBRATION

Robocentric visual-inertial odometry (R-VIO) in our recent work [54] models the

probabilistic state estimation problem with respect to a moving local (body) frame,

which is contrary to a �xed global (world) frame as in the world-centric formulation,

thus avoiding the observability mismatch issue and achieving better estimation con-

sistency. To further improve e�ciency and robustness in order to be amenable for

the resource-constrained applications, in this chapter, we propose a novel information-

based estimator, termed R-VIO2. In particular, the numerical stability and computa-

tional e�ciency are signi�cantly boosted by using i) the square-root expression and ii)

incremental QR-based update combined with back substitution. Moreover, the spatial

transformation and time o�set between visual and inertial sensors are jointly calibrated

online to robustify the estimator performance in the presence of unknown parameter

errors. The proposed R-VIO2 has been extensively tested on public benchmark dataset

as well as in a large-scale real-world experiment, and shown to achieve very compet-

itive accuracy and superior time e�ciency against the state-of-the-art visual-inertial

navigation methods.

The main contributions of the chapter include:

ˆ We derive a novel square-root robocentric formulation for the sliding-window

visual-inertial estimation, where online calibration is used to deal with unknown

errors in both spatial and temporal sensor calibration parameters. Especially, our

proposed estimator is formulated based on a least-squares minimization problem,

for which we present in details the cost function formed by the terms derived with

our robocentric IMU and camera models.
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ˆ We perform extensive evaluations using both challenging benchmark dataset and

�eld sensor data from our large-scale real-world experiment, showing that our de-

veloped R-VIO2 achieves very competitive accuracy and superior time e�ciency

when comparing with the state-of-the-art visual-inertial navigation methods. Es-

pecially, to further bene�t the research community, we open source our code at

https://github.com/rpng/R-VIO2 .

3.1 Related Work

Visual-inertial odometry (VIO) that typically combines the inertial data from

inertial measurement unit (IMU) and the visual observations from camera to com-

pute the orientation and position of the sensing platform has been becoming popular

for GPS-denied navigation applications, ranging from the augmented/virtual reality

(AR/VR), autonomous driving to even the unmanned planet exploration. Especially,

in order for computational e�ciency, a VIO is usually realized by either extended

Kalman �lter (EKF) or �xed-lag smoothing (FLS) which optimizes over a bounded-

size sliding window of recent states by marginalizing the past states periodically, for

which a complete review of the recent e�orts can be found in [57].

Regarding the primary function of VIO, that is, to output the poses of the

sensing platform in the (unknown) environments, most proposed approaches solved

this problem from a global perspective where �xed, global (world) frame, which is

usually aligned with the gravity, is chosen as the navigation reference such that the

absolute pose can be estimated with respect to it directly. Therefore, we can term

them the world-centric VIO. A well known issue for such approaches is the observability

mismatch between original and linearized systems which has been identi�ed by di�erent

works using linear and nonlinear analyses (e.g., [62, 48]). As a result, many remedies

have also been proposed for �xing it (e.g., [81, 47, 59, 130]), however, most by trading

o� the accuracy or e�ciency of the systems. From another perspective, inspired by the

human behaviors in reality, we reformulated the VIO problem in local [54], where the

body frame of robot was used as instantaneous navigation frame of reference. Instead,
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the relative pose between every two locations of robot is estimated, and the current

pose with respect to the start (body) frame can always be recovered by incrementally

merging new relative pose estimates. Regarding those properties, our approach is

termed the robocentric VIO. We proved in [54] that the observability mismatch issue

does not exist for our proposed robocentric model, thus improving the consistency of

VIO estimator fundamentally. Therefore, in this chapter, we are going to take such

advantage into our new estimator design and further extend its application.

As we summarized in [57], most VIO algorithms are based on EKF or FLS

which correspond to the covariance-based or the information-based estimation. Un-

fortunately, in the sense ofsliding-windowestimation, either covariance or information

matrix of the estimator may become dense inevitably because of the marginalization

operation. As a result, neither approach has distinguishable computational advantage.

To improve this aspect, a practical idea is to reduce the number of entries involved

in the matrix computations. To this end, the square-root expression is employed in

our design. We should note that the square-root formulation had been adopted early

in [25] to solve a batch estimator. Moreover, based on that the square root information

matrix was proposed in [70] with QR factorization-based incremental update scheme

that made the proposed approach feasible for real-time application. As only a half-size

information matrix is used in the computation, the memory cost is reduced. The con-

dition number for estimator is also square rooted by using the square-root expression,

thus improving the numerical stability. Most importantly, QR factorization makes the

update incremental as the measurements come in, which bounds the amount of com-

putation needed at every timestep. Therefore, such approach is also very suitable for

the resource-constrained applications [122, 123].

It should be noted that, as a multi-sensor system, the VIO performance highly

relies on the accuracy of the values of the following parameters including: a) The

rotation and translation between camera and IMU, which is known as the camera-IMU

extrinsic parameters, and b) A remaining time o�set between the respective timestamps

of camera and IMU measurements caused by the sensor latency. Although we can
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calibrate these parameters o�ine (e.g., [37]), their estimated values may still contain

unknown errors, which are relevant to the calibration setups or methods. In addition,

the true values of those parameters may be varying in the environment because of

the temperature change or platform vibration. Therefore, the ability of re�ning or

calibrating those parameters online becomes crucial in real applications (e.g., [73, 83]).

Speci�cally, in this chapter, we will incorporate the information from both IMU and

camera measurements for doing online spatiotemporal calibration.

3.2 Square-Root MAP State Estimator

In this section, we brie
y introduce the square-root estimator for a maximum-

a-posteriori (MAP) estimation problem. Especially, we have a vector of the states

to be estimated, x, with the measurements,Z .1 The prior knowledge aboutx is

usually modeled by a Gaussian distributionp(x). Then, based on those, the posterior

distribution of x can be expressed as

p(xjZ ) _ p(x)p(Zj x) = p(x)
Y

zi 2Z

p(zi jx) (3.1)

where the priori ofx follows N (x̂; 
 ), and zi = h i (x) + n i with h i (�) the measurement

model and n i a zero-mean white Gaussian noise followingN (0; � i ). To �nd MAP

estimate ofx which corresponds to the maximum ofp(xjZ ), here we can equivalently

minimize the negative logarithm of (3.1):

x � = arg min
x

� logp(xjZ )

= arg min
x

kx � x̂k2

 +

X

zi 2Z

kzi � h i (x)k2
� i

(3.2)

1 In what follows, x̂ is used to denote the estimate ofx, with ~x , x � x̂ the corre-
sponding error (or correction) to this estimate.I n and 0n are the n � n identity and
zero matrices, respectively. The left superscript if shown denotes the frame of reference
with respect to which a vector is expressed.
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where we have employed the notationkek2
� = e> � � 1e, that is the squared Mahalanobis

norm of e with its covariance � . To solve this problem which is usually nonlinear

because ofh(�), we linearize its cost function atx̂ so as to have

C(x̂ + ~x) ' k ~xk2

 +

X

zi 2Z

kzi � h i (x̂ ) � H i ~xk2
� i

= k~xk2

 + kH ~x � ek2

�

(3.3)

where we have stacked all of the JacobiansH i and residualsei = zi � h i (x̂ ) to have

H and e, with � a (block) diagonal matrix of � i . As a result, instead of an optimal

estimate ofx, we �nd an optimal update to its current estimate x̂, as

~x � = arg min
~x

C(x̂ + ~x) (3.4)

where the superscript� means this solution is optimal up to the linearization errors.

It should be noted that, using (upper triangular) Cholesky factors of
 and � , we can

convert (3.3) into linear least-squares form for better numerical stability:

C = CPrior + CMeasurements = kR ~xk2 + kJ~x � rk2 (3.5)

where R = 
 � 1=2 (i.e., the square root information matrix), while for J and r we

have J i = � � 1=2
i H i and r i = � � 1=2

i ei with respect to each measurement,zi . More

importantly, by noticing that R is upper-triangular, this cost function is able to be

updated using QR factorization [42]:
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(3.6)

After discarding k� k2 as it is irrelevant to ~x, we have

~x � = arg min
~x

C� = R � � 1r � (3.7)
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which can be e�ciently found via back substitution, and the state estimate can be

updated as: x̂ � = x̂ + ~x � . Especially, the iterations over (3.3){(3.7) can also be used

to further reduce the linearization errors. For real applications, usually the sensor mea-

surements are received by the estimator in the order of their timestamps. Therefore,

Givens rotations can be used forin-place update in (3.6) to improve real-time perfor-

mance of the estimator [70, 122]. In this chapter, we are going to take those above

advantages in our robocentric estimator design.

3.3 Square-Root Robocentric VIO

In this section, we present our new square-root robocentric VIO algorithm (R-

VIO2). Speci�cally, we explain in details the inertial and visual cost terms derived

from the IMU and camera models, respectively, as well as thea priori cost term that

evolves with the change of navigation frame of reference.

3.3.1 State Vector

To model the system more precisely than [54], we use the following vector to

describe the state at (image) timestepk:

xk =
�

x>
Gk

x>
Pk

x>
Wk

� >

(3.8)

wherexGk = [ k
G �q> Rk p>

G
Rk g> ]> is the global state with k

G �q (4 � 1 unit quaternion [8])

and Rk pG (3 � 1 Euclidean coordinate) the orientation and position of global frame

f Gg with respect to the robocentric frame of referencef Rkg (i.e., coincident with

IMU frame f I g at timestamp tk) and Rk g a unit vector of local gravity in f Rkg;

xPk = [ C
I �q> Cp>

I td]> comprises of online calibration parameters withCI �q and Cp I

the rotation and translation between camera framef Cg and IMU frame f I g, and td

the di�erence between the receiving timestamps of camera and IMU measurements

at timestep k (e.g., the IMU measurement paired with imagek should be the one at
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