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ABSTRACT

The increasing prevalence of conversational interfaces necessitates the develop-
ment of robust Conversational Information Systems (CIS) capable of understanding
context-dependent user needs and providing accurate, grounded information through
interactive dialogue. However, designing e ective CIS faces signi cant challenges, in-
cluding resolving linguistic ambiguity, managing evolving context, ensuring knowledge
grounding (especially with Large Language Models), developing e ective interaction
strategies, and creating suitable evaluation methodologies. This thesis addresses these
challenges across core CIS domains and explores the extension of underlying principles
to complex information processing tasks mediated by collaborating intelligent agents.

We rst investigate ambiguity resolution in Conversational Text Retrieval (CTR).

We propose a mixed-initiative framework leveraging user feedback for clari cation and
introduce ZeQR, a novel zero-shot query reformulation technique that reframes con-
text understanding as a machine reading comprehension task, eliminating the need for
conversational training data. Subsequently, we focus on Conversational Recommender
Systems (CRS). We introduce Behavior Alignment, a novel metric for evaluating the
strategic alignment of LLM-based CRS with human interaction patterns, addressing
shortcomings in existing evaluation methods. We also develop ReGeS, a synergistic
Retrieval-Augmented Generation (RAG) framework that enhances knowledge ground-
ing and recommendation accuracy through reciprocal interaction between retrieval and
generation components.

Finally, recognizing that the principles of iterative, context-aware, and collabo-
rative information processing extend beyond human-machine dialogue, we explore their
application in multi-agent systems. We present DocAgent, a multi-agent collaborative

system employing dependency-aware processing to generate grounded documentation

XVi



for complex source code. This serves as a case study demonstrating how CIS interaction
paradigms can be adapted for orchestrating agent-agent collaboration on sophisticated,
structured information generation tasks.

Collectively, this research advances the state-of-the-art by providing novel meth-
ods for context understanding, knowledge grounding, system evaluation, and syner-
gistic design in CIS. It highlights the evolution of conversational paradigms towards
multi-agent collaboration and contributes to building more intelligent, reliable, and

e ective systems for interactive information access and processing.

XVii



Chapter 1
INTRODUCTION

Conversational Information Systems (CIS) represent a rapidly evolving frontier
in human-computer interaction, aiming to provide users with information and com-
plete tasks through natural language dialogue. While signi cant progress has been
made, particularly with the advent of large language models (LLMs), developing sys-
tems capable of truly e ective, robust, and trustworthy interactions remains a complex
challenge. Key hurdles include understanding nuanced user intent in multi-turn con-
texts, ensuring responses are grounded in factual knowledge rather than hallucinated,
evaluating the quality of the interaction itself beyond simple task success, and extend-
ing these conversational capabilities to handle complex, structured information sources
like source code or relational tables.

This thesis addresses these fundamental challenges by developing and evaluat-
ing novel techniques across conversational search, conversational recommendation, and
interactions with structured data. We focus on enhancing system accuracy, contextual
understanding, knowledge grounding, interaction quality, and the ability to handle di-
verse information types. Our contributions aim to move the eld closer towards CIS
that can engage users in more meaningful, reliable, and productive dialogues. Speci -
cally, we investigate methods for resolving query ambiguity without explicit user feed-
back, propose new frameworks for evaluating conversational strategies in recommender
systems, develop techniques to improve the factual grounding of recommendations us-
ing retrieval augmentation, and explore how similar principles can generate grounded

documentation for source code and learn e ective representations for tabular data.



1.1 Thesis Outline

This thesis explores the challenges and advancements in Conversational Infor-
mation Systems (CIS), covering core aspects of conversational text retrieval and rec-
ommendation, evaluation methodologies, and the extension of conversational principles
to multi-agent collaboration for complex information tasks. The work is organized into

three main parts, preceded by an overall introduction and followed by a conclusion.

" Chapter 2: Introduction provides an overview of Conversational Information
Systems, motivates the research by highlighting key challenges (context under-
standing, grounding, interaction strategies, evaluation), outlines the scope and
contributions of the thesis, and presents the overall structure.
Part I: Advancing Conversational Text Retrieval (see page 21) focuses on
methods to understand and resolve ambiguity in user queries within multi-turn
dialogues.
{ Chapter 4: Mixed-Initiative Conversational Text Retrieval System
investigates an approach where the system proactively interacts with the
user to seek clari cation on speci c types of detected query ambiguities (e.g.,
reference, omission), leveraging user feedback to improve retrieval accuracy
in the context of the TREC CAST track.
{ Chapter 5: Query Reformulation for Conversational Text Re-
trieval presents ZeQR, a novel framework that reformulates context-dependent
conversational queries into standalone, unambiguous queries without requir-
ing conversational training data. It achieves this by casting ambiguity res-
olution as a machine reading comprehension task.
Part 1I: Enhancing Conversational Recommender Systems (see page 53)
addresses challenges speci c to conversational recommendation, including eval-
uation and knowledge grounding, particularly in the context of Large Language
Models (LLMS).

{ Chapter 6: Evaluating Conversational Recommender Systems in



the era of LLMs introduces a novel evaluation metric, Behavior Align-
ment, designed to assess how well the interaction strategies of LLM-based
CRS align with human recommender behaviors, overcoming limitations of
traditional metrics. An implicit estimation method is also proposed.

{ Chapter 7: ReGeS: Reciprocal Retrieval-Generation Synergy for
Knowledge-Grounded Conversational Recommender Systems pro-
poses ReGeS, a Retrieval-Augmented Generation (RAG) framework tailored
for CRS. It features a synergistic design where generation aids retrieval
(query re nement) and retrieval aids generation (contrastive learning with
hard negatives) to improve grounding and accuracy.

" Part Ill: Conversational Information Systems: Industry Applications
(see page 92) explores the extension of core CIS principles|iterative interaction,
context management, grounding, and collaboration|to complex information pro-
cessing tasks handled by multi-agent systems.

{ Chapter 8: Agentic Conversational Information Systems: The

Case of Code Documentation Generation presents DocAgent, a multi-

agent system for automatically generating source code documentation. It

utilizes a dependency-aware processing order and specialized agents to col-
laboratively generate accurate and helpful documentation grounded in the
codebase structure.
Chapter 9: Conclusion summarizes the key ndings and contributions of the
thesis across all parts, discusses overarching themes and insights derived from
the research, acknowledges limitations, and suggests directions for future work in

the eld of Conversational Information Systems and related areas.

1.2 Publications

The outcome of this dissertation has been published, submitted or to be submitted for

publication in the following venues (chronological order):
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Chapter 2
PRELIMINARIES

The paradigm for accessing and interacting with information is undergoing a
signi cant transformation. Driven by advancements in natural language processing and
the proliferation of voice assistants and chatbots, users increasingly expect to engage
with information systems through natural, multi-turn conversations rather than rigid
keyword queries or menu-driven interfaces. This shift motivates the development of
Conversational Information Systems (CIS)|systems designed to understand user needs
expressed through dialogue and provide relevant information or complete tasks in an
interactive manner.

However, realizing the potential of CIS presents substantial research challenges.
Unlike traditional information retrieval or recommender systems that often operate
on discrete, context-free requests, CIS must grapple with the inherent complexities of
human conversation. User utterances are frequently ambiguous, relying heavily on the
preceding dialogue context for interpretation. Coreference (e.g., pronouns referring to
previously mentioned entities) and omission (e.g., implied information not explicitly
stated) are commonplace, demanding sophisticated context understanding capabilities.
Furthermore, user information needs often evolve throughout a conversation, requiring
systems to adapt dynamically. Beyond understanding input, e ective CIS must also
generate informative, coherent, and grounded responses, often needing to integrate ex-
ternal knowledge or manage complex interaction strategies to elicit user preferences
e ectively. Finally, evaluating the success of these multifaceted systems requires mov-
ing beyond traditional accuracy metrics to capture aspects like conversational quality,

user satisfaction, and behavioral alignment.



This thesis investigates critical aspects of designing, evaluating, and extending
Conversational Information Systems. We address fundamental challenges in under-
standing context-dependent user queries, developing e ective interaction and knowl-
edge grounding strategies for specic CIS applications, proposing novel evaluation
methodologies tailored to conversational settings, and exploring the applicability of
core CIS principles to related complex information domains. The research presented
herein contributes novel methods for ambiguity resolution in conversational text re-
trieval, introduces new paradigms for evaluating and building conversational recom-
mender systems grounded in external knowledge, and demonstrates how structured,
synergistic approaches inspired by conversational interaction patterns can enhance in-
formation processing in complex domains like source code analysis.

The thesis is organized into three main parts. Part | focuses gkdvancing Con-
versational Text Retrieva) exploring methods to handle query ambiguity. Chapter 4 in-
vestigates a mixed-initiative approach leveraging explicit user interaction, while Chap-
ter 5 presents a fully automatic, zero-shot query reformulation technique using machine
reading comprehension. Part Il shifts t&Enhancing Conversational Recommender Sys-
tems Chapter 6 introduces a novel metric for evaluating the behavioral alignment of
LLM-based recommenders with human strategies, and Chapter 7 proposes ReGeS,
a synergistic retrieval-augmented generation framework for knowledge-grounded rec-
ommendations. Finally, Part Il exploresIndustry Applications, examining how the
principles of iterative, context-aware, and collaborative information processing, cen-
tral to CIS, can be extended to orchestrate interactions between autonomous agents
tackling complex tasks. Chapter 8 presents DocAgent, a multi-agent system for gen-
erating grounded documentation for complex source code structures, illustrating this
extension of conversational paradigms to agent-agent collaboration for structured in-
formation generation. Through these contributions, this thesis aims to advance the
state-of-the-art in designing intelligent systems for interactive and grounded informa-

tion access.



2.1 The Rise of Conversational Information Systems

The way humans interact with information systems is undergoing a signi cant
transformation. Traditional paradigms, often centered around keyword-based queries
and static result pages, are increasingly being complemented, and sometimes replaced,
by conversational interfaces [76, 112]. Voice assistants like Apple Siri, Amazon Alexa,
and Google Assistant, chatbots integrated into websites, and sophisticated dialogue
systems have brought conversational interaction to the forefront. These Conversa-
tional Information Systems (CIS) promise a more natural, intuitive, and dynamic way
for users to articulate their information needs, explore topics, and accomplish tasks.
Instead of formulating precise queries, users can engage in multi-turn dialogues, allow-
ing the system to progressively understand context, clarify ambiguities, and adapt to

evolving user goals.

2.2 Introduction to Conversational Text Retrieval & Conversational Rec-

ommender Systems

Within the broad landscape of CIS, two prominent sub elds have emerged,
each with distinct goals and challenges: Conversational Text Retrieval (CTR) and
Conversational Recommender Systems (CRS).
Conversational Text Retrieval (CTR) addresses the task of satisfying a user's
information need, expressed over multiple conversational turns, by retrieving relevant
text passages from a large corpus. Prominently investigated in venues like the TREC
Conversational Assistance Track (CAsT) [16], CTR is formally characterized as a sub-
eld of Information Retrieval (IR) focused on information seeking via multi-turn nat-
ural language dialogues [4]. While sharing the core goal of traditional IR|ful lling
an information need|CTR distinguishes itself through its inherently interactive and
context-dependent process.

Fundamental challenges in CTR involve accurately interpreting user utterances
within the broader dialogue history, resolving linguistic ambiguities such as coreference

and ellipsis, and dynamically tracking the potentially evolving information need [75,



57]. The system typically returns ranked text passages aimed at directly addressing

the user's current, possibly implicit, information goal.

Key characteristics de ning CTR include:

A

Multi-turn Interaction: CTR operates on sequences of related utterances con-
stituting a coherent dialogue, contrasting with the single-shot queries typical of
traditional IR.

Context Dependency: Interpretation of each utterance relies heavily on the
dialogue history to resolve references (e.g., pronouns, de nite descriptions), un-
derstand implicit assumptions (e.g., ellipsis), and track the evolving information
need.

Natural Language Interaction: The dialogue unfolds using natural language
(textual or spoken), requiring robust Natural Language Processing (NLP) capa-
bilities for understanding and potentially generation.

User Intent Understanding: The system must infer the user's underlying
(and potentially latent or evolving) information goal from potentially ambiguous
utterances.

Interactive Re nement: The conversational nature allows for iterative re ne-
ment of the information need, facilitated by user follow-up questions or system-

initiated clari cation prompts.

CTR vs. Traditional IR: The distinctions from traditional IR are signi cant:

A

Interaction Model: Traditional IR predominantly relies on discrete, user-
initiated keyword queries. CTR is centered around continuous, multi-turn natural
language dialogue.

Context Handling:  Dialogue history is crucial in CTR for interpreting context-
dependent utterances (e.g., resolving anaphora, ellipsis). Traditional IR typically
processes queries as independent, stateless events.

Query Formulation:  CTR accommodates complex, nuanced, and evolving in-
formation needs expressed conversationally, often requiring query reformulation

or contextualization techniques. Traditional IR primarily handles self-contained



keyword queries.

" Response Generation: While traditional IR returns ranked document lists
(SERPs), CTR often aims to provide more direct or synthesized responses (e.g.,
answers, summaries) grounded in retrieved passages.

" Initiative:  Traditional IR is primarily reactive. CTR systems can exhibit mixed

initiative, proactively seeking clari cation, suggesting re nements, or guiding the

interaction.

Conversational Recommender Systems (CRS) represent a distinct paradigm

aimed at suggesting relevant items (e.g., movies, products, music) to users through

multi-turn natural language dialogue [28, 44]. This approach contrasts sharply with
traditional recommender systems, which typically operate under a "one-shot" inter-
action model. Traditional systems primarily estimate user preferences from historical
interaction data (e.g., clicks, ratings) and present static lists of suggestions [38]. Such
systems often struggle with capturing the user's immediate context, adapting to dy-
namic or nuanced preferences, and o er limited mechanisms for users to provide explicit

feedback or seek clari cation [25].

CRS address these limitations by leveraging interactive dialogue as the primary
mechanism for recommendation [52]. The core objective is to facilitate recommendation-
related goals|such as item discovery, preference exploration, or decision support|through
conversation rather than static interfaces [28]. This conversational modality enables
several key functionalities that de ne CRS:

" Dynamic Preference Elicitation: CRS actively engage users to solicit pref-
erences relevant to their current needs and context, moving beyond reliance on
potentially stale historical data. The system can probe for details, understand
sentiment, and adapt its understanding based on the ongoing dialogue.

Iterative Re nement and Feedback Handling: The multi-turn nature al-

lows for a gradual re nement of recommendations. Users can critique sugges-

tions, ask for alternatives, or specify constraints, which the system incorporates

in subsequent turns [35].
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" Explanation and Justi cation: Dialogue provides a natural channel for the
system to explain *why* an item is recommended, increasing transparency and
user trust.

" Task-Oriented Interaction: Unlike open-domain chatbots, CRS are goal-

directed, focusing speci cally on recommendation tasks. This requires a tight

integration of natural language understanding, dialogue management, and recom-
mendation logic to interpret user input, maintain conversational state, generate
relevant suggestions, and formulate appropriate responses.

The increasing research interest and development of CRS are propelled by signi -

cant advancements in natural language processing, machine learning models, and the

widespread adoption of conversational interfaces [44]. These systems fundamentally
intertwine dialogue processing with the core recommendation task, o ering a more
exible, adaptive, and user-centric approach to information discovery.

While both CTR and CRS leverage conversation, their underlying objectives and

the nature of the required information di er, leading to distinct research challenges.

2.3 Key Challenges
Despite the promise of CIS, realizing their full potential requires addressing

several fundamental challenges:

2.3.1 Query Ambiguity and Context Dependence

Human conversation is inherently ambiguous and context-dependent. Users
often employ pronouns (coreference), omit previously mentioned details (omission), or
state their needs vaguely [57, 110]. A conversational system must e ectively leverage
the dialogue history to resolve these ambiguities and interpret the true intent behind
a user's utterance. Failing to do so leads to irrelevant results or recommendations.
Traditional retrieval models, designed for context-independent queries, often struggle

in conversational settings.
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2.3.2 Evaluation Beyond Accuracy: Interaction Quality

Evaluating CIS solely based on the relevance or accuracy of the nal output
(e.g., retrieved passage, recommended item) is insu cient [43, 19]. The quality of
the interaction itself signi cantly impacts user satisfaction and task success. Metrics
are needed to assess aspects like conversational uency, coherence, proactiveness, the
appropriateness of system strategies (e.g., asking clarifying questions vs. making pre-
mature recommendations), and alignment with natural human conversational behavior
[105]. Existing metrics borrowed from machine translation (e.g., BLEU) or traditional
IR/RecSys often fail to capture these crucial interaction dynamics, especially with the

advent of highly uent Large Language Models (LLMs).

2.3.3 Knowledge Grounding and Hallucination

Many conversational tasks, particularly recommendations, require access to up-
to-date, factual world knowledge or speci ¢ domain knowledge (e.g., movie plots, prod-
uct speci cations). While LLMs possess vast amounts of embedded knowledge, this
knowledge is static (tied to their training data) and can be inaccurate or lead to "hal-
lucinations"|generating plausible but factually incorrect information [45, 109]. In-
tegrating external, reliable knowledge sources dynamically and ensuring the system's
responses are grounded in facts is critical for building trustworthy and e ective CIS,

especially CRS where incorrect item details can severely mislead users.

2.4 Thesis Contributions and Outline

This thesis aims to advance the state-of-the-art in Conversational Information
Systems by addressing the key challenges of ambiguity resolution, interaction evalua-
tion, and knowledge grounding. Our contributions are organized into two parts:
Part I: Advancing Conversational Text Retrieval focuses on resolving query

ambiguity in conversational search.
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" Chapter 2 introduces a mixed-initiative framework that actively involves the
user in clarifying query ambiguities (incomplete, reference, descriptive), demon-
strating its e ectiveness within a multi-stage retrieval pipeline for the TREC
CAST task.

Chapter 3 proposes ZeQR, a zero-shot query reformulation framework that
overcomes the limitations of user dependence and data scarcity. It reframes
ambiguity resolution as a machine reading comprehension task, achieving state-
of-the-art zero-shot performance by explicitly handling coreference and, crucially,
omission.

Part 1l: Enhancing Conversational Recommender Systems shifts focus to the
unique challenges of CRS, particularly evaluation and knowledge grounding in the era
of LLMs.

" Chapter 4 addresses the evaluation gap by proposing Behavior Alignment, a
novel metric that quanti es the alignment between the conversational strategies
of an LLM-based CRS and human recommenders. We validate its correlation
with human preference and propose a robust method for its implicit estimation.
Chapter 5 tackles the knowledge grounding problem by introducing ReGeS,
a reciprocal Retrieval-Augmented Generation (RAG) framework. ReGeS syner-
gistically combines generation-augmented retrieval (to handle noisy input) and
retrieval-augmented generation (to handle item ambiguity), signi cantly improv-
ing recommendation accuracy and reducing hallucination without domain-speci c
engineering.

Chapter 6 concludes the thesis by summarizing the key contributions, discussing over-
arching insights, and outlining promising directions for future research in the dynamic
eld of Conversational Information Systems.

Through these contributions, this thesis provides novel methods and perspec-
tives for building more robust, e ective, and human-aligned systems capable of engag-

ing in meaningful and productive conversations to satisfy user information needs.
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Chapter 3
RELATED WORK

3.1 Conversational Text Retrieval

Conversational search represents a signi cant evolution from traditional keyword-
based search engines, enabling users to interact through natural language dialogue [80,
61]. This paradigm shift enhances information exchange e ciency and user experi-
ence by supporting more complex queries and managing the intricacies of evolving
conversational context over multiple turns. Unlike static queries, conversational in-
teractions allow for richer information integration, diverse delivery methods, and even
proactive engagement, such as systems asking clarifying questions to better understand
user needs [101, 4]. However, the very nature of conversation, with its potential for
ambiguity, coreference, and shifting focus across lengthy interactions, presents unique
challenges for accurately identifying the user's precise information need at any given
moment.

Addressing the complexity inherent in multi-turn dialogues necessitates robust
methods for interpreting the user's current intent within the broader conversational his-
tory. Query reformulation emerges as a critical technique in this regard, applicable to
both traditional and conversational search but particularly vital in the latter [37, 8, 66].
Through methods like query expansion [92], rewriting [110], and decomposition [54],
query reformulation aims to distill the relevant information from the entire conversa-
tional context and the latest user utterance. The objective is to generate a concise yet
comprehensive standalone query that accurately captures the user's immediate infor-
mation need. This reformulated query e ectively bridges the gap between the complex,

context-dependent conversational input and the requirements of downstream retrieval
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components, thereby improving the performance and relevance of the search results,
especially compared to traditional systems less adept at handling such dynamic, multi-
turn inputs.

Recently, several zero-shot query contextualization methods have been pro-
posed to address zero-shot conversational search, namely ConvDR (Zero-shot) [111]
and ZeCa [49]. In ConvDR, the teacher model is an ANCE [103] with frozen pa-
rameters, which leverages labeled query-document pairs to provide supervision to the
student model. The student model's parameters are learnable and initialized using
the ANCE checkpoint, where the student model does not require manually reformu-
lated queries as input. For its zero-shot run, the authors employ the student model
without supervision from conversational search datasets. Ze€dhe current state-of-
the-art method for zero-shot conversational retrieval, is built on ColBERT [47]. ZeCo
obtains query contextualized embeddings by truncating the output of the ColBERT
encoder. Speci cally, unlike ColBERT, which calculates relevance scores through ex-
haustive MaxSim operations between all embeddings from a query and a document,
ZeCc only uses contextualized embeddings from the encoder that correspond to the
query's positions.

Both ConvDR (Zero-shot) and ZeCé address zero-shot conversational search
by implicitly relying on speci ¢ dense retrieval models. This dependence hinders their
ability to take advantage of newly-developed dense retrieval methods, potentially lim-
iting the versatility and adaptability of these approaches. Furthermore, while the
bidirectional architecture of Transformer encoders allows them to handle coreference
ambiguities relatively well by capturing context and bringing the embeddings of pro-
nouns closer to their anaphora through the assignment of larger attention weights to
the actual referent rather than the pronoun [49], this characteristic also presents chal-
lenges in resolving omission ambiguities. This is because omission ambiguities involve
appending additional information to words, rather than merely altering the existing
information. Consequently, the attention mechanism of Transformer encoders, which

primarily focuses on adjusting attention weights, may struggle to e ectively resolve
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these omissions.

3.2 Conversational Recommender Systems

Conversational Recommender Systems (CRS) represent a specialized class of
dialogue systems designed to facilitate task-oriented interactions, primarily focused
on guiding users towards suitable items through multi-turn natural language conver-
sations. The fundamental concept involves dynamically eliciting nuanced user prefer-
ences, which may evolve during the interaction, providing justi cations or explanations
for suggested items, and adeptly processing user feedback to iteratively re ne the un-
derstanding of their needs, ultimately culminating in personalized and contextually
appropriate recommendations [28]. This interactive paradigm allows for a richer ex-
change than traditional static recommendation interfaces, enabling the system to probe
for clari cation, handle complex preference expressions, and adapt recommendations
based on the immediate conversational context.

Evaluating the e cacy of CRS necessitates a multi-faceted approach, as estab-
lished research practices typically assess performance along two primary dimensions:
the accuracy of the recommendations generated and the quality of the natural lan-
guage responses produced by the system. Regarding recommendation accuracy, the
eld largely borrows established metrics from the broader Information Retrieval (IR)
and traditional Recommender Systems (RS) communities. Metrics such as Hit Rate
(HR), Precision@k, Recall@k, and Normalized Discounted Cumulative Gain (nDCG)
are commonly employed to quantify the relevance and ranking quality of the suggested
items relative to user preferences or ground truth [120, 28].

However, assessing the quality of the system's conversational turns presents
greater challenges. While automatic metrics adapted from machine translation and
dialogue system evaluation, including Perplexity, BLEU, ROUGE, and Distinct n-
grams (DIST), have been utilized [10, 122, 120, 94], their correlation with perceived
dialoguequality and overalluser satisfactionwithin the speci ¢ context of CRS remains

tenuous and has been subject to considerable debate [43, 117]. These metrics often fail
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to capture crucial aspects like semantic coherence, appropriateness of conversational
strategy, factual correctness of explanations, or the system's ability to e ectively steer
the conversation towards a successful recommendation outcome.

Recognizing the limitations of purely automated text-based metrics, researchers
have proposed manual evaluation frameworks focusing on speci ¢ qualitative attributes.
For instance, Chen et al. [10] emphasized the importance®@bnsistencyin the dialogue
ow and recommendations. Zhou et al. [121] introduced criteria likaiency and infor-
mativenessas potentially more meaningful indicators than n-gram overlap scores like
BLEU. Nevertheless, the advent and increasing integration of Large Language Models
(LLMs) into CRS architectures [36, 51, 114, 27] have rendered some of these man-
ual metrics less discriminative. Modern LLMs inherently generate highly uent and
seemingly informative text, often making these qualities baseline expectations rather
than markers of exceptional performance. Furthermore, the informativeness level can
often be manipulated via prompting techniques. Compounding these issues are the
inherent subjectivity, signi cant cost, and scalability limitations associated with man-
ual evaluation protocols. Consequently, a noticeable trend in recent LLM-based CRS
literature [36, 51] involves reverting to primarily evaluating recommendation accuracy
metrics, potentially overlooking critical aspects of the conversational interaction quality
itself, thereby leaving a gap in holistic system assessment.

From a modeling perspective, CRS stand in contrast to Traditional Recom-
mender Systems (RS). Traditional RS predominantly operate on historical interaction
data and user pro les, often relying on implicit signals like clicks, views, or ratings to
infer static or slowly evolving preferences [44]. While e ective for stable preference pat-
terns, they often falter when user interests shift dynamically or when preferences require
nuanced clari cation beyond simple item interactions. Conversely, CRS leverage the
explicit, dynamic nature of multi-turn dialogue to capture immediate, context-speci c
user needs and iteratively re ne preference models [121]. However, this necessitates

sophisticated capabilities for decoding subtle, often colloquial, user intents expressed
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in natural language and mapping these onto potentially vast and structured item cat-
alogs or knowledge bases|a challenge demanding considerable domain understanding
and robust natural language processing [28].

Historically, a prominent line of research in CRS involved developing domain-
speci ¢ models. These often employed techniques like graph neural networks oper-
ating over knowledge graphs that encode item attributes and relationships, or relied
on state trackers and dialogue managers tailored to speci c recommendation scenar-
ios [10, 121, 120, 94]. While demonstrating e ectiveness in constrained domains, such
approaches frequently depend on potentially rigid graph schemas or keyword-matching
techniques, which may struggle to capture the full semantic richness of user utterances
or adapt to unforeseen conversational paths. Furthermore, integrating these special-
ized recommendation modules with separate generative language models for response
generation can lead to inconsistencies or a disconnect between recommendation logic
and conversational uency.

More recently, the remarkable progress in Large Language Models (LLMs) has
spurred their adoption as end-to-end frameworks for CRS [2, 33, 22, 99, 36]. The appeal
lies in leveraging the extensive world knowledge implicitly encoded within LLMs during
pre-training and their inherent pro ciency in understanding and generating human-
like text. However, relying solely on standard LLMs for CRS introduces signi cant
challenges. Firstly, the knowledge within LLMs is inherently static, tied to their pre-
training data cuto. This makes them incapable of recommending new or recently
updated items (e.g., movies released after training), a critical limitation in dynamic
domains. Secondly, LLMs are prone to "hallucination"|generating plausible-sounding
but factually incorrect statements or suggesting items that do not actually exist or
match the described criteria [50, 100, 45, 88]. This lack of grounding poses a severe
risk to user trust and system reliability in a recommendation context.

Retrieval-Augmented Generation (RAG) has emerged as a powerful paradigm
to mitigate these LLM limitations [50]. RAG architectures synergistically combine an

external information retriever with a generative LLM. The retriever fetches relevant
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factual documents or data snippets from an up-to-date knowledge source (e.g., an
item database) based on the current context, and the generator then conditions its
output on this retrieved information. This mechanism allows the LLM to synthesize

responses that are grounded in external, current, and veri able facts, thereby reducing
hallucinations and overcoming the static knowledge bottleneck [84, 104, 21]. While
RAG has demonstrated considerable promise in various NLP tasks and has begun to
be explored in the context of traditional, non-conversational recommender systems [21,
79, 59], its application and adaptation speci cally for the unique demands of multi-turn

conversational recommendation remain relatively underexplored.
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Part |

ADVANCING CONVERSATIONAL TEXT RETRIEVAL
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Conversational Information Systems promise more natural and e ective infor-
mation access, but their success hinges on accurately understanding user intent as it
unfolds over multiple conversational turns. A primary hurdle in this domain, par-
ticularly for text-based retrieval tasks, lies in deciphering user queries that are often
riddled with ambiguity and heavily reliant on the preceding dialogue context. Pro-
nouns may refer to entities mentioned earlier (coreference), or crucial details might be
omitted based on shared understanding (omission). Failing to resolve these ambiguities
leads to irrelevant or incomplete retrieval results, frustrating users and undermining
the system's utility.

This initial part of the thesis delves into this fundamental challenge within
Conversational Text Retrieval (CTR). We explore two distinct strategies for resolving
guery ambiguity. The rst approach investigates the potential of incorporating explicit
user feedback through mixed-initiative interaction, allowing the system to proactively
seek clari cation when ambiguity is detected. The second approach aims for a fully
automated solution, developing a zero-shot query reformulation technique that can re-
solve ambiguities without requiring user intervention or access to labeled conversational

datasets, thereby enhancing scalability and applicability.
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Chapter 4

MIXED-INITIATIVE CONVERSATIONAL TEXT RETRIEVAL
SYSTEM

Building upon the general challenge of query ambiguity in CTR outlined pre-
viously, this chapter explores a direct method for resolution: engaging the user in the
disambiguation process. While fully automatic methods are desirable for seamless in-
teraction, certain ambiguities can be particularly challenging for machines to resolve
based solely on context. In such cases, a mixed-initiative approach, where the system
can proactively ask clarifying questions, o ers a potential pathway to improved un-
derstanding and retrieval accuracy. This chapter details our investigation into such an
approach within the framework of the TREC Conversational Assistance Track (CAsST),
focusing on designing mechanisms to identify speci c types of ambiguity (incomplete,
reference, descriptive) and formulate targeted questions to elicit clarifying information
from the user. We posit that strategically incorporating user input can e ectively aug-
ment automated query understanding, particularly for complex or nuanced ambiguities

encountered in open-domain conversational search.

4.1 Introduction

The TREC Conversational Assistance Track (CAsT) is a task to facilitate the
study of conversational information systems, which are information systems that adopt
a conversational modality to enable conversational exchanges between the system and
its users. The main objective of conversational information seeking is to satisfy users'
information needs in an evolutionary fashion, which is formalized or expressed through

conversation turns. It can be bene cial for many information retrieval tasks, such as
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sophisticated information searching, exploratory information collecting, multi-turn re-
trieval task completion, and recommendation. Although conversation can also exhibit
other types of interactions with di erent characteristics and modalities, such as clicks,
multi-choice selections, and other forms of feedback [112], we mainly focus on natural
language conversation in the Text REtrieval Conference(TREC) Conversational As-
sistance Track(CAsT). Speci cally, following the problem settings of TREC CAST, a
user can initialize an open-domain information request to the system, and the system is
expected to retrieve relevant passages from a gigantic corpus. During the conversation,
the user is free to continue on the previous topic, provide feedback on the previously
retrieved passage, or shift from one topic to another.

The overall approach of us is a multi-stage retrieval architecture that contains
four main stages: the query rewriting stage, the rst-ranking stage, and the second-
ranking stage with an a liated stage called fusion. In addition to adopting exist-
ing query reformulation methods: CANARD-T5 and HQE[57], to enable the mixed-
initiative interaction and make the interaction helpful to the query rewriting task, we
design an algorithm to generate questions seeking clari cation of three types of ambi-
guities in the raw queries: incomplete, reference, and descriptive. After the question
is generated, it will be sent to the user. Once the answer from the user is received, the
answer will be parsed by another algorithm. The new clari cation information will be

combined with the raw query to formulate the reformulated query.

4.2 Method
4.2.1 Multi-stage Retrieval Pipeline

First, in order to achieve state-of-the-art retrieval performance, we construct
an e cient and e ective multi-stage retrieval pipeline. Speci cally, we use a four-
stage cascade structure. The rst stage will be the query rewriting stage, where we
implement two popular query rewriting methods: CANARD-T5 rewriter and HQE [57]
to eliminate ambiguities in the raw utterances. The pipeline we build can be illustrated

in Figure 4.1.
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Figure 4.1: Demonstration of our multi-stage conversational text retrieval pipeline
for creating non-mixed-initiative runs

To improve the e ciency of the multi-stage pipeline, instead of reformulating
the query when we run the pipeline, we rst implement query rewritings on all the
gueries and store the reformulated queries for later usage. This reduces the inten-
sity of communication between the CPU and GPU and avoids unnecessary repeated
query rewriting work when trying di erent ranking functions. For the CANARD-T5
rewriter [57] which we use for query rewriting, instead of using the parameters, we
ne-tune it on TREC 2019 and 2020 data to further improve the reformulation on
retrieval. The experiment on the TREC CAsST 2021 dataset shows our ne-tuned T5
rewriter outperforms the T5 with original weights.

After the ambiguities are resolved by the query rewriting stage, the rst ranking
stage generates the initial ranked document list and delivers it to the re-ranking stage.
there will be ; numbers of documents to be retrieved as the candidates for the fol-
lowing stage. We apply multiple ranking methods based on sparse methods and dense

methods to overcome the limitation of the lexical and semantic matching capability
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of a single ranking function. Eachstagg takes ; ; numbers of documents to rank-
ing and outcome ; numbers of documents to the subsequent stage, where ; i\
Speci cally, we use BM25 ranking function as the sparse retrieval method we used in
the rst ranking stage. For the dense ranking in the rst ranking stage, we use TCT-
CoIBERT [55] to independently encode queries and the documents and formulate the
dense representations of documents and queries. After the rst ranking stages are n-
ished, we use a pointwise re-ranker MonoT5 [67] and a pairwise re-ranker DuoT5 [74]
to re-rank the relevant documents (passages) that are outputted from the rst ranking
stage. Finally, we apply reciprocal rank fusioh which is e cient for combining the
ranked lists obtained from re-ranking. (If an early fusion is applied, the fusion stage
will behave before re-ranking and after the rst ranking. After fusion, the nal ranked
document list will output as result. Figure 4.1 shows our multi-stage conversational

text retrieval pipeline for creating non-mixed-initiative runs.

4.2.2 Mixed-initiative Query Rewriting

We observe that, for the TREC CAsT 2021 dataset, in some cases, certain
ambiguities are not successfully clari ed by the CANARD-T5 reformulators. Since
CANARD-T5 is a generative model that samples the reformulated queries from high-
dimensional distributions. Itis hard for us to explicitly explore why sometimes CANARD-
T5 fails to correctly clarify ambiguities. However, what we can observe is that: the
automatic reformulator performs well on certain queries but not well on the rest. There-
fore, with the introduction of the mixed-initiative task in the TREC CAST 2022, we
intend to explore the potential of clarifying the ambiguity with the help of users. In
order to generate the question, we designed an algorithm to identify the ambiguity a

raw query has and formulate the corresponding question.

Speci cally, we design three questions that correspond to three types of ambi-

guities: references, descriptive, and incomplete sentences. When the algorithm detects

1 We do not use early fusion. The fusion step is always employed after the second-stage
ranking
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Figure 4.2: A work ow for asking clarifying questions in an open-domain conversa-
tional search system

an ambiguity, the system will generate a corresponding question from the template and
send it to the user for further clari cation. Incomplete ambiguity is de ned as the raw
guery does not have any nouns. For example, the user may ask \How's that?" after
the previous retrieval turns. Referenceambiguity is de ned as the algorithm nding

at least one pronoun in the raw query(and it is not at the beginning of the raw query).
Descriptive ambiguity means the noun with a high BM25 score in the raw query does
not have any descriptive information following it. For example, the raw query could be
\What kind of innovation do we have?" which is missing the description of the noun
\innovation". The descriptive information of \innovation" can be \innovation of US
banks".

Since only one interaction is allowed for each raw query, if multiple types of
ambiguities are detected, the algorithm will follow the priority order: incomplete>
reference> descriptive to generate questions. Here are some more concrete examples
from the TREC CAST 2022 dataset, inutterance 3-1, turn 142 the raw query isYou've
mentioned that several times now. Tell me moreThe algorithm will rst identify if
this sentence is a complete query. In this case, the raw query is a complete query, so
the algorithm will move on to detect the reference ambiguity. Since there is a pronoun

\that" in the raw query, that means the raw query has a reference ambiguity. Then
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the algorithm will extract the pronoun \that" and ask the user, What does \that" refer

to in your raw query? If there is no reference ambiguity found by the algorithm, it
will continue to try to identify whether raw utterances have descriptive ambiguities.
Taking utterances 3-3, turn 132 as an example, the raw utterance k$ow did other
parties respond? The algorithm detected that an important word, parties does not
have any descriptive information in the raw utterance. Therefore, the system will ask
the user to specify the wordparties. In this case, the answer received by the system is
parties of the Paris Agreement

After the answer of obtained, a reformulating algorithm will add the newly-
obtained information from the answer to the original query. For an original query
with the reference ambiguity, we expect the user's answer to be the entity a pronoun is
referring to. So the pronoun will be directly replaced by the answer. For an incomplete
original query, we expect the user's answer to be the complete query. So the entire
original query will be replaced by the answer. For an original query with descriptive
ambiguity, the algorithm will append the descriptive information to the corresponding
noun or verb. In some cases, the user may refuse to answer the question, the answer
will be \I don't know" if the user refuse to answer in TREC CAsT 2022. The algorithm
will keep the original query intact if it meets the answer \I don't know".

In summary, the algorithm can enable mixed-initiative interaction with users
while resolving the ambiguities that existing generative and classi cation query rewrit-
ing methods have di culty resolving. The overall work ow of our mixed-initiative
algorithm is shown in Figure 4.2.

Overall, the original automatic query rewriting steps of the multi-stage retrieval
pipeline introduced in Figure 4.1 are replaced with the mixed-initiative query rewriting
module, which means the change is made only in the \query rewriting" stage. The
multi-stage conversational text retrieval pipeline we used for creating mixed-initiative

runs for TREC CAST 2022 can be illustrated in Figure 4.3.
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Figure 4.3: Demonstration of our multi-stage conversational text retrieval pipeline
for creating mixed-initiative runs

4.3 Experimental Setup
4.3.1 CAsT Datasets

Since the grel le of the TREC CAsST 2022 dataset is not available when we
participate in the CAsT track. We nish experiments about hyperparameter tuning

on the TREC CAsST 2021 dataset.

4.3.2 Query Rewriting Setup

The original T5 rewriter has trained on CANARD [57] dataset. Although many
experiments from the runs of TREC CAsT 2021 show the knowledge T5 learns from
CANARD transfers well to the TREC CAsT dataset, we still want to gure out if it
is bene cial to ne-tune the T5 rewriter on the previous TREC CAST datasets: 2019
and 20207 Therefore, we start with the weights that we borrowed from [24] and ne-

tune the T5 on structured TREC 2019 and 2020 data. Table 4.1 shows: by using the
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Run Name Recall@1000 Recall@500 MAP@2000 NDCG@3
The original T5 rewriter 0.5873 0.5502 0.1378 0.2335
Fine-tuned T5 rewriter 0.6365 0.5892 0.1484 0.2525

Table 4.1: The retrieval performance on TREC CAsT 2021 dataset of the reformu-
lated queries reformulated by the original T5 rewriter from [24] and our
ne-tuned one.

qguery reformulated by the ne-tuned T5 rewriter, the retrieval performance on the rst

ranking stage can surpass the original T5 rewriter.

For the default setting of a T5 rewriter, it will consider all the canonical pas-

the TREC CAsT dataset, the canonical passage is usually much longer than the canon-
ical passage in the CANARD dataset. The excessive length brings up the issue that
the total length of the input of T5 will sometimes surpass the maximum length of the
token input of T5: 512. And T5 will cut o all the tokens after the 512, token. This
makes some latest users' utterances may be abandoned by the T5's tokenizer. However,
the intuition is that the user's information needs are more likely to be contained in
users' utteranceQ; : Q1;Qy;:::;Q; 1 instead of the canonical passagés.; . Another
issue is that the long canonical passages may bring T5 extra challenges to locate use-
ful information from the context that contains the information about users' implicit
information needs. Therefore, we think concatenating all previous canonical passages
may harm the retrieval performance. The results of experiments on the TREC CAsST
2021 dataset are shown in Table 4.2. As we can see, the best-performing reformulated

gueries only take the most recent canonical passage into consideration.

Another experiment we did was to explore if it is bene cial to consider not
only the most probable output of the generative reformulator but other outpitsThe
intuition behind this experiment is that the target of a generative model is to generate
the sentence with the highest probabilities instead of a sentence with more information

that represents users' information needs. By our observation, we nd, sometimes,
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No. Canonical Psg*| Recall@500 MAP@500 NDCG@500 NDCG@3
0 0.5330 0.1237 0.3384 0.2180
1 0.5459 0.1356 0.3591 0.2474
2 0.4688 0.1111 0.3012 0.2102
3 0.4688 0.1111 0.3012 0.2102

Table 4.2: The retrieval performances on TREC CAsT 2021 dataset of the reformu-
lated queries considering the di erent numbers of canonical passages(*No.
Canonical Psg = Number of canonical passages to consider in the T5

rewriter)
No. sentences to fusion Recall@500 MAP@500 NDCG@500 NDCG@3
1 0.4854 0.1294 0.3252 0.2429
3 0.5663 0.1376 0.3662 0.2466
5 0.5793 0.1431 0.3758 0.2607
7 0.5845 0.1503 0.3833 0.2722
10 0.6037 0.1423 0.3804 0.2587

Table 4.3: The retrieval performances on TREC CAsT 2021 dataset of runs fusing
di erent number of top-probable sentences in the rst ranking stage (using
BM25 as the ranking function)

the probability of generating the reformulated sentence: What is the price of the
bike?" is larger than the probability of \What is the price of the sport bike of TreR"
Therefore, we design an experiment to fuse top-probable sentences from the generative
reformulator. The results are shown in Table 4.3. We can see that the recall can
be largely improved if we consider multiple top-probable outputs and fuse them at
the end of the rst ranking stage. The results indicate that it may be bene cial to
consider multiple generated sentences with the largest probabilities from a generative
reformulator such as T5 rewriter.

Historical query rewriting(HQE) is a method that uses BM25 scores to identify
if a word in the previous passage retrieval log is important or not. The words that are
classi ed as important will be appended at the end of the raw query. We use the same
BM25 threshold setting with the paper introducing HQE[57].
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Recall@500 Recall@1000 Recall@3000
A non-tuning run 0.6664 0.7121 0.7790
The best run(k1=1.24, b=0.9). 0.6730 0.7518 0.8101

Table 4.4: The improvement in retrieval performance using the aforementioned BM25
parameters compared with the default settings in the TREC CAsST 2021
dataset

4.3.3 Tuning BM25 Parameters

For sparse ranking functions, we use the BM25 ranking function with the fol-
lowing parameter setting: k1=1.24, b=0.9 after hyperparameter tuning on the TREC
CAsST 2021 dataset. Table 4.4 shows the improvement in retrieval performance using
the aforementioned BM25 parameters compared with the default settings in the TREC
CAsT 2021 dataset. For both sparse retrieval and dense retrieval in the rst ranking
stage, our pipeline will only return the top 2000 ranked passages to improve e ciency.
Also, during the rst retrieval, instead of waiting for the retrieval process to nish for
a single query, we delay all the retrieval processes for many reformulated queries and
process them together to take full advantage of the multiprocessing capability of our
CPU.

4.3.4 Re-ranking Setup

After the rst ranking stage, we implement MonoT5 as the pointwise re-ranker
and DuoT5 as the pairwise re-ranker. Due to the expensive computational requirement
that come with the re-ranking process and re-rankers require online computation. We
only use MonoT5 to re-rank the rst 1000 documents and use DuoT5 to re-rank the

rst 200 documents from MonoT5.

4.3.5 Fusion Setup
After the re-ranking stage, we have a total of six re-ranking runs since we have
three di erent versions of reformulated queries: GO, G1, and Hge, and two di erent rst

ranking methods: sparse and dense ranking methods, where\G" stands for generative
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Method Dataset | Ml | Recall@1000 MAP@1000 NDCG@3
udinfo_best2021 no 0.949 0.287 0.246
udinfo.onlyd | CAST 202115 0.904 0.286 0.240
udinfo_best2021 no 0.681 0.181 0.325
udinfo_onlyd no 0.651 0.178 0.348
udinfo_best2021mi CAST 2022 yes 0.771 0.246 0.452
udinfo_onlyd_mi yes 0.729 0.243 0.450

Table 4.5: The retrieval performance on the TREC CAsT 2021 and 2022 datasets of
all submitted runs. MI stands for \mixed-initiative".

neural reformulator. In our case, we use the T5 rewriter speci cally. We consider both
\G0" and \G1", where \G0" stands for the most probable output and \G1" stands for

the second most probable output. Although we observe from Table 4.3 that fusing more
runs using di erent output of the generative reformulator could be bene cial to the
retrieval performance. Due to the time restriction and for the simplicity of our method,
we do not fuse runs using top-probable sentences generated by the reformulator for
creating our submitted runs. The following chapter will include a detailed description

of the four submitted runs and how we nished the fusion step.

4.4 Submitted Runs

For TREC CAsT 2022 participation, our team nally submitted two auto-
matic runs: UDInfo-best2021, UDInfo-onlyd and two mixed-initiative runs: UDInfo-
mi-b2021, UDInfo-onlyd-mi. Since we cannot obtain user feedback for the TREC CAsST
2021 dataset, we only report the two pipelines using CANARD-T5 or HQE query re-
formulators. The details of how to create runs in 4.5 are described later.

What we can observe from 4.5 is that: rst, although the two methods we used
for creating runs have a higher Recall@1000 on the TREC 2021 dataset compared
with the TREC 2022 dataset, we obtain higher NDCG@3 on the TREC 2022 dataset.
This could indicate that the ranking methods we used in the rst ranking stage, which
mainly focused on increasing Recall, can handle the TREC 2021 dataset better than

the TREC 2022. On the contrary, the ranking methods we used for the second-ranking
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stage, which mainly focuses on increasing NDCG, can handle the TREC 2022 dataset
better than the 2021 one. Secondly, the methods using the mixed-initiative query
rewriting module achieve much higher retrieval performance compared with the runs
using CANARD-T5 and HQE, which indicates that incorporating mixed-initiative in-
teraction into conversational passage retrieval systems has the potential to improve

retrieval performancé.

A

Run #1 (UDInfo-best2021): reciprocal fusion of three top-ranked methods on
NDCG@3 in the TREC CAsT 2021 dataset(The reason for only fuse top three
runs is because fusing more runs can only harm the performance by experiment
on the TREC CAST 2021 dataset), which are:
{ Using \G1" as the query rewriting method; sparse rst ranking stage; Point-
wise and Pairwise re-ranking.
{ Using \GO0" as the query rewriting method; dense rst ranking stage; Point-
wise and Pairwise re-ranking.
{ Using \Hge" as the query rewriting method; dense rst ranking stage; Only
re-ranking on Pointwise method.
" Run #2 (UDInfo-mi-b2021): using the clari cation answers from users after the
system proactively elicits; other remains the same as Run #1.
~ Run #3 (UDInfo-onlyd): reciprocal fusion of all three dense methods, which are:
{ Using \G1" as the query rewriting method; dense rst ranking stage; Point-
wise and Pairwise re-ranking.
{ Using \GO" as the query rewriting method; dense rst ranking stage; Point-
wise and Pairwise re-ranking.
{ Using \Hge" as the query rewriting method; dense rst ranking stage; Point-

wise and Pairwise re-ranking.

2 Since some of the original answers we received have unexpected bad quality(for ex-
ample, many answers are \This question is not related to my search."”), we manually
replace those bad-quality answers by mimicking the behavior of a user. The answer le,
which includes the answers we used for query rewriting and our generated questions,
can be found in this link.
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A~

Run #4 (UDInfo-onlyd-mi): using the clari cation answers from users after the

system proactively elicits; other remains the same as Run #3.

4.5 Conclusion

In this work, we introduced our multi-stage retrieval pipeline that can tackle
conversational search tasks. Our pipeline consists of four stages: query rewriting, rst
ranking, re-ranking, and fusion. In addition to the multi-stage retrieval pipeline, we
also introduced our implementation of mixed-initiative interaction on query rewriting,
where we design an algorithm to generate questions and seek answers from users to
explicitly resolve the ambiguities in the raw queries. In the future, we will explore
more methods that can enable mixed-initiative interactions, which can possibly bene t

retrieval performance in conversational search.
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Chapter 5

QUERY REFORMULATION FOR CONVERSATIONAL TEXT
RETRIEVAL

While the mixed-initiative approach presented in Chapter 4 demonstrates the
potential of user interaction for resolving query ambiguities, it introduces dependencies
on user availability and willingness to engage in clari cation dialogues. For many ap-
plications, a fully automatic approach that can handle conversational context without
explicit user feedback is preferable. Furthermore, developing supervised query refor-
mulation models typically requires substantial amounts of annotated conversational
data, which is often scarce and expensive to collect. This motivates the exploration of
zero-shot methods capable of reformulating context-dependent queries into standalone,
unambiguous queries without relying on conversational training examples.

This chapter introduces Zero-shot Query Reformulation (ZeQR), a novel frame-
work designed to address this challenge. Instead of relying on ne-tuning on conver-
sational datasets or modifying retriever architectures, ZeQR reframes the ambiguity
resolution task|speci cally targeting coreference and omission|as a Machine Reading
Comprehension (MRC) problem. By leveraging pre-trained MRC models and carefully
constructed questions based on linguistic ambiguity patterns, ZeQR aims to extract
the necessary contextual information to rewrite ambiguous queries automatically and
e ectively, thereby enabling standard retrieval models to operate successfully in con-

versational settings without speci ¢ adaptation.

5.1 Introduction
Conversational search has gained signi cant attention in recent years due to

the growing use of conversational agents, such as chatbots and voice assistants. These
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agents have transformed the way users engage with search engines by shifting from
keyword-based search to conversational modes. One of the main challenges in devel-
oping e ective conversational search systems is data sparsity. For supervised conver-
sational search methods, the quality of the learned model is heavily dependent on the
availability of a large amount of annotated training data. However, obtaining such
annotated data can be expensive and time-consuming, as it requires human annotators
to engage in multi-turn conversations with the system, label the retrieved passages,
rewrite the queries, and provide feedback. Furthermore, the dynamic and contextual
nature of conversational search makes it di cult to create a comprehensive and repre-
sentative dataset that covers all possible user interactions and intents.

Data sparsity issues in conversational search signi cantly hinder the progress
of supervised conversational search methods. To overcome the dependency on the
availability of conversational search and human-rewritten query data, a few zero-shot
guery contextualization dense retrievers have been proposed recently [111, 49]. These
approaches aim to implicitly incorporate the conversational queries and their corre-
sponding context information into query embeddings via a conversational query en-
coder, without explicitly addressing the inherent linguistic challenges of raw conversa-
tional queries: coreference and omission. While these methods provide an end-to-end
solution for conversational search, their limitations are also apparent.

First, the existing methods are not universally applicable to arbitrary retrievers.
For each newly introduced dense retrieval model, ad-hoc modi cations are necessary to
accommodate conversational input. Also, a successful adaptation demands signi cant
computational resources and storage space for experiment and indexing. Second, the
explainability of query contextualization methods is low, as they attempt to address
conversational search through the internal operations of dense query encoders. This
makes the investigation of their e ectiveness very di cult. Lastly, the ability to re-
solve conversational search queries via contextualization heavily relies on the attention
mechanism of Transformer encoders. As a result, they face diculties in handling

ambiguities caused by omission.
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Dialogue context ( t =4)
a.: | just had a breast biopsy for cancer. What are
the most common types?
a;: ...Non-invasive breast cancer is when the cancer is ...
&: Once it breaks out, how likely is it to spread?
ay: ...How is Lobular Carcinoma in Situdiagnosed? You often...
s: How deadly is_Lobular Carcinoma in Sit@
as: ...In this case it will be described as Lobular Neoplasia
os: Wow, that is better than | thought. What are
common treatments?

= ZeQR resolution

g, : Wow, Lobular Neoplasia is better than |
thought. What are common treatments of Lob-
ular Carcinoma in Situ?

Table 5.1: An conversational search dialogue in TREC CAST. The coreference am-
biguity of g, and its ZeQR resolution are shown in green. The omission
ambiguity of g, and its ZeQR resolution are shown in red. The informa-
tion sources for query reformulation are marked using underline

To address these limitations, in this paper, we propose a novel Zero-shot Query
Reformulation (ZeQR) framework that eliminates the need for conversational search
data such as rewritten queries or relevance judgments, rendering it a zero-shot ap-
proach.

Unlike existing query contextualization methods that depend on speci c dense
retrieval models, the ZeQR framework is method-agnostic, allowing for the seamless
adaptation of arbitrary dense retrieval methods to conversational search without the
need for additional indexing or retraining. This versatility not only broadens the
applicability of our framework but also directly bridges the development of new retrieval
methods to the conversational search domain.

Furthermore, the e ectiveness of current query contextualization methods in

conversational search is primarily attributed to the bi-directional attention mechanism
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of the Transformer encoder architecture. While this mechanism allows them to han-
dle coreference ambiguities relatively well, it also presents challenges when faced with
ambiguities caused by omission, because resolving omission involves appending ad-
ditional information to words in addition to altering information. In contrast, ZeQR
proactively addresses the omission and coreference resolutions by explicitly formulating
speci ¢ tasks within the framework, simultaneously enhancing its explainability.

Despite the benets of zero-shot query reformulation over existing zero-shot
guery contextualization techniques, constructing an e ective query reformulator with-
out supervision from conversational search data remains a signi cant challenge. Cur-
rently, to the best of our knowledge, all query reformulators rely on the direct super-
vision of conversational data, and our research is the rst to tackle this challenge.

The proposed zero-shot Query Reformulation (ZeQR) framework provides a
uni ed solution to tackle both coreference and omission resolution. Table 5.1 shows
an example of the resolution results of ZeQR. To evaluate the e ectiveness of ZeQR,
we conducted comprehensive experiments on four widely used conversational datasets
[14, 15, 17, 71]. The experimental results demonstrate that our method consistently
outperforms existing state-of-the-art zero-shot baselines, emphasizing its e ectiveness
in enhancing conversational search performance. Further analysis revealed that the
major source of this advantage was attributed to the omission ambiguity resolution

task.

5.2 Methodology

In this section, we show how we solve the zero-shot query reformulation problem
by converting the original task to machine reading comprehension problems, and how
ZeQR becomes a uni ed solution to tackle both coreference and omission resolution

tasks in conversational search.
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5.2.1 Task De nition and Notation

A conversational retrieval system aims to nd relevant passages for each given
guery in a conversational search sessi®= fha; ayi;
hop; ai; gy anig, where a session habl consecutive turnshg;ai. g and a
are the raw query from a user and the corresponding canonical passage at the t-th
turn respectively. For each turn, the conversational retrieval system retrieves relevant
passages with regard to querg and its context C; f 0 ;a<« 0, whereg and a
stand for all the user-initiated questions, and their corresponding canonical answers
before thety step respectively. However, directly using the raw querieg or the
concatenation ofg and C; on retrieval systems usually leads to sub-optimal results.
The task of query reformulation in conversational search is to de-contextualize the raw

qguery ¢ based on the contextC,; and generate a context-independent querg.

5.2.2 A Two-step Framework
The diculty of query reformulation in conversational search fundamentally
stems from two linguistic phenomena in conversations: coreference and omission [110,
57].
" Coreference: replacing complex terminologies mentioned in context with pro-
nouns.
" Omission: the description of a verb or noun is omitted if the description has been
mentioned in context. The description can be an adjective or a prepositional

phrase.

Therefore, a query reformulation task can be divided into two sub-problems:
coreference resolution and omission resolution for the focal query, given the same con-
text information.

Ideally, both sub-problems should be e ectively handled by a uni ed framework.
Hence, a potential candidate model should maintain exibility in the problem formu-
lation to accommodate di erent input formats of di erent sub-problems. Moreover,

we aim to transit data dependency from data in conversational search domain to a
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more general domain with abundant data resources available, in order to reduce the
long-term costs associated with improving conversational search performance.

Consequently, Machine reading comprehension (MRC) is a promising area for
this purpose, as it o ers a highly exible question format and a wealth of large-scale
datasets such as SQUAD, SQUAD2, and QUAC [78, 77, 12]. More importantly, MRC
models can often provide accurate coreference and omission resolutions when posed
with the right questions.

Thus, we propose the ZeQR framework, which leverages existing MRC language
models to answer a set of template-based, well-designed questions directly targeting the
two aforementioned ambiguities in conversational search. The framework consists of
two steps, with each step designed to tackle one ambiguity: coreference resolution and
omission resolution. Figure?? shows the overview of the proposed ZeQR framework.

In summary, the ZeQR framework uses MRC language models to identify and
resolve ambiguities in queries. By reformulating the query based on the outputs of the
MRC models, it e ectively converts the query reformulation task into an MRC problem,
thus automatically determining the most relevant referent or descriptive information

in the context.

5.2.3 Coreference Resolution

To achieve coreference resolution through machine reading comprehension, a
universal template is employed to generate a coreference resolution questigy,, for
each sample, which serves as the main input for a machine reading comprehension
model.

To identify coreferences in a query, our framework rst checks if a pronoun is
present. If so, it generates a corresponding questiafy,, using the template: What is
[ ] refer to, in\ f g". The pronoun is inserted into the rst blank [ ], and the original
query q is inserted into the second blank g. The machine reading comprehension
pipeline then takes the formulated question ., and combines it with the contextC

to form the input. The answer from the pipeline is expected to be the referent of the
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pronoun, which is then used to replace the pronouns in the original quegyto generate

the reformulated queryq .

5.2.4 Omission Resolution

To improve the e ciency of the omission resolution process, the module only re-
solves omission resolution for important words with IDF(Inverse Document Frequency)
scores higher than a hyperparameter. If an important noun or verb does not have an
adjective phrase preceding it or a prepositional phrase following it, an automatically
generated questiong?. ;. will be formulated from a universal template:[ ] () what,
in\fg". In the template, the pronoun is placed in the rst blank[ ], a preposition
(either of for noun phrases otto for verbs) is placed in the second blank), and the
guery q is placed in the last blankf g.

The answer from the MRC pipeline is expected to be a description of the focal
verb or noun phrase. In the reformulated query , the descriptions will be added to
the corresponding noun phrases and verbs. By these two steps, the proxygofvhich

is the reformulated queryq , will be passed on to the retrieval model.

5.3 Experimental Setup
5.3.1 Datasets and Metrics

To evaluate our proposed method, we conduct experiments on the TREC CAST-
19, CAsT-20, CAsT-21, and CAsT-22 datasets [14, 15, 17, 71]. The CAsT-19 dataset
comprises 50 conversational search sessions, whereas the remaining datasets each con-
tain approximately 26 sessions per year. Each session consists of around 10 consecutive
turns. Notably, in CAsT-20, CAsT-21, and CAsT-22, a canonical passage is provided
for each search turn, enabling users to o er feedback on these passages.

Canonical passages, which are generally much longer than queries, introduces
greater challenges in accurately identifying reference and omission resolutions within
these three datasets compared to CAsT-19. To assess the e ectiveness of both the base-

lines and our proposed method, we employ four metrics: NDCG@5, Precision@5, MAP,
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and Recall@100. In accordance with the o cial TREC CAsST overview, NDCG@5

serves as our primary metric.

5.3.2 Baselines
In order to evaluate the e cacy of our zero-shot query reformulation method,

ZeQR, we have compared it against the following baselines:

" ConvDR-ZS [111]: this refers to the ConvDR (Zero-shot) method. ConvDR
is originally developed for few-shot query contextualization through knowledge
distillation on query rewrites, but it can also be applied in a zero-shot setting
without supervision from conversational tasks or data.

"~ ZeCd [49]: a state-of-the-art zero-shot conversational search approach specif-
ically tailored to address the zero-shot conversational search problem using a
modi ed ColBERT encoder.

For reference purposes, we include the retrieval performance of two non-zero-
shot methods:
" T5 Rewriter: a widely-used supervised neural query reformulator based on the
sequence-to-sequence generative language model, T5 [57]. It is trained on a con-
versational query reformulation dataset, CANARD [24].

~ Manual: the manual rewritten queries provided by TREC.

5.3.3 Implementation Details
5.3.3.1 Query Reformulation

One thing worth to be mentioned is that the order of the two-step framework
is important, as pronoun replacement may introduce new omission ambiguities into a
query! To illustrate, consider the sample in Table 1. Ifa; had mentioned the word
"treatment” at the end, the user may have asked "That is better than | thought.

What are common_onesinstead of "That is better than | thought. What are common

! The source code and the experiments can be found &ttps:/github.com/
dayuyang1999/ZeQR
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treatments". In this case, if the coreference ambiguity is not resolved rst, the omission
ambiguity with respect to "treatment” will remain unsolved.

To convert two subproblems into MRC problems, the input of MRC is formu-
lated as the concatenation of a question and its corresponding context, with a special
token <SEP> placed in the middle to help the model identify their positions. The MRC
model then extracts the answer solely from the context segment, which ts the setting
of conversational search since the referents and descriptions required will only arise
from the context.

To keep the simplicity of our method, we ne-tuned a BERT on a standard
MRC dataset: SQUAD [78]. However, using BERT [20] as the basic model of the two
resolution modules in ZeQR has a drawback due to the restriction on input token length
of BERT. Instead of employing a rolling window to truncate input, we simply consider
the most recent canonical passage. This is because during a conversational search
session, the user usually asks questions and the system retrieves long passages to meet
their information needs. Intuitively, the user is more likely to anaphorize a word shown
in the most recent passage if they are about to ask a question about it, or anaphorize
a word from their previous questions to further explore the topic. Additionally, an
experiment on CAsT-21 [106] shows that the best-performing reformulated queries
only take the most recent canonical passage into account. Consequently, we limit
ourselves to the most recent passage. If the overall input length surpasses the limit of
BERT, we truncate the canonical passage (which happened only once across all four
CAsT datasets).

For training the BERT for MRC, we use the commonly-used SQUAD [78] dataset
for which we follow the original split, using 87599 samples for training and 10570 sam-
ples for validation. We use bert-base-casé@dheckpoint as our base model. Although
we do not use the rolling window technique during inference, to handle the examples

in the SQUAD dataset having very long contexts, we use the rolling window technique

2 https://huggingface.co/bert-base-cased
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during training, setting the maximum possible length for context to be 384 (not 512
to save some spaces for the question) and 50 tokens as the size of the rolling window.
We use Weight-decay Adam as our optimizer, with a learning rate of 2e-5 and a linear
weight decay function with a decay rate of 0.01.

During inference, the threshold for identifying important words was set to

2.65. In addition, we always use BM25 parameter settings as k1=0.9 and b=0.4.

5.3.3.2 Retriever

We use TCT-CoIBERT [56] as the follow-up retriever after query reformula-
tion. The reason we choose TCT-ColBERT over ColBERT [47] is due to the latter's
prohibitive memory usage. While TCT-ColBERT employs knowledge distillation tech-
niques to achieve comparable performance to ColBERT with substantially reduced
computational cost. We implement the follow-up retrievers with an open-sourced

Python toolkit, Pyserini?.

5.3.3.3 Baselines

For computing the metrics for ConvDR (Zero-shot) on CAsT-19 and CAsT-20,
we use the run les generously provided by the authors of Ze€oFor CAsT-21 and
CAsT-22, we re-implement ConvDR's Zero-shot run based on the o cial release of
ConvDR. However, instead of using the original ANCE checkpoint from Microsdit
we use an ANCE checkpoint from huggingfaéeas the original checkpoint is no longer
public available.

For ZeCc, we obtain the metrics directly from the run les provided by the
authors of ZeC3. Unfortunately, we do not get the run le for CAsT-22, and the
memory consumption of ColBERT is gigantic for CAsT-22 if we follow the same in-

dexing setting as the authors did (ColBERT version=1, FAISS sampling ratio=30%)

3 https://github.com/castorini/pyserini
4 https://github.com/microsoft/ANCE

5> https://huggingface.co/castorini/ance-msmarco-passage
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because the collection size of CAsT-22 is over 4x larger than the other three CAST
datasets. As a result, we do not report the results of Ze€dor CAsT-22, which ends

with some N/As in Table 5.2.

5.4 Results and analysis
In this section, we conduct a series of experiments to evaluate the e ectiveness

of the ZeQR framework and investigate the sources of its performance advantage.

5.4.1 E ectiveness of ZeQR

We rst performed a comparative analysis to assess the e ectiveness and im-
provements of ZeQR over two established zero-shot query contextualization baselines.
This evaluation was conducted on four conversational search datasets: TREC CAsT-
19, CAsT-20, CAsT-21, and CAsT-22, as shown in Table 5.2.

Our ndings demonstrate that ZeQR outperforms all existing zero-shot query
contextualization methods across a variety of metrics, including NDCG, Precision (P),
Recall (R), and Mean Average Precision (MAP). And the performance gap between
ZeQR and the baselines is statistically signi cant in most cases.

In the CAsT-19 dataset, ZeQR demonstrates retrieval e ectiveness that is nearly
on par with manually rewritten queries and even exceeds the performance of the T5
rewriter. This result is particularly surprising, considering the T5 rewriter is built
by ne-tuning a powerful generative language model using human-annotated query
reformulation data. Furthermore, ZeQR maintains performance levels comparable to

the T5 query rewriter in the CAsT-20, CAsT-21, and CAsT-22 datasets.

5.4.2 Source of Performance Advantage: Omission Resolution Task

Our comprehensive experiments conducted on multiple datasets demonstrate
the superior performance of ZeQR in comparison to existing zero-shot query contex-
tualization methods. To better understand this performance advantage, we aim to
identify the scenarios that contribute most to the performance improvement. There-

fore, we aim to compare samples with the largest performance gap between ZeQR
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. NDCG@5

Raw Utterance ZeQR resolution ConvDR-ZS ZeC8 ZeOR
What is the What is the dierence | 0O 0 0.800
dierence with of mortadella with
Bologna? Bologna?
What are the Whatarethe EU rules| O 0 0.744
EU rules? of GMO Food label-

ing?
What licenses What licenses and 0 0 0.889
and permits are permits of food truck
needed? are needed?
What is its main  What is its main eco-| 0.111 0 0.875
economic activ- nomic activity of Salt
ity? Lake City?

Table 5.3: Examples of TREC CAsST samples that have the largest performance gap
between ZeQR and baseline methods. The ambiguity in the raw utterance
and corresponding resolutions are marked as red.

Figure 5.1: Retrieval performance comparison of ConvDR-ZS, Ze€and ZeQR, on
samples with either only coreference(coref) or omission ambiguity.

CAsT-20 | CAsT-21
Coreference 61 66
Omission 96 112

Table 5.4: Number of raw queries having omission or coreference ambiguities.
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and the baselines. Speci cally, we identi ed and collected the samples with a perfor-
mance gap exceeding a signi cant threshold, 0.7, on our primary evaluation metric,
NDCG@5, between ZeQR and the baseline methods. The samples we found are shown
in Table 5.3.

We observe that all these cases can be categorized into a single scenario: raw
utterances containing omission ambiguity. This observation suggests that the omis-
sion resolution capability of existing zero-shot query contextualization methods is not
e ective. One possible reason is that the attention mechanism can only modify an
embedding's value by assigning di erent attention weights, whereas omission resolu-
tion necessitates the addition of information in the context. Moreover, the improved
explainability of ZeQR over baseline methods enables us to directly analyze these ex-
amples by examining their linguistic formulation. We nd that ZeQR successfully
appends speci ¢ descriptions to their corresponding words, which explicitly resolves
omission ambiguity and leads to enhanced retrieval performance.

To further validate our hypothesis that ZeQR's performance advantage mainly
stems from its superior ability to resolve omission ambiguities, we collected samples
containing only coreference or omission ambiguities from the TREC CAsT-20 and
CAsT-21 dataset§. We evaluated the retrieval performance of ZeQR and two baseline
methods using NDCG@5. As depicted in Figure 5.1, while the performance of all three
methods on queries with coreference ambiguities is similar, the performance on queries
containing only omission ambiguities varies, with ZeQR signi cantly outperforming
ZeCca and ConvDR-ZS.

Considering ZeQR's superior performance on omission tasks, we further explored
the importance of omission tasks on overall performance by counting the number of
occurrences of both ambiguities in the CAsT-20 and CAsT-21 datasets. As Table 5.4
shows, the number of occurrences of omission ambiguity in original queries surpasses

that of coreference ambiguity, indicating that omission ambiguity is as prevalent as

6 TREC CAsT-19 does not have canonical passages provided.
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Figure 5.2: Relative performance drops comparing full ZeQR model with coreference
only or omission only model.

coreference ambiguity in raw queries. Therefore, improving the omission resolution

task can greatly contribute to enhancing conversational search.

5.4.3 Ablation Study

In this section, we present an ablation study to assess the individual contri-
butions of the coreference and omission resolution components of ZeQR to retrieval
performance. We evaluated the impact of removing either the coreference (omission
only) or omission (coreference only) resolution module. The results are depicted in
Figure 5.2, demonstrating that eliminating the omission module led to a larger impact,
with an average decrease of 20% on NDCG@5, whereas removing the coreference mod-
ule resulted in an average decrease of 6% on NDCG@5. Regardless of the dataset, the
full two-step framework outperforms the models with either component removed.

Additionally, Figure 5.2 reveals that the in uence of removing the omission
ambiguity resolution task may be even more pronounced when canonical passages are
considered. Comparing the CAsT-19 (where canonical passages were not included)
and the CAsT-22 (which incorporates canonical passages), the performance drop for

the "omission only" model remains the same at 3%. However, the performance decline
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ZeQR's follow-up | CAsT19 | CAsT20 | CAsT21 | CAsT22
Retriever NDCG@5

TCT-ColBERT 0.3821 0.2281 0.2712 0.1998

ANCE 0.3008 0.1734 0.2450 0.1440

BM25 0.2605 0.1333 0.1954 0.1169

Table 5.5: Impact of using di erent retrievers on the overall performance of ZeQR

for the "coreference only" model has risen from 9% on CAsT-19 to 25% on CAsT-22.
This suggests omission resolution is particularly important especially when canonical

passages are considered.

5.4.4 Impact of Using Di erent Retriever

The generality of the ZeQR framework enables the integration of various re-
trievers as a subsequent retrieval step, thereby allowing us to assess the impact of em-
ploying di erent retrievers on zero-shot conversational search. Table 5.5 demonstrates
that TCT-CoIBERT is the most e ective retriever for conversational search tasks. This
result is expected, as resolving omission and coreference ambiguities requires a ne-
grained understanding of queries at the word level. TCT-ColBERT achieves this by
mimicking ColBERT's word-to-word matching function, while maintaining lower re-
source consumption. In comparison, another popular dense retriever, ANCE, still de-
livers competitive performance when measured against the sparse retriever BM25. This
observation suggests that comprehending the semantic compatibility between queries
and documents may be a crucial capability in conversational search compared with

bag-of-words matching.

5.5 Conclusion
In this work, we introduced ZeQR, a novel zero-shot query reformulation frame-
work designed to transform query reformulation tasks into machine reading compre-

hension problems in conversational search. Our framework surpasses existing zero-shot
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conversational retrieval methods in terms of e cacy and ease of implementation. Ad-
ditionally, we highlighted the importance of omission ambiguity resolution, an aspect
often overlooked in prior research, and demonstrated our method's substantial perfor-
mance advantage in this particular task. We anticipate that our ndings will further
enrich the ongoing discussion surrounding the potential bene ts of shifting the depen-
dency of conversational search tasks from conversational search datasets to datasets in
a more general domain.

As for future research directions, we aim to explore the impact of employing
di erent MRC datasets on ZeQR's zero-shot retrieval performance. This examina-
tion is crucial, as certain question formats in MRC datasets may not be inherently
advantageous to the two resolution tasks of our primary interest. Moreover, we plan
to investigate strategies for mitigating the computational complexity introduced by
ZeQR's two-step resolution process without compromising its accuracy. Ultimately, we
believe that our work holds signi cant promise for advancing the state-of-the-art in

zero-shot conversational search.
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Part 11

ENHANCING CONVERSATIONAL RECOMMENDER SYSTEMS
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Beyond retrieving factual information, Conversational Information Systems are
increasingly employed in goal-oriented tasks such as providing recommendations. Con-
versational Recommender Systems (CRS) di er signi cantly from traditional recom-
menders by leveraging dialogue to dynamically elicit user preferences, handle nuanced
requests, and provide justi cations for suggestions. This interactive nature introduces
unique challenges that extend beyond the query understanding issues explored in Part I.
E ective CRS require not only robust language understanding but also sophisticated
interaction strategies, mechanisms for grounding recommendations in accurate domain
knowledge (especially crucial with the rise of Large Language Models, LLMs), and ap-
propriate methods for evaluating system performance beyond simple recommendation
accuracy.

This part of the thesis investigates two critical aspects of modern CRS devel-
opment. First, recognizing the limitations of existing evaluation metrics in the era
of LLM-based CRS, we propose a novel approach to assess how well system behavior
aligns with desirable human recommendation strategies. Second, addressing the perva-
sive issue of knowledge grounding and potential hallucinations in LLM-based systems,
we introduce a synergistic framework that integrates retrieval and generation compo-

nents to produce more accurate and reliable recommendations.
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Chapter 6

EVALUATING CONVERSATIONAL RECOMMENDER SYSTEMS IN
THE ERA OF LLMS

The advent of powerful Large Language Models (LLMsS) has signi cantly im-
pacted the development of Conversational Recommender Systems (CRS). Their inher-
ent conversational abilities seem well-suited to the interactive nature of recommen-
dation dialogues. However, simply deploying LLMs as CRS exposes new challenges,
particularly concerning their interaction strategies and alignment with e ective human
recommendation practices. Early observations suggest that while LLMs excel at gener-
ating uent text, their conversational behavior in recommendation scenarios often lacks
the proactiveness, adaptivity, and strategic depth exhibited by human recommenders,
potentially leading to suboptimal user experiences and less e ective preference elicita-
tion.

Existing evaluation metrics for CRS primarily focus on recommendation ac-
curacy (e.g., hit rate) or surface-level text quality (e.g., BLEU, perplexity). These
metrics fail to capture the crucial aspect of *how* the system interacts|its conver-
sational strategy or behavior. This chapter addresses this evaluation gap. We argue
that assessing the alignment between an LLM-based CRS's conversational behavior
and that of e ective human recommenders is critical for understanding and improving
these systems. We introduce a novel metric, Behavior Alignment, designed speci cally
for this purpose and demonstrate its utility in di erentiating system performance in
ways that traditional metrics cannot. Furthermore, we propose a method for estimating

this alignment implicitly, mitigating the need for costly manual behavior annotations.
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6.1 Introduction

Recent advancements have highlighted the potential of large language models
(LLMs) across a range of tasks. Their impressive recommendation performance [85,
39, 115] and language generation capability [97] have attracted the attention of re-
searchers in the conversational recommender system (CRS) community [27, 53, 114, 36].
For example, Google Research team [27] recently proposed an LLM-based CRS that
achieved huge success on YouTube. LLMs are inherently well-suited to the needs of
CRS. Unlike traditional recommender systems, which depend on user pro les and past
activities, CRS prioritizes the identi cation of user preferences through real-time inter-
actions [86, 114, 27], striving to mimic the interactions of human recommenders [35, 52].
These characteristics require strong capabilities in language understanding and gener-
ation [52, 121], areas where LLMs excel. Consequently, there is an increasing trend of
adopting LLMs within the CRS domain.

However, existing studies also found a signi cant weakness of LLMs when im-
plemented into conversational recommendation [114, 53]: the behavior of LLMs lacks
proactiveness and adaptivity throughout dialogues, therefore leads to the shortage of
information for understanding the users' preference [53].

To validate these ndings, we conducted a comparative analysis involving two
popular LLMs and a human recommender across 20 randomly selected datapoints from
INSPIRED dataset [35], the only popular conversational recommendation dataset pro-
viding behavior labels. This comparison revealed a noticeable di erence in the behavior
of LLM-based CRS and human recommenders. Speci cally, LLM-based CRS systems
tend to be passive and in exible, often rushing to make recommendations without con-
ducting any inquiry. In contrast, human recommenders display much greater patience,
dynamism, and adaptability. They show a wider range of complex information-seeking
strategies contributing to recommendations, as illustrated in Figure 6.1. A more tangi-
ble illustration is that human recommenders averagely conduct 2.5 conversational turns

before making their rst recommendation, a number far exceeds those by GPT3.5[70]
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Figure 6.1: Comparing the strategies that LLM typically uses and human recom-
menders use for making conversational recommendations.

\ #Turns before Rec\ Success Rate
LLM-based CRS

GPT 3.5 1.158 15.8%
Llama 2 1.000 5.3%
Reference

Human | 2.500 \ 57.1%

Table 6.1: Comparing the behavior of LLM-based CRSs and human's behavior in-
cluding: average length of conversational turns before making the rst
recommendation(#Turns before Rec), average success rate.

or LlamaZ2[89], as shown in Table 6.1. The user information obtained from initial in-
quiries helps human recommenders make better recommendations and achieve higher
success rates.

Recently, many studies on LLMs have focused on improving their behavior align-
ment with humans [70, 48, 6]. The alignment between the generated sentences from
CRS and human recommenders is also desirable for LLM-based CRS. First, better
behavior alignment can enhance the user experience by creating a more e cient and
proactively interactive conversation. More importantly, the ability to use complex rec-
ommendation strategies can help the system receive more user preference information
and better understand user pro les, leading to more accurate recommendations [35].
Despite the importance of measuring behavior alignment, the evaluation metrics cur-
rently used in CRS have no ability to measure this.

fore, evaluating the behavior of CRS against human conversational behavior is
important. It enables us to assess LLM-based CRS's ability to adapt to the dynamics of
a conversation, maintain conversational ow, and deliver satisfactory user experiences
- aspects that word-level evaluations often ignore.

To |l this gap, we propose a new evaluation metric: Behavior Alignment a

metric that explicitly evaluates how well LLM-based CRS's recommendation strategies

56



are aligned with humans. We also conduct experiments to demonstrate the e ectiveness
of the measure. In particular, Behavior Alignment has high agreement with the human
preferences, and can di erentiate the performance of di erent LLM-based CRS systems
much better than the existing metrics. However, one limitation of Behavior Alignment
is the requirement of having human annotations of recommendation strategies, which
can be costly and time-consuming to obtain. To overcome this limitation, we propose a
classi cation-based method toimplicitly estimate the behavior alignment without the
annotations of recommendation strategies. Experiment results con rm the robustness
of the proposed implicit estimation of the Behavior Alignment measure across multiple

CRS datasets.

6.2 Behavior Alignment: the Metric

Users tend to nd the conversations more natural and engaging with human
recommenders. And those conversations often lead to better recommendations com-
pared with automatic conversational recommender systems [35]. This is largely because
human recommenders usually deploy various sociable and preference elicitation strate-
gies to grab more personal information of users [35]. In addition, we and existing
studies [53, 114] consistently observed a substantial disparity between human's strate-
gies and those employed by LLM-based CRS where latter often appears naive and
passive. Therefore, human recommenders' behaviors could become valuable references

for the LLM-based CRS.

6.2.1 De nition

Based on the assumption that human recommenders' behaviors can perform as
good references for CRS, given a context (e.g., user's past interactions with a CRS), a
CRS generate a responsé. And a human recommender writes a respong¢ for the
same context. Assuming we know the recommendation strategy Gfis R¢c and the
recommendation strategy oH is Ry, the behavior alignment score of the pair (i.e.,

BA(C;H)) can be computed as in Equation (1). In a test collection witiN generated
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responses, the system's Behavior Alignment score can be calculated using Equation

(2).

8
21 ifR¢= Ry
BA(CiH) = _ (6.1)

P
k=2:n BA(Cy; Hi)
N

In Equation (2), the rst interactive turn is not counted into Behavior Alignment

Behavior Alignment =

(6.2)

since the start point of every conversation can be random in practice. After the rst
turn is nished, the behaviors of following turns should conditioned on the existing
context.

For recommendation strategyR, existing CRS studies [35] have provided a com-
prehensive categorization that includes 13 mutually exclusive types. These types are:
acknowledgmentredibility, encouragementexperience inquiry o er help, opinion in-
quiry, personal experiencepersonal opinion preference con rmation, rephrase prefer-

ence self modeling similarity , and transparency.

6.3 Behavior Alignment: E ectiveness as An Evaluation Metric

Behavior Alignment can measure the behavior di erences between generated
sentences from CRS and human recommenders, but it remains unclear whether such
a metric is more desirable than existing metrics. To answer this question, we design
two sets of experiments to evaluate (1yvhether Behavior Alignment re ects user pref-
erences and (2) whether it can di erentiate well-performed systems from those poorly

performed ones

6.3.1 Agreement with Human Preferences
The rst set of experiments aims to assess whether the evaluation results of Be-

havior Alignment are closely consistent with human preferences. Speci cally, responses
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from two CRS systems are evaluated by Behavior Alignment and humans. A strong
agreement between them would re ect the e ectiveness of a metric.

We randomly sampled 1,000 instances from INSPIRED dataset. The two CRS
systems are built on two LLMs respectively: Falcon-7B [73] and Llama2-7B [89]. They
were speci cally chosen due to the distinct training data they utilize, which leads to
varying response styles in reaction to dialog histories. To gauge human preferences, we
enlisted two annotators who have experience in conversational recommendations. They
assumed the role of CRS users and annotated preferences on the responses generated
by the two LLM-based CRS systems (i.e., same, A is better than B, or B is better than
A). In addition to preferences between the two systems, we ask an expert trained with
linguistic backgrounds to annotate the recommendation strategies for each generated
response, which is necessary for computing Behavior Alignment.

An ideal evaluation metric should yield ratings that highly correlate to human
preferences [19]. We use Cohen's Kappa to measure such correlation. In addition to
Cohen's Kappa, we employed the Bootstrap method to establish the 2.5% to 97.5%
con dence interval.

To compare how various metrics reveal user preferences, we conduct a compar-
ative analysis with two popular automatic metrics that existing CRS studies used to
evaluate generation quality [10, 121, 120]: BLEU@K and DIST@K. The results are
depicted in Figure 6.2.

We can see Behavior Alignment demonstrates a considerable level of agreement
with human preference, as evidenced by a Cohen's Kappa of 0.74, a value typically
interpreted as indicating "Substantial Agreement”. On the contrary, DIST@K and
BLEU@K exhibit a much lower level of agreement with human preferences. One po-
tential reason for the poor alignment is they are word-level metrics that are directly
adopted from Machine Translation and Summarization tasks, which do not t the

context and goal of the conversational recommendation task very well [19].
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Figure 6.2: Agreement with human judgments over "Is the response from Falcon-
based CRS better than Llama2-based CRS ?", measured by Cohen's
Kappa.

Figure 6.3: Metric score changes (y-axis) along with human preference changes (x-
axis)
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Behavior Type Accuracy | 1st Misclassi cation ~ 2nd Misclassi cation
personal experience 0.60 credibility similarity
rephrase preference 0.45 preference con rmation personal opinion

self modeling 0.31 personal experience similarity

similarity 0.53 acknowledgment self modeling
transparency 0.65 opinion inquiry oer help

Table 6.2: Top 1st and 2nd misclassi cation for those Behavior classes having accu-
racy lower than 0.7

6.3.2 Di erentiation of System Performance

A desirable evaluation metric should be able to di erentiate various systems [19].
Also, the increase/decrease of rating should be consistent with the increase/decrease
of human preference for di erent systems. However, it is hard to quantify human
preference for each LLM-based CRS and it is almost impossible to nd large num-
bers of LLMs covering di erent levels of human preferences to meet the necessity for
conducting evaluations.

To address these challenges, we build synthetic LLM-based CRS systems with
di erent levels of user preferences by mixing di erent ratios of "good generations" and
"bad generations" based on the annotated sentences generated from two LLM-based
CRS we implemented. Speci cally, 100 generation pairs were randomly chosen from
annotated data, with one system's response identi ed as superior to the other. We
selected the responses preferred by humans to create a hypothetical "ideal" system,
while the responses that were less preferred were selected to build a "worst-case" sys-
tem. Following this, we crafted synthetic CRS systems of varying quality by blending
90%, 80%, ..., 10% of the "ideal" system with 10%, 20%, ..., 90% of the "worst-case"
system. After the synthesis, we compute each metric including Behavior Alignment to
see if they can e ectively di erentiate between di erent synthetic systems.

As displayed in Figure 6.3, the x-axis signi es the proportion of samples taken
from the "ideal" system, which can be interpreted as a "human preference score”. The

results show that there is a consistent increase in Behavior Alignment which ranges
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from 0.11 to 0.88 as we shift from a "worst-case" system to an "ideal" system. This
rise is directly proportional to each incremental inclusion of human-preferred samples.
However, the other two metrics, BLEU@K and DIST@K, exhibited minimal variability

despite the enhancement in human-preferred samples.

6.4 Estimation of Implicit Behavior Alignment

Although the proposed Behavior Alignment is e ective, it requires real-time
annotations of behavior types, which is not readily available. To address this issue,
we propose a classi cation-based method to estimate the implicit behavior alignment.
Instead of directly predicting the behavior categories and then comparing whether the
behaviors of two responses are the same, the method focuses on a binary problem:
predicting whether the two responses belong to the same category, which would not

require the explicit behavior labels anymore

6.4.1 Methodology

Given a human-generated respondd and a CRS-generated responsg, we
propose estimating the alignment through a binary classi er, which takesl and C as
input and predicts whether they correspond to the same category or not. The binary
classi er is built based on BERT and ne-tuned on 100,000 human response pairs
selected from INSPIRED dataset. How to select the pairs? We explore two strategies
to construct the training/testing data.

The rst training strategy is straightforward. We created 50,000 negative sen-
tence pairs with di erent behavior types and another 50,000 positive pairs with the
same behavior type. For each sentence pair, they are concatenated by a special token
[SEP], which allows BERT to identify the segment of two sentences. This strategy is

referred to as "Original.

! The source code and the experiments can be found &ttps:/github.com/
dayuyang1999/Behavior-Alignment

2 https://huggingface.co/bert-large-uncased
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Accuracy on hold-out test set
Original Mixed-hard
FoldO 0.960 0.976
Foldl 0.958 0.978
Fold2 0.958 0.977
Fold3 0.940 0.976
Fold4 0.967 0.973
Averaged| 0.957 0.976

Table 6.3: Cross-validation results

The second strategy is to intentionally include more di cult examples in the
training data to improve the robustness of the classier. To achieve this, we rst
train a multi-class classi er to predict the exact behavior type of each sentence. The
prediction results are compared with the ground truth labels in order to compute
the misclassi cation rate. Speci cally, we de ne "hard negatives" as negative pairs
that a sentence having a prediction accuracy of less than 0.7 and another sentence is
from its most misclassi ed category as shown in Table 6.2. Consequently, we created
10,000 hard negative samples across ve categories. We then randomly replaced 10,000
negative examples in the original training data with hard negatives to build the "mixed-

hard" training set.

6.4.2 Evaluation

The robustness of a binary classi er is important, as it directly in uences the
e cacy and applicability of the proposed metric. To assess the robustness, we employ
three methodologies: (1) implementing cross-validation to ensure consistently high
accuracy; (2) determining its Cohen's Kappa in relation to human annotations to
verify an invariably strong agreement; and (3) evaluating its performance on out-of-
distribution data to ascertain minimal performance degradation.

First, we employ cross-validation on the binary sentence pairs. As observed in
Table 6.3, the accuracy remains consistently high regardless of which strategy is used

for constructing training data.
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Accuracy Cohen's kappa
Original 0.957 0.913
Mixed-hard 0.976 0.952

Table 6.4: The agreement between predictions and human annotations on testing

samples
Accuracy Cohen's kappa
Original 0.782 0.563
Mixed-hard 0.932 0.865

Table 6.5: The agreement between predictions and human annotations on out-of-
distribution instances from ReDial dataset

Second, we utilized Cohen's Kappa to quantify the agreement between the clas-
si er's predictions and human annotations. As illustrated in Table 6.4, our results
depict that Cohen's Kappa exceeds 0.9 on the testing set, denoting an almost impec-
cable alignment between the classi er's predictions and human annotations.

Lastly, to verify the generalizability of the binary classi er, we selected another
widely-used CRS dataset that the model has not seen during training, ReDial [52] for
testing. Compared with INSPIRED dataset, ReDial dataset emphasizes more on mak-
ing recommendations during chi-chat, rendering its linguistic style more colloquial. The
out-of-distribution samples that have di erences on using of language may introduce
challenges to the classi er. Given the absence of behavior annotation in the ReDial
dataset, we rst instructed two annotators to annotate ReDial in a manner similar to
INSPIRED, resulting in 42006 sentence pairs with ground-truth binary labels. As Ta-
ble 6.5 showcases, the binary classi er trained on "Original" sentence pairs witnessed
a marked decline in performance. Conversely, the classi er trained on sentence pairs
augmented with hard negatives demonstrated superior generalizability, achieving over
93% accuracy and a Cohen's kappa of 0.86 with humans. This generally indicates a
near-perfect agreement between the automatic annotator and human recommenders.
The ndings emphasize the importance of hard negatives, particularly for a dataset-

agnostic evaluation metric.
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6.5 Conclusion

Evaluating the generated sentences is crucial for CRS as they signi cantly in-
uence user responses. This, in turn, impacts both information exposure and user
pro ling. In this paper, we introduce a novel evaluation metric designed to assess the
quality of responses generated by LLM-based CRSs. Our experiments demonstrate
this metric's e ectiveness, particularly in its alignment with human preferences and
its capacity to distinguish LLM-based CRSs by their ability to implement complex

recommendation strategies.
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Chapter 7

REGES: RECIPROCAL RETRIEVAL-GENERATION SYNERGY FOR
KNOWLEDGE-GROUNDED CONVERSATIONAL RECOMMENDER
SYSTEMS

While Chapter 6 focused on evaluating the interaction behavior of LLM-based
Conversational Recommender Systems (CRS), another fundamental challenge lies in
ensuring the accuracy and relevance of the recommendations themselves. LLMs, de-
spite their vast internal knowledge, operate on static information and are susceptible
to generating inaccurate or "hallucinated" recommendations, particularly for new or
niche items not present in their training data. This necessitates grounding LLM re-
sponses in up-to-date, external knowledge sources. Retrieval-Augmented Generation
(RAG) o ers a promising paradigm for achieving this grounding.

However, applying standard RAG techniques directly to CRS encounters spe-
ci c di culties. The noisy, multi-turn nature of conversational input can hinder ef-
fective retrieval, while the ne-grained distinctions required to select the best item
from a set of similar retrieved candidates can challenge the generation capabilities of
LLMs. This chapter introduces ReGeS (Reciprocal Retrieval-Generation Synergy), a
novel framework speci cally designed for knowledge-grounded CRS. ReGeS proposes
a synergistic architecture where the generation component aids retrieval by producing
cleaner queries, and the retrieval component enhances generation by providing chal-
lenging negative examples for contrastive learning. This reciprocal relationship aims
to overcome the limitations of applying RAG straightforwardly in the conversational

recommendation context.
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7.1 Introduction

Traditional Recommender Systems (RS) rely on passive signals like clicks or rat-
ings to infer preferences, and therefore usually struggle when user preferences evolve [44].
Conversational Recommender Systems (CRS) address this by leveraging multi-turn
dialogues to iteratively uncover user preferences and deliver tailored recommenda-
tions [121]. However, CRS must decode subtle user intents from casual speech, a
task that demands extensive domain knowledge [28]. To incorporate such knowledge,
two main approaches have emerged. Representation-based methods inject domain-
speci ¢ features into the pipeline [121, 94] but require intricate engineering and lack
cross-domain exibility. In contrast, Large Language Models (LLMs) serve as univer-
sal knowledge sources [36, 114, 26]; however, they must be continuously updated to
accommodate new items and are prone to hallucinations, limiting their reliability in
fast-evolving domains [109, 42].

RAG has proven highly e ective in knowledge-intensive NLP tasks by grounding
outputs in external knowledge sources [50, 104, 100]. Given its strong capacity to
inject factual information into conversational exchanges, one might expect RAG to be
extensively studied in conversational recommendation systems (CRS). Surprisingly, it
remains underexplored in this domain. Our initial attempts at applying RAG to CRS
reveal two major hurdles (See experiment i§ 7.3.5.0.1): 1)noisy, lengthy conversation
transcripts impair retrieval e ectiveness, and it cannot be easily solved by simply
prompting LLMs as illustrated in Figure 7.1. 2) suboptimal item generationwhen
confronted with multiple similar candidates, as LLMs struggle to di erentiate subtle
features.

Addressing the challenges of nosiy input and ne-grained item di erentiation in
isolation would be expensive, typically requiring extensive manual labeling [107].

Speci cally, training a model to denoise raw conversation transcripts is usually
costly because it demands additional, annotated labels [37, 8]. In contrast, when
coupled with a generative component, the LLM can leverage the ground-truth item

to identify and extract the most salient concepts connecting the conversation to the
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Figure 7.1: Given historical conversation in CRS, both directly using historical con-
versation and prompting vanilla LLMs fall short in retrieval.
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desired recommendation, thereby generating high-quality supervision without human
annotations.

Furthermore, LLMs often fail to distinguish subtle di erences among similar
retrieved items [96, 29]. Addressing this via hard negative training requires an e ective
retrieval stage capable of identifying these crucial near-miss examples. Initial poor
retrieval performance thus obstructs e ective generator training. This motivates a
synergistic approach.

We proposeReGeS, a domain-agnostic framework that synergizes retrieval and
generation for CRS. ReGeS introduces: Peneration-augmented retrieval , where
a trained LLM performs as the query expert to produce concise, preference-focused
gueries for a retrieve by leveraging the generated pseudo guiding signal réyieval-
augmented item generation , where retrieved candidates train the LLM to discern
subtle item distinctions. Our contributions are: 1) the rst RAG-based CRS frame-
work integrating grounded knowledge retrieval; 2) a reciprocal pipeline that synergisti-
cally integrates retrieval and generation to overcome the challenges of noisy input and
item ambiguity without costly annotations; and 3) extensive experiments that ReGeS
signi cantly outperforms state-of-the-art methods, mitigating hallucination risks and

avoiding laborious domain-speci ¢ engineering.

7.2 Methodology

In this section, we introduce the methodological detail of ReGeS.7.2.1 pro-
vides an overview of how these two components collaborate, followed by a formal prob-
lem de nition in 8§ 7.2.2. We then present two core modulesGeneration-augmented
Retrieval (8 7.2.3) and Retrieval-augmented Generation(8 7.2.4). This bidirectional
ow|where generation re nes retrieval and retrieval sharpens generation|ensures -

nal recommendations are both contextually grounded and factually accurate.
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Figure 7.2: Overview of the ReGeS framework, illustrating the reciprocal synergy.
Left (Training): Generation guides Query ExpertLLM g training, while
Retrieval provides training signals for Iltem Generation ExpertLLM ¢
training. Right (Inference): The trained components collaborate to pro-
duce the recommendation.

7.2.1 Overview

Figure 7.2 illustrates the reciprocal interplay of retrieval and generation in
ReGeS. At the retrieval stage, aguery expert LLM rst condenses a user{system di-
alogue historyH; into a concise, preference-aware query. "By leveraging grounded
user-system interaction to generate pseudo supervision signal as self-supervision, query
expert LLM learns which aspects oH; matter for retrieval, alleviating the challenge of
noisy and lengthy conversations. During generation, the predicted informative query
¢ is used by a retrieverR to select candidate itemd S*°, Given H; and these retrieval
results (including closely-related \hard negatives"), a contrastively trained generator

G pinpoints the most suitable recommendatiory/®® 2 | SU°,

7.2.2 Problem Statement
The problem of CRS can be expressed as learning a mapping betweenittte

user-system interaction historyH; and the ground-truth item y;, given the candidate
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Figure 7.3: Process of building generation-augmented query expartM or via gen-
erative self-supervision.

setl :
yie= CRS(Hi; 1),

wherey;®° is the recommended (predicted) item that should ideally be the same &s

a Retrieval-Augmented Generation paradigm that decomposes the process into two
steps:
|0 = R(Hi:1);

yirec — G(Hi; I isub :

whereR retrieves a relevant candidate set, an® generates the nal recommendation.
Despite this formulation's appeal, two obstacles hinder CRS e ectiveness: (1) noisy
conversational input complicates retrieval, and (2) hard-to-distinguish item candidates
challenge generation. In what follows, we describe how ReGeS solves both issues by

leveraging a circular ow of information between retrieval and generation.

7.2.3 Generation-Augmented Retrieval

To improve retrieval performance under noisy input, we introduce generation-
augmented query expert LLMas shown in Figure 7.3, that learns to produce a concise,
information-rich query ¢ from the conversation historyH;. This module is built in a

self-supervised manner, alleviating the need for costly human annotations.
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Generative Self-Supervision via Ground-Truth Guidance. Given a training
instance with conversation and its ground-truth recommended itemH;y;), we rst

prompt a LLM to produce an informative query g
¢ =LLM Hi;y :

Becausey; is provided, the LLM focuses on the essential features K, that justify
why y; is recommended, thus generating as a pseudo-labeled query without manual
annotations.

Next, we ne-tune a second LLM instance, denoted LLMg, to reproduce ¢~

without access toy;. Formally, we minimize the cross-entropy loss:

X
Lor = Lce LLMQR(Hi);q ;

i=1
over the training set. At inference time,LLM or transforms H; into a compact query
g = LLM or(H;) capturing the most salient user preferences.
Re ned Retrieval. The re ned query ¢ serves as input to the retrieverR, which

selects a subset of relevant items:
| iSub =R q1 I

By disentangling user intents from extraneous chattel.LM or substantially boosts re-
trieval accuracy. MoreoverLLM qr itself is generation-augmentefit relies on knowl-

edge gleaned from the nal itemy;, harnessing generation to improve retrieval.

7.2.4 Retrieval-Augmented Generation

With | S° now distilled to the most relevant candidates, the next step is to gen-
erate the nal recommendationy/®“. A pure text-generation approach could overlook
subtle di erences among items, leading to hallucinated or incorrect picks, especially
when multiple items in | 3*° are nearly interchangeable. ReGeS avoids this pitfall by
feeding the retrieved candidates back into the generation process in a contrastive man-

ner, ensuring the generator can pinpoint the precise match.
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Retrieve Challenging Negatives with LLM or. During training, each instance

utilizing LLM g that is previously built, where none of the elements ig;. Because
of the improved retrieval performance brought by LM or, these \hard negatives" will
share strong relevance signals withl;, they elevate challenges the Item Generation
Expert LLM ¢ to distinguish subtle nuances. LetS; be the item set we fed into LLM
during training, i.e.,

S=fyc,; 60
JSij = k + 1 for all training instances. The model seesl;;S;, and a prompt specifying
that only y; is correct.
Contrastive Fine-Tuning. We then ne-tune an LLM-based generatorLLM ¢ to

maximize the likelihood of selecting;. Formally, we encourage
P text(y)) jHi;S > P text(c,)jHi; S ;

for all ¢,. We implement this using a standard cross-entropy loss, maximizing the
probability assigned to the ground-truth itemy; within the context of the candidate
set S;. By confronting LLM with multiple lookalike items, it acquires a ne-grained
capability to identify the correct candidate.

Final Recommendation. At inference time, LLM ¢ receives bothH; and the re-
trieved subsetl S*°, Because the generator has learned to discriminate items using hard
negatives, it selects the true best iteny™c 2 | S% with higher delity. Consequently,
retrieval is generation-augmentedand generation isretrieval-augmented creating a

bidirectional synergy that overcomes the pitfalls of either component in isolation.

7.3 Experiments

In this section, we rst introduce the benchmark datasets, the baselines and
experimental settings in87.3.1, 87.3.2 and 87.3.3 respectively. We then present the
overall results in87.3.4, show ablation studies ir§8.4.4, and conduct additional anal-

yses, including chain-of-thought generation i1§7.3.6.
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