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ABSTRACT

This dissertation presents innovative methods to enhance assistive technologies
for individuals with visual impairment, focusing on improving answer grounding accu-
racy in Visual Question Answering (VQA). Central to this is the introduction of ve
novel methods that signi cantly increase state-of-the-art accuracy:

A

Neural Ordinary Di erential Equation Model : This model boasts a re-
markable accuracy on the VizWiz-VQA-Grounding dataset. It stands out for
its e ciency, using fewer parameters and requiring substantially less memory,
compared to existing state-of-the-art models.

James-Stein Normalization Layers : The application of the James-Stein es-
timator enhances the estimation of mean and variance in normalization layers.
This results in higher accuracy across various computer vision tasks with minimal
additional computational demand.

Universal Image Restoration : A pioneering task-agnostic universal approach
for image restoration that enhances image quality by implicitly learning a wide
range of image imperfections. By adopting a more holistic approach, the proposed
method goes beyond speci ¢ tasks and embraces a comprehensive perspective on
image restoration and quality improvement.

" Embedding Attention Block  : This block recalibrates channel-wise image fea-
ture maps by explicitly modeling the relationships between image feature maps
and the image-question-answer embedding. Implementing this attention mecha-
nism led to a 74.1% accuracy on the VizWiz-VQA-Grounding dataset, securing
the top position on the 2023 VizWiz-VQA-Grounding challenge leaderboard.

Novel Use of Apple Live Photos and Android Motion Photos . An in-
novative approach is proposed for comparing the performance of Live/Motion
Photos and static images. This analysis reveals that Live/Motion Photos per-
form better in common tasks used by visual assisting applications, highlighting
their potential to enhance the visual experience.

These advancements not only contribute to the eld of assistive technology for people
with visual impairment but also push the boundaries of machine learning and computer

vision.

XVi



Chapter 1
INTRODUCTION

Visual impairment can lead to a range of interconnected challenges. For exam-
ple, malnutrition is often due to the di culties individuals with visual impairment face
in activities like shopping for groceries, preparing food, and ensuring their meals are
safe to eat. For instance, the task of meal preparation presents various safety concerns,
particularly when using sharp utensils or cooking with heat, due to limited spatial
and depth perception [34, 87]. These individuals may also struggle with maintaining
food hygiene, as they might nd it challenging to read expiration dates, identify dirt
on produce, notice mold on items, or ascertain if meat is cooked thoroughly. Con-
sequently, many individuals with visual impairment rely heavily on assistance from
family members or caregivers for meal preparation, or they may avoid cooking hot
meals altogether [87]. One of the important applications of Visual Question Answering
(VQA) and Answer Grounding tasks is designing systems to alleviate some of the issues

that individuals with visual impairment encounter in their day-to-day life.

This dissertation introduces ve innovative methods aimed at enhancing the
accuracy of answer groundings in Visual Question Answering (VQA) systems. Each
method is detailed in a separate chapter, with foundational concepts introduced in this

chapter and relevant prior work discussed in the following chapter.

1.1 Existing Assistants for Individuals with Visual Impairment

A wide array of commercial systems have been developed to aid individuals with

visual impairment, ranging from software applications to specialized hardware. These



systems can be broadly categorized into two types: human-in-the-loop and end-to-end
(E2E).

Human-in-the-loop systems connect users with visual impairment to volunteers
or sta members who can respond to visual inquiries. Popular examples include Be-
MyEyes [12], BeSpecular [13], and Aira [2], each varying in cost and response time.
The strength of these systems lies in their ability to facilitate real-time dialogue with
a human responder, allowing for inquiries that require an understanding of artistic,
cultural, or contemporary contexts, such as questions about Banksy's artwork, which
E2E systems may not adequately handle [53]. However, these systems have signi -
cant privacy concerns. More a ordable services, often utilizing untrained volunteers,
require users to share images that might inadvertently reveal sensitive information like

personal details, medications, or images of children in identi able uniforms [53].

On the other hand, E2E systems like TapTapSee [176] and Microsoft Seeing
Al [132], primarily cloud-based services, pose fewer privacy risks. The privacy con-
cern is further diminished in open-source systems that can be set up at home or those
that store data locally, like the OrCam MyEye [140]. Nevertheless, E2E systems have
their limitations. They lack the ability for interactive dialogue and cultural under-
standing. A critical drawback is their inability to provide feedback on the certainty of
their outputs, leaving users uncertain about the accuracy of the information provided.
Moreover, tweaking or extending E2E models is resource-intensive and challenging,
particularly when trying to control speci c behaviors. For instance, it would be ad-
vantageous for an E2E system to exercise extra caution when providing information

about medications.

1.2 Research Hypotheses

Many visual assistant systems rely on arti cial intelligence and machine learning
to provide assistance. However, they come with several limitations, including the
need for high-quality images from users and potential risks to privacy preservation.
Considering the existing challenges in visual assistant technologies, my research was
guided by two key hypotheses:



" Firstly, | proposed that machine learning could be leveraged to overcome the
di culties individuals with visual impairment encounter while capturing images.

" Secondly, | hypothesized that machine learning could also be instrumental in
enhancing the privacy protection of user images.

In this dissertation, ve di erent methods are proposed regarding the two hypotheses.
Each method is presented in a separate chapter. Chapters 2, 3, 4, and 5 aim at
enhancing privacy preservation by improving answer grounding, and chapters 4 and 6

aim at mitigating the di culties while capturing images.

1.3 Answer Grounding

The answer grounding task is de ned as detecting the pixels that can provide
evidence for the answer to a given question regarding an image [23]. In other words,
the task is to return the image regions used to arrive at the answer for a given visual
guestion (question-image pair) with an answer. Although the Visual Question Answer-
ing (VQA) community has made signi cant progress, the best-performing systems are
complicated black-box models, raising concerns about whether their answer reasoning
is based on correct visual evidence. By understanding the reasoning mechanism of
the model, we can evaluate the quality of answers, improve model performance, and
provide explanations for end-users. To address this problem, answer grounding has
been introduced into VQA systems, which requires the model to locate relevant image

regions as well as answer visual questions.

By providing answer groundings in response to visual questions, numerous ap-
plications become possible. First, they allow for evaluating whether a VQA model is
reasoning correctly based on visual evidence. This is useful as an explanation as well
as for assisting developers with model debugging. Second, answer grounding allows
separating important regions from irrelevant background regions. Given that non-
professional users can mistakenly have private information in the background of their

pictures, answer grounding is a useful tool to obfuscate the background for privacy



preserving. Third, suppose a service can magnify the relevant visual evidence. In that

case, users will be able to discover the needed information in less time. This is useful

in part because VQA answers can be insu cient sometimes.

1.4

lows:

A

15

Contributions

In this dissertation, | present my signi cant contributions, summarized as fol-

Neural ODE Model : This innovative model demonstrates exceptional accuracy
on the VizWiz-VQA-Grounding dataset, distinguished by its e ciency. It uses
fewer parameters and requires signi cantly less memory than existing state-of-
the-art models.

James-Stein Normalization Layers : By integrating the James-Stein estima-
tor, this approach substantially improves the estimation of mean and variance in
normalization layers. This enhancement yields higher accuracy in various com-
puter vision tasks, while adding minimal computational overhead.

Universal Image Restoration : This pioneering method introduces a task-
agnostic, universal approach for image restoration. It excels in enhancing image
quality by intuitively learning a broad spectrum of image imperfections, thereby
0 ering a comprehensive solution to image restoration and quality enhancement
beyond speci c task-oriented approaches.

Embedding Attention Block : This innovative block re nes channel-wise im-
age feature maps through a novel approach that models the relationships between
image feature maps and the image-question-answer embedding. Implementing
this attention mechanism has led to our achievement of the top position in the
2023 VizWiz-VQA-Grounding challenge.

Novel Use of Apple Live Photos and Android Motion Photos . This
unigue approach compares the e ectiveness of Live/Motion Photos with static
images. The ndings reveal that Live/Motion Photos o er superior performance
in common tasks utilized by visual assisting applications, underscoring their po-
tential to signi cantly enhance visual assistance technologies.

Outline

The structure of this dissertation is organized as follows:

Chapter 2 - Neural Ordinary Di erential Equations . This chapter lays
the foundation for Neural Ordinary Di erential Equations (ODES). It introduces



my innovative neural ODE model, speci cally designed for dense prediction tasks,
detailing its development and potential applications.

Chapter 3 - James-Stein Normalization Layers : Here, | delve into the
intricacies of James-Stein estimators and normalization layers. | present my
pioneering method, JSNorm, which represents a signi cant advancement in this
eld.

Chapter 4 - Task-Agnostic Universal Image Restoration . This chapter
discusses a groundbreaking method in image restoration, with a particular focus
on its application in answer grounding. The novel approach outlined here marks
a signi cant contribution to the domain.

Chapter 5 - Embedding Attention Blocks . In this chapter, | introduce the
Embedding Attention Blocks (EABS), a key innovation that has achieved state-
of-the-art accuracy in answer grounding. The chapter details the development
and e ectiveness of these blocks.

Chapter 6 - Live and Motion Photos Analysis : The focus here is on a
comparative analysis of Apple Live Photos and Android Motion Photos versus
static images, particularly in their utility for visual assisting applications. This
chapter highlights the superior performance of Live/Motion Photos in common
tasks.

Chapter 7 - Conclusions and Future Work . The dissertation concludes with
a comprehensive summary of the research presented, along with my re ections
and recommendations for future work in this exciting and evolving eld.



Chapter 2
NEURAL ORDINARY DIFFERENTIAL EQUATIONS

Neural Ordinary Di erential Equations (ODES) have recently garnered attention
for their potential in image classi cation [27] and semantic segmentation. However, the
existing methods for dense prediction [144, 109] have been narrowly focused on seman-
tic segmentation employing small, task-speci ¢ datasets. This specialization to smaller
tasks hampers the models' capacity for achieving optimal accuracy and generalization
on larger datasets. Addressing this limitation requires an expansive exploration of neu-
ral ODEs for dense prediction, encompassing larger datasets and diversifying beyond

semantic segmentation.

In this chapter, an innovative transformer-based neural ODE architecture is in-
troduced, serving as a potent backbone for various computer vision tasks requiring
dense predictions. Distinct from existing methods [144, 109, 89], a neural ODE in-
spired by renowned and top-performing methods is designed. The proposed method
is evaluated across several widely-used vision datasets, establishing new benchmarks
in diverse tasks. For a fair comparison, existing neural ODE methods are also trained
and tested on large-scale datasets. Finally, exhaustive ablation studies are conducted

to empirically validate the impact of the design decisions.

The complete source code associated with this chapter can be accessed at
the provided URL: https://github.com/VimsLab/khoshsirat/tree/main/Neural%
200rdinary%?20Differential%20Equations



2.1 Fundamental Concepts

This section provides an essential overview of neural ODEs and Transformers.

2.1.1 Implicit Functions

At the heart of modern deep learning methods is the notion of a layer. Deep
learning models are traditionally built by stacking many layers to create an architecture
to solve some particular task. A common de ning characteristic often unnoticed by
practitioners is that most of these layers in modern deep learning are de ned explicitly.
That is, they are speci ed by an exact sequence of operations that it takes to do from
the input to the output layer. This requires storing a great deal of information in
memory, which can often be a bottleneck during the training of large deep learning

models [48].

Implicit functions can be found in various domains, e.g., physics, math, or nu-
merics. In deep learning, implicit layers play a similar role as implicit functions. Im-
plicit layers de ne a layer in terms of satisfying some joint condition of the input and
output. These layers separate the solution procedure of the layer from the de nition of
the layer itself [75]. The notable advantage of implicit layers is that the implicit function
theorem [99] can be used to directly compute gradients at the solution point without
storing any intermediate variables. This vastly improves the memory consumption and
often the numerical accuracy of these methods, providing another notable bene t for
implicit models in the setting of deep learning in particular. A few examples in this

area are di erential equations, xed point iteration, and optimization solutions [48].

2.1.2 Neural Ordinary Di erential Equations

In machine learning, an iterative approach is used to nd a function that best
describes the data. There are two basic approaches to nding this function. The rst

approach is to directly approximate the function by an analytical or numerical method.



An ordinary linear regression falls into this category. The second approach is to approx-
imate the derivative of the function. This results in an Ordinary Di erential Equation
(ODE) whose solution provides an approximation of the function. The derivative of

the function can be parameterized as a neural network.

Consider a residual network [65] where all the hidden states have the same
dimension. Such networks generate an output by doing a sequence of transformations
to a hidden state [27]:

hisa = he+ f(he; o); (2.1)

wheret is the layer depth andf is a neural layer. By adding an in nite number of
layers, the continuous dynamics of hidden units are obtained using an ODE de ned by
a neural network [27]:

dn(t) _

—r - (@it ; (2.2)

whereh(t) is the value of the hidden state evaluated for sonteand f (h(t);t; ) is a

neural network layer parameterized by ; at layer t. By solving the integral:
YA T
h(T)= h(to)+  f(h(t);t; )dt; (2.3)

to

the output value of a hidden layer at some deptf is obtained.

Neural ODEs take a di erent approach to backpropagate the loss through the
continuous hidden state dynamics. In a neural ODE, the parameters include not only
¢, but also the evaluation timesty and t;. Any arbitrary di erentiable loss function

can be de ned on these parameters:
L (to;t; «)= L ODESolve(h(to);to;ts; ;f) : (2.4)

A reverse traversal of the hidden states is required to compute the gradient of the loss
with respect to the time (depth). Chen et al. [27] proposed using the adjoint method
[146] to compute this gradient.



2.1.3 Transformers

Transformers are a class of models that have fundamentally revolutionized the
eld of natural language processing (NLP) [184]. The key innovation of Transformers
lies in the self-attention mechanism, which enables the model to weigh the importance
of di erent words in a sentence for a given task. While Transformers have been pre-
dominantly applied in the domain of NLP, their architectural advantages have spurred
researchers to adapt them for computer vision tasks. Computer vision presents unique
challenges due to the high-dimensionality and spatial structure of visual data, which is
inherently di erent from textual data. However, certain characteristics of Transform-
ers, such as their global receptive eld and the ability to model long-range dependencies,

are particularly suited for these challenges.

Swin Transformer [121] is a transformer-based deep learning model with state-
of-the-art performance in vision tasks. It introduced three key concepts to address the
issues faced by the previous vision transformer networks, hierarchical feature-maps,
shifted window attention, and relative position bias. Relative position bias is an ad-
ditional parametric bias term to encode the geometric relationship in self-attention
calculation:

Attention (Q; K; V) = SoftMax %l%+ B V; (2.5)

whereB 2 RM* M? js the relative position bias term for each headd; K;V 2 RM* d
are the query, key and value matrices; d is the query/key dimension, andM 2 is the

number of patches in a window [121, 120].

2.2 Related Work

Neural ODEs for Dense Prediction. Several studies have explored the
integration of neural ODEs into deep learning architectures for the purpose of semantic
segmentation. For instance, in [144], the authors propose an innovative adaptation of

the U-Net architecture [159], which is widely acknowledged for its e cacy in semantic



segmentation tasks [67, 129]. Speci cally, they incorporate neural ODEs into the U-
Net structure. This is achieved by replacing the traditionally used residual blocks in
each down-sampling and up-sampling pathway with a neural ODE that encompasses a
single convolutional block. Similarly, in [109], the authors present a variant of the U-
Net, though their approach di ers from that in [144]. Instead of replacing the residual

blocks with neural ODESs, a neural ODE block is added at the end of each branch.

While U-Net has been instrumental in semantic segmentation, recent develop-
ments in architectural design have led to even more potent alternatives. The High-
Resolution Network (HRNet) [186], for example, exhibits superior performance over
U-Net, particularly in the realm of dense prediction tasks due to its ability to maintain
high-resolution representations throughout the network. In light of these advance-
ments, this chapter proposes a novel method that fuses the merits of HRNet with the
expressive power of neural ODEs. By building on the HRNet framework, which has
demonstrated higher accuracy than U-Net, and integrating Neural ODEs, the proposed

method provides a signi cant boost in performance for dense prediction tasks.

In [89], the authors put forward an inventive architecture that employs neural
ODEs, wherein residual blocks [65] serve as the fundamental building units. However,
with the advent of attention mechanisms [184], there is growing evidence that Trans-
former blocks, particularly when employed on extensive datasets, are outperforming
residual blocks owing to their ability to capture long-range dependencies and contex-
tual information more e ectively [46]. In response to this development, the proposed
architecture takes a departure from the conventional residual blocks and instead, har-

nesses the power of Transformer blocks as its core building units.

On a dierent note, [183] brings to light an intriguing method that amalga-
mates neural ODEs with the Level Set method for image segmentation. In this hybrid
approach, the derivative of the contour is parameterized using a Neural ODE, which

intrinsically learns a forcing function that governs the evolution of the contour over
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time. However, a notable limitation of this approach is its restriction to image segmen-
tation tasks involving a single target class. This constraint can be rather limiting in

real-world applications, where it is common to encounter images with multiple objects
belonging to di erent classes. The proposed method avoids this problem by providing

a straightforward design inspired by the existing top-performing approaches.

At the time of this writing, neural ODEs are primarily employed in semantic
segmentation and have not been utilized in other dense prediction tasks. The research

in this chapter is the rst to employ neural ODEs for other dense prediction tasks.

Transformers. Unlike traditional transformers that process images as a at ar-
ray of pixels, methods such as Swin [121], CvT [198], Moat [206], VAN [62], and CSWin
[44] enhance the local continuity of features and replace xed-size position embedding
with variable-size position embedding to improve the performance of transformers in
dense prediction tasks. Swin [121] hierarchically processes non-overlapping windows
of an image and subsequently shifts these windows for more global representations.
CvT [198] integrates convolutions into Vision Transformers to e ectively capture lo-
cal features while maintaining global context. Moat [206] alternates between mobile
convolutions and attention mechanisms to create e cient and powerful vision models
that achieve state-of-the-art performance on various visual recognition tasks. VAN
[62] proposes a novel linear attention named large kernel attention (LKA) to enable
self-adaptive and long-range correlations in self-attention. CSWin [44] is an innovative
vision transformer architecture that employs cross-shaped windows for self-attention,

enhancing the model's capacity to capture both local and global features.

In Section 2.6.2, an ablation analysis is conducted to evaluate and contrast
the performance of the aforementioned transformer designs when integrated into the

proposed network.

Neural ODEs and Transformers. A limited number of methods have at-
tempted to integrate neural ODEs with transformers, speci cally targeting image clas-

si cation tasks. In [11], neural ODEs are used to formulate a variant of transformers
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Figure 2.1: The schematic layout of the proposed method. Each block shaded in blue
signi es a Swin transformer block, as depicted in Figure 2.2. In contrast, each block
rendered in white denotes a patch merging block as detailed in [186].

that is depth-adaptive in the sense that the ODE solver takes an input-dependent
number of time steps. Li et al. [105] show that a transformer residual block can be
described as a higher-order solution to ODEs. Based on this nding, they designed a
new architecture for NLP tasks. In a similar work [225], a modi ed transformer layer
based on a neural ODE interpretation is proposed that places the multi-head attention
sub-layer and the MLP sub-layer parallel to each other. In [217], a lightweight archi-
tecture is proposed that couples continuous dynamical models (i.e., neural ODES) with

a proposed self-attention block to form a self-attention ODE solver.

As of the current state of research, there are no established methodologies that
amalgamate neural ODEs with transformers for dense prediction tasks. The contribu-

tions in this chapter represent a pioneering e ort in this domain.

2.3 Method

While existing neural ODE methods [144, 109, 89] excel in semantic segmenta-
tion on small, task-speci c datasets, these techniques underperform when applied to
large-scale datasets, as evidenced by the results in Tables 2.1, 2.2, and 2.3. Attempts

to enhance their performance through model scaling and hyper-parameter ne-tuning
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Figure 2.2: The Swin Transformer block [121] shares its foundational design with the
standard Transformer block, rst presented in [184]. However, it distinguishes itself
through its unique application approach. This involves the utilization of hierarchical
feature maps combined with a novel technique known as shifted window attention.

were made.

In order to fully harness the potential of neural ODEs, a neural ODE architecture
is designed that demonstrates unprecedented accuracy across various computer vision
tasks utilizing large-scale datasets. The design process commences with a well-known
and top-performing method. A prototype network, which can be converted to a neural
ODE, is designed based on this method. Subsequently, a neural ODE that mirrors the
prototype network is introduced. This phased approach allows for a comprehensive
comparison of results at each stage: from a state-of-the-art network to the prototype

network, and nally, to the neural ODE network.

2.3.1 Prototype Network

One of the top-performing methods in dense prediction tasks is HRNet [186].
HRNet maintains high-resolution representations throughout the whole process. It
starts from a high-resolution convolution stream, gradually adds high-to-low resolution
convolution streams one by one, and connects the multi-resolution streams in parallel.

The resulting network consists of several (four in the current design) stages, and the

13



Figure 2.3: The prototype network is created by repeating an HRNet module [186] with

four branches at di erent feature-map resolutions. Each block shaded in blue signi es

a Swin transformer block, as depicted in Figure 2.2, and each block rendered in white
denotes a patch merging block as detailed in [186]. This network is not a neural ODE
and is trained similarly to [121].

nth stage containsn streams corresponding ta resolutions.

It is possible to convert a residual network into a neural ODE using the method
presented in [27]. Therefore, the prototype network is designed with a primary resid-
ual form using modules from HRNet. To this aim, an HRNet module is repeated in
series multiple times, and each instance is treated as an individual residual unit, as
visually represented in Figure 2.3. Every module in this design features four branches,
each presenting di ering feature-map resolutions, and each branch contains multiple
blocks. Throughout the experiments conducted in this chapter, the principal module

is reiterated six times to maintain a comparable number of parameters to HRNet.

The building blocks of HRNet are convolutional residual blocks [64]. To increase
the learning capacity of the proposed network, these convolutional blocks are replaced
with Swin transformer blocks [121]. Figure 2.2 illustrates the overall design of a Swin
transformer block. Similar to [121], patch merging is used to reduce the resolution by

a factor of two for each stream.

2.3.2 TransNode

As the prototype network embodies an overall residual structure, it can be seam-
lessly transitioned into a neural ODE. In this form, either a single module or multiple
modules collectively serve the role of the functioh in Equation 2.1. This module, or

collection of modules, is encapsulated within an ODE solver. To generate the initial
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input feature-maps for the ODE solver, patch merging is employed in conjunction with
an MLP, applied four times. The resulting four feature-maps are subsequently fed into
the ODE solver. Notably, the output from the ODE solver maintains the same format
as its input. By incorporating an additional four MLP layers, the channel count of the
output feature-maps is adjusted to match the number of classes. Subsequently, these
feature-maps are re-scaled to a higher resolution using bilinear interpolation and aggre-
gated to yield the nal output, as demonstrated in Figure 2.1. Bilinear interpolation is
speci cally chosen to avoid the emergence of the checkerboard artifact [139]. For the

sake of brevity, this network is referred to as TransNode.

A compound loss function of RMI [223] and cross-entropy is used for the seman-
tic segmentation and answer grounding tasks. Consequently, the overall loss function

to be minimized is as follows:
18
Lan(y;p) = B Lce(y®; p®)
b=1 (2.6)
+(1 )L (Y p®)
where 2 [0; 1] is a weight factor,B denotes the number of samples in a mini-batch,
Le(y®; p®) is the standard cross entropy loss between theth sample and its cor-
responding prediction, respectively, and.,m (y?; p®) is the RMI loss as de ned and
implemented by [223]. Similar to [223], is set to 0:5.

Regarding the ODE solver, the DOPRI (Dormand-Prince-Shampine Runge-
Kutta of order 5) provided by [27] is employed. DOPRI [45] is an embedded method
designed to solve ordinary di erential equations. As a part of the Runge-Kutta family
of ODE solvers, it speci cally leverages six function evaluations to compute solutions

with fourth- and fth-order accuracy.

2.4 Experiments

The proposed approach is evaluated in three vision tasks: image classi cation,

semantic segmentation, and answer grounding.

15



Figure 2.4: This classier head is attached to TransNode for image classi cation.
At each step, the feature-maps are down-sampled, processed, and added to a lower-
resolution one.

24.1 Setup

Similar to HRNet [186], for both the prototype network and TransNode, a stem
is used for the input image, which consists of two patch merging blocks to decrease
the resolution to 1=4, and is connected to the main body. The main body outputs
the feature-maps with the same resolutionl&4), which are then made as large as the
original resolution using bilinear interpolation. Two modules are used in the main body

to achieve the highest accuracy.

2.4.2 Image Classi cation

To show the learning capability of TransNode, it is trained and tested on a large-
scale image classi cation dataset. ImageNet [161] is used, which has 1.28M training
images and 50k validation images in 1k classes, to evaluate the proposed method for
image classi cation. The networks are trained from scratch, and top-1 accuracy is

reported.

In order to adopt the proposed neural ODE for the image classi cation task, the
network is augmented with a classi cation head shown in Figure 2.4. The classi cation
head is described as follows. From higher to lower resolution, each feature-map goes

through a patch merging block for down-sampling, and an MLP block for adaptation.
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Method Top-1  Top-5
ResNet-152 [64] 78.6 94.3
HRNet [186] 78.9 94.4
U-Node [144] 76.7 93.2
NODEs-UNet [109] | 77.9 93.8
SegNode [89] 78.7 94.3
Prototype network 79.2 94.5
TransNode 79.4 94.8

Table 2.1: The top-1 and top-5 accuracy of image classi cation on ImageNet [161].
The middle section lists the current neural ODE methods for dense prediction.

Method Cityscapes  CamVid LIP PASCAL-Context
HRNet [186] 81.6 80.9 55.9 54.0
HRNet+OCR [211] 83.0 81.7 56.6 56.2
HRNet+OCR~ [211] 84.2 82.0 - -
U-Node [144] 78.1 77.3 51.3 49.7
NODEs-UNet [109] 79.5 78.8 52.9 50.9
SegNode [89] 81.8 81.1 55.8 54.1
SegNode+OCR [89] 83.1 82.0 56.7 56.2
SegNode+OCR [89] 84.5 82.2 - -
Prototype network 82.1 81.2 56.1 54.4
TransNode 82.2 81.3 56.1 54.9
TransNode+OCR 83.5 82.2 57.1 56.8
TransNode+OCR- 84.8 82.6 - -

Table 2.2: Comparison of results on four semantic segmentation datasets. The top
section includes HRNet and its variants. The middle section lists existing neural ODE
methods. The bottom section items are the proposed methods. is used to mark
methods pre-trained on Mapillary.

Then, the resulting feature-map is added to its corresponding lower-resolution feature-
map. This process is repeated for the resulting feature-map, until no lower-resolution
feature-map is left. Finally, the last output is reshaped into a one-dimensional vector,

and using an MLP block, the nal logits vector is generated.

The same setup as in [121] is used, i.e., AdamW optimizer [122] is employed for
300 epochs with a weight decay of 0.05. The initial learning rate is 0.001 combined

with a cosine learning rate scheduler with 20 epochs of linear warm-up.
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2.4.3 Semantic Segmentation

Semantic segmentation is the standard task for evaluating dense prediction
methods. The proposed approach is evaluated on four datasets: Cityscapes [35],
Camvid [18], LIP [57], and PASCAL-Context [136]. The prototype and neural ODE
networks are pre-trained on ImageNet [161], and the pre-trained networks are used
in all the experiments. The mean Intersection over Union (mloU) metric is used to
compare all the methods. Similar to [121], for ne-tuning the pre-trained networks,

the initial learning rate is reduced to 0.0001.

Cityscapes. The Cityscapes dataset [35] contains 5k pixel-level nely anno-
tated street images and an additional 20k coarsely annotated images with 19 classes
for evaluation. The training, validation, and coarse sets are used for training to get

the highest accuracy on the test set.

CamVid. The original version of the CamVid dataset [18] comprises 701 anno-
tated images in 32 classes with a resolution of 96@20. However, most literature only
focuses on the protocol proposed in [10], which splits the dataset into 367 training, 101
validation, and 233 test images in 11 classes. This protocol is followed for training on
CamVid.

LIP. The LIP dataset [57] contains 50,462 human images with detailed anno-
tations. The model evaluation is done on 20 categories (including the background
label). The common testing protocol [160, 186] is followed, and the images are resized

to 473 473.

PASCAL-Context. = The PASCAL-Context dataset [136] adds annotations for
more than 400 additional categories to the PASCAL VOC 2010 dataset. It contains
4,998 training and 5,105 validation images. Following [186, 211], TransNode is evalu-

ated on 59 sub-categories.
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Method TextVQA-X VQSs

MTXNet [155] 18.9 -

DeconvNet [55] - 29.8
Mask Aggregation [55] - 32.6
LXMERT [172] 24.9 33.3
VinVL [218] 25.6 33.9
MAC-Caps [180] 26.1 34.3
MAC-Caps + HRNet [186] 26.2 34.4
MAC-Caps + U-Node [144] 25.8 33.9
MAC-Caps + NODEs-UNet [109] 26.0 34.1
MAC-Caps + SegNode [89] 26.3 34.5
MAC-Caps + Prototype network 26.9 35.0
MAC-Caps + TransNode 27.0 35.1

Table 2.3: The answer grounding results on two datasets, TextVQA-X [155] and VQS
[55]. This chapter uses MAC-Caps, which achieves the best mloU on both datasets.

2.4.4 Answer Grounding

Although not every answer grounding datasets have dense ground truth labels,
there are many that provide such labels. In this dissertation, the experiments are
performed on four answer grounding datasets: TextVQA-X [155], VQS [55], VQA-X
[141], and VizWiz-VQA-Grounding [23].

For each dataset, a top-performing method is used, and its backbone network
is replaced with TransNode. Additionally, since neural ODEs have not been evaluated

on any of these datasets, SegNode [89] is trained, tested, and compared to TransNode.

TextVQA-X. The TextVQA-X dataset [155] (a subset of the TextVQA dataset
[167] with manually annotated answer groundings) consists of 10,379 training images
and 3,354 test images. Similar to the existing methods, the test set is used to evaluate

the method, and the mean IoU measure is reported.

VQS. The VQS dataset [55] builds upon the images, instance segmentation
masks, and bounding boxes in COCO [115] and the questions and answers in the VQA
dataset [5]. The VQS dataset contains 26,995 training, 5,000 validation, and 5,873 test

images.
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Method Rank Correlation
PJ-X [141] 0.342
CCM [142] 0.368
U-CAM [143] 0.372
Att-MFH [158] 0.376
Att-MCB [158] 0.396
Att-MCB + HRNet [186] 0.396
Att-MCB + U-Node [144] 0.388
Att-MCB + NODEs-UNet [109] 0.393
Att-MCB + SegNode [89] 0.397
Att-MCB + Prototype network 0.399
Att-MCB + TransNode 0.400

Table 2.4: Comparison of Rank Correlation on the test set of the VQA-X dataset [141].
Att-MCB is used for this dataset since it achieves the best results.

Team Mean loU
MindX 66.9
MGTV 69.7
hsslab_inspur 70.1
GroundTruth 70.3
Aurora 70.6
MAC-Caps + TransNode 71.5

Table 2.5: The top-performing teams on the VizWiz-VQA-Grounding Challenge 2022
leaderboard [23]. At the time of this writing, none of the methods have been published.

VQA-X. Since the VQA-X dataset [141] does not have annotations for its
training set, the method is trained on the training set of the VQS dataset [55]. The
images of both datasets are from the COCO dataset [115]. The VQA-X dataset consists
of 24,876 training, 1,431 validation, and 1,921 test images. The test set of the VQA-X
dataset is used to evaluate the method, and the Rank Correlation is reported as in

[141].

VizWiz-VQA-Grounding. The VizWiz-VQA-Grounding dataset [23] con-
tains 9,998 VQAs divided into 6,494/1,131/2,373 VQAs for training, validation, and
testing. The VizWiz-VQA-Grounding Challenge online leaderboard [23] is used to

evaluate the methods on the test set and the mloU measure is reported.
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2.5 Results

The results of each task are reported and analyzed separately in the following

sections.

2.5.1 Image Classi cation

Table 2.1 compares the top-1 and top-5 results of TransNode with HRNet [186]
and current neural ODE methods for the image classi cation task on the ImageNet
dataset [161]. Existing methods of neural ODE [144, 109] predominantly rely on a
U-Net structure, which is made up of encoder and decoder components. The encoder
segment primarily contributes to classi cation tasks, while the decoder is essentially
bene cial for dense prediction tasks. As a result, in comparison to TransNode, these
networks exhibit suboptimal performance in image classi cation. The architecture of
the proposed network is meticulously designed for e ciency, rendering it bene cial for
both image classi cation and dense prediction tasks. The adaptability of this design
allows it to excel across a variety of tasks, setting it apart from traditional neural ODE

methods.

2.5.2 Semantic Segmentation

Table 2.2 reports the performance of the proposed method on four semantic seg-
mentation datasets. Existing neural ODE methods [144, 109] gradually reduce the res-
olution of intermediate feature-maps to capture more semantic, high-level features. In
contrast, TransNode maintains high-resolution representations throughout the model,
preserving ne-grained spatial details that are critical for dense prediction tasks like
semantic segmentation. Hence, the proposed method outperforms all existing methods,
either when dealing with expansive datasets such as LIP, or high-resolution datasets,

exempli ed by Cityscapes.
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2.5.3 Answer Grounding

TransNode's design makes it exible and adaptable to di erent computer vision
tasks like answer grounding. Table 2.3 provides the comparison with several repre-
sentative methods on the TextVQA-X [155] and VQS [55] datasets in terms of mloU.
Since MAC-Caps [180] is the best-performing method on both datasets, this chapter

uses MAC-Caps to evaluate the backbone networks for the answer grounding task.

The best-performing method on the VQA-X dataset [141], which is Att-MCB
[158], is employed to compare the methods on this dataset. Table 2.4 reports the Rank

Correlation measure for di erent methods.

Furthermore, TransNode is evaluated on the 2022 VizWiz-VQA-Grounding Chal-

lenge leaderboard [23]. Table 2.5 shows the current teams on the leaderboard.

TransNode simultaneously processes features at multiple resolutions, and allows
for repeated multi-scale fusion of features across di erent resolutions. This multi-
resolution, cross-scale interaction enhances the richness and completeness of the feature
representation. Therefore, TransNode reaches a new state-of-the-art accuracy on each

answer grounding dataset in this study.

2.6 Ablation Studies

An ablation study examines the performance of a neural network by removing
speci ¢ parts to understand the contribution of the part to the whole network [131].

In this section, two ablation studies are performed.

2.6.1 Empirical Computational Cost

This section provides an empirical comparison between the proposed approach
and a few well-known networks. An NVIDIA Tesla V100 32GB is employed with the

same network hyper-parameters as used before. All the experiments are implemented

22



Memory Usage for Batch Size 24 (GB)
Memory Usage for Testing One Image (GB)

Maximum Batch Size for 32GB
Number of Parameters (Millions)

5| Training Time per Epoch (Seconds)
& | Testing Time per Image (Milliseconds)

Method

U-Net [159] 36 21.8 0.8 31.0
PSPNet [222] 24 312 0.8 18 5 23.7
Deeplabv3[25] | 24 313 10 24 16 58.6
HRNet [186] 24 311 12 18 48 65.8
SegNode 62 134 0.7 34 117 20.9
Baseline network | 26 309 1.2 19 49 70.9
TransNode 64 124 0.6 31 103 258

Table 2.6: A comparison of a few important empirical computational measures on an
NVIDIA Tesla V100 32GB for CamVid [18] dataset. The training time per epoch

is calculated using the maximum batch size possible. TransNode requires the least
amount of memory, but the longest computation time for training and testing.

in Python using PyTorch. The results are calculated on CamVid dataset [18] with an

image size o#80 36Q

Table 2.6 compares a few important empirical computational measures. TransNode
requires the least amount of memory, but the longest computation time for training and
testing by a large margin. In particular, compared to HRNet [186], while TransNode
has 61% less number of parameters, it requires 60% less memory for training and 50%
less memory for testing. Conversely, HRNet requires 45% less training time and 54%

less testing time.
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Method mloU
VAN [62] 80.9
Moat [206] 81.2
CvT [198] 81.5
CSWin [44] 82.0
Swin [121] 82.2

Table 2.7: The performance of ve dierent transformer blocks integrated into the
proposed network.

2.6.2 Transformer Blocks

Numerous transformer block designs have recently been proposed, each aiming
to support multi-scale network architectures. This section provides a comparative
performance analysis of ve such transformer blocks when integrated into the proposed
network. For the purpose of this comparison, each transformer block is assigned as the
primary block in the network and subjected to a training and testing regimen on the

Cityscapes dataset.

Table 2.7 encapsulates the outcomes of this investigation. The family of Swin
transformers proves to be the most e ective within the con nes of these experiments.
Given that Swin accomplishes the apex of accuracy, it is selected as the primary block

for all experiments in this chapter.

2.6.3 Trajectories

Neural ODEs have the ability to trade o speed and precision during both
training and testing time. Most adaptive ODE solvers require the user to specify an
error tolerance (both relative and absolute) that the solver will try to meet. The error
tolerance is a way to trade o compute time against the precision of the prediction.
This is a more exible approach in some ways than weight pruning or quantization,
since tolerances can be adjusted throughout training, or even after the model has been

deployed.

In this section, the speed-precision trade-o is analyzed, and it is shown how
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Figure 2.5: Segmentation results from trajectories at di erent times. This image shows
how the gradual transformations correct the segmentation over time.

the ODE solver gradually improves its output. Figure 2.5 visualizes the segmentation
output of the network trajectories over time for one sample image. This gure shows
the steps that the ODE solver takes during solving the network. To generate each step,
the corresponding hyper-parameter of the ODE solver is modi ed to partially solve its

input.

Figure 2.6 shows the average mean IoU error of the trajectories over time for
all the samples in the PASCAL-Context validation set. One of the biggest issues with
neural ODEs is that they require more computational resources during test time. To
alleviate this problem, it is possible to sacri ce accuracy for speed. As an example, by

sacri cing 3% of accuracy, the required computational time decreases by 50%.

2.7 Summary

Neural ODEs represent a novel class of deep learning model alternatives boasting

implicit layers. Despite promising outcomes in image classi cation, existing methods
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Figure 2.6: The average mean loU error of the trajectories during solving time, calcu-
lated on the PASCAL-Context validation set.

for dense prediction often fall short, frequently due to using sub-optimal architectural

components and employing smaller datasets. In this chapter, a neural ODE architec-
ture was proposed speci cally crafted for dense prediction tasks to address this prob-
lem. The proposed approach draws on the best practices from top-performing network
designs across various tasks. Tested on a multitude of computer vision datasets, the
proposed method delivered superior results in every experiment. Numerous ablation

studies have been conducted to delve into the speci cs of the method.
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Chapter 3
JAMES-STEIN NORMALIZATION LAYERS

Deep neural networks have an in uential role in many applications, especially
computer vision. One milestone improvement in these networks was the addition of
normalization layers [101, 78]. Since then, a plethora of research has tried to im-
prove normalization layers through various means, including better estimating the layer
statistics.

This chapter takes a statistical approach to estimate layer statistics and intro-
duces an improved way of estimating the mean and variance in normalization layers.
The contributions of this study can be delineated into three main categories:

~ Identi cation of Inadmissible Estimators . Itis established that widely-used
normalization layers in deep learning networks employ inadmissible estimators
when computing mean and variance. This insight draws attention to potential
limitations in the current practice.

Introduction of Improved Normalization Methods : An innovative ap-
proach is proposed wherein the James-Stein estimator is adapted to more accu-
rately estimate the mean and variance in normalization layers. This is a signi -
cant contribution, as it bridges the gap between classical statistical methods and
contemporary deep learning techniques.

Empirical Validation Across Domains : Through extensive experimentation,
the e cacy of the proposed method is substantiated across three distinct com-
puter vision tasks. Additionally, a series of analyses are conducted to ascertain
the robustness and performance enhancements attributed to the proposed ap-
proach under varying con gurations.

This study stands at the forefront by being the rst to investigate the admissibil-
ity of estimators within normalization layers in deep learning. Furthermore, it breaks
new ground by introducing an innovative methodology to address the inadmissibility

issue, thereby pioneering a potentially transformative approach in the eld.
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The complete source code associated with this chapter can be accessed at the
provided URL.: https://github.com/VimsLab/khoshsirat/tree/main/James-Stein%

20Normalization%20Layers

3.1 Fundamental Concepts

This section is devoted to introducing prerequisite statistical concepts and nor-

malization layers.

Estimators.  An estimator is a rule for computing an estimate of a given
guantity based on observed data. Thus the estimator, the quantity of interest, and the
estimate are distinguished [135]. For example, the sample mean is a frequently used

estimator of the population mean.

Shrinkage. In statistics, shrinkage is the reduction of the e ects of sampling
noise. In regression analysis, a tted relationship appears to perform worse on a new
dataset than on the dataset used for tting [51, 197]. More speci cally, the value of

the coe cient of determination “shrinks.'

Shrinkage Estimators. A shrinkage estimator is an estimator that explicitly
or implicitly uses the e ects of shrinkage. In loose terms, a naive or basic estimate is
improved by combining it with other information. This term refers to the notion that
the improved estimate is pushed closer to the value provided by the “other informa-
tion' than the basic estimate [197]. In this sense, shrinkage is used to regularize the
estimation process. In terms of mean squared error (MSE), many standard estimators
can be improved by shrinking them towards zero or some other value. In other words,
the improvement in the estimate from the corresponding reduction in the width of the
con dence interval is likely to outweigh the worsening of the estimate instructed by

biasing the estimate towards zero [80].

Admissibility.  Suppose thatx  p(xj ); 2 . Let " be an estimator of
and let R(? ) denote its risk based on a desired loss. That i®(" )= E[(} )],
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where " is the loss function and expectation is with respect ta  p(xj ) and " is a
function of x. An estimator is said to be “inadmissible' if there exists another estimator
~that dominates it; i.e., if R(T ) " );8 2 , with strict inequality for certain

Otherwise, the estimator is "admissible' [19].

James-Stein. Estimating the mean of a multivariate normal distribution is a
central problem in statistics. The usual estimator is the sample mean, which is the
maximum-likelihood estimator. The James-Stein (JS) estimator is a biased estima-
tor of the mean ofc (possibly) correlated Gaussian distributed random vectors with
unknown means. It arose sequentially in two published papers; the earlier version of
the estimator was developed by Charles Stein in 1956 [169], which reached a relatively
shocking conclusion that while the usual estimate of the mean, i.e., the sample mean,
is admissible whenc 2, however, it is inadmissible wherc 3 and o ered a pos-
sible improvement to the estimator which shrinks the sample means towards a more
central mean vector. It is commonly referred to as Stein's example or paradox. This
earlier outcome was improved later by Willard James and Charles Stein in 1961 [79]

by simplifying the original process.

Normalization Layers.  The primary objective of normalization techniques is
to enhance training stability and facilitate the design of network architectures. While
various normalization layers are available [179, 199, 162, 133, 72], this dissertation
speci cally focuses on batch normalization and layer normalization. These two nor-
malization techniques are widely utilized in computer vision networks and serve as the

most common choices within the eld.

Batch Normalization (BatchNorm or BN) [78] is a key deep learning technique
that enhances computer vision applications by normalizing feature-maps using mean
and variance computed over batches. This aids optimization [163], promotes con-
vergence in deep networks [15], and reduces the number of iterations to converge,

improving performance.
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Layer Normalization (LayerNorm or LN) [9] is a di erent approach that ad-
dresses training issues in Recurrent Neural Networks [9]. It normalizes statistics within
a single sample, making it independent of batch size, and was speci cally designed to
work with the variable statistics of recurrent neurons. It is a critical component in

transformer networks [184, 121].

3.2 Related Work

The James-Stein estimator has motivated a rich literature on the theme of
shrinkage in statistics. Just a small selection of examples include LASSO [177],
ridge regression [66], the Ledoit-Wolf covariance estimator [102] and Elastic Net [228].
Excellent textbook treatments of the concepts behind Stein's paradox and James-Stein
shrinkage include [60, 54].

Normalization layers in deep neural networks had been widely used before the
development of batch normalization. Local Response Normalization (LRN) was a com-
ponent in AlexNet [101], and following models [214, 164, 171]. LRN is a local normal-

ization method that computes the statistics in a small vicinity for each pixel.

Batch Normalization (BN) [78] performs more global normalization along the
batch dimension (and as importantly, it suggests doing this for all layers). Several
normalization methods [9, 179, 162] have been proposed to avoid exploiting the batch
dimension. Layer Normalization (LN) [9] operates along the channel dimension, and
Instance Normalization (IN) [179] performs BN-like computation but only for each
sample. Instead of operating on features, Weight Normalization [162] proposes to
normalize the Iter weights. Group Normalization (GN) [199] generalizes LN, dividing
the neurons into groups and standardizing the layer input within the neurons of each
group for each sample independently. By changing the number of groups, GN is more
exible than LN, enabling it to reach good performance on visual tasks limited to

training with a small batch size.
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A diverse set of works aiming at improving normalization layers exist. Decor-
related Batch Normalization [73] employs whitening techniques to solve the so-called
stochastic axis swapping problem, which randomly permutes the neurons of a layer
for each batch. In [202], a simple version of the layer normalization is introduced that
removes the bias and gain parameters to cope with over- tting. Batch group normal-
ization [226] extends the grouping mechanism of GN from being over only channels
dimension to being over both channels and batch dimensions. MoBN [162] is a mean-
only batch normalization that performs centering only along the batch dimension. It
performs well when combined with weight normalization. A scaling-only batch nor-
malization is proposed in [204] that performs well in training with a small batch size.
Similar to MoBN, this normalization works well when combined with weight central-

ization.

Although the James-Stein estimator has not directly been used in deep learning,
some methods use this estimator alongside deep learning. In [4], the James-Stein
estimator is used for feature extraction before feeding data to a deep neural network.
This method combines Pinsker's theorem with James-Stein to leverage the advantages
of non-parametric regression to use deep learning in limited data setups. C-SURE [22] is
a novel shrinkage estimator based on the James-Stein estimator for the complex-valued
manifold. It is incorporated in a complex-valued classi er network for estimating the

statistical mean of the per-class wFM features.

3.3 Method

This section begins by providing a concise overview of batch normalization [78]
and layer normalization [9] techniques. The underlying motivation for proposing modi-
ed versions of these normalization methods is presented. Finally, a novel normalization

approach to integrate the James-Stein estimator is presented.

Batch Normalization.  The batch normalization layer performs feature stan-

dardization within each batch by normalizing each feature individually, followed by
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Figure 3.1: The overall structure of the proposed JSNorm for batch normalization with
the key components involved at each step. JSNorm integrates the James-Stein estima-
tor into normalization layers to re ne the originally estimated statistics. This design
choice ensures that the computational overhead associated with JSNorm is minimal
and practically negligible.

learning a shared weight and bias for the entire batch. Formally, given the input to
a batch normalization layerX 2 R" ¢, wheren denotes the batch size, and is the
feature dimension, batch normalization layer rst normalizes each feature2 f 1:::cg:
a = pi_EXl. (3.1)
V ar[x;]

where the expectation and variance are computed over the training data set. Next, for
each feature dimension, a pair of parameters and ; are used to scale and shift the
normalized value:

Yi = iR+ (32)
These parameters are learned during the training.

Layer Normalization. Similar to batch normalization, layer normalization
begins by standardizing the input. However, unlike batch normalization, layer normal-
ization operates independently on each sample, without relying on the batch size. As
a result, the standardization process occurs individually for each sample. Therefore,

for each sample 2 1:::ng:
Xi Xi
Ri = p—.
' V ar[x;]

Similar to batch normalization, it is followed by learning a pair of parameters; and

(3.3)

Yi= iR+ i (3.4)
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Batch Normalization Layer Normalization Description
P , P

- 1

B b w nhw Xk B = fow hw  Xij Calculating the corresponding mean
2 _ 1 P y 2 2 - P " 2 Calculating th di i
8= i i—w  nhw (Xijk B) 8= w  hw (Xij B) alculating the corresponding variance

P P -
g = % ¢ Bi B = % c Bi Mean of the estimated means
P P . )
ZB =17 (s 8 )2 2B = 1" (s 5 )2 Variance of the estimated means
(c 2 2~ (c 29 2 -
Js = WL B Js = ﬁzi B JS estimation of the mean
B X2 B*2
= 1P -1P Mean of the estimated vari
27 % o & 2% ¢ ¢ B ean of the estimated variances
=] P . ) )
2, =17 (3, 2)2 2, =17 (& 2)? Variance of the estimated variances
B b Bl B b Bl
(c 2 2, (c 2 2,
2, =B Té—kﬁi 2 20 = B T%—k%éi 2 JS estimation of the variance
X X . . . . .
R = 42735 R = qzijs Standardization using the JS estimations
is * s *
y= R+ y = R+ Scale and shift

Table 3.1: The proposed batch normalization and layer normalization which integrate
the James-Stein estimator. Given an input feature-max 2 R" ¢ " W for batch
normalization, each channel @) is processed separately, and for layer normalization,
each samplef). The operations are done in order, from top to bottom.

Motivation.  One notable concern pertaining to Equations 3.1 and 3.3 lies
in the estimation of the mean and variance. The conventional approach suggests in-
dependently calculating the mean and variance using usual estimators. For batch

normalization:

1 X
E[xi] = s X (3.5)
j=1
1 X )
Varlxi] = 0 (Xij  EXiD (3.6)
j=1
and for layer normalization:
1X
Xi — = Xi;j 3 (3.7)
C.
j=1
1 C
Var[x] = < (Xi; )% (3.8)
i=1

are the estimators.

Given that all the features contribute to a shared loss function, according to
Stein's paradox [169], these estimators are inadmissible when 3. Notably, in

computer vision networks, it is consistently observed that 3. To address this,
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this chapter proposes a novel method to adopt admissible shrinkage estimators, which
e ectively enhance the estimation of the mean and variance in both normalization

layers.

James-Stein. Let X = fXx1;Xp; ) Xcg with unknown means =1 3; 555 0

and estimates” = fAl; Az; s Acg. The basic formula for the James-Stein estimator is:

"= s ) (3.9)
where ~ " is the dierence between the total mean (average of averages) and each
individual estimated mean, ands is a shrinking factor. Among the numerous perspec-
tives that motivate the James-Stein estimator, the empirical Bayes perspective [49] is
exquisite. Taking a Gaussian prior on the unknown means leads us to the following
formula [79, 80]: |

A (c 2)°2

= 1 -~ " W+ 3.10
JS k/\ Vk% ( ) ( )

wherek k, denotes theL, norm of the argument,v is an arbitrary xed vector that
shows the shrinkage directiong 3, and 2 is the variance which is also an empirical

estimate. Settingv = 0 results the following:

!
A (c 2)2 4

The above estimator shrinks the estimates towards the origid.

Commonly in transformer networks for computer vision [184, 121, 120], the
statistics for layer normalization are calculated on the patch size dimensioms and
w. This design is capitalized upon and the James-Stein estimator is utilized to ensure
that the layer normalization remains independent of batch size, with each sample being

processed individually.

This chapter employs Equation 3.11 to avoid the "'mean shift' problem [16, 17].
To integrate this equation into normalization layers, the” in Equation 3.11 is substi-

tuted with the estimated mean and variance obtained through the original method.

34



By applying the James-Stein estimator to the estimated statistics from the original
method, the additional processing required is minimal and can be considered negligi-
ble. Consequently, the James-Stein estimator is utilized for both the mean and variance
in the normalization layers. For batch normalization,E[x] and V ar[x] are vectors of
length c (for the whole batch). Therefore, they can directly be used in place &t For
layer normalization, x andV ar[x] are in the form of R" ¢, and since in layer normal-
ization each sample should be processed independently, each vector from the second
dimensionc is separately used in place of. Table 3.1 shows the detailed de nition

of the proposed normalization layers, while Figure 3.1 depicts the overview of JSNorm
for batch normalization.

Gaussian Prior. Employing a variant of the James-Stein estimator that as-
sumes a Gaussian prior might raise queries regarding the general applicability of the
proposed methodology. This concern can be addressed through two key observations:

~ Alignment with Normal Distribution in Normalization Layers: Normal-
izing the feature-maps in normalisation layers makes them resemble a standard
Gaussian distribution. Consequently, adopting a Gaussian prior is in line with
the intrinsic characteristics of the feature-maps and does not substantially deviate
their distribution within the network.

Distinction Between Feature-Maps and Input Distributions: It is cru-
cial to acknowledge that the distribution of the feature-maps within the neural
network need not mirror that of the input data. The succession of transforma-
tions applied by the network layers often results in an evolution of the input
data distribution. As the network trains, it learns to change data representation
in a manner useful for the speci c task. Therefore, the e cacy of the proposed
method is not strictly tethered to the distribution of inputs.

3.4 Experiments

The proposed method is comprehensively evaluated across various computer vi-
sion tasks. For each task, well-established state-of-the-art networks with readily avail-

able implementations are utilized. The sole modi cation introduced involves replacing
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Method Original JSNorm

ResNet-18 [64] 69.7 71.0 (+1.3)
ResNet-50 [64] 76.1 77.3 (+1.2)
ResNet-152 [64] 77.9 78.9 (+1.0)
E cientNet-B1 [173] 79.2 80.2 (+1.0)
E cientNet-B3 [173] 81.7 82.5 (+0.9)
E cientNet-B5 [173] 83.7 84.4 (+0.8)
GENet-light [114] 75.7 77.1 (+1.4)
SwinV2-T, win8x8 [120] 81.8 82.6 (+0.9)
SwinV2-T, winl6x16 [120]| 82.8 83.5 (+0.8)
SwinV2-S, win8x8 [120] 83.7 84.4 (+0.8)

Table 3.2: Comparison of top-1 accuracy on ImageNet. The top section lists methods
that use batch normalization, and the bottom section is for layer normalization. No-
tably, all the networks were trained without any ne-tuning of hyper-parameters.

the normalization layers with the proposed batch normalization or layer normaliza-
tion counterparts. As a result, all other hyper-parameters and training con gurations

remain consistent with those outlined in the original papers.

3.4.1 Image Classi cation

The proposed method is evaluated for image classi cation using the ImageNet
dataset [161], which consists of 1.28 million training images and 50,000 validation
images across 1,000 classes. The networks are trained from scratch, and the top-1
accuracy achieved is reported. The results are presented and compared in Table 3.2,
where the performance of the modi ed batch normalization is assessed on various model
sizes from the ResNet [64], E cientNet [173], and GENet [114] families, as well as the

SwinV2 [120] model with layer normalization.

Across the ResNet models, a maximum accuracy improvement of 1.3% for
ResNet-18 is observed, while the larger models show comparatively lesser improvement.
This trend holds true for other network architectures as well. For GENet-light, a maxi-
mum accuracy improvement of 1.4% is achieved, while the SwinV2 and E cientNet-B5

networks demonstrate a minimum accuracy improvement of 0.8%. While it is true that
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Method Original JSNorm

HRNetV2 [186] 81.6 82.9 (+1.3)
HRNetV2+OCR [211] 83.0 84.1 (+1.1)
HRNetV2+OCR~ [211] 84.2 85.2 (+1.0)
E cientPS - [134] 84.2 85.2 (+1.0)
Lawin [203] 84.4 85.3 (+0.9)

Table 3.3: Evaluation of mloU scores on the Cityscapes test se}. is used to mark
methods pre-trained on Mapillary Vistas dataset [138].

the gains are more pronounced for ResNet-18 or GENet-light, it is important to note
that JSNorm also yields improvements on larger networks, demonstrating its broad
applicability. It is generally accepted that larger networks, which already attain higher
accuracy levels and reach performance saturation, exhibit less incremental improve-
ment when more regularizers or data augmentation techniques are introduced. This
behavior is consistent with that of the JSNorm, which functions as a regularizer and is
inherently similar to other regularizers. The smaller improvements observed in larger
networks can be attributed to the presence of existing regularizers, which can limit
the additional boost provided by introducing another regularizer. This is one of the

motivations for performing the Regularization E ect ablation study (Section 3.5.1).

The ndings in this section highlight the compatibility of the proposed JSNorm
with both convolutional and transformer networks, indicating its e ectiveness in im-

proving model performance.

3.4.2 Semantic Segmentation

In this study, the Cityscapes dataset [35] serves as the primary evaluation
dataset for semantic segmentation, consisting of 5,000 high-quality street images with
pixel-level annotations. These nely annotated images are divided into subsets of 2,975
for training, 500 for validation, and 1,525 for testing. Additionally, the dataset includes
an additional 20,000 coarsely annotated images. It contains 30 classes, with 19 classes

used for performance assessment.
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ScanObjectNN \ ModelNet40

Method Original JSNorm Original JSNorm

PointNet [148] 68.2 69.9 (+1.7) 89.2 90.8 (+1.6)
PointNet++ [149] 77.9 79.5 (+1.6) 91.9 93.5 (+1.6)
DGCNN [192] 81.9 83.3 (+1.4) 93.5 94.7 (+1.2)
Point-BERT [209] 83.1 84.3 (+1.2) 93.8 94.7 (+0.9)
PointNeXt-S [151] 87.7 89.7 (+1.1) 93.2 94.2 (+1.0)

Table 3.4: Evaluation of classi cation accuracy across two 3D datasets: ScanObjectNN
and ModelNet40.

The experiments in this chapter involve the use of HRNetV2 [186] and its aug-
mented version HRNetV2+OCR [211], as well as E cientPS [134] and Lawin [203].
HRNetV2 is a fully convolutional network that maintains high-resolution represen-
tations throughout the network. E cientPS employs E cientNet as a backbone for
semantic and panoptic segmentation. Meanwhile, Lawin is a multi-scale transformer
network that utilizes a window attention mechanism. In the evaluation, the normal-
ization layers in the aforementioned networks are replaced with the proposed normal-

ization layer, and the results are compared.

Table 3.3 presents the mean intersection over union (mloU) measure for these
models on the Cityscapes dataset. Notable enhancements are demonstrated by the im-
proved batch normalization for HRNetV2, with an improvement of 1.3% being achieved.
A minimum improvement of 0.9% is also observed, which boosts Lawin's accuracy
to reach 85.3% on this dataset. These results highlight the e cacy of the proposed
normalization approach in improving the segmentation performance across di erent

models.

3.4.3 3D Object Classi cation

A 3D point cloud, which comprises an unordered collection of 3D points, neces-
sitates distinct network architectures compared to those tailored for 2D images. This,
in turn, creates an alternative platform for evaluation. In this chapter, experiments

have been conducted utilizing two datasets tailored for 3D object classi cation. The
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rst dataset, ScanObjectNN [181], is derived from real 3D scenes, and its inherent
complexity, augmented by occlusions and noise, poses substantial challenges for pre-
vailing 3D classi cation methodologies. ScanObjectNN encompasses 2,309 training
and 581 testing point clouds, distributed across 15 object classes. The second dataset,
ModelNet40 [200], is widely recognized in the realm of 3D object classi cation and
comprises synthetic object point clouds. The dataset contains 12,311 CAD-generated
meshes categorized into 40 classes, and is partitioned into 9,843 training and 2,468
testing samples. The e cacy of the proposed technique is assessed on ve models, four
incorporating batch normalization - PointNet [148], PointNet++ [149], DGCNN [192],
PointNeXt [151] - and one employing layer normalization, namely Point-BERT [209].

Table 3.4 presents the classi cation accuracy for both ScanObjectNN and Mod-
elNet40 datasets. Remarkably, by employing the enhanced JSNorm, PointNet attains a
substantial improvement in classi cation accuracy, increasing by 1.7% on the ScanOb-
jectNN dataset. Even at the lower end of the spectrum, Point-BERT on ModelNet40
exhibits a noteworthy enhancement in accuracy by 0.9%. These ndings underscore
the versatility of the proposed approach, indicating that its application extends beyond
2D image networks and is adaptable to a diverse array of data formats and network

architectures.

3.4.4 Answer Grounding

Similar to Chapter 2, the experiments are performed on four answer grounding
datasets: TextVQA-X [155], VQS [55], VQA-X [141], and VizWiz-VQA-Grounding

[23]. The normalization layers of the existing methods are replaced with JSNorm.

Table 3.5 reports the impact of JSNorm on the four datasets. This table il-
lustrates that the integration of JSNorm into existing methods results in a notable

increase in accuracy.
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Figure 3.2: Comparative analysis of the proposed batch normalization performance
across various regularization intensities. JSNorm not only boosts accuracy but also
exhibits increased robustness, particularly under lower regularization.

3.5 Extra Studies

In addition to the primary study, three ablation studies are carried out to gain
insights into the impact of regularization, shrinkage, and batch size on the performance

of the proposed method.

3.5.1 Regularization E ect

In the scholarly domain, it is well-established that shrinkage estimators inher-
ently exhibit regularization e ects [66, 177]. In this investigation, the performance char-
acteristics of the novel JSNorm layers are illuminated across an array of regularization
magnitudes. For this purpose, three regularization techniques, namely RandAugment
[36], stochastic depth [71], and dropout [168] are deployed. The experiment is initiated
with a baseline con guration using GENet-light [114] and progressively escalates the
regularization factors. Guided by the methodologies delineated in [36] and [174], the
upper bounds for regularization factors are established. The combined regularization

is represented in percentage to foster clarity and streamline the visualisation. The
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Figure 3.3: The shrinkage e ect of JSNorm on ResNet-18 [64]. The gures illustrate
the distribution of running means (left) and running variances (right) in the original
batch normalization compared to JSNorm, showcasing the shrinkage e ect induced by
the JSNorm layer.

network is trained under two scenarios one employing enhanced batch normalization

and the other without.

Figure 3.2 presents a graphical representation that compares the two approaches
across a range of regularization factors. An intriguing observation is that JSNorm
exhibits its most pronounced enhancement in scenarios characterized by low regular-
ization. Nonetheless, even in scenarios with maximal regularization, JSNorm registers
noteworthy accuracy improvements. This exempli es the robustness and stability of
the proposed approach across a spectrum of regularization parameters, thereby out-

classing the conventional approach.

3.5.2 Shrinkage E ect

Shrinkage estimators exert a shrinkage e ect on the estimated parameters. The
analysis of how this shrinkage in uences the normalization layers is of keen interest.
To accomplish this, a visual comparison is provided of the distribution of the run-
ning statistics within the batch normalization layers of a ResNet-18 model [64]. Two
networks are trained, one employing the standard batch normalization and the other

utilizing the enhanced batch normalization.

Figure 3.3 o ers a graphical representation of the histograms of all the running
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Method 32 64 128 256 512 1024
Original 75.1 75.4 75.6 75.7 75.6 75.5
JSNorm | 76.8 770 771 771 770 76.9
+1.7 +16 +15 +14 +14 +14

Table 3.6: Impact of varying training batch sizes on ImageNet accuracy. The JS batch
normalization improves accuracy and demonstrates superior robustness across di erent
batch sizes.

means (left sub gure) and variances (right sub gure), both with and without the in-

corporation of JSNorm. The sub gures illuminate how the JSNorm layer nudges the
distributions toward zero. Pertaining to the running means, the employment of JS-
Norm facilitates a distribution that is less skewed and more bell-shaped. As for the
running variances, directing the distribution towards zero does not hinder the network's
capability to learn layers with elevated variances. In essence, it contributes positively

to the diversity of the distribution.

3.5.3 Batch Size E ect

Batch size plays a pivotal role in the training process of networks that incor-
porate batch normalization layers. Given that the proposed method enhances the
estimation of normalization statistics, it is intriguing to investigate its performance
across varying batch sizes. This study is designed to elucidate the behavior of the
James-Stein-augmented batch normalization in the context of di erent batch sizes. To
achieve this, a GENet-light [114] network is trained on the ImageNet dataset using a
range of batch sizes, spanning from 32 to 1024. The linear learning rate scaling rule

[58] is employed to adjust to the alterations in batch size.

Table 3.6 presents the ndings of this investigation. The enhanced batch nor-
malization exhibits optimal performance with smaller batch sizes, attributable to the
James-Stein estimator's pro ciency in estimating normalization statistics with a limited
sample pool. Notably, even with larger batch sizes, JSNorm surpasses the performance

of the original batch normalization by a considerable margin. Consequently, JSNorm
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demonstrates not only an enhancement in accuracy but also exhibits robustness with

respect to batch size variations.

3.6 Summary

Through the lens of Stein's paradox, this chapter illustrated that normalization
layers employ inadmissible estimators, resulting in suboptimal estimations of layer
statistics. To address this issue, an innovative technique utilizing the James-Stein esti-
mator was introduced, which enhances the accuracy of mean and variance estimations.
The proposed method was rigorously evaluated across three distinct computer vision
tasks. The ndings demonstrated that the technique not only bolstered the accuracy of
both convolutional and transformer networks but did so without incurring additional
computational overhead. Additionally, an investigation was expanded by analyzing
two alternative estimators, Ridge and LASSO, and the impact of shrinkage on the
estimated layer statistics was visually elucidated. Furthermore, the enhanced batch
normalization was explored to understand its response to variations in regularization
and batch size. These analyses unveiled that the approach exhibits robustness and
is less susceptible to changes in batch size and regularization, leading to consistent

improvements in accuracy under diverse con gurations.
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Chapter 4
TASK-AGNOSTIC UNIVERSAL IMAGE RESTORATION

Image restoration aims to repair images degraded by factors such as noise or blur.
While numerous universal methods exist, they are bound to speci c tasks, relying on
datasets that often fail to capture real-world complexities. Consequently, these models
face signi cant limitations, as real-life images frequently exhibit a broader spectrum
of issues beyond the standard restoration categories. Addressing this gap, this chapter
introduces a pioneering universal approach that enhances image quality by implicitly
learning a wide range of image imperfections. By adopting a more holistic approach, the
proposed method goes beyond speci ¢ tasks and embraces a comprehensive perspective

on image restoration and quality improvement.

Current Challenges. Deep learning models have revolutionized image restora-
tion tasks such as enhancement, dehazing, denoising, and deblurring, achieving remark-
able progress in recent years [150, 170, 125, 127]. Yet, current methods struggle with
two prominent issues. First, they primarily focus on one or more speci c tasks (e.g.,
image denoising, deblurring, or photometric enhancements). This focus presents limi-
tations as images may contain unforeseen imperfections not anticipated by the model
developers. Secondly, creating real-world supervised datasets for image restoration
tasks poses an enormous challenge. This results in datasets that are either too small
or synthetically created, both of which fail to deliver comprehensive generalizability to

real-world images.

Contributions.  In this chapter, a novel universal approach to image restora-

tion is introduced, addressing the two outlined challenges. First, the proposed method
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is versatile and not limited to speci ¢ tasks. This is achieved by using Image Quality
Assessment (IQA) datasets, enabling the model to implicitly identify and learn image
quality issues. Secondly, the proposed approach is better equipped to handle real-world
images. Given that IQA datasets do not require ideal ground truth images, it becomes
feasible to create large-scale datasets using real-world images. The proposed method is
the rst truly task-agnostic approach, entirely free from the constraints of task-speci c
ne-tuning and dataset dependencies. Figure 4.1 illustrates a comparison, delineat-
ing the structural framework of the task-agnostic universal approach in contrast to

methodologies previously established in the eld.

The complete source code associated with this chapter can be accessed at the
provided URL: https://github.com/VimsLab/khoshsirat/tree/main/Task-Agnostic%

20Universal%20Image%?20Restoration

4.1 Fundamental Concepts

In an increasingly visual digital era, image quality plays a pivotal role in e ective
communication, data interpretation, and aesthetic appreciation. Ensuring high-quality
images is crucial not only for human perception but also for the optimal performance
of computer vision algorithms. Technical quality considerations involve factors such
as resolution, contrast, noise, and sharpness, which signi cantly a ect the clarity and
accuracy of image data. On the other hand, aesthetic quality, while subjective, en-
compasses elements like composition, color harmony, and emotional impact, which

in uence the overall appeal of an image [137].

Image Quality Assessment. Image Quality Assessment (IQA) refers to the
task of quantitatively evaluating the perceived quality or delity of an image. It aims to
develop objective measures that align with human perception and can e ectively assess
various aspects of image quality, such as sharpness, contrast, noise, color accuracy,
and overall visual appearance. IQA methods typically analyze both low-level features

(e.g., pixel-level characteristics) and high-level perceptual attributes (e.g., structural
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Figure 4.1: Conceptual comparison of approaches across generatiqa$. Single-Task
Models: Dedicated to distinct tasks, with examples including Model A for deblurring
and Model B for denoising, each engineered for optimal performance in its respec-
tive function. (b) Multi-Task Models: These utilize a uni ed model, capitalizing on
several task-oriented prompts or heads to facilitate diverse functiongc) Universal
Task-Speci ¢ Models: These are trained over a collection of task-speci ¢ datasets, au-
tonomously enhancing images for the tasks explicitly included in the training dataset.
(d) Universal Task-Agnostic Models: These models learn image problems implicitly,
and therefore, they are not limited to a few speci c restoration tasks de ned by model
developers. There is no need to de ne each task and have a dedicated dataset. The
implicit nature enables them to improve images beyond the common restoration tasks.

integrity, naturalness) to provide an accurate and reliable assessment of image quality.
These assessments are crucial in numerous applications, including image compression,

enhancement, and restoration [216].

4.2 Related Work

Numerous approaches have been proposed to enhance images by mitigating
various forms of degradation, such as noise, blur, and low light. Traditional methods
include histogram equalization, spatial ltering, and wavelet-based techniques [150].
However, with the recent advancements in deep learning, convolutional and transformer

neural networks have emerged as powerful tools for image enhancement [3, 170].

Single-Task Methods. LLFlow [193], a conditional normalizing ow model,
is designed speci cally for enhancing low-light images by modeling the conditional
distribution of normally exposed images. In another work [178], a generic image pro-

cessing network utilizes a multi-axis approach as a key design element that concurrently
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captures local and global interactions. Focusing on image denoising, the Kernel Ba-
sis Network (KBNet) [219] is introduced, integrating a unique kernel basis attention
module to adaptively aggregate spatial neighborhood information. Additionally, var-
ious U-shaped models [32, 194, 98, 212] are proposed for denoising, deblurring, and

dehazing.

Conventional single-task methods require multiple models to address various
image aws, increasing computational demand. This chapter introduces a universal
model that learns multiple tasks, thereby streamlining the improvement process and

conserving resources.

Multi-Task Methods. Multi-task methods typically employ two fundamental
designs: multi-head architectures and prompt learning. IPT [24] utilizes a transformer-
based structure, featuring an encoder-decoder con guration with several specialized
input and output heads, each focusing on a unique restoration task. Li et al. [111]
introduced an all-in-one model designed to handle various adverse weather degradations
(such as rain, fog, and snow), with each type of degradation addressed by a dedicated
encoder. ProRes [127] innovates further by crafting a set of visual prompts, congruent

in size with the images, which are then added to the input images.

However, a signi cant limitation of multi-task methods is the necessity for ex-
plicit identi cation of the degradation type within each image, constraining their appli-
cability. Universal models overcome this obstacle, eliminating the need for degradation

speci cation and broadening the scope of image restoration capabilities.

Universal Task-Speci c Methods. PromptIR [147] innovates with adapter
modules interconnecting every two decoder levels. These prompt blocks at each level
implicitly infuse input features with degradation-speci c information, guiding the restora-
tion process. Meanwhile, DA-CLIP [125] pivots on an image controller that predicts
degradation types and adjusts the xed CLIP image encoder, ensuring the production

of superior content embeddings from awed inputs. AirNet [107] operates through two
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primary modules: CBDE and DGRN. Initially, CBDE learns degradation representa-
tion via contrastive learning. Subsequently, DGRN takes the helm, restoring variously

degraded images guided by these representations.

However, universal task-speci ¢ models face a bottleneck: they necessitate a dis-
tinct dataset for each degradation type. Numerous datasets are required to cover a wide
spectrum of degradation types, and creating real-world datasets poses an enormous
challenge. Often, datasets are found to be either inadequately sized or synthetically
engineered, falling short in replicating real-world image complexities. This shortfall
is addressed by harnessing image quality assessment datasets. These resources are
rich in implicit degradation information, enabling a more nuanced and comprehensive

approach to image restoration.

Universal Task-Agnostic Methods. TAPE [116] is a task-agnostic prior
embedding for image restoration. Despite its pioneering use of a task-agnostic pre-
trained transformer, it nonetheless relies on task-speci ¢ ne-tuning and corresponding
datasets, anchoring it to the traditional paradigms. In contrast, the proposed method
heralds a new era of exibility in image restoration. The rst truly task-agnostic
approach is introduced, entirely free from the constraints of task-speci ¢ ne-tuning

and dataset dependencies.

4.3 Method

In the past, methods trained, for example, on denoising and deblurring datasets,
fell short when confronted with tasks like dehazing. In contrast, universal task-agnostic
models learn various image degradations implicitly, enabling them to learn all the
degradation types available in images. These advanced models remove the need for
explicit task de nitions and their corresponding dedicated datasets. Empowered by
this implicit learning nature, they can improve images beyond the common restoration

tasks.

The proposed method primarily consists of two key components, complemented
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Figure 4.2: The overall architecture of the proposed method. The training aims to
maximize the Mean Opinion Score and minimize the Self-Feature Preserving and MAE
losses.

by additional elements, as detailed below. The rst sub-network focuses on assessing
the quality of an input image, while the second sub-network aims to enhance the
image quality based on the assessment. One of the main challenges in developing
an image quality improvement network lies in accurately evaluating image quality,
as it is a subjective and non-intuitive concept. However, by leveraging a dedicated
image quality assessment network, the perceived quality of an image can be e ectively
guanti ed. Once the image quality assessment network is established, it can be utilized
as a loss function, guiding another network to improve the quality of images. Figure

4.2 provides an overview of the proposed approach.

Image Quality Assessment Network. The exibility of the proposed ap-
proach makes it possible to use common convolutional and transformer pre-trained
networks. Unlike some methods [216] where the network predicts the distribution of
the image quality, Wasserstein GAN [7] is followed to improve training stability, and
predict a single Mean Opinion Score (MOS). Therefore, the encoder part of a network
(e.g. E cientNetV2 [174]) is utilized, and a regression predictorg( ) is added on top

of it, and the resulting network is trained using a regression loss (e.d.; l0ss).

Recent advancements in supervised contrastive learning methods, such as Rank-

N-Contrast (RNC) and others [215, 95], have demonstrated superior performance over
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traditional loss functions in various discrete and regression tasks. Although the pro-
posed method is e ective without contrastive learning, incorporating it through a pre-
training phase signi cantly boosts accuracy. Speci cally, the RNC approach [215], a
supervised technique tailored for regression tasks, is employed, which enhances contin-

uous representations by contrasting samples based on their target space rankings.

In the RNC methodology, a batch ofN input-label pairs f (Xn; Yn)On2ng under-
goes data augmentation, creating a two-view batch(R|; $i)gi2;ong for training. This
augmented batch is processed through an encodef) to obtain feature embeddings
v = f(®)) 2 RY, 8l 2 [2N]. The following supervised contrastive regression loss is ap-

plied during the representation learning phase over the feature embeddinfggg>on:

1 X
L = _—
RNC N ) N1
) 4.1)
X o exp(sim(vi;vj)=)
|Ogl H - —
j=1;6i vi2s, EXP(SIM(Vi;vi)=)

where sim( ; ) is a similarity measure between two feature embeddings (e.g., nega-
tive L, norm), denotes the temperature parameters;; = fvijk 6 i;D (¥i; %)
D(¥i;%)9, and D(; ) is a distance measure between two labels (e.d.; distance).
Intuitively, this approach contrasts each samplg in a batch against an anchor sample
i, ensuring the feature similarity between and|j aligns with the relative distances in
the label space. By minimizingLgrnc , the feature embeddings are aligned with the

corresponding arrangement in the label space, relative to a chosen anchor sanple

Once the encodef ( ) has been pre-trained, its parameters are then xed (frozen),
and a predictorg( ) is appended to it. This combined model is further trained using a

regression loss, such as the, loss.

Image Quality Improvement Network. The work builds upon the current
state-of-the-art and leverages NAFNet [26], a highly e cient U-Net-inspired architec-

ture for image restoration.
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The loss function for the improvement network consists of three main compo-
nents. The rst involves feeding the output image into the assessment network to
predict the MOS. The objective of the improvement network is to maximize this score.
Second, inspired by [83], the perceptual loss is utilized asSelf-Feature Preserving
mechanism to preserve the intrinsic content features of the image. Third, to ensure a
higher degree of similarity between the output image from this network and the original
image, the Mean Absolute Error (MAE) loss is employed on the image pair. Therefore,

the overall loss function is written as:

Ligo = 1 IQA(M)
+ 1 L perceptual(l; r‘) (4-2)

+ 5, MAE(; 1)

where IQA is the assessment network, and [ are the input and output images, ;
and , control self-feature preserving andl ; similarity respectively, and the self-feature

preserving loss is de ned as:

1 i X 2
Lperceptual = m L I(I) I(I’\) (43)
where ; denotes thei-th feature-map with dimensionsW; and H;, extracted from a

pre-trained VGG-16.

It should be noted that the proposed method is not adversarial training since the
assessment network is trained before the improvement network, and it is frozen during
the training of the improvement network. This novel method has been designated as

TAUIR, an acronym that stands for Task-Agnostic Universal Image Restoration.

4.4 Dataset

Technical quality and aesthetic quality are the two important aspects of image
guality assessment, and there are numerous datasets for both aspects. Since image

guality prediction is a psychometric prediction, it is crucial not to modify the images
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Dataset # of distorted images | # of ratings | Distortion type | Dataset type
AVA [137] 250k 52,500k authentic aesthetics
PaQ-2-PiQ [208] 120k 4,000k authentic technical
SPAQ [52] 11k 186k authentic technical
KonlQ-10k [68] 10k 1,200k authentic technical
PIPAL [85] 29k 1,130k arti cial technical

Table 4.1: The top- ve common image quality assessment datasets with the most
number of images.

fed into the network. While most visual models augment the images by modifying
brightness, contrast, sharpness, etc., doing the same modi cations when training an
image quality predictor would be a psychometric error. Therefore, it is crucial to
have a larger dataset for training larger networks. Combining multiple image quality

assessment datasets can mitigate this problem.

Five IQA datasets containing user ratings have been selected. The selection
criteria were focused on datasets o ering the largest number of samples, speci cally
emphasizing those with authentic images. The combination of the datasets in Table 4.1
results in a total of 420k images, o ering a rich and diverse set of samples for training

and evaluation purposes.

In order to train the assessment network with this dataset, the Mean Opinion
Score (MOS) for each dataset is normalized to fall within a range between zero and

one. The MOS is not needed for training the improvement network.

The proposed method is trained on this dataset collection for evaluation in
zero-shot restoration tasks. To maximize accuracy in non-zero-shot tasks, the pro-
posed dataset collection is augmented with the training sets from the datasets em-
ployed for evaluation (i.e., LOL, SIDD, RealBlur, SOTS, LIVE1, RainDrop, Rain100,
Snowl00K, and ISTD). To facilitate this, MOS values are generated for images within
these datasets. In each case, an MOS value of 0 is assigned to the lower-quality image,

while an MOS value of 1 is assigned to its corresponding ground truth image.
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4.5 Experiments

The proposed method is trained on the datasets described in Section 4.4 and is
evaluated on common image restoration tasks. PSNR and SSIM metrics are measured
between the predicted and ground truth images to compare the methods for all the

tasks.

Setup. E cientNetV2 [174] is used as the assessment network, and the fol-
lowing are the setup details for training. To limit psychometric errors caused by data
augmentation, a select set of data augmentations that preserve image quality, including
horizontal ipping, mild cropping and downscaling for larger images, and zero-padding
for smaller images, are employed. Additionally, when processing higher-quality images
(i.e., images with higher MOS), quality-reducing augmentations such as noise addition,
blurring, cutout, and JPEG compression are selectively applied, while the MOS is ad-
justed downward to re ect these changes. The optimizer used is AdamW [122] with a
weight decay of 0.05, and a batch size of 256 is utilized. The cosine learning rate policy

with an initial learning rate of 0.0001 is applied.

For training the improvement network, several photometric data augmentations
are employed alongside those used for the assessment network. These include random
adjustments to contrast, brightness, sharpness, color, scaling, auto contrast, and equal-
ization. The same setup as in [26] is used for training., and , are setto 0.4 and 0.3

respectively.

Results. Table 4.2 presents the performance of TAUIR across nine prominent
restoration datasets. Below is a detailed summary for each:

N

LOL Dataset [195]: Comprising 500 images, this dataset serves to assess low-light
image enhancement. TAUIR establishes a new record with 28.91 dB PSNR and
0.891 SSIM.

SIDD Dataset [1]: For image denoising, 1,600 images from various smartphones
under di erent noise levels are utilized. The proposed method outperforms ex-
isting ones, achieving an increase of 1.62 dB PSNR and 0.015 SSIM.

RealBlur-J Dataset [157]: In the realm of image deblurring, TAUIR was tested
on 4,738 images from 232 scenes, reaching 33.75 dB PSNR and 0.949 SSIM.
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Dataset (task) | Method PSNR | SSIM
WaveNet-B [42] 25.44 | 0.864

LOL Di LL [81] 26.34 | 0.845
(low-light Retinexformer [21] | 27.18 | 0.850
enhancement) | GlobalDi [84] 27.83 | 0.877
TAUIR (Ours) 28.91 | 0.891

MPRNet [213] 39.71 | 0.958

SIDD MAXIM [178] 39.96 | 0.960
(denoising) NAFNet [26] 40.30 | 0.961
KBNet [219] 40.35 | 0.972

TAUIR (Ours) 41.97 | 0.987

SRN [175] 31.38 | 0.909

RealBlur-J MPRNet [213] 31.76 | 0.922
(deblurring) MIMO-UNet [32] 32.05 | 0.921
MAXIM [178] 32.84 | 0.935

TAUIR (Ours) 33.75 | 0.949

FocalNet [37] 37.71 | 0.995

SANet [40] 38.01 | 0.995

S?Jeig’z“iﬂdg?” IRNeXt [38] 39.18 | 0.996
SFNet [39] 40.05 | 0.996

TAUIR (Ours) 40.52 | 0.997

QGAC [50] 27.62 | 0.804

LIVEL QGCN [110] 27.78 | 0.804
(JPEG artifact | FBCNN [82] 27.77 | 0.803
correction) ARCRL [189] 27.80 | 0.805
TAUIR (Ours) 28.67 | 0.829

AGAN [152] 31.62 | 0.921

RainDrop DuRN [117] 31.24 | 0.926
(raindrop Quan [153] 31.36 | 0.928
removal) MAXIM [178] 31.87 | 0.935
TAUIR (Ours) 32.31 | 0.948

MAXIM [178] 30.81 | 0.903

. Restormer [212] 31.46 | 0.904
(52;2;?2; IR-SDE [126] 31.65 | 0.904
DA-CLIP [125] 33.91 | 0.926

TAUIR (Ours) 34.34 | 0.938

All-in-One [111] 28.33 | 0.882

TransWeather [182] | 28.48 | 0.931

?;g;t%ﬁg; TACR [97] 28.76 | 0.884
SMGARN [29] 29.44 | 0.930

TAUIR (Ours) 30.08 | 0.937

DHAN [41] 29.11 | 0.954

ISTD DSC [70] 29.00 | 0.944
(shadow Zhu et al. [227] 29.85 | 0.960
removal) ShadowFormer [61] | 32.21 | 0.968
TAUIR (Ours) 33.03 | 0.976

Table 4.2: Quantitative comparison of the top-performing

image restoration tasks.
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Dataset Method PSNR | SSIM
LOL Rgtinex [195] 17.59 | 0.540
(zero-shot KinD [220] 19.29 | 0.760
low-light LLU-Swin [165] 19.48 | 0.860
enhancement) SGZSL [224] 20.60 | 0.790
TAUIR (Ours) 23.32 | 0.891

INR [96] 23.77 | 0.848

SIDD Imamura et al. [77] | 24.67 | 0.854
(zero-shot Noise2Noise [128] 25.20 | 0.860
denoising) Noise2Fast [104] 25.25 | 0.859
TAUIR (Ours) 30.13 | 0.884

Lu et al. [124] 20.48 | 0.828

RealBlur-J UID-GAN [123] 22.71 | 0.834
(zero-shot CiDeR [33] 22.78 | 0.837
deblurring) DDNM [190] 23.35 | 0.842
TAUIR (Ours) 25.84 | 0.866

PSD [28] 20.49 | 0.844

SOTS outdoor | LIGHT-Net [47] 23.11 | 0.917
(zero-shot SZDNet [201] 24.50 | 0.908
dehazing) UCL-Dehaze [191] | 25.21 | 0.927
TAUIR (Ours) 28.51 | 0.942

LIVEL DQDML [30] 18.43 | 0.692
(zero-shot CiDeR [33] 18.69 | 0.696
IPEG artifact Kar et al. [88] 19.11 | 0.700
correction) DDNM [190] 19.64 | 0.704
TAUIR (Ours) 21.53 | 0.719

RainDrop CiDeR [33] 19.97 | 0.803
(zero-shot DGDML [30] 20.15 | 0.811
raindrop Kar et al. [88] 21.00 | 0.829
removal) DDNM [190] 21.82 | 0.834
TAUIR (Ours) 24.42 | 0.855

DGDML [30] 21.99 | 0.830

Rain100H CiDeR [33] 22.05 | 0.831
(zero-shot DDNM [190] 22.58 | 0.839
deraining) Kar et al. [88] 22.75 | 0.841
TAUIR (Ours) 26.08 | 0.861

CiDeR [33] 19.06 | 0.792

Snow100K-L | DGDML [30] 19.44 | 0.800
(zero-shot DDNM [190] 19.98 | 0.809
desnowing) Kar et al. [88] 20.32 | 0.814
TAUIR (Ours) 23.28 | 0.846

ISTD Kar et al. [88] 20.21 | 0.814
(zero-shot D_GDML [30] 20.49 | 0.819
shadow CiDeR [33] 20.66 | 0.821
removal) DDNM [190] 20.81 | 0.826
TAUIR (Ours) 23.87 | 0.859

Table 4.3: Quantitative evaluation of leading methods across nine zero-shot image
restoration tasks. The extensive pre-training of the proposed model signi cantly en-

hances its performance, particularly in zero-shot tasks.
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SOTS Outdoor Test Set [106]: TAUIR sets a new benchmark in image dehazing
with an impressive 40.52 dB PSNR and 0.997 SSIM.

LIVE1 Dataset [166]: This 29-image dataset evaluates JPEG artifact reduction.
Using its Quality 10 Color subset, TAUIR achieves a top score of 28.67 dB PSNR
and 0.829 SSIM.

RainDrop Dataset [152]: With 1,119 image pairs, the proposed method attains
a leading 32.31 dB PSNR and 0.948 SSIM in raindrop removal.

Rain100H Dataset [207]: In synthetic rain conditions, TAUIR improves upon
existing results by 0.43 dB PSNR and 0.012 SSIM in the test set of 100 images.

Snowl00K Dataset [119]: For desnowing tasks on the Snowl00K-L test set,
TAUIR records a leading 30.08 dB PSNR and 0.937 SSIM.

ISTD Dataset [185]: In shadow understanding, TAUIR performs robustly on
1,870 image triplets, achieving 33.03 dB PSNR and 0.976 SSIM.

Zero-Shot Results. The pre-training on a large dataset makes TAUIR perform

exceptionally well in zero-shot tasks. Table 4.3 shows the performance of the proposed

method in zero-shot image restoration tasks. TAUIR performs exceptionally in zero-

shot tasks, outperforming other methods by a margin as large as 4.88 dB PSNR and
0.051 SSIM.

The proposed model's outstanding performance in zero-shot tasks underscores

its versatility and e ectiveness beyond a single-task focus. Moreover, its notable success

on real-world datasets, like RealBlur, demonstrates its robustness and adaptability in

handling authentic images.

Complementing the preceding quantitative outcomes, Figure 4.3 provides a se-

lection of visual results for further qualitative assessment.

4.5.1 Answer Grounding

In the discussed section, the impact of the proposed model on answer grounding,

a task where image quality signi cantly a ects result accuracy, is explored. The focus

is on evaluating the e ectiveness of the model in enhancing images from four renowned

57






	Table of Contents
	List of Tables
	List of Figures
	Abstract
	1 Introduction
	1.1 Existing Assistants for Individuals with Visual Impairment
	1.2 Research Hypotheses
	1.3 Answer Grounding
	1.4 Contributions
	1.5 Outline

	2 Neural Ordinary Differential Equations
	2.1 Fundamental Concepts
	2.1.1 Implicit Functions
	2.1.2 Neural Ordinary Differential Equations
	2.1.3 Transformers

	2.2 Related Work
	2.3 Method
	2.3.1 Prototype Network
	2.3.2 TransNode

	2.4 Experiments
	2.4.1 Setup
	2.4.2 Image Classification
	2.4.3 Semantic Segmentation
	2.4.4 Answer Grounding

	2.5 Results
	2.5.1 Image Classification
	2.5.2 Semantic Segmentation
	2.5.3 Answer Grounding

	2.6 Ablation Studies
	2.6.1 Empirical Computational Cost
	2.6.2 Transformer Blocks
	2.6.3 Trajectories

	2.7 Summary

	3 James-Stein Normalization Layers
	3.1 Fundamental Concepts
	3.2 Related Work
	3.3 Method
	3.4 Experiments
	3.4.1 Image Classification
	3.4.2 Semantic Segmentation
	3.4.3 3D Object Classification
	3.4.4 Answer Grounding

	3.5 Extra Studies
	3.5.1 Regularization Effect
	3.5.2 Shrinkage Effect
	3.5.3 Batch Size Effect

	3.6 Summary

	4 Task-Agnostic Universal Image Restoration
	4.1 Fundamental Concepts
	4.2 Related Work
	4.3 Method
	4.4 Dataset
	4.5 Experiments
	4.5.1 Answer Grounding

	4.6 Analyzing Enhancement Techniques
	4.7 Summary

	5 Embedding Attention Blocks
	5.1 Fundamental Concepts
	5.2 Related Work
	5.3 Method
	5.3.1 Semantic Region Proposal
	5.3.2 Input Embedding
	5.3.3 Dynamic Region Fusion
	5.3.4 Multi-Scale Design
	5.3.5 Comparison to Existing Methods

	5.4 Experiments
	5.4.1 Setup
	5.4.2 TextVQA-X
	5.4.3 VQS
	5.4.4 VQA-X
	5.4.5 VizWiz-VQA-Grounding
	5.4.6 Results

	5.5 Ablation Studies
	5.5.1 Backbone Networks
	5.5.2 Region Proposals

	5.6 Summary

	6 Apple Live Photos and Android Motion Photos
	6.1 Fundamental Concepts
	6.2 Related Work
	6.3 Method
	6.3.1 Object Classification
	6.3.2 Video Question Answering

	6.4 Image Restoration Impact
	6.5 Temporal Length Impact
	6.6 Summary

	7 Conclusions and Future Work
	7.1 Publications
	7.2 Future Work

	Bibliography
	 Permissions

