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ABSTRACT

Heterogeneous multi-agent systems, especially those incorporating physical in-
teraction between robotic agents, can often perform tasks that would otherwise be
beyond the scope of comparable systems or require increased agent complexity. When
robots operate in hostile environments, it is desirable to reduce unit costs due to the
di culty of robot retrieval and the high risk of loss for each vehicle. Leveraging non-
trivial physical interaction between agents and agent heterogeneity, we can reduce
unit cost while also increasing overall system capabilities in terms of task completion.
These features make this form of collaborative robotic system an attractive option for
practical applications including search and rescue or combat scenarios.

However, the primary disadvantage of employing heterogeneous systems which
incorporate physical interaction is the di culty in generating planning and control out-
puts in systems with multiple agent modalities and complex dynamical models. This is
the issue that this thesis attempts to address by introducing innovations in modeling,
composition and generation of plans for a broad class of heterogeneous multi-agent
systems. The rst major contribution is an adapted hybrid automata formalism to
model heterogeneous systems combined with the use of jbiem operation to compose
systems into a team model. This setup allows for collaborative actions to be incorpo-
rated into individual agent models which are only enabled within the team automaton
through application of the join operation. Another contribution consists of a method
for abstracting these hybrid automata models onto a discrete workspace for planning
while still accounting for restrictions imposed by the continuous dynamics of the sys-
tem. Finally, we introduce a process for evaluating all the possible con gurations of a
exible tether within an obstructed workspace and a method for converting candidate

tether geometries into discrete inputs to the corresponding system models.

XV



The sum of these contributions is an adaptive methodology which can be utilized
for modeling and planning in a broad range of hypothetical heterogeneous systems. To
demonstrate the applicability of the presented methods, we apply them to two case
studies each incorporating a di erent form of physical interactivity between agents.
The rst case study employs auav /ugv system with an actuated tether connecting
between them. Theuav can attach the free end of a tether to an elevated location in
an obstructed environment so that theugv may reel in the other end of the tether to
move itself over obstacles. The second case study consists of a system withugo s
of varying modalities that can join together with permanent magnets to interact with
the environment. Oneugv utilizes a Klann linkage for locomotion and the otheugv
has actuated wheels. When joined via the magnets, the walking mechanism becomes
a simple manipulator to interact with the environment and the wheeledugv steers
the joined vehicle. These case studies illustrate two comprehensive implementations of
the proposed methods, but represent only a fraction of the heterogeneous multi-agent

systems that can be modeled using the processes developed for this thesis.
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Chapter 1
INTRODUCTION

1.1 Motivation

Increasingly often, robots are being tasked with autonomously navigating hostile
environments where adaptability is key. Certain task speci cations such as search
and rescue or reconnaissance deployment require robots that can adapt to changing
terrain and gure out how to maneuver around unexpected obstacles. However, the
di culty of these task speci cations means that robot retrieval may not always be
feasible depending on circumstances. Therefore, it is also desirable to leverage the least
complex robots required for a mission in order to keep costs in check. There are a few
methods of reducing the cost of individual robots while still enabling the completion of
complex tasks. This may include adding multiple robotic agents to form a multi-agent
system, varying the modalities of agents within that group to form a heterogeneous
system and allowing for cooperation between agents in the form of physical interaction.
The downside of incorporating heterogeneous agents into a cooperative system is the
resulting di culty increase when attempting to e ciently generate plans that complete
the desired task speci cation. There is currently a knowledge gap when attempting to
e ectively model and plan within these heterogeneous multi-agent systems, particularly
those incorporating physical interaction between agents. This thesis begins to close
that gap by making novel contributions in modeling, composing, and planning for the
particular subclass of heterogeneous multi-agent systems where physical interaction

enables new system capabilities and is essential to completion of the end goal.



1.1.1 Intrinsic Limitations on Singular Agents and Homogeneous Groups

Taking into account the desired working environments, we see that a singular
robotic agent is often poorly suited to adapting to adverse operational conditions. An
individual robot can be given a number of cost-increasing capabilities but that vehicle
may still have di culty completing tasks beyond the limited scope of its designed
functionalities. For example, a ground vehicle navigating a damaged building may
encounter an obstacle it cannot traverse while an aerial vehicle might run out of power
before nishing the mission. It is nearly impossible to design a singular robot which
can adapt to every operational scenario that vehicle may encounter. Also, as already
noted, any increase in mechanical complexity or sensing capabilities for a particular
agent can dramatically drive up the associated unit cost. This is undesirable in hostile
operating environments where unpredictable conditions complicate robot recovery and
could result in signi cant replacement costs for the utilizing organization.

Some of the issues which arise from using singular agents are addressed by lever-
aging the plurality of homogeneous multi-agent systems through cooperative actions
These systems have been demonstrated to complete tasks faster and more e ciently
than their singular counterparts. However, these systems will still nd their task-
completion capabilities limited by the lack of diversity in the individual agent designs.
For example, a group of lightweight aerial vehicles will struggle to manipulate large
obstacles and are limited in operational time and load capacity by power requirements
while a homogeneous group of ground vehicles might never be able to access certain
locations within a three-dimensional environment. Some of these limitations can be
overcome by cooperative actions and clever control algorithm implementations, but
this approach often requires a specially tailored control scheme for each unique task

speci cation and the required planners can become cumbersome.



1.1.2 Heterogeneous Multi-Robot Systems Leveraging Physical Interac-
tion

Cooperative heterogeneous groups of robotic agents are able to leverage plurality
and diversity to complete tasks that would generally be nontrivial or impossible for a
single agent acting individually or any equivalent group of homogeneous agents. The
capabilities of these groups can also be extended by allowing farysical interaction
between the agents. Physical interaction can dynamically unlock functionality in one
agent that is only possible through the cooperation of another.which takes the form
of any dynamic functionality of one agent unlocked through cooperative interaction
with another agent. This possibility of exploiting robot heterogeneity and diversity
along with physical interaction to carry out otherwise infeasible missions has not been
adequately investigated within the existing body of literature.

On the other hand, heterogeneous groups present a number of unique challenges
in developing e ective planning and control algorithms due to the varied capabilities
and operational constraints arising from the individual agents. Additionally, the poten-
tial intricacies of nontrivial physical interaction typically necessitate the incorporation
of some agents' underlying continuous dynamics, which tends to complicate analysis
and inhibit algorithm scalability. When applied to such systems, existing models and
planning methods tend to result in either having to impose oversimplifying assumptions
or hitting scalability barriers. Yet, these issues are worth overcoming when considering
the clear advantages presented by cooperative heterogeneous teams when tasked with
a variety of practical applications.

Consider a multi-agent system consisting of a nite number of heterogeneous
robots. Assume that each of these robots has inherent capabilities, enabled by some
underlying control loops, which can be mapped to a nite collection of possible actions
that the agent can carry out. The robots comprising this team are capable of physically
interacting (e.g., pushing, pulling, lifting, etc) with each other and possibly with por-
tions of their environment. Some types of physical interaction can signi cantly change

the dynamics of the agents involved (e.g., when an aerial robot lifts a wheeled robot, its



inertial characteristics change and the ground robot is now displaced in three dimen-
sions). This multi-robot system is assigned a task that is achievable by a conceivable
recon guration of the robots within the workspace or by a deliberate interaction with
their physical workspace. We are interested in tasks that no single modality of robots
in this team can carry out on their own (e.g., wheeled robots cannot jump to the other
side of a fence; see Fig. 1.1) irrespectively of their number, but a deliberate interaction
and physical coupling between the heterogeneous teammates can enable completion of
the prescribed task. This thesis constructs a methodological framework that leverages
the aforementioned physical interaction in heterogeneous systems to construct com-
prehensive plans and inform low-level control actuation for each agent to satisfy the
given task speci cation. This framework models agent functionality while incorporat-
ing potential collaborative actions and the formal composition of multiple systems in

a way that nontrivial physical interactions can be exploited to expand the collective
team capabilities. It then leverages the combined system to create a planning sequence

which satis es the challenging and otherwise infeasible task speci cation.

(@) (b) ©)

(d) (e) ()

Figure 1.1: Cooperation of robots utilizing physical interaction for overcoming otherwise insur-
mountable obstacles. (a) the quadrotor lands in front of the ground vehicle; (b) the tip of the ground
vehicle's spool attaches to the quadrotor's velcro apron; (c) the quadrotor takes o to y over the
fence, tethered on the ground vehicle which lets the line reel out; (d) the quadrotor lands on the other
side of the fence; (e) the ground robot uses its powered spool to reel in the line and climb vertically
against the fence; (f) the ground robot has made it over the fence and is on its way to the soft landing
area on the other side of the fence. (Images courtesy of Adam Stager)



One such task speci cation requiring some degree of physical interaction, and
serves as a motivating example, is featured in Fig. 1.1. In this case, the task speci -
cation requires that a ground robot moves from one side of a fence to another. The
ground vehicle has no ability to climb unassisted over the fence and thus cannot com-
plete the task speci cation individually. However, through a sequence of cooperative
actions featured in Fig. 1.1 the ground robot climbs up the fence utilizing a togglable
physical interaction through a powered spool mechanism with the free end attached
to an aerial vehicle. The aerial vehicle is able to bring the end of this tether to other
side of the fence so that the ground vehicle may apply a dynamic force to the tether
to reel itself over the top of the fence. In this particular example of interaction in a
heterogeneous system, the sequence of actions was scripted and the robots were re-
motely controlled. Within this thesis, a methodology is developed which enables the
automation of planning and mission execution for the aforementioned task as well as
other tasks performed by a variety of theoretical heterogeneous multi-agent robotic
groups. This goal is achieved through an algorithmic framework which focuses primar-
ily on the subclass of heterogeneous robot groups where physical interaction between
teammates transforms the dynamics of the combined system and enables collaborative
task completion. This application of physical interaction can enable planned actions
that are not within the action space of any agent acting individually. Unfortunately,
existing planning and control frameworks for heterogeneous groups are poorly equipped
to model system functionality that arises due to physical interaction between agents
and they generally fail to properly leverage this type of heterogeneity. This disserta-
tion narrows the gap by providing methodological innovations in modeling cooperative
behavior arising from nontrivial system coupling and demonstrates that these models
facilitate the discovery of cooperative robot plans that are beyond the solution space

of existing approaches.



1.2 Intellectual Contributions

This thesis is built primarily upon three major novel contributions to existing
literature which synergistically form the basis of the proposed methodology for model-
ing and planning in heterogeneous multi-agent agent systems incorporating non-trivial
physical interaction. These contributions include (a) modeling the individual agents
using a particular formalism for hybrid system and composing them using thein op-
eration to form scalable collaborative system models, (b) abstracting the system model
onto a discrete space where afh planner can compose optimized sequences of actions
which ful Il the desired task speci cation, and also (c) the modeling and abstraction
of dynamics for all possible con gurations of a exible tether in tethered multi-agent
systems. These three contributions form the building blocks for evaluating planning

solutions within the two case studies examined within this thesis.

1.2.1 Hybrid Systems Models and the Join Operation

The rst major contribution in this thesis is the introduction of a modied
hybrid systems formalism for modeling the individual agents within a heterogeneous
multi-agent system as hybrid automata that combines a discrete graph of transitions
and locations with dynamical equations constructed from a set of continuous state
variables. Within this model, the continuous state variables are also utilized to help
parameterize and license the discrete transitions within the hybrid automaton graph.
Additionally, the proposed modeling formalism allows for states to exist within in-
dividual hybrid automata that are only accessible through some form of cooperative
interaction with some other suitable agent. We also introduce th@in operation for
hybrid systems which composes models for individual agents in a way that enables
cooperative actions while simultaneously not resulting in state explosion problems for
the team system model. Individual agents retain their basic functionality and can op-
erate independently while also potentially containing actions/locations that are only

enabled within the join automaton of the team system.



1.2.2 An A Planner Operating on a Hybrid System Model

The second contribution is a methodology for abstracting the hybrid automaton
model of the multi-agent system into a format suitable for input into a unique imple-
mentation of a discrete planning algorithm. Using a modi ed version of the canonical
A algorithm, we are able to sequence together actions within the hybrid automaton by
careful selection of appropriate cost functions as well as a discretization of the continu-
ous workspace. The partitioning of the workspace for th& planner is derived from the
continuous state variables and inequalities within the hybrid automaton model which
results in a robust approximation of the system evolution while also greatly simplifying
the computational complexity of generating optimized planning sequences. The action
sequences generated by this planner are then feasible under the underlying assumption

that local controllers exist for each action and are convergent.

1.2.3 Abstraction of Tether Modeling in Tethered Multi-Agent Systems

The nal contribution is focused on a subclass of physically interacting het-
erogeneous systems which incorporate a exible tether. Adding a exible tether as a
link between agents is a method of introducing a physical interaction in multi-agent
systems. However, calculating the exact dynamics of exible tethers can prove to be
computationally cumbersome or intractable. Additionally, there are many potential
routings for tethers amongst con gurations of obstacles and each needs to be consid-
ered within the optimization process of a discrete planner. To this end, we introduce
a novel approach to enumerating possible tether con gurations and then extracting a
discrete set ofhinge pointswhich serves to parameterize the dynamics introduced by
the exible tether. This allows for tether dynamics to be incorporated into the hybrid
systems model and discrete abstraction without tracking the exact con guration of the

tether at every time step.



1.3 Summary

This thesis covers both the methodological innovations developed for generating
plans in cooperative heterogeneous systems. The approach's e cacy is demonstrated
through application to two illustrative systems. The chapters covering the primary
contributions can be grouped as follows: Chapters 3, 4, and 5 introduce the theoretical
basis of the thesis and construction of relevant methodologies. Chapter 3 is concerned
with the hybrid systems framework for modeling cooperative action in heterogeneous
multi-robot systems while Chapter 4 abstracts the hybrid system model onto a physical
workspace in order to discretely plan an optimized sequence of actions for the given
multi-agent system. Chapter 5 investigates the determination of hinge points from
tether primitives which serve as an input variable within tethered systems. The case
studies within Chapters 6 and 7 apply the developed methodologies to two systems
which require physical interaction between agents to ensure task completion. The
system studied in Chapter 6 contains alav connected to augv by a exible tether
which the ugv can reel using a winch to navigate over obstacles. In Chapter 7, a
di erent multi-agent grouping is explored which uses magnets to join a walking and
wheeledugv so that the joined vehicle may interact with its environment.

Together, the innovations presented in this thesis represent a considerable step
forward in e ciently modeling cooperative heterogeneous systems, especially those
where physical interaction between agents is essential to task completion. The pro-
posed methodologies can accommodate a wide range of collaborative systems while
also attempting to ensure that the planning process never becomes computationally
cumbersome. The two case studies reviewed within the thesis represent only a frag-
ment of the potential multi-agent systems that can be modeled using the proposed
hybrid automata framework and by no means is this thesis a comprehensive explo-
ration of the possible extensions of the methodology contained within. Instead, it lays
the groundwork for future exploration of complex multi-agent systems composed of

multiple heterogeneous agents and leveraging various modes of physical interaction.



The intention of this thesis is to build a strong framework for autonomy and collabo-
ration in systems leveraging physically interacting heterogeneous agents so that they
may complete increasingly complex tasks without increasing team size or the compu-
tational requirements of plan generation. All of the modeling and planning methods

developed in the following chapters serve the pursuit of this goal.



Chapter 2
RELATED WORK

2.1 Physical Interaction in Multi-Agent Systems.

Robotic systems incorporating di erent agents with a broad spectrum of func-
tionality can utilize physical interaction to manipulate the environment around them
or other agents. Modes of physical interaction can include behavior that involves grasp-
ing, attachment, or pushing as a few examples. Here, the interest is in the application
of various modes of physical interaction between heterogeneous agents to enable capa-
bilities beyond the action space of any agent individually. In the case studies analyzed
in this thesis, two particular methods of mechanical connection and contact between
robotic agents are studied but others exist. Permanent or electromagnets represent one
of these forms of physical interaction between agents. Self-assembling modular robots
are a common application for magnets within multi-agent systems and allow identical
agents to join together into complex systems [22, 18, 41, 37]. Modular systems like
these which are composed of homogeneous agents typically have a very limited task
space due to the simplicity of their design and limited actuation.

Similarly, adding exible tethers within a multi-agent system has been used
for extending system functionality and incorporating physical interaction. One often
studied class of multi-agent systems uses multipleavs and exible tethers to co-
operatively transport payloads [70, 34, 61, 36]. However, these studies are typically
focused on modeling system dynamics and assume that the tether does not interact
with obstacles in the workspace so there is limited need to consider the exact speci cs
of tether con guration. Tethers were also used in a multiigv system to lower one of
the vehicles over the edge of a cli [57] and a reversible tether-based connection in [5]

allows two crawling vehicles to traverse a vertical step.
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Physical interaction within multi-agent systems is not limited to interaction
between agents and can also incorporate the ways in which the system can manipulate
the surrounding environment. Cooperative object transport is one such application
of multi-agent systems which allows a group of vehicles to reposition large obstacles
[8, 11, 9, 3, 50]. In this case, the collaborative e ort of multiple vehicles allows these
systems to transport heavier objects than what we be feasible for a single agent acting

individually.

2.1.1 Heterogeneous Multi-Agent Systems

Thus far, all the systems mentioned were primarily homogeneous multi-agent
systems incorporating some form of physical interaction. Within this work, we are
primarily interested in heterogeneous systems, a eld demonstrating enhanced oppor-
tunities for collaboration enabled by di erentiation in agent capabilities. These systems
can be composed of agents from di erent vehicle classes sucliass, ugv s, unmanned
underwater vehicles Quv s) or may simply contain agents from the same class with dif-
ferent modalities. A case study involving the former is constructed in Chapter 7 and
the latter in Chapter 6. One such pairing involving di erent classes of heterogeneous
agents is outlined by Shirakura et al. [64] who implement a debris collectingav
which deposits the debris in auuv to carry away for disposal. Examples of systems
with three heterogeneous agents are less common in literature due to their typically
increased computationally complexity but these systems add additional versatility in
terms of functionality and task completion. One three-agent system was proposed by
Wei et al. [72] who proposed a collaborativeav /unmanned surface vehiclesv)/ uuv
for mapping and target seeking.

Another commonly studied pairing which enables many cooperative behaviors
is some form ofuav paired together with augv . Pairing these agents together allows
for systems to leverage the mobility obiav s with the enhanced load capability otigv s.
For example, Mathews et al. [47] leverage a supervisomav in coordinating a group

of ugv s to connect together to form a bridge. Lissandrini et al. [42] expand on the
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homogeneous cooperative transport teams of the previous section by introducingaa
and ugv each with robotic manipulators to cooperatively grasp and transport objects.
Another application of the uav/ugv pairing is in assisted mapping and navigation in
unknown environments [14, 26, 25, 17]. A similar concept is explored in Duras et al.
[12] but in this case auav assists with the localization of auuv . Another cooperative
deployment of theuav/ugv pairing leverages the agents in various target tracking
scenarios [65, 52, 73, 44]. Tethers are often incorporated into this heterogeneous pairing
as well to extended its functionality. In some cases, the tether is simply utilized to
deliver additional power or act as a retrieval mechanism in aav /ugv system [53, 66,
54]. In Naldi et al. [51], a system is constructed where multiplegv s can apply dynamic
forces through exible tethers to assist with pose stabilization of alav. Pushp et
al. [59] present auav which is able to carry a miniatureugv to a deployment location
and can retrieve it using a tethered connection. Similarly, Miki et al. [49] feature
a tethered system where aiav can attach the tether at the top of a cli to allow
the ugv to pull itself up. The latter instantiation of a heterogeneous system bears
many conceptual similarities to the rst case study treated in this thesis. However,
that study simply models the planning and control of theuav/ugv system using a
purpose-built model which is tailored to this speci c con guration of the physically
interacting system. This means that the methods developed within that approach
cannot be applied to other heterogeneous systems and also that the vehicles are not
guaranteed to function fully independently when not engaging in collaborative actions.
Of course, this is only a sample of the broad array of heterogeneous systems that
can be constructed where physical interaction realized via mechanisms subject to com-
plementarity constraints is key to cooperative multi-robot system behavior. However,
one feature that all of these systems share is that the planning and control architecture
is strongly tailored to the particular cooperative interaction under study within the
associated application. None of these studies builds a suitable universal framework for
modeling and planning in the heterogeneous systems leveraging physical interaction

under study within this thesis. This is a knowledge gap which this thesis attempts to
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address.

2.2 Modeling and Planning for Heterogeneous Multi-Agent Systems

Heterogeneous multi-agent systems often pose a unique challenge for researchers
when attempting to accurately model and plan action sequences within a particular
robotic group. The increased exibility enabled by incorporating agents with varying
modalities also greatly increases the di culty of determining a control sequence for
each agent which completes the speci ed task while also accounting for the dynam-
ics of individual agents. Allowing for physical interaction amongst actions and with
the surrounding environment adds an additional layer of complexity to these planning
considerations. Much of the existing literature on planning within heterogeneous sys-
tems attempts to solve the planning problem within the fully continuous state space
or work within a fully discrete abstraction that optimizes over a graph of possible
agent activities. One model which focuses more on planning within the continuous
state space is the work of Adderson et al. [1] which employs sliding mode control
for formation control of a uav/ugv system. However, the dynamical equations are
highly tailored to this speci c collection of agents and task speci cation and cannot be
generalized to other heterogeneous systems. Comparatively, planning approaches for
heterogeneous systems which operate primarily on the discrete space typically abstract
away the majority of continuous agents dynamics to simplify plan generation. In the
case of Pellier et al. [56], this consists of a combination of HTN and POP approaches
which operate purely on logical propositions without any consideration of agent dy-
namics. Discrete Event Systems provide a straightforward approach to modeling the
connectivity of behaviors within multi-agent systems [29], but their structure cannot
capture the dynamical considerations key to complex, physically interacting systems.
Again, these models for heterogeneous multi-agent systems often focus on developing
a framework for a speci ¢ group of heterogeneous agents or task speci cations without
developing a framework suitable to a wider range of cooperative systems. As one exam-

ple, multi-agent path nding (MAPF) is well-suited to certain heterogeneous systems
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whose objectives only require nding a collision free path to a designated goal location
[10, 28, 32, 43, 71]. These methods are adaptable to various path nding tasks but
do not provide any framework for modeling tasks which require some form of physical
interaction for task completion. Taking all of these limitations into account, we look

to existing work on hybrid systems models to alleviate the problems existing within
traditional planning approaches operating within the primarily discrete or continuous
spaces. Since these hybrid dynamical system models allow for both continuous and dis-
crete evolution of the system state, they are best suited for modeling the complexities

which arise in physically interacting heterogeneous systems.

2.3 Planning and Control Leveraging Hybrid Systems Models

While they are well-suited to modeling heterogeneous multi-agent systems, the
simultaneous and coupled evolution of discrete and continuous dynamics featured in
hybrid dynamical systems present enormous challenges to optimal control and plan-
ning [6, 76, 13]. Existing methods for coordinating optimal behavior in heterogeneous
(hybrid) multi-agent dynamical systems can generally be placed on a spectrum where
on one end one nds primarily discrete planners and on the other continuous optimiza-
tion methods. One early example of the former for heterogeneous systems was proposed
by Parker [55] and enabled groups of ground vehicles to complete tasks such as coop-
eratively pushing and repositioning boxes. Fully discrete methods focus on optimizing
over the set of discrete states while abstracting or (sometimes, over-) simplifying the
dynamics of the agents on those states. Planners that work in the continuous space, on
the other hand, can account for more complex dynamics but tend to struggle with hy-
brid mode switching, especially when the underlying system model changes drastically
in terms of its continuous, discrete, or hybrid behavior. One example of a continuous
approach to hybrid system planning is that of Posa et al. [58] which e ciently handles
complementarity (contact) constraints without having to distinguish between di erent
discrete modes and engage in any sort of combinatorial analysis. Another primar-

ily continuous approach is found in Li et al. [39] who propose a coordinated hybrid
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agent (CHA) framework which optimizes path-planning for multiple types of hetero-
geneous agents. However, this work also does not provide any planning provisions for
incorporating systems where tasks require physical interaction between agents for task
completion. Chen et al. [7] construct a hybrid system architecture with a limited dis-
crete component where the planner selects between behaviors to follow a global path
and then implements continuous local controllers for each agent.

Automata representations are commonly utilized to model hybrid systems and
contain discrete states and transitions like those in classical discrete event systems
[30, 15, 27, 35]. However, both discrete and hybrid automata models are limited in their
ability to account for actions only enabled through cooperation or physical interaction
and exhibit the state explosion problem which results from combining agent models
with many discrete states using classical composition operations. One example of an
optimal planning and control method for hybrid systems that lies in the spectrum
between discrete and continuous planners for hybrid systems spectrum is the hybrid
optimal control method of Zhao et al. [75]. It is capable of handling both discrete and
continuous dynamics, albeit of relatively small dimensions and with the latter having
to be expressed in polynomial form. In particular, the restriction to polynomial form
for the continuous dynamics limits the complexity of heterogeneous systems which this
planner can analyze. An example of an approach on the reciprocal end is grstaps
algorithm [48], which is primarily discrete, employing a high-level abstraction of the
agent dynamics to derive optimal plans in multi-agent systems. The discrete nature
of this planner means that it is able to rapidly calculate action plans for the given
agents, but since the problem is not fully parameterized by continuous dynamics, it
can be di cult to evaluate the feasibility of calculated plans. There are numerous other
examples in the literature of primarily discrete planners which generate high-level plans
entirely within the discrete space and rely on independent low-level motion planners
to implement the the calculated plan within the continuous space [68, 16, 46, 67]. This
system hierarchy creates a disconnect between the continuous and discrete components

of the planning methodology and may limit functionality of the proposed algorithm.
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In summary, planning algorithms operating more in the discrete space are typically

a practical solution for systems with numerous agents and tasks, whereas planners
focused on the continuous domain are more capable of handling continuous dynamics
and may have a better chance of producing feasible motion plans. Robust planners
for hybrid system models need to balance the discrete and continuous components
of the system to e ciently search for plans while also ensuring that calculated plans

are feasible and that solutions enabled by physical interaction between agents are not

missed by the planning algorithm.

2.4 Existing Limitations and Proposed Solution.

Existing planners are challenged when called to plan for heterogeneous multi-
robot systems that require leveraging physical interaction between their teammates to
complete tasks. They simply have no formally consistent way of taking into account
and exploiting this type of interaction. Continuous planners consistently fail to capture
the emergent behaviors enabled by physically interacting agents. Discrete planners, on
the other hand, are considerably more e cient and scale better with the number of
agents involved, but the often over-simplifying abstractions of the continuous dynamics
of the agents can either lead to infeasible plans or miss a whole range of solutions that
are enabled explicitly by the continuous dynamics that have been abstracted away.
Planners that combine discrete and continuous aspects of system behavior are still
severely limited in the classes of system dynamics they can handle, the size of the
overall system in terms of number of states, and the lack of guarantees for nding
feasible solutions. The novel planner constructed within this thesis attempts to retain
some of the computational e ciency of discrete planners while taking the continuous
dynamics of each location in the hybrid automaton into account. One caveat of the
proposed approach is the closure of control loops at the continuous layer which is also
the feature that facilitates more dynamically consistent abstractions for the subsequent

discrete planning algorithm.
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In this work, a suitable hybrid system modeling formulation is adopted to cap-
ture the full closed-loop dynamics of the robot team members under study. This
formulation regulates the coupling and cooperation between robotic agents as well as
accurately predicts the agent evolution within the physical workspace. A hybrid au-
tomaton is constructed for each agent within the system under study which represents
a comprehensive network of that agent's capabilities and the continuous dynamics asso-
ciated with each of these locations. These automata also may contain locations which
are only reachable by appropriate collaborative actions with another agent in the sys-
tem. Once the individual automata have been constructed, a new way of composing
system behavior in heterogeneous robot teams adapted from the eld of computational
and mathematical linguistics is exploited. This composed system represents a com-
prehensive map of the capabilities of the selected multi-agent system including actions
exclusive to collaboration and physical interaction while also preserving the individual
functionality of each agent. This unique (discrete) behavior composition approach of-
fers two distinct advantages: it curbs the growth of computational complexity as robot
teams increase in size, and it exposes the new behaviors that are only feasible when
individual teammates couple with each to increase system functionality.

Subsequently, discrete abstractions of the closed-loop agent dynamics are uti-
lized to transfer the composed model of the multi-agent system to a purely discrete
space for the purposes of solving the relevant planning problem. Under the assumption
that there exists a convergent local controller for each dynamic mode of the hybrid sys-
tem to drive the system towards the desired state, a discrete optimization problem is
constructed which nds a suitable sequence of actions to satisfy the given task speci ca-
tion without direct consideration of continuous dynamics within each mode. However,
this discrete optimization problem is guided by appropriate objective functions that
draw from the continuous system dynamics and the evolution of each agents' state
which helps to ensure that generated plans are dynamically feasible. After this plan
is generated, it is the task of the local-controllers for each agent in the system to im-

plement the generated sequence of actions. If every local controller is convergent in
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the multi-agent system, the generated plan will be feasible and the goal state reach-
able when accurately implemented by the individual agents. When the heterogeneous
multi-agent planning problem is formulated this way, existing discrete optimization
algorithms can discover new solutions to cooperative planning problems that, until re-
cently, would be considered infeasible under established methodologies. Combining all
of these components, we have developed a methodology that lls a major gap in the
literature for heterogeneous systems leveraging physical interaction and is adaptable

to a wide range of robotic pairings and task speci cations.
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Chapter 3
HYBRID SYSTEMS MODELING FOR COOPERATIVE BEHAVIOR

Hybrid systems formulations are an attractive basis for planning and control in
the context of heterogeneous robotic systems because they are able to capture both
the continuous and discrete components of these systems. This includes the continuous
robot dynamics which should be adequately accounted for when evaluating the feasi-
bility of calculated plans. If continuous dynamics are poorly captured by the system
model, the corresponding planning algorithm may be unaware of potential system ex-
ecutions which achieve the goal conditions or may generate plans which are infeasible
under the restrictions imposed by the individual agent dynamics. The discrete com-
ponents of the hybrid system provide a starting point for the construction of planners
and optimization methods that are computationally e cient. However, working with
multi-agent systems in this hybrid framework presents unique challenges in analytical
and computational complexity. While the latter may be easier to see on the outset,
part of the diculty associated with the former is the need to incorporate (gener-
ally nonlinear) continuous dynamics as well as accounting for the possibility that the
discrete structure of the system can change during evaluation of the plan evolution.

There are two major components introduced in this dissertation for the modeling
of the relevant heterogeneous multi-agent systems within a hybrid systems framework.
The rst component is the adoption of a framework for hybrid automata that contains
a comprehensive model of each agent's capabilities while also accounting for potential
emergent behavior when compatible agents cooperate using some form of physical inter-
action. Once hybrid automata are constructed for each agent, the individual automata
are composed into a system automaton by a novel compaosition operation representing

the second contribution within this section. This operator for hybrid automata results
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in the system automaton retaining the same functionality of the individual agents
while also enabling collaborative actions when suitable teams of heterogeneous agents
are brought together. It also avoids the exponential state explosion problem encoun-
tered when applying other common composition operators; here, the number of states
in the resulting system grow linearly with thos of each added agent. Utilized in con-
junction, these innovations allow for the creation of a comprehensive model of allowable
system trajectories and the associated agent dynamics that govern these trajectories.
The resulting hybrid system model then informs a planning process which incorporates
information from both the discrete and continuous components of the system to string

together action plans which achieve the speci ed goal con guration.

3.1 De nition of a Finite Automaton and the Join Operation

One commonly employed method of modeling multi-agent systems is tle-
terministic nite automaton . These automata are purely discrete models of a system
and as such do not allow for detailed consideration of robot dynamics. However, their
simplicity allows for plans to be generated in an e cient manner. A nite automaton

can be de ned as follows:

De nition 1 A nite automaton is a tuple A = h_;A;L o;F; 1 comprised of:

L a nite set of locations;?

A a nite set of labels{™

Lo a nite set of initial (starting) locations;
F a nite set of nal (end) locations; ("

the transition function.™
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O the discrete states of the automaton;

@ the alphabet of (input) symbols that trigger transitions between discrete states and
thus label the edges of the automaton graph;

(M a subset ofL on which when the automaton is, it is said that it has accepted the
string of labels inA ;

™ a function :L A! L which determines the new state of the automaton based

on the current state and input label.

For classes ofnite automata, with motivation from the lattice structure of
speci ¢ classes of the formal languages these automata accept, the mathematical lin-
guistics literature [24] has occasionally utilized a particular composition operation to
facilitate language identi cation in the limit. This operation combines two or more
nite automata in a way that ensures that the number of locations increases linearly
and not exponentially in the combined system. Interestingly, the resulting automa-
ton accepts neither the union nor the intersection of the languages of its factors, but

another somewhat related stringset.

De nition 2 (cf. [24]) Given two nite automata A; = hL1;A; Lo Fq1; 10, Ay =
h_,; A;Loo; Fo; ol their join is a nite automaton A; tA , = oy [ Lo AjLor [
Log;Fa[ F2; 1[ 2.

It is worth making a comparison between the properties of this join operation
and more commonly used operations for automata composition to illustrate its supe-
rior functionality for planning applications within physically-interacting systems. Two
commonly used composition operations used to compose nite automata are the au-
tomata product and parallel composition. One major limitation of both operations is
that the numbers of states in the combined system tends to grow exponentially with
the number of states in individual systems. This state explosion problem makes it
di cult to e ciently plan within the combined system for complex systems with many

constituent states. The join operation alleviates this problem by ensuring that the
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number of states grows linearly with any number of agents composing the cooperative
team. Additionally, the product and parallel composition contain no obvious mecha-
nism to enable collaborative actions which only exist through physical interaction in
the combined system. The structure of the join operation allows for individual au-
tomata to be constructed so that new cooperative behaviors emerge only within the

join automaton and are otherwise disabled for agents acting individually.

3.2 De ning a Formalism for Constructing Hybrid Systems

This join operation enables the composition of individual automata represent-
ing each robotic agent in the multi-agent system into a single join automaton which
represents a comprehensive and e cient model of system capabilities. However, clas-
sical nite automata are not su cient to model the complex dynamics that arise in
cooperative multi-agent systems and which must be considered when attempting to
generate feasible planning solutions. To this end, this thesis adapts and expands prior
work which attempts to model multi-agents systems using a hybrid systems approach,
speci cally with a hybrid automata model. Hybrid system modeling formulations are
attractive in this context because they allow one to capture salient features of the con-
tinuous robot dynamics that are important for task completion and which cannot be
modeled using traditional deterministic nite automata. At the same time, they re-
tain the discrete structure of of deterministic nite automata which exhibit appropriate
mathematical handles for high-level discrete planners and optimizers. This dissertation

builds on a particular modeling formalism for hybrid automata [69]:

De nition 3 A hybrid automaton consists of a tuplél = H_; X; A; W, E; Init;Inv; Acti

with components as follows:
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L a nite set of locations;?

X the continuous state spacé

A a nite set of labels{™

W the continuous communication spacé

E a nite set of events¥

Init a set of initial states{")

Inv the invariants of continuous dynamicg'"
Act activities, i.e., continuous vector elds{i

@ the nodes in the hybrid automaton graph;

) a subset oR" where the system's continuous variables belong to;

@ the discrete input alphabet that trigger transitions in the automaton's graph and
label its edges;

™ the domain of external variables that a ect its behavior;

™ the automaton's transitions, as tuples of the fornh initial location, label, guard
condition, jump (resets on continuous variables), new location

™) a set of initial states("o;Xo) 2 L X at which the hybrid automaton can be initiated;
vi) the subsets oK, one for every” 2 L which remain invariant under the dynamics
imposed byAct(").

Vi) a mapping of activitiesAct : L ! TX which associates a continuous vector eld

in TX to each location inL.
In the way we utilize De nition 3 in this work, we understand the invariants of

locations as the limit sets (post conditions) of the activities labeled in the events that
lead to these locations, and the domains (pre conditions) of the activities of events
that depart these locations. Note also that this hybrid model features no explicit
(continuous) control inputs. Here, we utilize the setW of communication variables
to parameterize pre-de ned feedback control action at each location and pass on to
the hybrid system relevant information about its environment and its teammates. The

guard condition is key to determining the currently enabled transitions in the automata
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L :f1,29; X :fxg
A :fon;o g;W : ft;ug
E:flonx 23X = Xi;20;

on
start H@/—N:@ f2,0 ;x 24x¢ = xi;19
0

Init :f1; X9
Inv:lnvy: x 23 Invy,: x 24
Act tAct; : x = f(Xx;t);Acty: x=f(x;t)+ u

Figure 3.1: A standard wall thermostat as a typical example of a hybrid automaton: There are only
two locations which correspond to the heater being either on or 0. There is a single state variable,
the indoor temperature x as well as two communication variables, the input heatu and the external
temperature t. The hybrid automaton is constructed from these variables as a set of equations that
govern system behavior and license discrete transitions between the two system locations.

based on the current system state. We allow the guard conditions to be parameterized
both by the continuous state spaceX as well as the communication variable§V, a
fact that aids in the construction of prerequisite conditions for collaborative action. We
assume that the pre-de ned continuous controllers in each location faithfully implement
the high-level behavior prescribed by Acft(), e.g., convergence to a desired region of
the state space.

One example of a hybrid system model is that of a wall thermostat controlling
the heat within a home (Fig. 3.1). In this example, the discrete locations and their
associated transition labels correspond to the heater being on or o and the continuous
variable is the room temperaturex. The external temperaturet as well as the heat
input from the furnace u act as communication variables to parameterize and control
the system evolution. The transitions are licensed by guards for each event which enable
transition to the inactive location when a certain temperature threshold is reached. In
this system, there is no reset on the continuous states when a transition occurs. The
invariants denote bounds on the temperature for each location where a transition must
occur when the inequality does not hold. Finally, the activities for each discrete mode

contain the dynamic equations which govern the state evolution within that mode.
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3.3 Adapting the Join Operation for Hybrid Automata

As written, De nition 2 is not suited for use with hybrid automata because
it is only constructed to operate on purely discrete systems which do not contain
any continuous dynamics. To address this issue, we have introduced De nition 3 to
enable cooperative hybrid behavior so that, when heterogeneous systems are designed
to interact with each other, their models re ect this capacity. One way of incorporating
collaborative behavior enabled by physical interaction is to include in each system
(cooperative) events that can (only) be triggered by other systems. These events could
be disabled in several ways within individual models; e.g., we can expand the de nition
of events so that the label associated with a particular event does not need to be
intrinsic to that particular system's functionality. These modi ed events resulting from
collaborative actions are also typically lacking a speci ed initial location, since these
actions are only enabled in cooperation with another system which provides the initial
location and matching label. The system, thus, could never trigger that transition on its
own, but the capacity will be built in for the prospect of interaction with other systems.
Labels \borrowed" from the action sets of other systems provide the framework for
collaborative events that are only enabled when the requisite individual systems are
joined together.

With this in mind, we implement the former mechanism of blocking external
actions which allows for events to involve labels external to the system, while expanding
its label set to include the labels of the other components, i.e., settilg= A;[ A, as
a common label set. This way, the component hybrid automata match the modeling
speci cations of the nite automata in De nition 2 (which share a common label set).
The underlying assumption here is thatH,; and H, may not be able to utilize all the
labels inA to trigger events; there could be some events that remain dormant when each
system operates in isolation. Additionally, there may be certain locations within the
individual hybrid automata that are essentially unreachable when agents are operating
in isolation as they might only be reachable under some sequence involving one of the

aforementioned dormant events.
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With the understanding that execution evolves in aurn-basedmanner, i.e., the
component systems take turns executing actions and do not evolve concurrently (just
as in the case of the nite automata join operation of De nition 2), we are now in

position to extend the latter de nition to hybrid dynamical systems:

De nition 4  Given two hybrid automataH, = h_q; Log; F1; X1; A; Wy Eq; Init 1; Invy; Act i,
Ho = hLj,; Lo Fa; X, A; Wo; Eo; Init,; Inv,; Act,i, their join is a hybrid automaton
HitH 2= ha[ LosLoa[ Lo Fal Fo; X1 Xoi A;W1 o W Eq[ Ep; Init ([ Inity; Inv,

Inv,; Act;y  Act,i.

Note that the outcome of the operation the above de nition does not strictly
conform to the speci cations of De nition 3 in the sense that Inig [ Init, 6 (Lq[
L,) (X1 Xp), but this di erence is inconsequential given the turn-based evolution
of the machine. What is important is that with the union of locations and the union
of events, the join now can activate those previously dormant events. The mechanism
of De nition 4 thus gives rise to a richer cooperative hybrid system behavior than the

collection of its constitute components.

3.4 Enabling Cooperative Behaviors with the Join Operation

Now that we have a suitable operation for capturing the potential for cooperative
behavior and resulting in the construction of a join automaton to represent complete
system functionality, this operation can be leveraged to create models of multi-agent
systems where cooperative interaction is essential to task completion. The (discrete)
event dynamics of a hybrid automatonH can be visually represented in the form of
a directed graph, the nodes and edges of which are labeledlbyand A, respectively.
In order to illustrate the functionality of the operation in De nition 4, consider the
representative hybrid automata in Fig. 3.2.

One key property of these automata is that the individual automaton for each
agent is a complete representation of the agent's capabilities both collaboratively and

individually. Therefore, the individual automata are fully functional for planning use
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in any scenario where the task speci cation might not require any collaborative action.
This independence is fully preserved by the join operation. In other words, if the
plan for a task speci cation only requires the usage of a single agent and that plan
is feasible in the agent's automaton, then the same plan will exist within the join

automaton. Notice that there are possible initial locations that are not marked as such
(e.g. 19 or P ). These locations are not reachable by the individual automata; it

takes the action of another agent for this particular agent to jump or reset itself there.

In this way, collaborative actions are locked behind the action of another agent and
the planner cannot attempt to plan collaborative actions when working solely with the

individual automata.

In the case of the automata of Fig. 3.2, the join operation will produce the au-
tomaton of Fig. 3.2c, which is not dramatically bigger compared tél; and H,. In this
constructive example, we assume there are two agents which compose a heterogeneous
multi-robot system having actionsfa;b; e and fc; d; e respectively with e being a
collaborative action involving each of the agents. When working independently, each
agent has one action available to thema or c respectively, with some intrinsic dynam-
ical properties. Depending on the task speci cation, the individual agents may be able
to complete a task individually and arrive the terminal state, Location 6. But there
can exist a particular task speci cation which requires actiore to reach the goal state.
In this case, Location 4 is only a reachable location within the joikl ; tH , automaton
to enable actione and can be reached by the consecutive actionstofrom agent 1 and
d from agent 2. Again, it should be noted that the existing functionality (e.g. actions
a and ¢) of the individual agents remain preserved under the composition of the join

operation.

This implementation of the join operation to hybrid systems provides a number
of bene ts when compared to alternative methodologies. It helps to express emergent
system behavior that can arise from physical interaction between the heterogeneous

robotic teammates. While at the same time, this operation somewhat alleviates the
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Figure 3.2: A minimal example of the application of the join operation to two hybrid automata
depicted in (a) and (b); the outcome of the join operation is showcased in (c). Both of the two factor
automata share some input symbols (labels) and allow for discrete state resets.

state explosion seen with classical operators such as the parallel composition. Addi-
tionally, it is generally scalable to systems with any number of agents. While this
thesis provides explicit examples of systems with only two heterogeneous agents, the
prescribed methods for individual automata allow them to contain multiple collabora-
tive actions enabled by interaction with several more heterogeneous agents of di ering
modalities. It is even possible to construct the automata in a way that a particular ac-
tion can only be performed when enabled by the collaboration of three or more agents.
While a complete exploration is beyond the scope of this thesis, this modeling frame-
work can also be extended to plan within systems where, for example, a single aerial
vehicle works collaboratively with multiple ground vehicles and moves to assist either
one as needed. This type of system would simply require the proper construction of
the set of communication variabledV, so that each agent has the information required
for collaborative operation. One caveat in this modeling formulation is that actions

are always interpreted in a turn-based fashion, i.e., actioa will always be completed
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before any agent performs actiotn. Some joint actions may change the state of multi-
ple agents simultaneously, but actions can never be performed in parallel with di erent
agents. Future extensions of this planning method may be able to lift this restrictions

for systems that require concurrent actions.

3.5 Summary

In this chapter, we illustrated how heterogeneous multi-agent systems leverag-
ing physical interaction pose multiple modeling challenges due to the many modalities
that can arise within systems containing agents with di ering capabilities and dynamic
modes. Finite automata are a convenient choice for modeling multi-agent systems be-
cause they are able to capture the various modes of individual agents and planning
inputs can we written as words constructed from the set of input labels for the given
automaton. The join operation is introduced to operate on these nite automata to
construct a complete automaton modeling team functionality from the automata of
individual agents in the system. This operation generally results in systems that grow
linearly with each added agent and enables the construction of collaborative locations
within the join system which are only accessible when individual automata of the re-
quired agents are connected together by the operation. However, nite automata are
too limiting of a structure when modeling systems with complex dynamical proper-
ties. This necessitates the adaption of a hybrid systems model [69] which helps to
model discrete modes of the system while also fully capturing the evolution of its
continuous dynamics. The hybrid systems model adds conditions on the continuous
state variables for transitions to occur as well as di erential equations governing sys-
tem evolution within each location. Another important feature of this formalism is
the continuous communication variables which allow variables external to an individ-
ual agent to parameterize the conditions on its state evolution. This hybrid systems
model necessitates a corresponding de nition of a join operation for hybrid automata
which introduces Cartesian products on key continuous spaces to the existing unions

of discrete sets. With this join operation and hybrid systems model, we are able to
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fully capture the capabilities of agents acting individually as well as their collaborative
possibilities.

Now that a comprehensive model of system behavior exists, it is possible to
construct a planner that calculates executions within the team hybrid automaton con-
structed for the collaborative system. Nonetheless, it is di cult to calculate plans
directly over the continuous space of hybrid system executions so it becomes desirable
to create another layer of abstraction to ease plan generation. In the following chapter,
a method of discretization for the workspaces under study is introduced which relies
on the closure of agent control loops to ensure that calculated plans are feasible. We
discretize the workspace into cells, assign cells according to the guards and invariants
of the hybrid system and construct amA planner which sequences transitions between
cells based on a cost function constructed from functions of the continuous state. The
output of this planner generates a sequence of transitions which are licensed by the hy-
brid automaton and the corresponding waypoints which can be utilized to parameterize

convergent controllers for each agent in each location.
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Chapter 4
COOPERATIVE PLANS WITH PHYSICAL INTERACTION

The modeling formulation of Chapter 3 captures the mechanics of deliberate
physical interaction between heterogeneous robots and exposes cooperative plans that
classical transition system composition operations ignore. Now, it is the job of an
appropriately guided search algorithm to shift through the nite space of possible
cooperative turn-based plans to single out the ones that allow the multi-agent system
to achieve its objective. It needs to be emphasized here that a naive approach utilizing a
generic graph search is bound to fail: for example, the shortest path from initial to nal
locations in the join automaton of Fig. 3.2 would b@® an or o cn, but that is not a valid
solution to any task speci cation requiring collaborative actione. The search needs to
be guided with information from the continuous dynamics of the hybrid automata and
cannot be conducted using purely the discrete information contained in the automata
graphs. This chapter outlines the implementation of e cient search methodology to
nd e ective cooperative solution plans which can then be implemented by the agents

in a heterogeneous system.

4.1 Discretization of the Workspace.

The rst step in this planning process is to discretize the shared robot workspace.
This discretization is primarily dictated by the guards and the invariants of the hybrid
join automaton and can be coarse. This process of abstraction is not unique and can
take di erent forms so long as it can comprehensively map the functions of continuous
variables within the guards/invariants onto the discretized workspace. For the systems
analyzed as case studies within this work, it is su cient to discretize the workspace

into n cells with each cell having centroid},. The planner iterates over the collection
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of cells checking the guards for every actioa (corresponding to the transition labels

in Fig. 3.2) and the invariants of every locationl and assigns cells to the correspond-
ing guard/invariant which satisfy their conditions when evaluated atg,. It should

be noted here that while guards are typically associated with actions and invariants
with locations in the hybrid system, we can associate every action with a unique lo-
cation if we assume that the automaton component of the hybrid systems involved
generate strictly 2-local languages [23]. Assuming this going forward, references to
the labels/actions and locations are sometimes interchanged within the thesis despite
their distinct de nition within the hybrid automaton. Additionally, for this method

of discretization to succeed the guards and invariants must be constructed as time-
invariant functions of the continuous dynamics. Otherwise, it would be impossible to
associate guards/invariants with xed cells as those associations would change accord-
ing to the evolution of the state variables. The resulting workspace cells produced by
the discretization process are therefore associated to locations of the join system and
the assignment may not be one-to-one, i.e., cells may satisfy the conditions of multiple
guards or invariants. This mapping of cells to locations results in each location having
a set of cells assigned to its guard and another set assigned to its invariant. Infor-
mally, the guard set represents locations where a particular action can be (selectively)
triggered. Similarly, the invariant represents the reachable space of the current action
(i.e., closed-loop dynamics). For a transition to occur between locations in the join
hybrid automaton, the state variables will take values within the intersection of the
invariant of the current location and the guard of the location to which the system

is transitioning. Of course, the evaluated transition must also exist between the two
locations within the set of eventsE for the join system. Otherwise, there does not
exist any connectivity between the locations within the join hybrid automaton. Every
time that the continuous state variables lie within this intersection, the planner may
choose to transition to the next location or continue with the current action. Note that

the continuous dynamics of the join system contained within the location activities are
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not directly utilized in the discretization of the workspace. However, under the as-
sumption that every cell in a particular location invariant is mutually reachable under
a suitable parameterization of the associated local controller, the dynamical properties

of the system are encoded into the structure of the workspace discretization.

4.2 Dieomorphisms and Navigation Functions

In order to measure the progress of the agents towards their goal locations,
we leverage a navigation function as a component of the cost functions within the
discrete planning algorithm. Speci cally, this work leverages the arti cial potential
functions developed by Rimon and Kodichek for the purposes of robot navigation.
These potential functions are designed so that any local minima within the potential
function can be eliminated with a suitable selection of tuning constants. Additionally,
the di eomorphism constructed as part of this navigation function can be adapted to
enable the deformation of trajectories around obstacles in the workspace. A summary
of the key components of navigation function construction is presented below with
additional details outlined in [63, 45, 38].

Given some desired goal location for an agent in the systes the rst step is
the construction of a navigation function in the unobstructed workspace. Firstly, we
de ne the distance-to-the-goal function which is zero at the goal and 1 everywhere

else with q being any location within the free workspace:

(@)= kg gyk? (4.1)

Next, we need to de ne the boundary function of the workspace. The navigation
function construction requires an implicit expression for the workspace boundary and
we adopt a modi cation of the Fernandez-Guasti squircle [19] which represents an
interpolation between a circle and square dependent on squareness paramstehich
varies between 0 and 1. As ! 0 the equation de nes a circle in the limit and as
s! 1 the equation de nes a square in the limit. Setting parametes very close to one

(> 0:999) allows for implicit function which closely approximates a square boundary
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in the implicit squricle function. As an example, in two dimensions, this function will

look like:

X%+ y? + P X4+ y*+ (2 4s?)x2y?
2
In this particular study, we always use the unit squircle as the workspace bound-

o(X;y) = 1 (4.2)
ary which simpli es the navigation function construction. With this implicit function
for the workspace boundary, we are able to construct an analytic switch within this
boundary which takes values between 0 and 1. This functiorny(q) is a function of tun-
ing parameter and takes uniform values ¢(g) = 1 on the boundary and' ¢(g) = 0

at the goal location:

D (0)
D= @+ @)’

Similarly to the construction of the workspace boundary, we can construct

(4.3)

squircle-shaped obstacles by a functional composition of the boundary function with
constant parameters determining scaling and the obstacle center. For example, in two

dimensions, this would would look like:

ola(x + ¢); by + d)]
1+ ofa(x+ c);bly + d)]
Note that in the examples explored in this dissertation, the workspace can con-

i(Xy) = (4.4)

tain two distinct types of obstacles: those attached to the workspace boundary and
obstacles suspended by free space. Because the boundary obstacles are purged into a
patch on the workspace boundary and the suspended obstacles collapse to practically
a point [45], they require slightly di erent constructions of their scaling functions. For

both obstacle types, the scaling factoy; is a function of the obstacle boundarB;, the

radius of the transformed obstacle, and the obstacle centroidg:

1+ 1+i(-c})q))l:2
Vi = = . 4.5
@ Na qJ (#.5)
For the obstacles in the free space= ! 0 and for obstacles attached to the

workspace boundary = 1=cos(arctan(ﬁ)) in two dimensions. The next step in the
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navigation function construction is the de nition of the translated scaling mapwhich
in this case de nes the actual mapping of the squircles to points or patches on the
workspace boundary. Withp; representing the centroid of the transformed area, the

scaling function can be written:

Ti(@=vi(@ [@ al+p (4.6)

The nal construction required before introducing the purging transformation
and the navigation function is the analytic switch for each of the obstacles in the
workspace. This analytic switch for each oh obstacles is constructed so that it is
valued uniformly s; = 1 on the boundary of obstaclei and s; = 0 at the destination,

on the workspace boundary and the boundaries of all other obstacles:

si(g) = n(q)anzl;jsi J(q) ( o(m)
| (q)\(jnzl;jSi i@ ( o)+ (9

With the previously constructed functions in hand, apurging transformation

4.7)

can be generated which transforms the obstacles in the original workspace into an
idealized unobstructed workspace. This function maps any suspended obstacles onto
the boundaries of points and maps obstacles intersecting with the workspace boundary
into patches on that boundary. Speci cally, the purging function is composed of the
previously constructed analytic switches and translated scalings for each obstacle as
well as the switch for the workspace boundary. This function also forms the foundation

of Section 5.1.1 where it is applied for the deformation of trajectories around obstacles:

X X
(=01 s) [d+ s Ti(g (4.8)

i=1 i=1
The nal step in this process is the construction of the navigation function itself
which also takes values uniformly between 0 and 1. The constructed function always
exhibits these properties: (a) takes value 0 at the goal location (b) is identically 1 on the
workspace boundaries (c) approaches 1 on the boundaries of obstacles ardlisvithin

their internal boundary . The navigation function itself is simply a composition of the
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of the purging function with the obstacle-free navigation function for the workspace

boundary:

“(@="o(( ) (4.9)

4.3 Implementation of a Discrete Planning Algorithm

This section explores two methods of implementing a planning algorithm on
the discretized workspace, both of which search the system workspace for optimized
collaborative solution. The rst planning methodology explores system executions on
a cell-to-cell basis which may be more computationally expensive in complex environ-
ments with high levels of discretization. The second method creates another layer of
abstraction by grouping cells together which are assigned to a common guard/invariant.
This method accelerates the calculation of an optimized plan at the cost of excluding
some executions which could potentially be more e cient within the given optimiza-
tion parameters. For a given hybrid system, the best planner variant will depend on

the requirements of the problem under study.

4.3.1 Standard Cell-Based Approach

In our planning approach, the planner considers the join automaton represen-
tation and uses continuous state-space information from the hybrid join automaton to
assign costsy; to every feasible transition between adjacent cells within the cellular
matrix of guards and invariants. There are essentially two categories of transitions
that the planner may select between:; ! “j and ;! 7; transitions. For the former,
the adjacent cell remains in the invariant of the current location and the planner may
continue with the current action. And in the latter, the guard of °; intersects with the
invariant of *; so the planner transitions to a new location within the hybrid automaton
with hy; ;; ;i 2 E for the hybrid join automaton H (basically, when ( 'i; ) = 7
for nite join automaton A). The calculation of these overlapping cells is illustrated

in Fig. 4.1.
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(&) Guard for action r (b) Invariant for action a (c) cells enabling a! r

Figure 4.1: In this example drawn from the case study of Chapter 6, a transition from a rolling
action a to a reeling action r for a ugv is enabled at the intersection (c) of the guard ofr (a) with
the invariant of a (b).

The analytical form of the cost function for assigning transition costs may vary
depending on optimization requirements, but it can always be written as the combina-
tion of a location-dependent cosC:, and a cell-dependent cosCq, . The location-
dependent cost is a function of the location in the hybrid automata that the planner
transitions to and can be used to bias the plan towards a particular action depending
on desirable system behavior. The cell-dependent cost is calculated between the cen-
troid of the current cell g and destination cellg and is used to quantify how much
an arbitrary transition moves the system closer to the desired goal state. The cost to

transition between cellsa; can then be written as:
aj = C\j + Cq1 G

In systems where all actions are equally e cient for transitioning between cell<,
can be set saC:; =0 8" 2 E. In a similar fashion, the planner also incorporates a
corresponding estimate of the future cosh; of transitioning between the centroid of

the destination cellg and the goal locationg :
hy = Cq1

This particular cost should be constructed as an underestimate of the actual cost to

reach the goal destination and it cannot contain any location-speci c costs as it is
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calculated without any knowledge of the future transition sequence. However, it helps
prevent the planner from extending action sequences which will exceed the cost of the
current minimum cost sequence that satis es the given task speci cation.

Now that we have constructed a connected network of cells and assigned costs
to the transitions between them, the next step is to use an algorithm to discover the
best sequence of actions which transitions the system from the starting state to the
desired goal state. For this purpose, a slightly adapted version of a forwafd planner
was selected for its well-studied capabilities as an e cient path- nding algorithm [21].
The algorithm is informed of the previously calculated transition costs; which are
a continuous function of the join hybrid system's state. In addition to transition cost
between cells, the planner is also able to calculate the expected future chstvhich is
calculated betweerg and the cell associated with the goal locatiory and is also some
continuous function of the join hybrid system's state. As in the canonical algorithm,
the planner tracks the total running costc, for every candidate sequence of transitions
between cells in a priority queue known as thepen set This queue also tracks the
sequence of actions corresponding to cell transitions for every candidate sequence which
is used in the implementation of closed-loop controls to execute the planned sequence.
Additionally, there is a variable typically referred to as theupper which tracks the
cost of the current best sequence that reaches goal locatignand is initially set to
1 . The planner tracks the current minimum costc,, (initial cost set to 1 ) to reach
each cellg, in the workspace within matrix M which contains tuples of formf ¢, ; ¢, 0.
When extending the candidate sequences, the planner rst selects the sequence with
minimum running cost¢ and removes it from the sebpen it then considers the actual
cost of the next transitiona; as well as a monotone estimate of the future (long-term)
cost h; for reaching the goal celly from q, for eachq reachable fromg, with h;
computed in a similar way asa; (see Section 6.2 for a concrete example of hay and
h; can be de ned with the help of a navigation function). These candidate extensions
to the minimum cost sequence are evaluated using their running cost calculated as

G = G+ a;(g)+ hj(g). Candidate sequences which satisfy two conditions: (i) that
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G < upper and that (ii) a; + h; <cn, wherecy, is the current minimum cost to reach
cell g , are added toopen When the planner nds a sequence that reaches the goal
state so thatq = ¢, it compares the cost for that sequence; , to upper If ¢ < uppes
then that sequence of transitions becomes the current minimum cost sequence to reach
the goal andc is set as the newupper This process continues until there are no more
sequences iropenand the best transition sequence with minimum cost; has been
determined. Note that for the initial planning step,¢ = 0 and all enabled transitions

from the initial location are added to theopenset.

Algorithm 1 A Planner for Heterogeneous System

Inputs:

M ,Inv ,Guard
Initialize:

upper 1

Cn 18 2 M

open f g . g1 is the initial location
Assume:

G2 i, q2; . Iftransitionis ;I 7, 7 = 7

g is the action which transitions to location;
while opené ; do
Select sequenceéq; i; g; :::g with minimum cost ¢ and remove fromopen
for all g orthongonally adjacent tog do
if g 2Inv(’;)orqg 2Inv(’;)\ Guard(g) then
G =¢c+a(q)+ h(qg)
if ¢ < upperand ¢ + a;(q) <cm(qg) then
Add foi; 3, G; ¢ ;g to open
cn(q) = G+ a(q)
end if
end if
end for
if ¢ = ¢ then
G =G
upper= ¢
end if
end while

To understand the function of this algorithm, one must remember that each cell

¢, in the planned sequence is associated with a particular location. When evaluating
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all of the orthogonally adjacent cells from current celly, the planner must consider
both feasible’; | 7 transitions as well as’j ! 7 transitions. This means that there
may be multiple destination cellsg for the planner to consider which share the same
cell position but are associated with di erent locations within the hybrid automaton.
For the systems studied in this thesis, we have found arti cial potential functions
(navigation functions) [63] to be particularly useful as a component in calculating
cell-dependent costCq, 4. One note of caution, though, is that the planner is not
expected to monotonically decrease this \distance to goal surrogate" since a myopic
and dynamics-agnostic gradient descent (despite any navigation function properties)
0 ers no guarantee of task completion. A su ciently forward-looking search algorithm,
involving a combination of a running costa; and a future costh; for each sequenced
cell g is able to overcome a local cost increase along a path to the goal. An important
by-product of the search for this path is the sequence of cells that mark the transitions
between two locations in the solution sequence. This information is subsequently used
to parameterize the underlying control laws associated with each action, and thus

implement the derived plan on the concrete hybrid system.

4.3.2 High-Level Abstractions for Faster Plan Calculation

Depending on the level of discretization and the number of locations within
the hybrid system, the planning method discussed in the prior section may become
computationally cumbersome. Here, we present an additionally pre-processing step for
the A planner which creates an additional layer of abstraction of the cells and greatly
reduces the number of transitions to iterate over in most scenarios.

In this planning approach, we abstract away all of the; ! °; transitions of the
cell-based approach by rst grouping together all orthongonally adjacent cells assigned
to the guards and invariants of the locations in the hybrid automaton. All cells within
the supercell will all be mutually reachable using some parameterization of the low-
level controller corresponding to the associated action. For each locatior2 L and

associated labeh 2 A, supercells are constructed as a set of orthgonally adjacent cells

40



(g;q;:2) 2 I, for for eachInv(l) and similarly (g;q;::) 2 G, for each Guard(a).
Constructed supercells are labeled with their corresponding action and a number since
there can be any number of disjoint supercells within the guard or invariant of a
particular location e.g. I };12. Collectively the supercells form a setl¢;12;1;::) 2 S

for all invariants and a another set G1; G2; Gt; i) 2 Sg for all of the guards. In the
systems studied in this work, the relationship between the set of supercells for the
guards of and an action and the set for the invariants is 1-to-1 so that each guard
always has an associated invariant. Individual cellsj are permitted to belong to
multiple supercells corresponding to di erent locations of the hybrid automata e.g.
g 2 11, 2 12. Exploiting this continuous state abstraction can signi cantly reduce
computation time when searching through the discretized workspace for the best action
sequence.

With our planning approach, a key input to the discrete planner is the cells
where a transition between hybrid automaton locations for the corresponding loca-
tions. Transition cells exist where a supercell associated with the guard of one location
intersects with a supercell associated with the invariant of another location. The set of
transition cells for a pair of supercells!; GL can be be written asQ);, 6l = fon; ;0]

g 21\ GL & hy; ;55712 E where'; is the location associated with supercell
Il and °; is associated withGl. For every pairing of1}, 2 S, and G, 2 Sg such that
11\ G| 6 ;, there will exist one or more cells where a transition is enabled between
the location associated with actiona and the location associated withb. Only one
of these transition cells is evaluated by théd planner when calculating the cost to
transition between the corresponding supercells. This \ideal" transition cell (physical
workspace regions), denoteoﬁ{! % is the cellg 2 Qlia! Gl which minimizes the future
cost h; evaluated at the cell centroids. If multiple cells t this speci cation, one can
be selected without signi cant impact on the nature of the nal solution, since within
the (landing) supercell individual cells are mutually reachable. The selection of the cell
with minimum future cost h; attempts to ensure that the system achieves the maxi-

mum decrease in the cost function within the current location before transitioning to
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the succeeding location. Note that, before a transition between supercells occurs, the
system is located in transition cellg, 2 1\ G{J and immediately after transition the
system remains in the same cell which is also within the invariant of the new super-
cell so thatq, 2 If). With slight abuse of notation, we write the transition between
supercellsl| ! GL! 1. as the transition between locations; ! °; to simplify nota-
tion in discussions of theA planner. With this in mind, we can construct a matrix

of transitions T as input to the planning algorithm consisting of tuples of the form
f*i;j;0nQ containing every connected pair of supercells; ; and the minimum cost
cell to transition between themg,,.

It should be noted that in systems where the location specic cost i§;, = 0
for all locations, the speci c selection of the transition cell between supercell pairs
should not e ect the optimality of planned sequence. However, if there exist location-
speci ¢ costs for the system, this implementation of the planner may allow the system
to remain in a less desirable location before transitioning to the \preferred" location.
Overall though, the impact of the selection of individual transition cells should have
only minor impact on plan e ciency.

Similar to the prior section, the algorithm used to calculate the best plan is a
modi ed form of the A planner. In this case, the planner strings together supercells
instead of evaluating every possible transition between adjacent cells. The output of
the A planner becomes a sequence of supercells, denoted as {;:::; ¢), as well as
the associated transition cells between each two supercells which help to parameterize
the local controllers for each agent. The planner tracks the current minimum cos,
(initial cost setto 1 ) to reach each location (supercell) in the workspace within matrix
M which contains tuples of fornf °; c,,g. When extending the candidate sequences, the
planner rst selects the sequence with minimum running cost, and removes it from
the setopen it then considers the actual cost of the next transitions; as well as a
monotone estimate of the future (long-term) cosh; for reaching the goal state; from
“j, for each’; reachable from'; (From the “i;°; pairsinT). These candidate extensions

to the minimum cost sequence are evaluated using their running cost calculated as
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G =G+ a(j)+ h(;). Candidate sequences which satisfy two conditions: (i) that
G < upper and that (i) a; + h; <cy, wherec,, is the current minimum cost to reach
location °; , are added toopen When the planner nds a sequence that reaches the
goal state so that’; = "¢, it compares the total cost for that sequenceg;, to upper

If ¢ < upper then that sequence of transitions becomes the current minimum cost
sequence to reach the goal ang is set as the newpper This process continues until
there are no more sequences openand the best transition sequence with minimum

costc has been determined.

Algorithm 2 A Planner Incorporating Supercells

Inputs:
T,M
Initialize:
upper 1
cn 18 "2 M
open f ".g . 1 is the initial location
while opené ; do
Select sequence’ 1; »; n;:::g with minimum cost ¢ and remove fromopen
forall ;5 ;qn 2T ji= ndo
G = G+ a&j(gn)+ hj(om)
if g < upperand ¢ + & (gn) <Cm('j) then

Add f1;75; ;75 g to open
cn(Cj) = G+ & (gn)
end if
end for
if \j = ‘f then
G =g
upper= g
end if
end while

Essentially, both of the presented planning methods perform a graph search
across the space of discretized cells and hybrid automaton locations. However, the
introduction of supercells allows for associated cells to be grouped together and greatly
reduces the number nodes and edges that the planner must expand when searching for
the optimized system execution. The primary disadvantage of the supercell method

is that it relies on the assumption that the planner should remain in the invariant
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of the selected action until it reaches the transition location which minimizes the cost
function. However, in some cases, there may be scenarios where it is better to transition
to a new action as soon as possible, especially if the dynamics of locatipmre more

e cient within the context of the selected cost function than those of current location

li. This method will not be able to explore that subset of potential optimizations. But

in task speci cations whereC., = 0 so that the selected location is irrelevant to cost
calculation, the results of the two planning methods should generally be functionally

equivalent.

4.4 Summary

This chapter outlines the steps in converting the hybrid systems model of a sys-
tem generated in the prior chapter and abstracting the model into a planning problem
that can be solved by modi ed implementation of anA planning algorithm. The rst
step in discretization is the selection of an appropriate division of the system workspace
while taking into account the key state variables. In the systems studied within this
work, the discretization is a simple partition of the workspace into square cells with all
continuous functions evaluated at the centroids of the resulting cells. Cells are then
assigned to the guards of systems actions and also to the corresponding invariants of
locations by evaluating the continuous guards/invariants at the cell centroids. Tran-
sitions may occur between locations where a cell associated with the invariant of the
current location overlaps with a cell associated with the guard of some other action
and the transition is licensed by the hybrid automaton. An arti cial potential func-
tion was constructed within the workspace which can be utilized to measure how close
vehicles are to the workspace boundaries and also serves a a measure of the progress
of agents to their goal positions. These potential functions are well suited for inclusion
in constructing cost functions for location-based task speci cations.

Once cells have been assigned to the guards/invariants of each action/location
and a navigation function is constructed, the planner employs aA planning algo-

rithm which evaluates the the extension of a planning sequence based on the current
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and estimated future cost of the candidate transition. The planner extends candidate
transition sequences until discovering the minimum cost sequence of actions which
transition the system from the initial state to the desired goal state. The cost func-
tion is typically constructed as a function of continuous state variables evaluated at
the centroids of cells. Two methods of constructing transitions are evaluated in this
section. In the rst method, the planner sequences together individual cells and eval-
uates the cost for transition between adjacent cells. It can transition adjacent cells
while remaining in the active location invariant or transition to a new location where
that transition is enabled by the suitable overlap of guards and invariants. The sec-
ond method is designed to improve on computationally e ciency compared to the rst
method at the cost of some accuracy in nding the minimum cost plan. This method
groups adjacent cells associated with the same location irsapercellsand calculates a
sequence of transitions between supercells where a cell(s) associated with invariant of
the active supercell overlaps the a cell(s) associated with the guard of a di erent action.
Either of these two planner variations can be utilized to generate valid sequences of
actions and corresponding waypoints as inputs to the local controllers which satisfy
the stated task speci cation.

Now that we have examined the planning methodologies applicable to a broader
class of heterogeneous multi-agent systems, the following chapter focuses on a particular
subclass of heterogeneous groups leveraging physical interaction: systems which utilize
some form of exible tether. The exact dynamics of a exible tether can be cumbersome
to fully analyze so it is desirable to create some abstraction of the tether to feed into the
discrete planning methods developed within this section. This abstraction comes in the
determination of hinge pointswhich act as inputs to the discretization of the tethered
system and help to parameterize the motion of vehicles as they swing while suspended
by the tether. Hinge points are dependent on the con guration of the tether as a weaves
through an obstructed space and there are a multitude of possible con gurations in
workspaces with multiple obstacles. However, tether con gurations can be classi ed

and enumerated by their uniqguehomotopy classwhich allows for the construction
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of all possible tether paths and their corresponding set of hinge points. Each unique
tether con guration generates a separate planning problem and the con guration which
results in the lowest total cost from theA planner is selected as the optimized tether

con guration and system execution.
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Chapter 5

MODELING TETHER BEHAVIORS IN HETEROGENEOUS
MULTI-AGENT SYSTEMS

A exible tether can be introduced to many heterogeneous systems as a method
of physical interaction that allows for an agent to modify its dynamical properties by
interacting with other agents or the surrounding environment. Flexible tethers can uti-
lized in various scenarios including safely lowering a vehicle from an elevated position,
keeping an aerial vehicle ying within a xed radius, and assisting a ground vehicle in
traversing an obstructed space. The latter is a key component of the illustrative system
studied in detail in Chapter 6 with auav attaching the free end of a tether so that a
ugv with an onboard winch mechanism may lift itself up and over obstacles within the
workspace. Another practical application for tethers in robotic systems exists in the
form of the tethered undersea kite which has been studied as a more e cient method
of power generation when compared to conventional xed marine turbines [40, 62, 2].
A similar class of tethered systems exists where aerial kites harvest energy from high
altitude winds [20, 74]. Unfortunately, these tethers also add complexity to the dy-
namics of the associated system and must be carefully modeled in order to accurately
capture the evolution of the continuous state under the in uence of tether dynamics.
Previous works have proposed methods of creating comprehensive nite element mod-
els of exible tethers [33, 62, 31], but those models are often very computationally
expensive when incorporated into complex dynamic simulations. Instead, within this
chapter, we look to abstract away exact tether dynamics and focus solely on modeling
the impact of the current tether con guration on the dynamics of the tethered agent.

This abstraction relies on two key assumptions: (a) that the tether is of negligible mass
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(b) that vehicle in control of the tether will always reel it so that tension is maintained

and so that it will conform tightly around obstacles in the workspace.

5.1 Modeling realistic tether con gurations.

The end goal of these abstraction methods is to determine a sethofhge points
which will denote the locations on the edges of obstacles from which the ground vehicle
can swing in a quasi-pendulum motion. These points, denoted as the set of coordinates
Qn, parameterize the dynamic impact of the tether con guration without requiring
modeling or measuring the exact tether state at any point during system evolution.
Before constructing the set of hinge points, it will be necessary to construct realistic
tether primitives which connect the initial position g of the vehicle attached to one
end of the tether to the anchoring locatiorg, where the free end of the tether has been
attached. These primitives are then utilized in the derivation of the aforementioned
hinge points in the succeeding section. Two di erent methods for generating tether
primitives are explored which inform hinge point generation and each method varies
in its applicability to osbtructed workspaces.

The rst method of exploring tether con gurations uses the inverse of a purging
function, similar to the one constructed as a precursor to the navigation function in
Section 4.2. The purging function is utilized to deform arbitrary tether primitives
to tightly wrap around obstacles in the workspace. This method constructs realistic
tether shapes that conform closely to the boundaries of workspace obstacles using
the inverse transform of a (typically) straight line segment connecting the ground
vehicle to the anchoring location. However, the limitation on this particular method
is that is cannot fully explore all of the possible tether con gurations and hinge points
in complex workspaces with multiple obstacles. To this end, a second method of
constructing tether primitives was developed which exhaustively explores all of the
tether homotopy classes for a particular workspace and generates corresponding tether
primitives for each class using an variation of th& shortest path search. This method

is slightly more computationally complex than the transform method, but it generates
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a more robust set of tether primitives. Also, the homotopy method may generate less
realistic tether geometry within tether primitives, but this has no e ect on the validity

of generated hinge points. Depending on application requirements, either method can
be utilized as a suitable determination of hinge points to feed as inputs to the system
dynamics. The inverse transform method is typically su cient when all obstacles
are attached to the workspace boundary while the homotopy method creates a more
comprehensive picture of all possible tether con gurations in workspaces containing

suspended obstacles or a mix of both obstacle types.

5.1.1 Inverse Transform Method

Building on the constructions introduced in Section 4.2, we adapt the di eo-
morphism developed for construction of navigation functions for use as a method of
deforming trajectories around obstacles. A similar di eomorphism is utilized with
some minor modi cation of the format for the distance-to-the-goal function. In this
case, the distance-to-the-goal is constructed using two points, the initiabv position
(X1;y1) and the anchoring location of theuav (x;;Yy,). Working on a vertical plane for

represenation simplicity,

gy) = ((x  x)?+(y y)I)(x x)*+(y VY29 (5.1)

This construction ensures that the two attachment points are invariant under the
workspace transformation of the di eomorphism. Ensuring that the endpoints remain
invariant under transformation ensures that the Cartesian position of the tether end-
points maintain their coordinate location when calculating the deformed tether shape.
Using this modi ed distance-to-the-goal function, we construct the purging function
(See Section 4.2) which transforms the obstructed workspace into the ideal workspace

where all obstacles are mapped to points or patches on the workspace boundary:

X0 X0
(xy)=(1 Si) [x;y]+4 si Ti(xy) (5.2)

i=1 i=1
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With this di eomorphism constructed, consider the endpoints of the tethery, g 2 X

and the straight line segment drawn between within the transformed space written as:

(s)=al 9+ as;s2[01] (5.3)

Note that there is zero probability that a curve constructed between any arbitrary

. and @ will intersect with the suspended obstacles that are mapped to points in
the transformed workspace using the navigation transformation [45]. Applying the
inverse of this di eomorphism, (), to the straight line will transform it into a path

that is deformed around the obstacles of the original workspace without intersecting
them. A closed form for the inverse of this transformation unfortunately does not exist;
instead, we utilize a rst-order numerical approximation which seems to adequately
approximate the theoretical curve locally given appropriate step sizeq and the inverse

of the derivative of the di eomorphism  *(q):

"(a+ q) @+r 9 « (5.4)

The straight line segment is generally utilized as the initial tether primitive
within this thesis because of its simplicity in approximating the taut exible tether
shape However, other closed-form inputs to the inverse transformation can be used
depending on the requirements of the workspace con guration. For example, the same
transform can be applied to the points of a parametric equation, such as a Bezier
curve drawn in the transformed space, to nd a corresponding deformed path in the
original workspace. However, as the shortest path between two points, using the line
segment as the input curve generally generates tether primitives that conform tightly to
workspace obstacles and represent a fairly realistic approximation of tether geometry.
Additionally, this same method of trajectory deformation can be utilized to deform
candidate trajectories of theuav to ensure that it's ight path does not intersect with
any of the workspace obstacles. These deformeav trajectories can be tracked with

the help of a nonlinear controller that is outlined in detail in Section 6.3.2.
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Figure 5.1: An example of generating a deformed tether primitive from a straight line segment
connecting the tether endpoints. A straight line segment (orange) is drawn between the endpoint
attached to a vehicle at (095, 0:95) and the xed end attached at ( 0:55; 0:55). After transforming
the points of the line segment under the inverse purging transformation, a deformed tether primitive
is generated which does not intersect the boundaries of the obstacle (blue).

The primary limitation of this inverse transformation method is that it fails to
capture the many ways the tether may weave amongst obstacles in workspaces with
multiple suspended obstacles in a multitude of potential con gurations. It provides a
relatively simple method for determining hinge points as inputs to the planning prob-
lem, but the somewhat naive straight-line deformation may miss tether con gurations
and their corresponding hinge points that would result in an improved solution to the
prescribed planning problem. To this end, the homotopy search method outlined in
the following section was developed which exhaustively searches through all of the pos-
sible tether con gurations and generates corresponding hinge points for each possible

con guration.
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5.1.2 Homotopy Search Method

The inverse transformation method outlined in the previous section success-
fully generates a valid tether con guration approximation in the original obstructed
workspace, but it only represents a single con guration of the tether. For each ob-
stacle in a particular workspace, the exible tether may pass around that particular
obstacle in di erent ways on a route connecting the initial position of the tethered
vehicle and tether anchoring location. This leads to a multitude of distinct and equally
valid tether con gurations around the set of workspace obstacles. Now, the desire is
to nd a method for comprehensively searching through every feasible tether con gu-
ration within the obstructed workspace in order to nd the tether con guration that
generates the planned sequence with minimal cost. We create multiple iterations of the
discrete planning sequence outlined in Chapter 4 for each generated tether primitive
and compare the minimum cost sequences to determine the optimized tether routing
and action sequence. Each con guration of the tether can be mapped to a particular
homotopy class [4, 33] where any two paths drawn within a given class can be di eo-
morphically mapped onto one another. One may notice that, if the exible tether were
allowed to wrap around obstacles multiple times, it would result in an in nite number
of valid tether con gurations to evaluate. For every closed loop around a particular
obstacle, each corresponding tether con guration exists in a separate homotopy class
resulting in a countably in nite number of homotopy classes for any workspace with
any obstacles not attached tot the workspace boundary. Yet, there only exists a -
nite subset of these con gurations which need to be evaluated to determine the tether
routing which results in the minimal cost. By limiting the search to tether con g-
urations where the tether path never forms a closed loop, we ensure that there are
nitely many homotopy classes to evaluate. This is a practical assumption to make as
it excludes self-intersecting routings which could potentially tangle the tether in the
physical implementation of the system. Also, the individual agents will always travel
a greater total distance to implement plans where the tether forms a closed loop com-

pared to an equivalent routing with the loop removed. Since the optimization problem
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typically seeks tether con gurations that result in a minimum time or energy solution,
self-intersecting con gurations can be reasonably discarded as the cost-optimal solu-
tion would not likely be found in con gurations where the tether forms a closed loop

within the workspace.

Figure 5.2: An example of a Hamiltonian path in a arbitrarily distributed space of obstacles that
begins at the workspace boundary at () 1) connects to the centroid of each obstacle and terminates
at the upper boundary at (0; 1). The line segements, labeled 1; 2; 3; 4; 5; 6g sequentially following the
path starting at the lower boundary, are utilized to de ne the homotopy class of any tether primitive
drawn within the workspace.

One point of emphasis is that obstacles which attach to the workspace boundary
have no bearing on the homotopy class of all possible tether con gurations, so the only
interest is in enumerating all of homotopy classes generated by obstacles fully embed-
ded in the free space. Obstacles attached to the workspace boundary still in uence
the routing of the tether in the generation of tether primitives but they do not gener-

ate any additional homotopy classes necessitating consideration. Looking at a single
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obstacle embedded in the free space, there exist two relevant homotopy classes since
the tether may be routed around either side of the obstacle. This same concept can
be extended to every obstacle added to the workspace which results in an exponential
increase in homotopy classes for each additional obstacle. In order to properly label
the homotopy classes corresponding to each particular tether con guration, a modi ed
version of the convention for homotopy classes presented in [33] was adopted. In our
implementation, a Hamiltonian path may be drawn which connects the centroid of each
suspended obstacle to the boundaries, starting at the midpoint of the lower workspace
boundary and terminating at the midpoint of the upper boundary as shown in Fig. 5.2.
The resulting line segments connecting the centroids are numbered sequentially start-
ing from the lower boundary and continuing along the path until reaching the line
segment connecting with the upper boundary. The Hamiltonian path also divides the
2-dimensional workspace into two halves. By convention, we denote the right half of
the workspace as (+) and the left half as (). For simplicity of problem construction,

it is assumed that the crawler endpoint of the tether is contained within (+) and the
anchoring location within (). Applying this convention, the homotopy class of any
generated tether primitive can be uniquely labeled by the sequence of line segments
intersected by the tether path and the direction in which the crossing occurred. For
example, the sequenckl’ ;2 ;4" g would indicate crossing the rst line segment from
the right side, the second from the left side and the fourth from the right side.

With n suspended obstacles, tether con gurations can be grouped into classes
based on home many line segments are contained in the de nition of their associated
homotopy class. Ifn < 3, there can only exist rst-order homotopy classes where the
tether primitive crosses a single line segment (Fig. 5.3a). With 3, there exist
second-order homotopy classes where the tether primitive crosses three line segments
on the Hamiltonian boundary (Fig. 5.3b). Similarly withn 5, third-order homotopy
classes exist that involve crossing ve line segments (Fig. 5.3c). This pattern continues
with every two additional obstacles added to the workspace. In order to generate

tether con gurations, every valid homotopy class containing a tether primitive must
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(@) (b) ()

Figure 5.3: (a) Examples of rst order tether primitives which intersect a single line segment and exist
in homotopy classes denoted akig (b) Examples of second order tether primitives which intersect three
line segments and exist in homotopy classes demoted &$ j; k g (c) Example of a third order tether
primitive which intersects ve line segments and exists in homotopy class denoted asi; j; k;l;m g.

be enumerated using its unique sequence of line segments. Using the location of the
two endpoints of the tether together with the assumption of non-intersecting curves,
two conditions for valid homotopy line segment sequences become apparent: (a) The
numbered sequence of line segments in a valid homotopy class will always be either
strictly ascending or strictly descending. (b) Assuming that lies in (+) and ¢ lies

in (), there will always be an odd number of line segments de ning valid homotopy
classes With these conditions in mind, it is trivial to enumerate every valid homotopy
sequencef i; j;::: g with line segmentsi; j;::: 2 f1;:;;n + 1g for a workspace withn
obstacles fully embedded in the free space. The total number of valid homotopy classes

for n suspended obstacles can then be expressed as a function of binomial coe cients:

2 3

X +1
4 2 " s5i(n+ (5.5)

k=3:5;7;::: K
With a formalism for identifying and labeling the homotopy class of an arbitrary
tether shape, the remaining challenge becomes constructing a valid tether primitive
for each of the calculated homotopy classes that is also guaranteed to be a member
of the desired class. As constructed above, if a tether primitive lies in a particular
homotopy class, it must cross the corresponding line segments in the speci ed order.

In order to generate tether primitives in the speci ed homotopy class, aA planner
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implementation can be constructed which generates the shortest path between the
midpoints of the sequence line segments and iteratively constructs tether primitives
satisfying the desired homotopy class. The components of this planner are similar to
a canonicalA with a few key modi cations for the homotopy application. Again,
the rst planning step is to discretize the workspace into a grid of equally-sized cells.
Given some desired homotopy class, such &sj;k gwith i;j;k 2 f1;::;;n+ 1g, the
corresponding tether primitive is generated using a sequenceff planning problems
which construct tether segments connecting between the midpoints of the line segments
denoted in the homotopy sequence.

The planning sequence starts with a the goal location set as the midpoint iof
denoted as Xi;y:) and corresponding navigation function' 1(x;y). The A planner
then nds the shortest sequence of cells to connect the crawler starting positiox {Y;)
to the midpoint (x1;y1) (Fig. 5.4a). In order to ensure that the shortest path does not
cross another line segment and violate the desired homotopy cldsg; k; ::: g, all cells
intersecting the remaining line segment§l;::;;n+1gni are excluded from inclusion
in the path by the A planner. Once the rst tether segment has been generated,
the process continues with nding a path from X1;y:) to the midpoint of j denoted
as (Xo;y2) (Fig. 5.4b). For this planning sequence, the cells crossed by line segments
f1,::;;n+1gnj are excluded from planner consideration. This process continues until
the nal tether segment is generated from the midpoint ok denoted as X3; y3) to the
anchoring point location at (X5; ya) (Fig. 5.4c) and a complete tether primitive connects
between tether endpoints (Fig. 5.4d). These steps are repeated for each enumerated
homotopy class in the workspace until a tether primitive has been constructed for each

one.

5.2 Tether Hinge Points
As alluded to in the previous section, the parameterization of tethered vehicle
dynamics is dependent on a set of tetheninge points During agent actions which

involve dynamical interaction with the tether, these hinge points prescribe the current
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Figure 5.4: Example construction of the tether primitive for an arbitrary homotopy class by gener-
ating path segments using multiple iterations of anA planning algorithm (a,b,c) The three iterative
steps of constructing a path within the desired homotopy class by sequentially crossing the midpoints
of line segments 2,4,6 before intersecting the goal location. (d) The complete tether primitive satisfy-
ing the desired homotopy class$2*;4 ;6" g.

xed location from which the vehicle is suspended by some segment of the exible
tether. In the previous section, two methods were introduced for generating tether
primitives which prescribe a path from the initial vehicle position to the anchoring
point for the tether. It remains to construct some relation which converts the points
contained within each tether primitive into a set of hinge pointsQy;, as inputs to the
hybrid system. In a general sense, hinge points are located where the tether interacts
with the corner boundary of a workspace obstacle which supports the tether while it is

under tension from the weight of theugv . If the workspace is fully unobstructed, there
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will always be at least one hinge point generated by the location where the free end of
the tether is anchored. The process of enumerating these points attempts to abstract
the tether primitives generated in the previous section into a discrete set of Cartesian
coordinates representing all the hinge points associated with that tether con guration.

These hinge points can then be used as inputs to the hybrid system model, typically
in the form of a communication variable and are also used in the discretization of the

workspace for planning purposes.

5.2.1 Extracting Hinge Points From Tether Primitives

(@) (b)

Figure 5.5: Hinge points generated from the two methods for tether primitives within a single wall
workspace: (a) Inverse transform method (0163 0:161) (b) Homotopy method (0:133 0:034).

In the case of the inverse transform method, the tether primitive from which we
will extract the corresponding hinge points is composed of some sequence of Cartesian
coordinates generated by the inverse transformation of the a straight line divided into
equally spaced points. For the homotopy method, the tether primitive is represented
by a sequence of cells and their corresponding centroids which connect the tether end-
points. In the case of the homotopy method, to ensure that this tether primitive tightly
conforms to the obstacles for the purposes of hinge point calculation, the cells of the
tether primitive are deformed along the gravitational axis until they are adjacent to
either the boundary of a workspace obstacle or the outer boundary of the workspace

itself. This process is informed by the previously constructed navigation function for
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the space with cells of the tether primitive being deformed along the vertical axis until
adjacent to a cell with navigation function value' . This additional step is un-
necessary for the inverse transform method as the primitive generated by the inverse
transform generally conforms tightly to the boundaries of the workspace. For either
type of tether primitive,a B-Spline or Bezier curve is routed through the points con-
tained in the tether primitive to construct a continuous curve from the representative
points(Fig. 6.9). This 2D curve can be expressed in terms of its two Cartesian com-
ponentsx.(t) and y.(t), parameterized byt 2 [0; 1]. We assume that the free end of
the tether has been anchored at pointxs;ya.). This location is contained in the set
of hinge pointsQy, for every possible tether con guration. The remaining hinge points
occur where the tether is suspended by the geometry of an obstacle, and these locations
can be identi ed as the points of maximum curvature along the deformed tether curve.
Hinge points are those xu(t); yn(t) corresponding to values of 2 [0; 1] that locally
satisfy

8
3 dxo(t) Pye(t) .
d?x.(t)  d?y.(t . < 0> =57 Xpn>Xa
ma dtcz( ) gfz( ) subject to zdtz Zdtz : (5.6)
t2[0;1] .Bdgtcz(t)>o> dé/:z(t). X < X o

The collection of all these pairsg = xy(t);yn(t) for the locally maximizing
values oft 2 [0; 1] forms a nite set Q. Including the anchor point, the complete set

of hinge points for a given homotopy class is written a®, = Q¢ [f (Xa;Ya)0.

5.2.2 Evolution of Hinge Points in the Hybrid Automaton

Once the set of hinge point®);, has been constructed, it is incorporated as one
of the communication variables in the system hybrid automaton which helps to param-
eterize the current dynamics of the tethered vehicle in certain modes by abstracting
away the exact dynamics of the tether under tension. The s&);, represents an or-
dered set of hinge pointd q; &; :::; g starting from ¢, the closest point along the

path of the tether primitive to the initial tethered vehicle position, and always ending
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with the anchoring point of the tether gq,. Assuming that the planner does not allow
actions which will entangle the tether, the tethered vehicle must pass through each of
the hinge points sequentially. Thereforey begins as the active hinge point as input to
the dynamics of the tethered vehicle and a transitionf ! ¢ is triggered whenever the
tethered vehicle positiong. satisesjg ¢gj < . The anchoring location of the tether
o, will always be the nal point in the set of hinge points because it represents the xed
point of the tether when there are no obstacles interacting with with the tether and
the vehicle swings unobstructed. In an environment without any workspace obstacles,
the set of hinge points is identicallyQy, = fq,g. There may be a few edge cases where
the dynamical evolution of a tethered vehicle might result in it not passing through
every hinge points in the set sequentially, but the study of these cases is beyond the

scope of this work.

5.3 Summary

In this chapter, we introduced a framework for modeling and abstracting the
dynamics of exible tethers and feeding this information into the planning framework
developed in Chapter 4. This framework is relevant to the subclass of heterogeneous
multi-agent systems which leverage exible tethers as the primary means of physical
interaction between agents. The goal of the chapter is to generate a sequence of hinge
point coordinates which can be fed into the hybrid systems model as communication
variables. This process begins using a tether primitive connecting between the two
endpoints of the tether and generated using one of two methods. The rst method
applies the approximated inverse of the purging transformation developed within the
previous chapter to deform straight line segments into approximations of a valid tether
path. The deformed tether primitives will not intersect with any workspace obsta-
cles and typically curve sharply on obstacle corners. The second method attempts
to enumerate all of the possible tether con gurations within a workspace containing
suspended obstacles by leveraging how each unique tether primitive exists in a unique

homotopy class. AnA planning sequence is then used to iteratively generate tether
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primitives which are guaranteed to exist within the desired homotopy class. Finally,
a B-spline curve can be interpolated through the points of these tether primitives to
turn them into continuous functions. A test, constructed using the second derivatives
of the tether components, nds the maximums along the tether primitive where the
corresponding set of hinge points are located. These hinge points are then written as
a sequential set of coordinate pairs that serves to parameterize the vehicle motion as
it moves through its prescribed action sequence.

In the following chapter, a case study is explored involving agv and uav
which can be tethered together. This example of physical interaction leverages the
concepts explored in this chapter to parameterize the dynamics of thgv while it is
suspended by the tether. In that example, thaiav is able to pick up the free end of
the tether and bring it to an elevated position where it attaches the tether and creates
the desired anchoring location. Thaiav route to attach the tether will be determined
by the homotopy class selected by the planning algorithm representing the optimized
tether con guration. The set of hinge points used as inputs to theiav/ugv system
are key to parameterizing the dynamics of theigv as it swings from the active hinge

point or reels in the tether to move towards that hinge point.
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Chapter 6
CASE STUDY 1: THE TETHERED UAV/UGV SYSTEM

The goal of this chapter is is to demonstrate that the modeling and abstrac-
tion methods of the cooperative planning approach outlined in Chapters 3 and 4 are
powerful enough to handle a conceptually simple multi-agent system tasked with a
challenging problem scenario where alternative state-of-the-art planners fail to return
valid solutions. The heterogeneous system employed in this demonstration consists of
augv and auav with the capability of attaching an actuated exible tether between
them. The task speci cation under study in this case is to move thagv to a location
opposite its starting position with respect to the wall obstacle in a number of di erent
obstacle con guration examples as illustrated in Fig. 6.1. The workspace under study
includes some type of perching location where theav can land and a x itself to pro-
vide a xed location towards which theugv can raise and lower itself using its onboard
winch. It is assumed that there exists a mechanism by which thegv may attach the
free end of the tether to theuav when the two systems are in su ciently close prox-
imity to one another. Additionally, the obstacles in the workspace interact with the
con guration of the exible tether and this interaction changes the parameterization
of the ugv dynamics as the vehicle moves throughout the obstructed workspace. Note
that without the collaborative e ort from the uav enabling assistance through the
tether, the ugv is not able to reach a goal located on the other side of any su ciently
tall vertical obstruction. In this way, the collaborative uav /ugv actions allow theugv
to complete its task speci cation in a broad range of obstructed environments in which
it would be otherwise infeasible to navigate independently. In this problem setup, there
are several interesting challenges: among them, the nonlinear continuous dynamics of

the two vehicles, which ideally need to capture the behavior exhibited when thegv
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swings in pendulum fashion suspended by its tether and when it moves up or down
from an elevated position; the obstacles that need to be avoided; the need to man-
age and account for the shape of the exible tether within the cluttered workspace,;
and the methods to identify the workspace-tether relative con gurations that enable

tension forces to be applied to thaigv in the desired directions.

Figure 6.1: Example setup of a typical planning problem within the uav/ugv system. The ugv
must traverse the obstructed workspace to reach the designated goal location. In this diagram, the
uav has already attached the free end of the tether at the anchoring locatiorg,. Once the tether
is attached, the ugv dynamics are parameterized by state variabled; relative to the active hinge
point, ¢, in this case.

6.1 Hybrid System Formulation

The rst step in planning for the aforementioneduav / ugv system is the con-
struction of individual automata for the two agents in the system which each represents
a comprehensive model of each agent's capabilities. This representation includes the
actions each agent can perform and their associated continuous dynamics, the condi-
tions imposed on the state variables which license transitions between system locations,
and handles for actions enabled by collaborative action between agents. These two in-

dividual automata are then combined using thgoin operation developed in Section
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3.3 for hybrid automata which creates the join automaton that will be used to plan

cooperative system trajectories.

6.1.1 UAV Automaton

The construction of the hybrid automaton for theuav begins with label set
A,=f;; %Ywhere enablestheuav to y to an aerial waypoint and hover there,
is the landing action where theuav comes to rest on one of the workspace boundaries
and %expresses the tetheredav perching at its goal location to provide an anchoring
point for the free end of theugv tether. The perching location for theuav is some
prede ned location where theuav can attach itself at an elevated location within the
workspace and acts as the goal location for theav when assisting theugv . Note
that it is possible to construct a modi ed formulation of this hybrid system with an
additional action  which allows theuav to perch on a surface without the tether
attached, but this action is excluded in this scenario as there is limited interest in
evaluating uav action sequences where the aerial robot does not assist thgv in

reaching its goal destination.

Figure 6.2: The state variables of theuav parameterize the vehicle in the vertical plane according
to its current Cartesian position (x;y) as well as the yaw angle of the vehicle .

The continuous dynamics of thaiav system are de ned within a @ dimensional

state spaceX composed of tuples of the fornfix;y; g and their rst derivatives which
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parameterize theSH?2) pose of theuav in the vertical plane (See Fig. 6.2). For the
uav system, the setW of continuous communication variables takes forrhuy; us;l; g@.

It is comprised ofuav control inputs u; and u, and ugv state variablesl, . It is
important to note that certain state variables from collaborating agents are included
in the communication space to help parameterize thguards of collaborative actions.
This may result in duplicated variables within the join system but these are simply
copies of the same variable. Finally, the tuple comprising the initial state is written
Init : (o =1;X0 = (X = X;;¥ = Y;; = 0) with the uav located at some initial
position (X;; ;) in the workspace. Since the vehicle always starts the planned sequence

at rest, the yaw angle is assumed to initialize with a zero value.

Figure 6.3: UAV Hybrid Automaton

The event setE representing all transitions in the graph of theuav automaton

contains the following events:

Ei= M ;G* Ja) 9 Ez=19; ;G *;Jg3);3i
Es= 18, ;G*;Jzg); 9 Es= M %G Jus): i
Es = H3;n;G,;J@zg);8i Ees = MB;n;Gy; ), 8i

The key components of the events contained in the event set are the associated
guards and reset conditions (jumps) which set conditions on state variables for the
events to occur and parameterize the state variables after transition occurs, respec-
tively. The uav hybrid system is parameterized is a way that the state variables will
evolve without discontinuities, resulting in the "trivial reset” (i.e. identity map). As-
suming that (X¢;yc; ¢) are the current values for the state variable tupleX;y; ) and

L 5 is the set of locations, the jump conditions in every transition can be written as:
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The set of guards for theuav is constructed as constraints on the set of state
variables and it is also informed by communication variables, especially in regards to
collaborative activities. All velocities must be equal to zero before any transition can
be initiated in the uav automaton. This is a condition that arises from the turn-
based nature imposed on the join hybrid automaton. According to the methodology
described in Section 4.2, a navigation functioh,(X;y) is constructed for theuav with
the goal set as the perching location. Guards for theav are parameterized by values
of the navigation function at its current Cartesian position compared to constants with

' 1and ! 0. Forlanding action to be enabled, theuav must be away for the
workspace boundary so that 5(x;y) < < 1. The opposite is true for latching action
Owhere theuav always starts on the boundary with' ,(X;y) . Additionally, for
landing action to occur, the uav should be aligned with thex-position of the ugv
Xg With this position calculated from the communication variables agg = ¢} + | sin .
Finally, the value of the uav navigation function must be less than in order to reach

the terminal location via n, a trivial transition. Thus the set of guards is written as:

G =f(xy; )2Xajx=y= —=0¢g

G =f(xy; )2 Xajx=y= —=0;"a(Xy) < ; jjX Xgj< 9
Go=f(xy; )2Xajx=y= —=0;"a(xy) ¢

Gn = f(Xjy; )2Xajx=y= —=0;"a(xy)< (1 )g

The invariant domain for each location, Inv, is constructed in a similar fashion
to the set of guards. In the initial state Location 1, the system is at rest and all state
variables are given an initial value, X'; y'; 0), which parameterizes the initial Cartesian

position of theuav . Similarly, the system will remain at rest in the goal state marked
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by Location 8 and the value of the navigation function will be close to zero so that
" a(X;y) < . The vehicle will only undergo vertical motion in Location 3 so the value
of x remains constant and will equal zero. Additionally, Location 3 and Location 9
share the condition that the vehicle only remains in that location while it is away from
the boundary of the workspace so that ,(x;y) < . The same stipulation hold for
Location 5 with the added condition that the vehicle has not reached the goal location
so that ' 4(X;y) . Writing these conditions into a set of mathematical constraints,

the invariant domain is written as:

_:O;x: xi;y: yi; :Og

|nV(1) = f(X,y, ) 2 Xaj X=Y

Invg = F(Xy; )2 Xajx =0;"a(xy)< ¢

Invs = fF(Xy; )2 Xaj taxy) < g

Invg = f(Xjy; )2 Xajx=y= —=0;"aXy)< ¢

Invigy = F(X;y; )2 Xaj'a(Xy)< @

The equations for the activities of the hybrid automaton, Act(), capture the
continuous dynamics of theuav system in each location. The dynamics of the 2-
Dimensionaluav when in ight are similar to those of the standard unicycle model
with with an added gravitational term g acting along the vertical axis. In Location 9,
the ugv ies to a waypoint and hovers and similarly for Location 5, theuav ies to
the designated perching location and anchors itself at that location. For both of these
locations, the complete dynamics of theav ight are in e ect. Location 3 corresponds
to the landing motion of the uav so motion only occurs along the vertical axis with
the uav xed at a yaw angle of zero. Finally, locations 1 and 8 mark the initial and
nal state of the system where theuav is also stationary. Assuming that theuav has
some massn, the activities (continuous vector elds) for the uav hybrid system can

be expressed as follows:
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6.1.2 UGV Hybrid Automaton:

The construction of the hybrid automaton for theugv begins with label setAy =
fa;a%d;r%f 9 wherea(a® express a (tethered) rolling behavior along the workspace
boundaries,d represents theugv aligning itself and attaching the free end of the tether
to the uav so that it may bring it to the perching location, r%is the reeling action where
the ugv may use its onboard winch to perform controlled ascent/descent underneath
the active hinge point andf °is a typically transient free-swinging motion where the
ugv performs controlled ascent/descent with the tether and will simultaneously expe-
rience quasi-pendulum motion by swinging from the active hinge point until coming
into contact with a workspace boundary.

The continuous dynamics of theugv system is de ned within a 4" dimensional
state spaceX composed of tuples of the fornfil; g and their rst derivatives (See Fig.
6.4). This pair (I; ) (length/angle) provide a polar parameterization of the Cartesian
position of theugv in the vertical plan relative to the active hinge point (See Chapter
5). For the ugv system, the setW of continuous communication variables takes form
foh;u;Xx;yg. It is comprised ofugv wheel/winch accelerationu (dependent on the
hybrid mode), uav state variablesx, y and the (piecewise constant) Cartesian position

of the active hinge pointg, relative to which the ugv position is derived. Finally, the
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Figure 6.4: The state variables of theugv parameterize the vehicle in the vertical plane relative to
the currently active hinge ¢,. This polar parameterization consists of the current distance from the
hinge point | and the angle of the ugv relative to that hinge point.

pair comprising the initial state is written Init : (o = 1;%X0 = (I = l;; = 0)). Since
the rst action executed by the ugv is alwaysa or d, it will always start at distance |;

from the initial hinge point with an angle of =0.

Figure 6.5: UGV Hybrid Automaton

The event setE representing all transitions in the graph of theugv automaton

contains the following events:
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Ei1= hla;Ga Ja;2); 2 E> = 13;a; Gy J2); 2
Es = 18, d; Gy; Jz.4); 4 Es = ;3% Gao; Ja:10); 10
Es = 16;1%Gro; J56); 6 Ee = 15;f % Gro; Js:7); 7
E; = 15;a% Gao; Js:10); 10 Eg = 6;a% Gao; J(s:10); 10
Eo = 16;f % Gro; Je:7y; 7 E10 = h7; &% Gao; J7:10); 10
E11 = h7;r% Gro; J7:6); 6 Eip = Wit % Gro; 7.7y T
E1z = MO f % Gio; o7y 7i E1a = MO r% Gyo; J(10:6); 6
Eis = 2n;Gy;Jes): 8 Eis=M6;n;G,;Jes); 8
Ewz=h7;n;Gy;Jre): 8 Eig= MO n;Gy; Jos);8i

In the case of theugv, the trivial reset only applies to the four terminating
transitions within the hybrid automaton associated with trivial transition n. For every
other ugv transition, the hinge point ¢, jumps to the next value in Q, and the ugv
state variables are parameterized relative to the new location. For actions involving
the tether, the hinge points denote the points in the workspace from which the tether
will appear to be suspended. In addition to the the set of hinge points derived from
the tether geometry according to the methods of Chapter 5, the hinge point s€};,
for the ugv will also contain virtual hinge points which parameterize actions that do
not require the exible tether. The rolling behaviors a; a° will admit a virtual hinge
point at the centroid of the cell where theA planner determines that the transition
to the next action will occur. Similarly, for action d, the hinge point parameterizing
the ugv dynamics will be the location of theuav which has landed in preparation for
latching. Assume that the currently active hinge point isg and the current state of
the ugv is denoted by the tuple (;; o). If the next point in the ordered sequence of
hinge points is denotedgf™ = (x&™;ye*) and the current ugv location is denoted

o = (lesin ¢; lccos ), then the length | jumps to the Euclidean distanced(qﬁ+l o)

70



between the currentugv location and the new hinge point. The same variables are
also utilized to reset theugv angle according to the new hinge point location. The

jump conditions covering all of the automaton transitions can now be written as:

8 8

%qn?!fflg %qh?'fqﬁg
Jag + 17 d(f™ ;o) g Jeg - 1711 lg ,

% 7! f arctan —1—|1° oo ' E

Jaa) = I@2) = J@) = I = I = Iisi10) = J6:10)
= Jen = Jaino) = Jaie) = Jony = Jaon) = Jaoe)

Jeie) = Jee) = Jag) = Jaoe

The set of guards for theugv is constructed as constraints on the set of state
variables and it is again informed by communication variables, especially in regards
to collaborative activities. As before, all velocities must be equal to zero before any
transition can be initiated in the ugv automaton. Similar to the uav, a navigation

function ' 4(x;y) is constructed for theugv according to the desired goal location.
Guards for theugv are parameterized by values of the navigation function at its current
Cartesian position compared to constants with ! 1 and ! 0. Additionally, the
ugv guards are parameterized by functiotJ(x; y) which acts as a measure of actuator
authority for the vehicle. This function containsugv massm, the gravitational vector

g and the gradient of the navigation functionr ' :

meg o » UY) < Umax

The value for the functionU(x; y) should always be less than thegv maximum control
output umax. Depending on the value otJ(x;y) at a particular location, the ugv will

either be able to move along the workspace boundary using its primary locomotion or
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it must use the tether winch to pull itself upwards. In the guards for all movement
actions excludingr®and f © the action can only be initiated when when theugv is in
contact with the workspace boundary so that ,(x;y) < < 1. For all actions which
require the tether, theuav must be perched at the anchoring point so thaty = df..
Finally, the value of the ugv navigation function must be less than in order to reach

the terminal location via n, a trivial transition. Thus the set of guards is written as:

Ga=1(l; )2 Xgjl= —=0;"g(Xgi¥g) ;Ui <U(Xg;Yg)9
Gao=f(l; )2 Xgjlb= —=0;" g(Xg:i¥e) ; JUi <U(Xg;Yo); G = g
Ga=f(l; )2Xgjl= —=0;" g(Xg;¥g) ; juj <U(Xg;Yg);

jix Isinjj<; jjy+lcosj< g
Go=f(l; )2XgjL= —=0;juj  U(XgYg): G = g
Gro=f(l; )2 Xgjb= —=0;juj  U(Xg:Yg); Gk = chg
Gh=1(; )2Xgjl= —=0;" g(Xg;¥g) < O

The invariant domain for each location, Inv, is constructed in a similar fashion
to the set of guards with some locations sharing conditions with their associated guards.
In the initial state Location 1, the system is at rest and all state variables are given
an initial value which parameterizes the initial position of theugv. Similarly, the
system will remain at rest in the goal state marked by Location 8 and the value of the
navigation function will be close to zero so that 4(Xq;Y¥y) < . The vehicle exhibits
straight line motion in Locations 4, 6, and 10, and therfore will not undergo angular
motion so that =0. For Location 7, there is navigation function constraint' 4(Xg; Yg) <

< 1 which ensures that theugv only remains in this location until contact is made
with a workspace boundary. In all locations where thegv is in motion, a transition
and associated reset must always occur whén 0. Within the goal location, the ugv
is at its goal coordinates xg;y;) and the navigation function is close to zero so that
0< " a(Xg:Yg). Writing these conditions into a set of mathematical constraints,

the invariant set is written as:
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vy, = f(l; )2 Xgjl= —=0;1=1"; =0g
Invh = F(I; )2 Xgj' g(Xg:¥a)  jUj <U(Xg:¥g); 1> Og
Invig = (I, )2 Xg] —=0;" g(Xg;¥g) ;1> Og

Invigy = f(I; ) 2 Xgj —=0; juj > U (Xg;¥g); 1 > Og

Inv?% =f(5 )2 Xg]" g(Xgi¥g) < 5 jui  U(Xg;Yg); 1> Og
InVE(S) =f(l; )2Xgjbk= —=0;" g(Xg;¥g) < ;X g = XIJQYg = yag
Inviig = f(l )2 Xgj —=0;" g(Xg:¥a) 5 Juj <U(Xg:Yg);1 > Og

The equations for the activities of the hybrid automaton, Act({), capture the
continuous dynamics of thaugv system in each location. In these equatiorl$ denotes
the ground reaction force to theugv, T is the tether tension, m is the ugv mass
and g is the constant of gravitational acceleration. Location 2 corresponds to thegv
moving horizontally under traction forceu and also allows for the robot to free-fall after
driving o the edge of a surface until it impacts another workspace boundary. Similarly,
Location 10 corresponds to theigv moving horizontally under traction forceu while
tethered, but the ugv is unable to free-fall assuming there is no excessive slack in the
tether. Location 4 shares similar dynamics when thegv makes the tether connection
with the uav. Location 6 involves vertical displacement with horizontal swinging and
also includes the possibility of collisions with workspace boundaries. Finally, Location
1 and Location 8 mark the initial and nal state of the system where both vehicles are
stationary. Note that when theugv swings suspended by the tether, its motion can be
modeled as that of a pendulum with varying length and damping terms that capture
the e ect of possible inelastic collisions with workspace boundary, the latter activated
through the action of a Dirac function (t). Thus, the activities for the ugv can be

written as:
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6.1.3 Join Hybrid Automaton:

Having constructed all components of the hybrid automata for theiav H, and
the ugv Hg, the join operation can be applied to nd a comprehensive hybrid automa-
ton model of collaborative system capabilitiesl ,tH 4. Note that the graph of the join
hybrid automaton shown in Fig. 6.6 is fully connected and preserves the ability afv
to move and navigate independently of thaiav. Within the join hybrid automaton
graph there exists an action sequence to access the tethered actions ofube that
are enabled by collaboration with theuav. The join automaton also contains all la-
bels contained within the label sets of both agents so tha# = fa;a%d;r%f% ; ; %.
The continuous dynamics of the tetherediav/ugv system are now de ned within a
10" dimensional state spac& composed of tuples of the fornfix;y; ;I; g and their
rst derivatives. The joined system also contains communication spad® composed
of foy; uf;ud; u; x;y;1; g. Note that the join operation results in some duplication of
variables within the state variablesX and communication variablesN. However, these
two observations of the same variable and they are interchangeable within the equa-
tions of the join system. The initial state within the complete system can be written

Init : (Co=1;Xo=(x=X;;y=YVYi; =0;I=1;; =0)). The sets of events, guards,
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invariants,and activities are straightforward to construct from the individual automata

and are also summarized comprehensively in Appendix A for reference.

start —( 1

Figure 6.6: Join Hybrid Automaton for uav/ugv System

6.2 Workspace Discretization and Planning

With the set of hinge points Q,, having been generated using the methods de-
scribed in Chapter 5, all required components within the hybrid automaton of the
uav/ugv system are available for plan construction. Now it remains to adapt the
methods described in Chapter 4 to transform the comprehensive hybrid automaton
formulation of the uav/ugv into a discrete abstraction of the system workspace for
the purposes of generating the minimum cost sequence of actions for the given con g-
uration of obstacles. This planner relies on a particular discretization of the workspace
to assess licensed transitions between (super)cells in order to identify a turn-based
sequence of actions which transfers the initial state of the multi-agent system to the
desired goal state. Note that with theuav /ugv system, the supercell method is the
primary means of generating collaborative plans as it is more e cient than evaluat-
ing cells individually in this multi-agent con guration. As mentioned the process of

mapping continuous guards/invariants to their associated cells is not unique and other
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options exist as long as they consider the key complementarity constraints when con-
structing the abstraction for discrete planning. In the case of theav, the system's
actions are typically parameterized by the current position of theigv since the role of
the aerial system is primarily to assist the ground vehicle to navigate over obstacles.
Also, there are few dynamical constraints imposed within theav guards/invariants as

a function of the aerial vehicle's state variables since the latter can y throughout the
free workspace. Since the dynamics of thegv is not fully controllable and its position
within the workspace is highly dependent on tether con guration, guards/invariants
associated with theugv contain a smaller subset of cells than those associated with
the guards/invariants of the uav. Geometrically, cells for the movement actiora will
typically be assigned along the ground and along the tops of obstacles which are su -
ciently at for the ugv to have traction. Cells associated with the reeling action are
always located directly beneath the hinge points cells that have been determined for
the given workspace. Likewise, the cells associated with swinging actiorwill be all

of the cells located below the corresponding hinge point which are not already assigned
to the preceding hinge point. Within this study, the guards and invariants typically
share the same subset of individual cells between equivalent supercells with the excep-
tion of the swinging action. The guard of the swinging actiori cannot contain any
cells associated with the guard of the reeling action because the system will always
initiate a reeling action here and theugv would be unable to swing when starting in
this con guration.

Once the supercells for theiav / ugv system have been constructed, we are able
to initialize the discrete planner based on the workspace discretization following the
process established in Chapter 4. The planner weighs the di erent options for tran-
sitions at a given supercell based on cost functions evaluated using continuous state
space variables of the join hybrid system at the centroids of transition cells. To see
how the planner's assessment is carried out in this particular case study, assume that
the system is currently at cellg within supercell ; and considers transitioning to to

another supercell’; at the transition cell . Now assume that navigation function
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' (g) is available on the continuous state space of the join hybrid automaton, assuming
its minimum at the region where the system task speci cation is satis ed, and being
uniformly maximum at the system's workspace boundary. We will writé (g) to ex-
press the value of the navigation function at the centroid of the transition cell that
the system currently occupies, and similarly denote(q) as the corresponding value
at the cell being assessed for transition to the next location (Note thdt(g) 0.)
With D(q;q) denoting the Euclidean distance between the centroids of cgjland g,
the local and future cost functions that quantify the cost-bene t ratio of a transition

between two cells are given as,

~_ _D(g;9) ~_D(g:9) .
a” - -y f . h] - '— y
' (@) (g ()

respectively. In this implementation, these cost functions only apply to the actions
initialed by the ugv. The action-specic cost of initiating uav motion is set at a
constant value higher than the maximum cost of aigv action, to re ect the fact that
uav motion is energetically more \expensive" compared tagv motion. This setting
practically ensures that theuav will be deployed only if theugv cannot move where

it needs to go on its own.

6.3 Low-Level Controller Design

In order to actually implement the plans constructed by theA planner in the
previous section, convergent controllers for each agent are designed for every hybrid
mode which faithfully implement control strategies that lead the system to the guard of
the succeeding location from any initial condition within the current location's invari-
ant. As previously noted, controllers that are convergent to the cell locations prescribed
by the planner are key to ensuring that transitions between hybrid locations occur as
planned and that the overall planned system trajectory is feasible. In the particu-
lar case of the tethereduav /ugv system, the controlled dynamics are similar across
all of their respective hybrid modes. Therefore, it is only necessary to develop one

controller for each agent which is adapted across all locations within their respective
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hybrid automaton. To this end, a PD controller was developed for theigv and a

di erential- atness based controller for the uav .

6.3.1 UGV Controler
The ugv dynamics accept a single control inputi across every location in the
hybrid system. Depending on which hybrid mode the&igv is currently in, this control
input can either correspond to the force applied to reel the tether or the force applied
to the wheels of theugv when it is in contact with the ground. The PD-controller
is a function of the velocity of theugv, I{t), as well as the normed gradient of the
navigation function, r ' (t), and constantsK; C . Note that I(t) is always non-negative
and gives a measure of the distance of thigv from the active hinge pointg, in relation
to which the dynamics are parameterized.
r (1)

LD =K G o

It)); 1(t) 0 (6.1)

6.3.2 UAV Controller

In constructing a controller for theuav , we can leverage the fact that quadrotors
are a system which exhibits the di erential atness property. Di erential atness for
a system means that all of the states and inputs of the given dynamic system can be
expressed by some nite number of at outputs and their derivatives. The equations
and controller for this di erentially at system are adapted from the PVTOL example
in [60] with the xed angle set = 0 to model a standard quadrotor. Consider rst

the generalizeduav dynamics:

X = Uupsin
Yy = U; COS (6.2)
L] — Uz

In the case of theuav , the two at outputs are simply x;y and the pitch of the
vehicle can be written as:

= arctan y%l (6.3)
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In order to develop a feedback controller for thegv system, we start by de ning
two transformed controlled inputsx® = v; and y® = v,. With some manipulation of
the system equations, the original control inputs can be written as a function of the

transformed control inputs:

M= VviSin + vysin +up 2

1 . (6.4)
u = "= —-( vicos() wzsin() 2u;)

1

Using the trajectory deformation methods developed in Section 5.1.1, we develop de-
formed candidate trajectories for theuav that are at least four-times di erentiable and
will not intersect with obstacles in the workspace. A feedback controller can then be
constructed which calculates the the transformed control inputs;; v, as a function of
the tracking errorse, = x(t) X (t) ande, = y(t) vy (t) between the at outputs and

the the desired trajectories:

vi=x @) ax®M) x @) ax® x (1) alx x(Y) ax x(1)
=y Q1) kPN yOM®) by® y@®) by v(®) by y@®)
=8, ap=24;,a =32, a=16; b3 =8; b, =24; b = 32; I, = 16;

(6.5)

These control coe cients were selected to ensure strict stability of the resulting

feedback controller. The expressions of the transformed control inputs from the feed-
back controller are substituted back into the original system dynamics, which results
in four di erential equations which govern the evolution of theuav state under the

input from the feedback controller:

X = UuqSin

y = Uy COS

(6.6)

*= 1( vicos() wesin() 2u)
1

W= VviSin + Vpsin +u; 2
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Solving these four di erential equations simultaneously shows how well the con-
troller tracks a particular candidateuav trajectory. One important caveat for the uav
controller is that its accuracy in tracking the desired deformed trajectory is highly
dependent on the traversal time encoded in the dynamics of the candidate trajec-
tory. Figure 6.7 demonstrates how the traversal time impacts the accuracy of thav
tracking an arbitrary deformed trajectory as it attempts to navigate around a singular

vertical obstacle.

(@) (b) ()

Figure 6.7: Example of a deformeduav candidate trajectory connecting between (05;0) and
( 0:5; 0:25) with trajectory traversal times of (a) 5 seconds (b) 10 seconds (c) 20 seconds.

With the traversal time of 5 seconds shown in Fig. 6.7a, theav trajectory
completely fails to reach the desired goal location. With the traversal time of 10
seconds shown in Fig. 6.7b, theav reaches the desired goal location but the accuracy
of trajectory tracking is poor. However, by increasing the traversal time to 20 seconds
as shown in Fig. 6.7c, we see that the controller implements the desired trajectory with

only a few overshoots during the sharper transitions along the curve.

6.4 Planning and Simulation Results Scenario 1. Two Wall Setup

In order to illustrate the application of the methodologies above, multiple obsta-
cle con gurations were studied and simulated to evaluate the performance of discretiza-
tion and planning for theuav / ugv system. The rst con guration under study consists
of two walls of varying height that are also attached to the workspace boundary. The

ugv initial position is located at (0:95, 0:95) and its goal is located ( 0:95, 0:95).
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The uav is initially hovering at (0:55;0:55) and has a waypoint at (5, 0:55). Fi-
nally, the anchoring location for theuav to attach the tether is located at ( 0:75; 0:75).
Since this particular workspace contains only obstacles attached to the workspace
boundary, it will only admit a single homotopy class. Therefore, this con guration
is well suited to the inverse transform method outlined in Section 5.1.1 and there is
only a single tether con guration to evaluate within the discrete planning algorithm.
As with all setups in the uav/ugv system, the planning process starts with the gen-
eration of augv navigation function for the given obstacle con guration. This same
process is utilized to generates the di eomorphism which is used to deform trajectories
around the two walls. A contour plot of the generated navigation function is shown in
Fig. 6.8.

Figure 6.8: The ugv navigation function generated in the two wall obstacle con guration with
parameters =1 and ~ =6.

Before mapping the guards/invariants of the join hybrid automaton onto the
discretized workspace, the hinge points that parameterize the dynamics must be gen-

erated from a tether primitive. The tether primitive generated by the inverse transform
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method is shown in Fig. 6.9a and the corresponding hinge points are shown in Fig. 6.9b.
In this case, there are three hinge points: one located near the top of the rst wall at
(0:43, 0:29) which maps to the cell centroid at (45, 0:25), another near the top of
the second at ( 0:16;0:41) which maps to the cell centroid at ( 0:15;0:45) and the
anchoring point located at ( 0:75;0:75).

(@) (b)

Figure 6.9: (a) The candidate tether primitive (orange) and the deformed tether primitive after the
inverse transformation (blue) (b) The three hinge points from the tether primitive: (0:434, 0:289)
and ( 0:158 0:414) from the derivative test and one from the anchoring point ( 0:75; 0:75).

Once the hinge points are determined, we proceed to construct the discretized
planning problem that is parameterized by the components of the join hybrid automa-
ton of the uav/ugv system. We ensure that the discrete abstraction of the hybrid
system re ects the restrictions on the continuous state variables imposed within the
components the hybrid automata. The rst step in this discretization process is the
division of the workspace into some number of cells. In this particular con guration, a
20 20 grid containing a total of 400 cells was su ciently ne for the approximation of
the evolution of the hybrid system. Discrete values generated by continuous mappings
such as the navigation function were assigned to individual cells by calculating the
value of that particular function at the centroid of a given cell. This centroid is also
utilized for the evaluation of all guards and invariants during discretization. The hinge

points calculated in the previous step are mapped to the centroid of the cell which
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contains the each hinge point generated from the tether primitive. This simpli es the
planning problem as the planner and cost functions always operate on values calculated

at the cell centroids.

(@) (b) (©

(d) (e) ()

Figure 6.10: The cells assigned to the guards of actions (a) Crawlingd) (b) Reeling (r% (c) Swinging
(f9 and the cells assigned to the invariants of locations associated with actions (d) Crawlingd) (e)
Reeling (9 (f) Swinging (f 9 for the two wall obstacle con guration.

Figure 6.10 shows the cells assigned to the guards and corresponding invariants
of the three primary ugv actions: a (9, r° and f °© Note that the guard set is always
a subset of the invariant set for a given action. As mentioned previously, there are no
restrictions on the number of guards or invariants to which an individual cell can be
assigned. When using the supercell-based planning method, the nal pre-processing
step before implementation of théA planner is the grouping of orthongonally adjacent
cells assigned to guard/invariant of the same action (and hinge point) into a collection
of supercells. This operation greatly reduces the required iterations of tihe planning
by eliminating the need for the planner to search through every cell-to-cell transition

in a space of 400 cells. Instead, the planner focuses solely on transitions between the
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resulting 11 supercells for the guards and corresponding 11 supercells for the invari-
ants. In this particular case study, there are no supercells shown for thewv due to

its xed transition costs and the nature of its dynamics which allow it to move to
any location within the 2-Dimensional space. While it would be possible to treat the
guards/invariants of the uav more comprehensively, thaiav actions are all mapped

to xed locations (satisfying the uav guards) relative to theugv position. This re-
duces the complexity of constructing the actual planning problem without changing
the intended system structure.

With the supercells constructed, the nal pre-processing step before evaluating
the results of theA planner itself is the construction of a matrix of transitions between
intersecting guard and invariant supercells and evaluating the cost for each transition.
Performing this analysis results in the generation of 32 possible transition pairs and
their associated minimum cost transition cell. This number includes the transitions
incorporating uav actions which will occur at a pre-determined location or at some
location relative to the ugv position. The A planner then optimizes over all of the
possible transitions and their corresponding costs to nd the best sequence of actions.
The planner converges after adding 13 candidate sequences to dbenset and settles
on an action sequence df; ;d; ¢f%a%f%alf % with a total cost of 423.88.

The local controllers then implement the optimized sequence which involves the
uav reaching a waypoint () and subsequently landing () at a designated rendezvous
location; the ugv moving in and latching its tether on theuav (d); the uav sub-
sequently lifting o and going to perch at a designated elevated spot §; the ugv
ascends to the rst hinge point by reeling in the tether and swinging until it impacts
the wall (via f 9; the ugv crawls across the top of the rst wall while tethered (viaa9;
the ugv ascends to the second hinge point by reeling in the tether and swinging until
it impacts the wall (via f9; the ugv crawls across the top of the second wall while
tethered (via a%; and nally, the ugv reels out the tether from the anchoring point to
descend towards the goal location (viaY. A numerical implementation of this plan is

showcased in Fig. 6.11. The motion paths of the two vehicles are color coded.
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Figure 6.11: Simulated paths of the uav (red) and ugv (blue) motion through the constrained
workspace as they implement the cooperative action plan. The motion path of theuav from an
initial hovering position at (0 :55; 0:55) to its perching location ( 0:75;0:75) consists of three distinct
segments: reaching waypoint (05; 0:55) directly above designated landing spot; landing adjacent
to the ugv ; and tracking a reference trajectory to the perching location while avoiding the two walls.
The motion path of the ugv consists of the following segments: swinging motion to the left from
initial location (0 :95; 0:95) until initial impact at the foot of the rst vertical wall after the  uav
has perched; tether-assisted ascent on the side of the rst wall; crawling tethered along the top of
the rst wall until reaching the other edge; swinging motion to the left until impact with the second
vertical wall; tether-assisted ascent on the side of the second wall; crawling tethered along the top of
the second wall; and nally, a swinging descent to the desired position with periodic collisions on the
left side of the wall.

6.5 Planning and Simulation Results Scenario 2: Multiple Obstacle Setup

The second con guration studied and simulated consists of a single wall and an
obstacle that is located directly above the wall. Both obstacles have the same width
and the goal is again located at (0:95, 0:95). The ugv initial position is located
at (0:95, 0:95) and the uav is initially hovering at (0:55; 0:55) and has a waypoint
at (0:95, 0:55). In this con guration, the anchoring location for the uav to attach
the tether is located at ( 0:55;0:75). Since this workspace contains a single obstacle
fully in the free space, it will admit exactly two rst order homotopy classes that must
be investigated to nd the tether con guration and system plan with the minimum

overall cost. Therefore, the homotopy method of Section 5.1.2 of generating tether

85



primitives is used to evaluate the two homotopy classes and generate the set of hinge
points for each con guration. Again, the planning process starts with the generation
of a navigation function for the given obstacle con guration. A contour plot of the

generated navigation function is shown in Fig. 6.12.

Figure 6.12: The navigation function generated in the stacked obstacle con guration with parameters
=land " =5.

The enumeration and generation of tether primitives within the two homo-
topy classes begins with the construction of the Hamiltonian path which connects
the workspace boundaries with the centroid of the suspended obstacles. In this case,
the Hamiltonian path is simply two vertical line segments which connect from the the
lower boundary at (G 1) and the upper boundary at (Q1) respectively and which
both terminate at the obstacle centroid at (Q0:2). Note that the obstacle attached to
the workspace boundary is not considered in the generation of the Hamiltonian path
but it will included as an obstruction in the generation of the tether paths for each
homotopy class. Since there only exists a single obstacle fully in the free space, the

enumeration methods of the previous chapter indicate that there exist two rst-order
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homotopy classes for planning considerations which are denotety and f2g. This
means that tether primitives in this scenario will only cross the Hamiltonian boundary
once with one primitive passing through solely the rst line segment and the other

passing through the second.

(a) (b)

Figure 6.13: The blocked cells derived from the Hamiltonian line segments (Red) and the resulting
shortest sequence of cells generating a tether primitive (Green) in each of the two homotopy classes
for the stacked obstacle con guration.

Having enumerated the homotopy classes of interest, what is left is to construct
a tether primitive which connects between the initial location and anchoring point
while also existing as a member of the desired class. Similar to the previous example,
the workspace is discretized into a 2020 matrix of cells and cells are assigned costs
according to the value of the navigation function (x;y) at the centroid of each cell.
Each line segment in the Hamiltonian path is converted into a set of cells approximating
the path of the continuous line. For rst-order homotopy classes, thé planner is
capable of generating the complete tether primitive in a single planning step. This
planner starts by blocking out cells associated with line segments that are not contained
within the desired homotopy class for the tether primitive being generated. The blocked
cells essentially appear as obstacles to the planner which ensures that the generated

path lies in the correct homotopy class. Thé\ planner then sequences the shortest
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sequence of cells (informed by the navigation function) connecting to the anchoring

point for each class. This results in the two tether primitives shown in Fig. 6.13.

(@) (b)

Figure 6.14: The blocked cells derived from the Hamiltonian line segments (Red) and the resulting
shortest sequence of cells generating a tether primitive (Green) in each of the two homotopy classes
for the stacked obstacle con guration.

The nal step in abstracting the exible tether is the generation of hinge points
as inputs to the discrete planner for each of the tether primitives. As these tether
primitives were generated using the homotopy method, the cells composing the tether
primitive are rst deformed along the gravitational axis until they are adjacent to the
workspace boundary. Then, a B-spline curve is drawn through the centroids of the cells
to create continuous functions for each tether primitive. The resulting hinge points for
each con guration were found by applying Equation 5.6. In addition to the standard
hinge point at the anchoring location ( 0:55;0:75), the rst tether primitive has a
hinge point at (0:23; 0:47) which maps to the cell centroid at (5, :45) and the
second tether primitive has a hinge point at (@5, 0:40) which maps to the cell centroid
at (0:25;0:45) (Fig. 6.14).

Having determined the hinge points corresponding to the two tether primitives,
the planning process continues with nding the minimum cost sequence of actions

within each homotopy class. The best action sequences for each homotopy class are
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then compared and the sequence with the overall minimum cost is selected as the

optimized tether routing and action sequence for the stacked obstacle con guration.

6.5.1 Discretization and Planning: Homotopy Class 1

Starting with the rst of the two homotopy classes, the workspace is discretized
using the same 2020 matrix of cells used to generate the tether primitives. The
equations for the guards and invariants of eachgv action are then evaluated using
the centroids of each cell in the matrix and individual cells are assigned to the guards
or corresponding invariants for one or more actions. Adjacent cells are then grouped
into supercells under the process outlined in Section 4.3.2 resulting in a total of 8
supercells for the guards and 8 supercells within the corresponding invariants shown in
Fig. 6.15. Evaluating the set of transitions enabled where each guard supercell overlaps
with an invariant supercell of another action, there are a total of 25 transitions between
supercells that the planner must evaluate to nd the optimized action sequence. Again,
This number includes the transitions involving theuav which are not illustrated here
as these transitions are assigned to a xed location, represented by a single cell, to
simplify calculations.

The A planner sequences together transitions while informed by the cost func-
tion to nd the minimum cost sequence of actions within this homotopy con guration.
The planner converges after adding 12 candidate sequences to dbenset and settles
on an action sequence df ; ;d; ;f ©a%f% with a total cost of 408.47. This is the
cost that will be compared with the planning results from the other homotopy class to

determine the tether con guration that results in the minimum cost sequence.

6.5.2 Discretization and Planning: Homotopy Class 2

Planning proceeds similarly to the rst homotopy class when evaluating the
best sequence in the second homotopy class. In this case, there are still 8 supercells
created for the guards and invariants with the cells assigned to the guard/invariant of a

particular action altered slightly by the change in hinge points (Fig. 6.16). Evaluating
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Figure 6.15: The cells assigned to the guards of actions (a) Crawlingd) (b) Reeling (r% (c) Swinging
(f 9 and the cells assigned to the invariants of locations associated with actions (d) Crawlingd) (e)
Reeling (-9 (f) Swinging (f 9 for the rst homotopy class of the stacked obstacle con guration.

all transitions enabled by overlaps in the guards and invariants results in 26 possible
transitions between supercells within this con guration.

Again, The A planner evaluates sequences of transitions using the cost functions
to nd the minimum cost sequence of actions within this homotopy con guration. The
planner converges after adding 12 candidate sequences to thpen set and settles
on an action sequence of ; ;d; ;a %r%a%f % with a total cost of 439.85. Since
this cost exceeds the total cost of 408.47 determined as the minimum cost within the
rst homotopy class, the rst tether con guration is selected as the minimum cost

con guration within this workspace.

6.5.3 Simulation of Optimized Plan
The tether con guration in the rst homotopy class is used as the basis for

simulation of the uav and ugv sequence for the stacked obstacle con guration as that
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Figure 6.16: The cells assigned to the guards of actions (a) Crawlingd) (b) Reeling (r% (c) Swinging
(f 9 and the cells assigned to the invariants of locations associated with actions (d) Crawlingd) (e)
Reeling (r9 (f) Swinging (f 9 for the second homotopy class of the stacked obstacle con guration.

tether con guration results in the minimum cost of 408.47. The local controllers im-
plement the planned sequence d °f °a%f © and are parameterized by the respective
waypoints generated within the discrete planner. This plan involves thaav reach-
ing a waypoint (via ) and subsequently landing (via ) at a ugv location for tether
latching; the ugv subsequently moves in to latch its tether on theuav (via d); the
uav then lifts o and goes to perch at a designated elevated spot (via%; the ugv
ascends to the rst hinge point by reeling in the tether and swinging until it impacts
the wall (via f 9; the ugv crawls across the top of the wall while tethered (via®; and
nally, the ugv reels out the tether to descend towards the goal location (vie9. A
numerical implementation of this plan is showcased in Fig. 6.17. The motion paths of

the two vehicles are color coded.
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Figure 6.17: Simulated paths of the uav (red) and ugv (blue) motion through the constrained
workspace as they implement the cooperative action plan. The motion path of theuav from an
initial hovering position at (0 :55;0:55) to its perching con guration ( 0:55;0:75) consists of three
distinct segments: reaching waypoint (095; 0:55) directly above designated landing spot; landing;
and tracking a reference trajectory to the perching location avoiding the overhead obstacle. The
motion path of the ugv consists of the following segments: swinging motion to the left from initial
location (0:95; 0:95) until initial impact at the foot of the vertical wall after the uav has perched,;
tethered-assisted ascent on the side of the wall; crawling tethered along the top of the wall until
reaching the other edge; and nally, a swinging descent to the desired position with periodic collisions
on the left side of the wall.

6.6 Comparison to Possible Alternative Methodologies.

In order to emphasize the innovations introduced within this thesis, the coop-
erative planning problem of this case study was also attempted using the open source
implementation of the (polynomial) hybrid system optimal control formulation (Hybri-
dOCP) [75] as well as theyrstaps multi-robot motion and task planner [48]. The two
methodologies represent alternative approaches toward the two ends of the method-
ological spectrum, with the optimal control formulation putting more emphasis on opti-
mizing within the continuous dynamics, andyrstaps primarily leveraging abstraction
and discretization to scale up to large systems. Both approaches were signi cantly
challenged when called to address this planning scenario.

The hybrid optimal control approach is the more comprehensive planner for the

class of heterogeneous systems which are the focus of this work. In theory, it is able
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to take the complete hybrid system model of a multi-agent system including guards,
invariants, and continuous dynamics and generate a set of continuous control inputs
to drive the system state variables to their desired goal state. However, the major
limitation of the HybridOCP methodology is that it can only generate solutions for
hybrid systems containing polynomial dynamics. This becomes a particular issue with
the uav/ugv system as the dynamics of the tetheredgv as well as alluav motions
contain nonlinear equations in most operational modes. In order to satisfy the poly-
nomial requirements of the optimizer, Taylor approximations of each dynamic mode
within the system were utilized to linearize the dynamics. On a simpli ed subset of
the uav/ugv system, the hybrid optimal control was successful in generating simple
plans for theugv operating in isolation using these linearizations, but the planner was
entirely unable to generate feasible control outputs for swinging actioh® when the
speci ed goal required the use of this action. Additionally, the linearizations of the
uav dynamics were not su cient for the planner to produce a feasible plan when opti-
mizing over the completeuav /ugv system. To generate a complete planned sequence
for the uav and ugv acting together, abstractions using straight line motion were sub-
stituted for the linearized dynamics in some modes. The comprehensive nature of the
HybridOCP plans also resulted in a rapid increase in computational complexity with
each additional location added to the hybrid automaton. This resulted in computation
times on a standard desktop computer of over an hour for a typicabv / ugv planning
problem with the equivalent problem taking only a few minutes to solve employing the
methodologies developed within this work.

On the primarily discrete side of the planning spectrumgrstaps is a compre-
hensive planning and scheduling algorithm which is capable of scaling to heterogeneous
multi-agent systems with many agents and operational modes. The main bene ts this
planner o ers are simultaneously performing task planning, scheduling, and motion
planning as well as typically calculating plans for thaiav / ugv system in less than in

a minute on a typical desktop computer. However, thgrstaps planner in its current
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form is highly limited in its understanding of the potential for collaborative action be-
tween heterogeneous agents as well as the importance of dynamical constraints imposed
on the di erent operating modes of each agent. In this planner, the individual agent
capabilities are represented in the form of trait matrices and the sum of these matrices
is utilized to assign the robot team required to complete a particular task. This method
of evaluating tasks is poorly suited to modeling certain cooperative tasks where new
traits arise through physical interaction between agents which would not typically ex-
ist within the trait matrices of either agent independently. The planner also failed to
consider the inability of theugv to move over the wall without tether assistance which
demonstrated how the abstraction of continuous dynamics could potentially result in
the calculation of infeasible action plans. In factgrstaps was only able to generate a
valid action sequence for thauav /ugv pairing with a tailored abstraction containing
discrete locations and corresponding actions similar to the abstraction generated for
use with the A planning methodology of Chapter 4.

Most importantly, in addition to the above limitations, none of the method-
ologies were capable of receiving the individual robot dynamics (as in Fig. 3.2) and
guring out how to compose them into a physically interacting integrated system. Nei-
ther methodology contains any functionality which directly mimics the cooperation
enabled through application of the join operation to the independent systems. If pro-
vided with the models of theuav and ugv in isolation, each planner would simply
determine that there was no feasible solution to any task speci cation which required
engagement of the tether or would generate an invalid action sequence. Even when
the planners were provided with the outcome of the join operation directly, the hybrid
optimal control could not produce meaningful and comprehensive sequences of inputs
for the complete uav/ugv system whilegrstaps only produced valid cooperative
plans when,in addition to the join automaton, it was also presented a customized
workspace partition and abstraction similar to those developed in Chapter 4. In com-
parison to these two planning algorithms, our methodology streamlines the planning

process while balancing computational speed with the accuracy of calculated plans.
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Additionally, our method allows for individual agent models to be composed in a way
that collaborative actions enable new functionality in the multi-agent system model

which is not a feature of the HybridOCP orgrstaps planners.

6.7 Summary

This chapter introduced the tethereduav /ugv system where auav assists by
attaching the free end of a tether to an anchoring location so that thegv may utilize
a winch connected to the other end of the tether to navigate through an obstructed
workspace. Theugv dynamics are parameterized by hinge points in most locations
within its hybrid automaton which are determined according to the methodologies es-
tablished in the preceding chapter. The workspace was discretized according to the
methods of Chapter 4 and cost functions were constructed using the ratio of the Eu-
clidean distance between cells to the di erence in navigation function values between
cells. Controllers were constructed for each of the agents that would ensure that the
plans determined by theA planning algorithm could be faithfully implemented by
the agents composing the system. Two systems were fully simulated for tha / ugv
system using the discretization and planning techniques developed. The rst example
generated an action sequence and simulated agent trajectories for a scenario where
the goal location was obstructed by two walls of varying height. The second example
utilized an obstacle located over a single wall to demonstrate the planning process
in scenarios with multiple potential tether con gurations corresponding to di erent
homotopy classes. The homotopy class resulting in the minimum cost planning was
utilized to generated simulated trajectories for the two agents. Additionally, plan-
ning for the uav/ugv system was compared to plans generated using two alternative
multi-agent planning algorithms, which are in principle applicable to heterogeneous
multi-robot systems, to demonstrate the limitations of existing approaches. In the
following chapter, we introduce another cooperative system consisting of twmv s
with di ering modes of locomotion. When joined together, the joined vehicle gains

the ability to operate a simple 2 degree-of-freedom manipulator to interact with the
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environment around it. The dynamical simplicity of this particular system facilitates
physical realization of a mechanism that is able to ip a light switch employing the

calculated action plan.
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