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ABSTRACT

Autism spectrum disorder (ASD) is a developmental disorder that in
uences the

communication and behavior of a person. Over 1 million children in the U.S. are on

the spectrum. A prevalent treatment for autism is play therapy, a psychotherapeutic

approach promoting children to communicate with people through play.

The video recordings of therapy interventions provide a rich resource for thera-

pists to analyze and monitor the developmental states of children with autism. How-

ever, this process can be cumbersome and costly if humans review the recordings. On

the other hand, there is a lack of research on the automated solutions that review these

videos of children with ASD in play therapy settings due to privacy and sparsity of

public datasets. This thesis aims to automatically analyze and evaluate video record-

ings of children in autism therapy using deep learning techniques. Two main types of

behaviors are investigated in this thesis:emotion and movement synchrony .

Emotion recognition identi�es human emotion by multiple cues, including facial

expressions, speech emotion, physiological and biological signals. We proposed a two-

stage multi-modal approach using acoustic and visual cues to classify the a�ect states

of children with ASD. It provides a novel way to combine human expertise and machine

intelligence for a�ect recognition considering distinct behaviors in di�erent emotions.

For example, children tend to scream and shout more in negative a�ect states and

smile more in positive ones.

On the other hand, movement synchrony pertains to the synchronization and

similarity of movements between individuals. It stands as a crucial metric for compre-

hending children's developmental stages. To address this, we introduced a multi-task

framework aimed at integrating movement synchrony estimation with auxiliary tasks

such as identifying intervention activities and assessing individual action quality. Our
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research extended to employing exclusively privacy-preserving data, with a dedicated

emphasis on safeguarding the privacy of children with autism. The data modalities

encompassed both skeleton and optical 
ow data, and we proposed state-of-the-art

methods based on Transformer Networks, tailored with speci�c architectural adjust-

ments to suit the dyadic, interactive setting. Furthermore, we explored the utilization

of related benchmark datasets, such as activity recognition benchmarks without syn-

chrony labels, through the constructed positive/negative data pairs and contrastive

learning.

The outcomes of our study carry signi�cance for automated behavior analysis

in play therapy. Additionally, the �ndings have practical applications in social be-

havior analysis involving human-human interactions, extending beyond intervention

assessment to areas like motor rehabilitation, education, choreography, and sports.
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Chapter 1

INTRODUCTION

Autism spectrum disorder (ASD) is a neurodevelopmental disorder associated

with communication impairment, restrictive and compulsive behavior [6]. According to

the Diagnostic and Statistical Manual of Mental Disorders 5 (DSM-5) [7], the primary

indicators for diagnosing ASD are de�cits in social communication and the manifes-

tation of repetitive and restricted patterns of activities, behavior, or interests. The

World Health Organization (WHO) estimates the international prevalence of ASD at

0:76%, about one in 160 children [8]. According to The Centers for Disease Control

and Prevention (CDC) [9], approximately 1 in 44 children in the United States has

been diagnosed with ASD, implying that over 1 million children under the age of 17

are on the autistic spectrum [10]. Moreover, treatment and caring costs are often a

signi�cant �nancial burden for autism families. The cost of caring for Americans with

autism reached 268 billion in 2015 and is projected to climb to 461 billion by 2025 in

the absence of more e�ective interventions [11]. On average, medical expenditures for

children and adolescents with ASD are up to 6.2 times greater than typically developing

individuals [12].

Over the past two decades, there has been signi�cant progress in machine learn-

ing methods. Deep learning, the \pearl" of the broad machine learning family based on

arti�cial neural networks [13], exhibits a superior, powerful capability in representation

learning and drives many applications that improve automation, performing analytical

and physical tasks without human intervention. The blossom of deep learning is a re-

sult of advances in big data, computational power, and algorithms [14, 15, 16, 17, 18].

Furthermore, the availability of various machine learning libraries [19, 20] has provided
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further opportunities for the application of machine learning in di�erent disciplines,

including autism, the main focus of this work.

Despite the potential of machine learning in applied research, the autism �eld

faces some unique roadblocks, leaving many possible research paths to be explored.

The substantial expense of human annotation is one major impediment. Deep neu-

ral networks require a huge amount of data (both annotated and non-annotated) to

reach their full potential. Unfortunately, in most cases, autism-related datasets must

be annotated by specialists and/or healthcare professionals. As a result, it cannot

exploit crowd-sourcing platforms like Amazon Mechanical Turk [21], thus resulting in

higher annotation costs. Secondly, the ASD dataset, especially from children, is very

scarce due to privacy concerns. As a result, there is a signi�cant shortage of public

benchmark ASD datasets, especially high-quality video recordings. Existing datasets

broadly cover secondary-level data which does not reveal an individual's identity, for

example, gaze dataset [22], Kinect dataset [23], skeleton [24], hand movement [25], and

ASD screening dataset [26]. However, most valuable data modalities such as raw video

recordings of therapy sessions cannot be publicly released, causing a severe shortage of

benchmark datasets for behavior analysis of children with autism. As a consequence,

there is no viable way for researchers to share and compare the performance of their

proposed models, which negatively impacts the application and expansion of cutting-

edge machine learning techniques in autism research.

In this thesis, we apply and validate di�erent deep learning techniques to au-

tomate the therapy intervention assessment process. The assessment can be divided

into two categories:emotion recognition and movement synchrony estimation .

Emotion recognition is the process of identifying human emotion via a variety of indi-

cations, such as facial expressions, speech emotion, and physiological and biochemical

markers. We propose to use multimodal data for automatic emotion recognition, since

di�erent data modalities carry distinct and complementary emotion clues. Acoustic

data, for example, generally re
ects negative emotion indicators such as screaming and

shouting, whereas visual data can represent positive emotion indicators such as smiling
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faces. In this work, we developed a two-stage multimodal approach leveraging acoustic

and visual cues to classify a�ect states of children. It presents a novel way to combine

human expertise and machine intelligence for a�ect recognition considering distinct

behaviors in di�erent emotion states.

Assessment of movement behaviors, such as movement synchrony between chil-

dren and therapists, is similar to action quality assessment (AQA), which measures

how well one particular action is performed [27]. Movement synchrony refers to the

degree to which individuals move in similar ways over time. In the context of autism

therapy, movement synchrony can serve as a critical indicator of children's physical de-

velopment, social skills, and coordination of activities between children and therapists.

Therefore, this thesis integrates prevalent AQA approaches to movement analysis in

autism therapy. We proposed a multi-task framework (chapter 4) to integrate move-

ment synchrony estimation with auxiliary tasks such as intervention activity recog-

nition and individual action quality assessment. This method outperforms existing

approaches based on motion energy analysis which are strongly reliant on the region of

interest and thus limit the interaction between individuals, especially for highly engag-

ing activities in the wild such as play therapy. We also explored applying distribution

learning to mitigate human bias in movement synchrony estimation by allowing sec-

ond and third labels for each instance, namely an uncertainty-preserving annotation

approach. This work marks the initial phase of applying deep learning methods to

automatically estimate movement synchrony from videos based on semantic activity

comprehension, as opposed to solely relying on pixel-level information.

To address privacy issues, we further expanded the work by leveraging privacy-

preserving data only, as raw video recordings may reveal people's identities. We pro-

posed an ensemble method (chapter 5) that solely depends on identity-agnostic sec-

ondary data including skeleton data and optical 
ow, which can preserve fundamental

body movement features for motion understanding. Since secondary data is more

likely to be publicly accessible, this may further promote the comparison across dif-

ferent approaches from di�erent teams. Furthermore, we introduced an end-to-end,
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skeleton-based transformer network (chapter 6), marking the inaugural utilization of

the transformer architecture in movement synchrony estimation. The proposed net-

work consists of three key components: (1) aspatial encodercomprising ST-GCN [4]

and a spatial transformer for generating spatial features per frame, (2) atemporal

transformer for generating temporal features across an entire video clip, and (3) a

classi�cation head for predicting synchrony class labels. Our approach incorporates

joint con�dence scores to manage uncertainties introduced by pose detectors, along

with a specially designedjoint position embeddingshared among joints of the same

index between interacting individuals. Additionally, a temporal similarity matrix is

included in temporal attention computation considering the periodic nature of body

movements. To enhance performance, we curated a dataset for movement synchrony

estimation using Human3.6M and pretrained our model through contrastive learning,

utilizing carefully crafted positive (synchronized) and negative (unsynchronized) data

pairs. We also applied knowledge distillation to mitigate information loss caused by

video compression in a privacy-preserving manner.

Finally, we introduced MMASD, a publicly accessible privacy-preserving bench-

mark dataset designed for movement synchrony estimation in therapeutic intervention.

MMASD, serving as aMultiModal ASD benchmark dataset built onPT13 (see chap-

ter 4), was derived from play therapy interventions for children with autism, marking

one of the �rst publicly available multimodal benchmark datasets for play therapy as-

sessment.MMASD encompasses data from 32 children with ASD, featuring 1,315 data

samples segmented from over 100 hours of intervention recordings. Each data sample

within MMASD includes four privacy-preserving modalities associated with the corre-

sponding original video clip: (1) optical 
ow, ( 2) 2D skeleton, (3) 3D skeleton, and

(4) clinician evaluation scores of the child. Each sample is also annotated with a cate-

gorical theme label, an activity class label, and a movement synchrony score.MMASD

serves as a valuable resource for researchers and therapists, aiding in the comprehension

of children's cognitive status, monitoring their progress during therapy, and tailoring

treatment plans accordingly. It also serves as inspiration for downstream social tasks,
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such as action quality assessment and interpersonal synchrony estimation. The dataset

is accessible through theMMASD project website.

The remaining chapters are structured as follows. chapter 2 covers the litera-

ture review of emotion and behavior analysis in autism therapy. chapter 3 presents

MMASD, a novel privacy-preserving benchmark dataset designed for the assessment

of therapeutic interventions. MMASD is among the few open-access ASD datasets,

encompassing multimodal data such as optical 
ow, 2D/3D skeleton information, and

clinician evaluation scores. Notably, it includes meticulous annotations for various

aspects such as themes, activities, and synchrony scores. This work has been acknowl-

edged and accepted in the Proceedings of the 25th ACM International Conference on

Multimodal Interaction (ICMI '23) [28]. chapter 4 presents a multi-task framework

to measure the movement synchrony between children and therapists in group activi-

ties, where \movement synchrony" refers to the dynamic temporal connection between

the motions of interacting people. It overcomes the limitation of traditional methods,

which restrict individuals' interaction inside a pre-de�ned region and are thus prone

to noise. This work has been completed and published in the Proceedings of the 23rd

ACM International Conference on Multimodal Interaction (ICMI' 21) [29]. chapter 5

presents an ensemble method for movement synchrony estimation, one of the �rst deep-

learning-based methods under privacy-preserving conditions. The proposed method

solely relies on identity-agnostic secondary data, such as skeleton data and optical


ow, and is evaluated on two di�erent datasets involving synchrony estimation. This

work has been accepted by the 26th International Conference on Pattern Recognition

(ICPR' 22) [30]. chapter 6 presented an innovative end-to-end skeleton-based trans-

former network designed for movement synchrony estimation. The network maintains

data privacy while exhibiting robustness against pose detector noise via a trainable

spatial encoder, enabling comprehensive movement comparison between children and

therapists on a per-frame basis. Due to the extensive need for training data, it also

introduced contrastive learning to carefully designed positive/negative data pairs with-

out expensive movement synchrony labels derived from relevant benchmark datasets.
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This work has been published in the Proceedings of the 24th ACM International Con-

ference on Multimodal Interaction (ICMI '22) [31]. chapter 7 presents a two-stage

multimodal approach leveraging acoustic and visual cues to predict three primary af-

fect states of children with ASD in real-world play therapy scenarios, a novel way to

combine human expertise and machine intelligence for a�ect recognition in the autism

�eld. This work has been accepted in the fourth A�ective Content Analysis Workshop

@ AAAI in 2021 [32]. chapter 8 summarizes the entirety of the undertaken work and

puts forth multiple potential directions for future research.
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Chapter 2

RELATED WORK

2.1 Deep Learning in Therapy Analysis

Play therapy is an approach to psychotherapy where children engage in play

activities. Doyran et al. [33] proposed a multimodal framework to track children's

a�ective states within play therapy sessions. The input to the system consists of

two simultaneously recorded video streams from the therapy room and the transcribed

verbal interactions. The experts provided the ground truth for each play segment in the

form of the Children's Play Therapy Instrument (CPTI) [34] a�ect labels per session.

The applied two di�erent deep neural networks pre-trained on the A�ectNet dataset

[35] to predict facial expressions, one for categorical predictions (such as happy, sad,

etc.) and the other one for valence and arousal scores regression. Experiment results

exhibit a promising correlation between framework outputs and therapist assessments,

even though the therapist has access to a much larger set of signals for interpretation.

Halfon et al. [36] explores machine learning based tools for automatic facial

and linguistic a�ect analysis in psychodynamic children psychotherapy. They collected

audio and video recordings of 148 sessions from 53 children which were manually tran-

scribed. Independent raters coded children's expressions using CPTI [34]. They pre-

trained a ResNeXt [37] on A�ectNet [35], a large-scale benchmark facial expression

dataset, to predict valence and arousal scores. Experimental results show signi�cant

associations between automated a�ect predictions and CPTI a�ect dimensions with

small to medium e�ect sizes.

VRehab [38] is a fully immersive motor rehabilitation assessment system that

uses Long Short-Term Memory (LSTM) networks for estimating the degree of patient
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impairment. The system �rst captures healthy subjects' motion data using Kinect

and Leap Motion Controller, including joint position/angle/speed, pinch strength, and

average speed of �ngertips. Three di�erent LSTM networks were trained to regress im-

pairment scores for �ve patient subjects in three unique exercise trials. The prediction

scores generated by VRehab were pretty close to the average score from physiothera-

pists.

Generative Adversarial Networks (GANs) have been used to generate synthetic

data. Li et al. [39] proposed a method for mathematical modeling of human movements

related to patient exercise episodes performed during physical therapy sessions to gen-

erate a synthetic dataset of human activities. A variety of GAN models were selected,

including Deep Convolutional GANs [40], a Wasserstein GAN [41], and a Recurrent

GAN [42]. This work has an implication in kinetic data augmentation for human move-

ment assessment in therapy, such as generating kinetic data given an anchor movement

sequence.

2.2 Automated Movement Synchrony Estimation in Autism Therapy

Movement synchrony describes the coordination of body movements. In psy-

chotherapy, higher movement synchrony between therapists and patients has been as-

sociated with higher levels of empathy, therapeutic alliance, better therapy outcomes,

and fewer drop-outs [43]. As a consequence, movement synchrony estimation is a crit-

ical aspect to study as it re
ects how autism a�ects people. Play therapy is a form of

therapy practiced by licensed mental health professionals that primarily targets chil-

dren since children with autism may not be able to process their own emotions or

articulate problems properly [44]. It is a way beyond just regular playtime. According

to a study from Play Therapy United Kingdom [45], more than 71% of children referred

to play therapy experienced positive changes. Through play, children can learn new

coping mechanisms and how to redirect inappropriate behaviors. Meanwhile, a trained

therapist can utilize playtime to observe and gain insights into children's development
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status and customize therapy plans accordingly. Play therapy can also be used along-

side other treatments, such as medications. Existing movement synchrony estimation

approaches can be mainly divided into two categories: statistical approaches and deep

learning-based approaches.

Representing statistical studies [46, 47, 48, 49, 50, 51] mostly relied on Motion

Energy Analysis (MEA) because it is relatively easy to implement while providing a

straightforward assessment of interactive movement dynamics without using external

markers on patients or therapists. After extracting the movement time series of the

interaction partners using MEA, time series analyses methods (TSAMs) [52, 46] and

peak picking algorithms are applied to the interaction series, and movement synchrony

is eventually evaluated by correlation. However, MEAs restrict people's interaction to a

pre-de�ned region. As a consequence, it is prone to noise and will fail upon individuals

leaving the pre-de�ned region in the scene. Other methods, such as dynamic time

warping [53, 54] and Branch and Bound frameworks [55, 56], are also broadly used

for synchrony discovery and alignment. Those approaches, on the other hand, were

unable to address semantic information or high-level visual aspects, instead mainly

focusing on synchrony discovery via pixel-level knowledge. For example, Evangeloset

al. [57] used motion magnitude of pixel to �nd the largest groups that are moving

together, and Chu's work [56] used histogram representations converted from images

based on a variation of the Bag of Temporal Words (BoTW) model [58]. Although

Chang's work on action alignment [54] used video frames as input, it was only on

the condition of acknowledged order of occurring acts, which does not apply to the

typically spontaneous and unexpected activities.

There are few studies on leveraging deep learning techniques to estimate move-

ment synchrony, especially in autism research. Inspired by action quality assessment,

Li et al. [29] proposed a multi-task framework to integrate movement synchrony es-

timation with auxiliary tasks such as intervention activity recognition and individual

action quality assessment. They further explored applying distribution learning to
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mitigate human bias in synchrony score annotations, since a traditional exclusive an-

notation strategy may reduce tagging quality. They allowed for a second and third label

for each data, and this uncertainty-preserving annotation strategy yielded comparable

results to standard methods at a fraction of the original cost.

The most popular approaches for estimating movement synchrony use raw video

recordings as inputs. However, those methods are impractical in circumstances such

as autism therapy because raw video recordings may reveal identities. To address

the issue, we proposed methods for movement synchrony estimation under privacy-

preserving conditions (see chapter 5 and chapter 6). This method solely relies on

identity-agnostic secondary data, including skeleton data and optical 
ow, and it

achieves superior performance on TASD-2 ([59]) and MMASD (chapter 3) completely

under privacy-preserving settings.

2.3 Action Quality Assessment

Action Quality Assessment (AQA) is a task that assesses how well one certain

action is performed [27]. Sports video analysis [27, 60, 61, 62, 63] accounts for a large

portion for AQA, and it also includes topics like health care [64, 59], instructional video

analysis [65, 66] and arts [67]. Recently graph-based methods [68, 69] have exhibited

superior performance in global (whole-body) and local (joint coordination) balancing

and interpretability. Deep learning based AQA techniques, despite their popularity,

have not gained much attention in play therapy analysis. Speci�cally, the resemblance

of children's behaviors in autism treatment and athlete performance assessment in

competitions leads us to extend deep learning based AQA approaches to autism scope.

Multi-task learning (MTL) is a machine learning paradigm in which multiple

learning tasks are solved simultaneously. This paradigm jointly learns multiple related

tasks together so that tasks act as regularizers for each other, and the knowledge

contained in one task can be leveraged by another [70, 71]. As a consequence, MTL

can improve the model performance on each task and has been demonstrated in a

variety of settings [60, 72, 73, 74]. Notably, in autism-related �elds, MTL has already

10



been applied to ASD diagnose [75, 76]; however, there has not been much progress in

the domain of movement synchrony. One representing work is [29], which de�ned three

unique tasks: (1) action quality assessment to evaluate children's actions regarding the

therapist, (2) movement synchrony estimation to predict synchronization level between

interacting children and therapists, and (3) intervention activity recognition to identify

the activity conducted in play therapy. They claimed that the multi-task paradigm

generally enhanced the performance of the proposed framework in contrast to the

conventional single-task learning (STL) approach, which promotes applying multiple

models to solve each task separately.

The learning process on the instances labeled by label distributions is called

label distribution learning (LDL) [77]. LDL has demonstrated its e�ectiveness in head

pose estimation [78], emotion recognition [79, 75, 80, 81, 82, 83], facial landmark de-

tection [84], and AQA [27]. LDL is a good option when labeling is subjective, and

the exclusive annotation approach may compromise tagging quality. Because scoring

movement synchrony can be subjective, we allow the second and third labels for each

instance, uncertainty-preserved annotation, if necessary, to ensure that our model can

learn the annotation distribution well with less human bias. We anticipate that such

a method can preserve a majority of annotation information and, as a result, would

provide comparable results to conventional methods at a lower cost.

2.4 Dataset for Autism Behavior and Movement Analysis

ASD is characterized by atypical movement patterns, such as repetitive move-

ments, clumsiness, and di�culties with coordination. A deeper understanding of these

movement patterns and their association with ASD can aid therapists, clinicians, and

researchers in developing more e�ective interventions and therapies. To this end, sev-

eral datasets have been developed for movement analysis of children with ASD. These

datasets typically involve collecting motion capture or sensor data from children while

they perform various activities or speci�c tasks. The collected data is then analyzed to

identify di�erences and patterns in movement between children with ASD and typically
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developing children. In this section, we present an overview of existing datasets that

focus on movement and behavior analysis of children with ASD.

Movement analysis with humanoid robot interactions datasets Mari-

noiu et al. [85] presented a dataset and system that use a humanoid robot to interact

with children with ASD and monitor their body movements, facial expressions, and

emotional states. The results show that children signi�cantly improved their ability

to recognize emotions, maintain eye contact, and respond appropriately to social cues.

They identi�ed several e�ective techniques for detecting and analyzing the children's

emotional and behavioral responses, such as analyzing the frequency and duration of

speci�c behaviors. Billing et al. [24] proposed a dataset of behavioral data recorded

from 61 children with ASD during a large-scale evaluation of robot-enhanced therapy.

The dataset comprises sessions where children interacted with a robot under the guid-

ance of a therapist and sessions where children interacted one-on-one with a therapist.

For each session, they used three RGB and two RGBD (Kinect) cameras to provide

detailed information, including body motion, head position and orientation, and eye

gaze of children's behavior during therapy.

Another dataset related to humanoid robot interactions with ASD children is

DE-ENIGMA [86], which includes using a multimodal human-robot interaction system

to teach and expand social imagination among children with ASD. The DE-ENIGMA

dataset comprises behavioral features such as facial mapping coordinates, visual and

auditory, and facilitates communication and social interaction between the children and

the robot. The authors indicated that the DE-ENIGMA could be used as an e�ective

tool for teaching and expanding social imagination in children with ASD. They also

suggest that the usage of a multimodal human-robot interaction could be a promising

approach for developing interventions for children with ASD that aim to improve their

social skills and promote better social integration.

Eye movement and vocalization datasets Duan et al. [87] introduced

a dataset of eye movement collected from children with ASD. The dataset includes

300 natural scene images and eye movement data from 14 children with ASD and 14
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healthy individuals. It was created to facilitate research on the relationship between

eye movements and ASD, and to design specialized visual attention models. Baird

et al. [88] introduced a dataset of vocalization recordings from children with ASD.

They also evaluated classi�cation approaches from the spectrogram of autistic speech

instances. Their results suggest that automatic classi�cation systems could be used as

a tool for aiding in the diagnosis and monitoring of ASD in children.

Behavior analysis datasets For the action recognition dataset of children

with ASD, Pandey et al. [89] proposed a dataset of video recording actions and a

technique to automate the response of video recording scenes for human action recog-

nition. They evaluated their technique on two skill assessments with autism datasets

and a real-world dataset of 37 children with ASD. Rehget al. [90] introduced a publicly

available dataset including over 160 sessions of child-adult interactions. They discussed

the use of computer vision and machine learning techniques to analyze and understand

children's social behavior in di�erent contexts. They also identi�ed technical challenges

in analyzing various social behaviors, such as eye contact, smiling, and discrete behav-

iors. Rajagopalanet al. [91] explored the use of computer vision techniques to identify

self-stimulatory behaviors in children with ASD. They also presented a self-stimulatory

behavior dataset (SSBD) to assess the behaviors from video records of children with

ASD in uncontrolled natural settings. Their dataset comprised 75 videos grouped into

three categories: arm 
apping, head banging, and spinning behaviors.

2.5 Privacy-preserving Solutions in Human-Centric Studies

Privacy has always been one major concern, sometimes a roadblock, for the de-

ployment of new techniques and treatment approaches. For example, crowd-powered

telemedicine has the potential to revolutionize healthcare, especially during times that

require remote access to care. However, sharing private health data with strangers from

around the world is not compatible with data privacy standards, thus requiring a strin-

gent �ltration process to recruit reliable and trustworthy workers who can go through
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the proper training and security steps [92]. Likewise, machine learning applications in

autism �elds also require a privacy-preserving solution.

Privacy-preserving machine learning investigates methods that minimize the

risk of identi�cation exposure while conducting tasks. Eye-wear gadgets linked with

a �rst-person camera, according to Steilet al. [93], can represent a major threat to

users' and spectators' privacy. As a consequence, they presented a way for detect-

ing privacy-sensitive scenes and automatically disabling the eye tracker's �rst-person

camera through a mechanical shutter when the user's privacy is jeopardized. Singh

et al. [94] investigated human attributes (emotion, age, and gender) prediction under

various de-identi�cation privacy scenarios by body parts obfuscation, with the obfus-

cation parts chosen based on a human study, for example, to apply eye-tracking on

how people recognize facial attributes without the presence of a human face. Vuet

al. [95] addressed privacy concerns in social media content tagging. They designed a

framework for visual tagging by constructing a global knowledge graph to avoid sensi-

tive local data such as faces, passport numbers, and vehicle plates. However, previous

works mainly focused on static images, and none of them emphasized privacy issues

in human motion evaluation, such as movement synchrony. In addition, our approach

further highlights context and background privacy since events like play therapy in-

terventions typically occur at children's homes, and the input data (skeleton data and

optical 
ow) our model relies on can eliminate that concern. We speci�cally excluded

techniques using face detectors because they may fail on occasion, resulting in privacy

violations. Based on the input, we introduce transformer networks and the temporal

similarity matrix.

Skeleton-based human action recognition requires understanding relationships

between di�erent body joints within and across frames. Plizzariet al. [96] proposed

a two-stream Transformer network to learn such relationships. They introduced a

spatial self-attention module (SSA) to model relations between di�erent joints, and a

temporal self-attention module (TSA) to capture long-range inter-frame dependencies.

They �rst applied a residual network to extract features from raw skeleton data and
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then employed SSA and TSA modules to process the feature maps. SSA models the

correlation between body joints independently, while TSA focuses on the temporal

dynamics of a particular joint. The proposed model achieves state-of-the-art results

on multiple 3D activity recognition benchmark datasets [97, 98].

Although TFNs have exhibited superior performance in various �elds, its appli-

cation in autism �elds is still under exploration. Major roadblocks we are faced with

include insu�cient data and privacy concerns, for which we will provide a preliminary

solution in the following chapters.

Transformer Networks [17, 99, 100, 101] are extremely powerful in manipulating

long sequential data. Previous works have already applied skeleton-based TFNs to

human activity understanding. A skeleton-based transformer was proposed In Pliz-

zari'work [96] for activity recognition. The network relies on one spatial self-attention

module to capture intra-frame body parts relations and one temporal self-attention

module to model inter-frame correlations. Zhenget al. [102] proposed a transformer-

based approach for 3D pose estimation from 2D videos. The model predicts the 3D pose

within each (center) frame based on its neighboring 2D frames. Inspired by Zheng's

work [102], we adopted their spatial-temporal transformer as an encoder and revised

the embedding layer to accommodate dyadic skeleton sequences instead of a single one.

The temporal similarity matrix is a graphical representation to measure the

similarities between data sequences. In human action understanding tasks [103, 104,

105, 106], TSM is extensively adopted due to its robustness against large viewpoint

changes and great generalization to unseen data. Panagiotakiset al. [106] employed

a temporal similarity matrix to discover all periodic segments of a video and estimate

segment intervals in an unsupervised manner. Dwibediet al. [105] applied a self-

similarity matrix (SSM), one speci�c type of TSM, to evaluate similarities between

components in the same sequence to discover periodic action occurrences. In Nam

et al. 's work [107], an event proposal module based on SSM is proposed to cluster

and propose event regions while incorporating global contextualized information. Su

et al. [104] proposed \RhythmicNet", which takes a video of human actions as input
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and generates a soundtrack for it. They used an SSM to capture body dynamics

and regularize the transformer encoder. Slightly di�erent from SSM, which aims to

capture data similarity within the same sequential data, in this work, the similarity is

computed between two di�erent data sequences, for example, skeleton sequences from

two di�erent individuals. Therefore, we call the temporal similarity matrix used in this

work \Cross-Similarity Matrix" (CSM) to distinguish it from SSM.

2.6 Multimodal Emotion Recognition in Autism Therapy

Emotions are convoluted psychological states composed of several components:

personal experience, physiological, behavioral, and communicative reactions. Com-

prehension of children's emotional states can assist us in understanding their behav-

iors better. There have been some attempts at emotion recognition and analysis in

autism therapy [33, 108]. Emotion representations can be divided into two mainstream

classes: discrete model [109] and dimensional model. In this work, we used discrete

emotion models. Emotions can be carried in various modalities of inputs. Mehrabian

[110] shows that 55% of messages pertaining to feelings and attitudes of interpersonal

communication are in facial expressions. Besides, Dhall [5] suggests that audio modal-

ity can bring extra gain in emotion recognition accuracy. Thus, multimodal emotion

recognition approaches usually outperform unimodal ones. Two principal subsets of

multimodal emotion recognition models are facial expression recognition (FER) and

speech emotion recognition (SER).

FER systems can be divided into two main categories based on the feature

representations: static and dynamic. The feature representation is encoded with only

spatial information from a single image frame in static-based methods. In contrast,

dynamic-based approaches consider temporal relations among contiguous frames in the

input facial expression sequence [111]. Li proposed a bi-modality method [112], where

convolutional neural networks (CNNs) were used to recognize static facial expressions

while a bi-direction long short term Memory (Bi-LSTM) was employed to learn dynamic

facial expression sequences extracted by CNNs. Liu also embodied facial landmarks in
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the FER system [113]. However, these works were conducted on benchmark datasets

[5] where sequential relation of images is well-preserved so that sequential methods

can function. Due to resolution limitations, we sometimes may have to apply a static

method to classify facial expressions in each frame without taking into account temporal

information in real-world settings, for example, in the scenario of physical therapy.

Speech is a rich, dense form of communication that e�ectively conveys information.

There are two classical ways to extract emotional features from speech. One is to obtain

low-level discriminator features of speech, such as Mel-frequency cepstral coe�cients

[114, 115]. Another way is to convert audio to spectrograms and then use CNNs as

feature extractors [116, 117].

Speci�cally, there are already some works on emotion analysis for children in play

therapy. Doyran et al. [33] proposed a visual and text-based framework to track the

a�ective state of a child during a play therapy session. However, audio modality was less

explored in their work, and categorical facial expressions needed further investigation.

Bangerter investigated the spontaneous production of facial expressions of individuals

with ASD as a response to entertaining videos [108]. It turned out that individuals with

ASD showed less evidence of facial action units relating to positive facial expression

than typically developing children. Due to the limitations of our current datasets, such

as small face sizes and low resolution, using the facial action units approach in the

current work was not feasible, but we are looking into it in the future.
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Chapter 3

MMASD: A MULTIMODAL DATASET FOR AUTISM
INTERVENTION ANALYSIS

3.1 Problem Statement

Autism spectrum disorder (ASD) is a neurodevelopmental disorder character-

ized by signi�cant impairments in social communication, as well as di�culties in per-

ceiving and expressing communication cues. Approximately 1 in 54 children are on

the spectrum in the United States, resulting in over 1 million a�ected individuals

nationwide [118]. Primary treatment of ASD includes behavioral and psychosocial

interventions accompanied by prescribed medications. Behavioral and psychosocial in-

terventions facilitate social and communication development, while medication helps

control associated symptoms and comorbid problems [24]. Speci�cally, psychosocial

interventions are diverse in content and can vary in curriculum, structure, discipline,

and theme. Prevailing therapeutic interventions include applied behavior analysis and

robot-assisted therapy, both of which can provide valuable data for analyzing children's

mental development and developing individualized treatment plans.

Various studies have widely used machine learning techniques to facilitate autism

research [30, 31, 119, 85, 89, 120, 121]. Compared to traditional methods that rely heav-

ily on human expertise and experience, machine learning approaches can help reduce

the need for human labor and associated costs while still achieving decent performance.

The autism community has bene�ted from machine learning techniques in many areas,

including but not limited to autism diagnosis [120, 122], emotion recognition [32, 85],

and movement pattern assessment [30, 31, 29, 89].

In machine learning research, it is widely accepted to follow a research pipeline

that involves developing, applying, and comparing models across multiple benchmark
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datasets to ensure fair comparisons in performance. However, in the autism commu-

nity, commonly recognized benchmarks, especially for behavior analysis and activity

understanding, are limited due to privacy concerns. Typically, models are validated

on a private dataset, and data-sharing roadblocks can restrict the comparison between

models. In this sense, the availability of publicly accessible datasets is a crucial �rst step

for the autism community since it allows cutting-edge machine-learning techniques to

be trained and validated on ASD datasets. Although some studies have already been

conducted, there is still a signi�cant lack ofpublicly available, multimodaldatasets

that can be used to analyze thefull-body movementsof children during therapeutic

interventions.

To overcome some of these ASD data-sharing challenges, we propose a publicly

available multimodal ASD dataset,MMASD 1. MMASD maintains privacy while re-

taining essential movement features by providing optical 
ow, 2D and 3D skeletons

that are derived from the original play therapy videos, thereby avoiding the expo-

sure of sensitive and identi�able raw video footage. Additionally, it includes clinician

evaluation results of each child, such as motor function scores. We also provide the

intervention activity class labels for overall scene understanding. Overall, MMASD

can be used to help therapists and researchers understand children's cognitive status,

track development progress in therapy, and guide the treatment plan accordingly. It

also provides inspiration for downstream tasks, such as activity recognition [89], action

quality assessment [29], and interpersonal synchrony estimation [31].

In contrast to current datasets as listed in Table 3.1, our dataset stands out for

the following reasons:

ˆ It is a publicly accessible benchmark dataset for movement and behavior anal-
ysis during therapeutic interventions featured by diverse scenes, group activities,
and participants.

1 The MMASD dataset is accessible viahttps://sites.udel.edu/hci-lab/
mmasd-project/ .
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ˆ It includes multimodal features such as optical 
ow, 2D/3D skeletons, de-
mographic data, and clinical evaluation data. These features o�er aprivacy-
preserving solution to maintain critical full-body motion information while pre-
venting disclosure of identi�cation.

ˆ Each scene depicts the same activity performed bya child and one or more
therapists, providing an in-place template for comparing typically developing
(TD) individuals with children with ASD.

The remainder of the chapter is structured as follows: data collection process

is outlined in Section 3.2. Section 3.3 presents comprehensive details of the dataset,

encompassing statistics, data processing, and annotation procedures. Subsequently,

Section 3.5 delves into the discussion and current limitations of MMASD, followed by

the conclusion in Section 3.6.

3.2 Method

In the following sections, we describe the participants, procedure, and experi-

mental settings of our proposed dataset. This study was approved by the University

of Delaware's Institutional Review Board (IRB) #637082� 12.

3.2.1 Participants

We recruited 32 children with ASD (27 males and 5 females) from di�erent races

(Caucasian, African American, Asian, and Hispanic) through 
yers posted online and

onsite at local schools, services, and self-advocacy groups. Prior to enrollment, children

were screened using the Social Communication Questionnaire [133], and their eligibility

was determined by the Autism Diagnostic Observation Schedule-2 (ADOS-2) [134, 135]

as well as clinical judgment. All the children were between 5 and 12 years old. Written

parental consent was obtained before enrollment. The Vineland Adaptive Behavior

Scales [136] were used to assess the children's adaptive functioning levels. In general,

82% of the participating children had delays in the Adaptive Behavior Composite.

Speci�cally, 70% of them experienced communication delays, 80% had di�culties with

daily living skills, and 82% had delays in socialization.
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3.2.2 Procedure

The study was conducted over ten weeks, with the pre-test and post-test being

conducted during the �rst and last week of the study, respectively. Each training session

was scheduled four times per week and lasted approximately 45 minutes. Throughout

the intervention, the trainer and adult model engaged with the child in a triadic context,

where the adult model assumed the role of the child's confederate, actively participating

in all activities alongside the child. This triadic setting (child, trainer, and model)

provided numerous opportunities for promoting social and �ne motor skills such as

eye contact, body gesturing and balancing, coordination, and interpersonal synchrony

during joint action games.

All expert trainers and models involved were either physical therapists or physi-

cal therapy/kinesiology graduate students who had received signi�cant pediatric train-

ing prior to their participation. The trainers and models were unknown to the children

before the study. In addition to the expert training sessions, we also encouraged par-

ents to provide two additional weekly sessions involving similar activities to promote

practice. Parents were provided with essential instruction manuals, supplies, and in-

person training beforehand. All training sessions were videotaped with the parents'

consent and noti�cation to the children, and the training diary was compiled by parents

in collaboration with expert trainers. The general pipeline of training sessions had a

standard procedure despite some unique activities across di�erent themes. A welcom-

ing and debrie�ng phase was present at the beginning and end of the data collection

to help children warm up and get ready for the intervention, as well as to facilitate the

subsequent data processing stage by providing time labels that indicate the segments

to investigate.

3.2.3 Experiment Settings

All videos from triadic settings were recorded in a house environment with the

camera pointed toward the participating child. Di�erent tools were introduced to

facilitate the training process depending on the theme of the intervention, for example,
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Figure 3.1: Sample scenes depicting various themes and activity classes present in the
MMASD dataset.

instruments and robots. Selected scenes in di�erent themes of our proposed MMASD

dataset are shown in Figure 3.1.

3.3 MMASD Dataset
MMASD includes 32 children with autism on di�erent levels. It covers three

unique themes:

ˆ Robot: children followed a robot and imitated bodily movements.

ˆ Rhythm: children and therapists played musical instruments or sang together as
a form of therapy.

ˆ Yoga: children participated in yoga exercises led by therapists. These exercises
included body stretching, twisting, balancing, and other activities.

Overall, MMASD comprises 1,315 video clips that have been meticulously gath-

ered from intervention video recordings spanning more than 108 hours. It consists of

244,679 frames with an average duration of 7.15 seconds. The average data length

in MMASD is 7:0 � 3:4 seconds (186:1 � 92:9 frames), with dimensions ranging from

320� 240 to 1920� 1080. Table 3.2 presents statistical information on MMASD. De-

pending on the conducted activity during the intervention, we further categorized all
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Table 3.2: Statistics of MMASD dataset.

Description Value
Number of data samples 1,315
Number of frames 244,679
Number of activity classes 11
Average video length (seconds) 7:0 � 3:4
Average frame # per video 186:1 � 92:9
Resolution 320� 240 � 1920� 1080
FPS 25� 30

data into eleven activity classes as described in Table 3.3. Each activity class falls

into a unique theme, as shown in Figure 3.1. MMASD also reports demographic and

autism evaluation scores of all participating children, including date of birth, motor

functioning score, severity of autism, etc.

3.3.1 Data processing

From original video recordings, we manually tagged the start and end time

stamps of a speci�c activity. We then segmented the video into clips and categorized

them by activity class. Clips shorter than three seconds were discarded. We also

discarded noisy data due to video quality, lighting conditions, and body occlusion.

Besides all the eleven activities in MMASD, there were some other activities with

fewer examples. To ensure a balanced data distribution, we excluded all inadequate

classes.

3.3.2 Data Annotation

We have four annotators who are well-trained for intervention understanding.

The annotators had a comprehensive understanding of therapeutic procedures and a

cross-disciplined background in computer science and physical therapy. We exclusively

assigned one activity class label to each video. Each annotator completed data an-

notation independently, and the �nal class label was determined by majority voting.

However, original videos cannot be publicly shared due to privacy concerns. There-

fore, we create data samples from every video clip by extracting selected features from
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the original scenes, including (1) optical 
ow, (2) 2D skeleton, and (3) 3D skeleton,

respectively. All these features can maintain critical body movements while preserving

privacy. Section 3.3.3 explained all selected features in detail.

In addition to motion analysis, we incorporated clinician evaluations, including

motor functioning scores and autism severity ratings, for each child. ADOS-2 [134, 135]

is a gold-standard assessment tool used to diagnose ASD in conjunction with other

clinical information. ADOS-2 consists of multiple modules tailored to di�erent age

and language abilities. These modules employ standardized tasks to evaluate core

ASD features, such as social communication and repetitive behaviors. ADOS-2 scoring

re
ects an individual's performance within their designated module's activities and

tasks. Scores typically range from 0 to 10 (or higher depending on the algorithm),

with higher scores indicating greater ASD symptom severity. We additionally included

the ADOS Comparison Score, a continuous measure between 1 and 10 that re
ects the

severity of a child's autism symptoms relative to children of similar age and language

ability [137]. Lower comparison scores suggest minimal evidence of ASD, while higher

scores indicate more severe symptoms.

The contrast between the ADOS-2 score and the ADOS comparison score is

worth mentioning. While the ADOS-2 score re
ects an individual's raw score on the

ADOS-2 assessment tool, the ADOS comparison score is a statistical measure that

compares an individual's performance to others of the same age and language level.

The motor functioning score refers to an assessment of an individual's motor skills

and abilities and is evaluated based on the children's level of independence in daily

living skills [138, 133]. It is on a scale of 1 to 3, while 1; 2; 3 represent low functioning

(needing signi�cant support), medium functioning (needing moderate support), and

high functioning (needing less support), respectively. Finally, the severity of autism is

determined by a comprehensive assessment that includes both the ADOS and motor

function evaluation.
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3.3.3 Multimodal Feature Extraction

In order to preserve critical details of movement while avoiding any infringement

of privacy, we derived the subsequent features from the original video data.

(1) Optical 
ow : an optical 
ow is commonly referred to as the apparent

motion of individual pixels between two consecutive frames on the image plane. Optical


ow derived from raw videos (see Figure 3.2) can provide a concise description of both

the region and velocity of a motion without exposing identity [139, 140, 59, 89].

(2) 2D Skeleton : skeleton data has an edge over RGB representations because

it solely comprises the 2D positions of the human joints, which o�er highly conceptual

and context-independent data. This allows models to concentrate on the resilient

aspects of body movements. 2D skeleton data has been widely applied to tasks relating

to human behavior understanding, such as action recognition [102, 4], action quality

assessment [31, 30] and beyond. An optimal way to acquire skeleton data is through

the use of wearable devices and sensors that are a�xed to the human body. However,

in the context of autism research, it poses a substantial challenge as children may feel

overwhelmed wearing these devices and experience anxiety. As a result, the skeleton

data extraction process is carried out by pre-trained pose detectors [2].

(3) 3D Skeleton : similar to 2D skeleton data, 3D skeletons instead represent

each key joint with a 3D coordination, introducing an additional depth dimension.

Since all the data was collected using a single RGB camera, we also completed this

process with an o�-the-shelf model [1].

The technical details and tools utilized for feature extraction can be found in

Section 3.3.5.

3.3.4 Data Format
Suppose the original video clip includesN participants (child, trainer, and as-

sistant) is composed ofL frames, and the height and width of each frame areH and W,
respectively. As discussed above, eachdata sampleconsists of four distinct components,
with data dimension demonstrated in braces:

ˆ Optical 
ow ( L � 1; H; W ): saved asnpy format [141].
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Figure 3.2: MMASD provides multiple multimodal privacy-preserving features derived
from original videos via ROMP [1], OpenPose [2], and Lucas-Kanade [3], including
optical 
ow, 2D / 3D skeleton, and clinical evaluation results. The dataset is publicly
accessible for addressing research questions centered on social and behavioral interac-
tions of children with ASD in playful group activities.

ˆ 2D skeleton (L; N; 17; 2): 2D coordinates of 17 key joints, following COCO [142]
format, saved asJSON format.

ˆ 3D skeleton (L; N; 24; 3): 3D coordinates of 24 key joints, following ROMP [1]
format, saved asnpz format.

ˆ Demographic and clinical evaluation for ASD (9; ): including nine attributes such
as participant ID, date of birth, chronological age, social a�ect score, restricted
and repetitive behavior score, motor functioning score, and severity of autism,
saved asCSV �les.

3.3.5 Implementation Details

Optical 
ow : we adopted Lucas-Kanade [3] method for optical 
ow compu-

tation. The method assumes that the displacement of the image contents between

two nearby instants is small and approximately constant within a neighborhood of the

point under consideration. By solving the optical 
ow equation for all pixels within

a window centered at the point, the method can estimate the motion of objects in

the image sequence. Overall, the Lucas-Kanade method is an e�ective and preferred

technique for estimating motion in various computer vision applications.

2D skeleton : we use OpenPose [2] to extract 2D skeletons from original videos.

It is a real-time multi-person keypoint detection library based on Convolutional Neural

Networks (CNNs) that can accurately detect the key points of a human body, including
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joints and body parts, from an image or video feed. Initially, it predicts con�dence

maps for every body part and subsequently associates them with distinct individuals

via Part A�nity Fields. The library is open-source and written in C++ with a Python

API, which makes it easy to use and integrate into various computer vision applications.

3D Skeleton : we employed the Regression of Multiple 3D People (ROMP) [1],

a cutting-edge approach for inferring the depth and pose of an individual from a single

2D image. ROMP utilizes a fully convolutional architecture to directly predict the 3D

positions of body joints from input images. This is achieved through the estimation

of various di�erentiable maps encompassing the entire image, including a Body Center

heatmap and a Mesh Parameter map. By extracting 3D body mesh parameter vectors

for all individuals from these maps using a straightforward parameter sampling process,

we can then utilize the SMPL model [143] to generate multi-person 3D meshes.

3.4 Comparing MMASD to other benchmarks

In Table 3.1, we compare MMASD with other related benchmarks. Overall,

MMASD features diverse themes and scenes, capturing full-body movements with

multimodal features. In contrast, some works [125, 127, 129, 131] focused speci�-

cally on upper-body movements. MMASD also provides critical privacy-preserving

features to represent body movements making it publicly accessible, while some works

[24, 90, 86, 127, 129, 131] were conducted on raw videos that are either private or

accessible only upon request. Additionally, MMASD was collected from therapeutic

interventions, thus re
ecting participants' motor ability and providing valuable insights

for treatment guidance.

3.5 Discussion

This section delves into the challenges, insights, and future opportunities of

MMASD dataset. As the experiments were conducted in real-world settings in chil-

dren's homes, we faced common challenges in computer vision research, including
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varying video quality, illumination changes, cluttered backgrounds, and pose varia-

tions. Notably, in the feature extraction stage, we encountered pose detection failures

in challenging scenarios, such as body occlusion and participants moving out of the

scene. The intrinsic video quality limitation of MMASD also restricted us from cap-

turing subtle and �ne-grained features, such as facial expressions.

Moreover, it is imperative to conduct in-depth investigations into domain-speci�c

challenges. For instance, in standard benchmarks for human activity recognition, TD

individuals exhibit dominant and continuous actions with similar intensity. However,

MMASD data may not solely contain the target behavior throughout the entire dura-

tion, as impromptu actions or distractions may (and will) occur during therapy sessions

for children with ASD. Furthermore, unlike prevailing benchmarks that collect ground

truth skeleton data by attaching sensors to the human body, MMASD captures skele-

ton data with the help of pre-trained deep neural networks. This is because children

with autism have limited tolerance for external stimuli, and the presence of sensors

on their bodies may cause them to become anxious, agitated, or exhibit challenging

behaviors. Consequently, the reliability of skeleton data in MMASD is contingent upon

the e�cacy of the underlying pose detectors. In addition, children with autism can

exhibit varying motor functions, resulting in di�erent intensity levels and completion

rates for the same activity.

3.6 Conclusion

Autism research has been greatly facilitated by machine learning techniques,

which o�er cost-e�ective, non-invasive, and accurate ways to analyze various aspects

of children's behavior and development. However, the lack of open-access datasets has

posed challenges to conducting fair comparisons and promoting sound research prac-

tices. In this work, we proposed MMASD, a privacy-preserving, publicly-accessible,

multimodal dataset on autism (N = 32). The dataset features diverse, hand-annotated

clips from over 100 hours of raw videos from play therapy interventions. MMASD in-

cludes multimodal features such as 2D & 3D skeleton data, optical 
ow, demographic
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data, and clinical rating, o�ering a con�dential data-sharing approach that can main-

tain critical full-body motion information. Moreover, each scene in our dataset depicts

the same activity performed by a child and one or more therapists, providing a valu-

able template for comparing TD individuals with children with ASD. The open-access

MMASD dataset distinguishes itself from existing works by utilizing privacy-preserving

multimodal features to provide comprehensive representations of full-body movements

across diverse therapeutic social activities.

There are several directions for future work that are worth exploring. Firstly,

further research can be conducted to develop and compare machine learning models

on MMASD for various tasks, such as action quality assessment [29], interpersonal

synchrony estimation [30, 31], and cognitive status tracking [144, 145]. This can help

establish benchmark performance and identify state-of-the-art methods for analyzing

the full-body movements of children during therapeutic interventions. In addition, new

approaches can be investigated to overcome pose detection failures in MMASD. For

example, by introducing pose uncertainty [31] or attention mechanism to assign higher

weights to more reliable body joints. Furthermore, MMASD can be expanded in several

aspects. This includes new features such as mutual gaze [119], or additional annotations

including movement synchrony scores or task-speci�c clinician evaluations. Also, the

MMASD dataset can be expanded by the inclusion of (age- and gender-matched) TD

children for developing more comprehensive and contrastive models. Finally, e�orts can

be made to dataset augmentation via existing benchmarks not limited to the autism

domain by matching samples with similar motion features [89], which can signi�cantly

expand dataset scale.
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Chapter 4

IMPROVING THE MOVEMENT SYNCHRONY ESTIMATION WITH
ACTION QUALITY ASSESSMENT IN CHILDREN PLAY THERAPY

4.1 Problem Statement

In social psychology,interpersonal synchrony is the dynamic and reciprocal

adaptation of the temporal structure of behaviors between interactive partners [146].

While nonverbal synchrony broadly covers any types of nonverbal behaviors of interact-

ing individuals connected on a temporal level [147],movement synchrony (MS)

refers to the degree to which individuals move in similar ways over time [148]. A

good example of movement synchrony is when a kid responds to a therapist's nod

by changing his body gesture and positions simultaneously or with a slight time de-

lay [149]. Movement synchrony holds particular signi�cance within the realm of therapy

for children with autism. It serves as a crucial metric for comprehending the physical

and social development of these children, shedding light on their coordination abili-

ties and interpersonal interactions during therapeutic sessions. Analysis of movement

synchrony between children and therapists can provide valuable insights into both

children's progress and the e�ectiveness of therapeutic interventions.

The automatic detection and evaluation of movement synchrony in videos have

received signi�cant attention due to their e�ectiveness and cost-e�ciency, compared to

manual human rating, and have been actively researched [46, 47, 48, 49, 50, 51, 150].

Nevertheless, enhancing the reliability and accuracy of movement synchrony estimation

remains imperative for practical implementation. This includes developing technologies

that therapists can readily embrace and integrate into their therapy sessions, thereby

harnessing its full potential to enhance therapeutic outcomes.
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In this chapter, we propose an end-to-end deep learning framework to reliably

estimate and assess the movement synchrony from video recordings of autism inter-

ventions. Our approach draws inspiration fromaction quality assessment (AQA), also

referred to as skill determination, a task to assess how well an action has been per-

formed [27]. Although AQA has been widely applied to various disciplines such as

sports [27, 68, 60, 59], arts [67], medical [64, 59] and education [66], to the best of

our knowledge, not much e�ort has been put into autism treatment. To evaluate our

framework, we utilized an in-house dataset comprising video recordings of play ther-

apy. Our framework operates by analyzing paired frame sequences (representingchild

and therapist, respectively) derived from the same video (see Figure. 4.3). It then pre-

dicts the level of movement synchrony between them while concurrently assessing the

child's actions, gauging their ability to mimic and follow the therapist's movements.

This process is analogous to the synchronized diving assessment, wherein AQA and MS

module evaluate execution and synchronization of the action, respectively [59]. The

framework also predicts the activity classes of the intervention as an auxiliary task to

boost overall performance.

Traditional annotation approaches impose inter-rater reliability to alleviate hu-

man bias. For example, judges may assign di�erent scores for the same performance,

and this type of disagreement is expected from the intrinsic ambiguities of the �nal

score. As a result, instead of using a single score as the supervisory signal, lever-

aging a score distribution generated by annotation con�dence may be a preferable

way to deal with the above-mentioned uncertainty. In this chapter, we introduce an

uncertainty-preserved annotation scheme. Compared to the conventional method, we

allow a second and a third label for annotation in AQA task, and the probability of

each label is con�gured by annotation con�dence.

In summary, our main contributions include:

1. We present an innovative deep learning approach for predicting movement syn-
chrony, namely a Multi-Task Multi-Level Supervision Network (MMSN). This
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method employ multi-task learning to simultaneously predict interpersonal move-
ment synchrony and assess individual action quality. Unlike conventional meth-
ods that primarily rely on low-level features such as motion energy, our approach
integrates high-level semantics to enhance prediction accuracy. MMSN supports
multi-level supervision as di�erent tasks utilize features at various levels, such as
clip-level and video-level features.

2. We adopt an uncertainty-preserved annotation strategy, which demonstrates com-
parable results to traditional annotation methods based on interpersonal relia-
bility while being more cost-e�ective. Our experimental �ndings validate the
e�ectiveness of this approach.

The remainder of this chapter is structured as follows: Section 4.2 provides

an overview of the dataset, while Section 4.3 elaborates on our proposed method.

Section 4.4 presents the results of our experiments, and Section 4.5 o�ers concluding

remarks.

4.2 Dataset

We prepare a new dataset,Play Therapy 13 (PT13)which consists of 229 videos

of 17 children with autism, 332 matched child-therapist video pairs, and a total of 561

distinct individual frame sequences extracted from the original videos (see Figure 4.3).

Each video features a child engaging with at least one therapist, resulting in the pres-

ence of at least two distinct frame sequences within each video. Speci�cally, there is a

sequence capturing the child's movements and additional sequence(s) documenting the

involvement of one or more therapists. PT13 features 34 human subjects with diverse

ethnic backgrounds including 17 children on di�erent levels of autism [7] (ages range

from 5 to 12 years) and 17 therapists. The videos vary in duration, spanning from 2.67

seconds to 27.40 seconds, with an average length of 5.65 seconds (148 frames). The

resolution and frame rate exhibit variability too, ranging from 320� 240 to 720� 480

and from 25 FPS to 30 FPS, respectively. The entire dataset is meticulously compiled

from 51 video recordings of various embodied creative therapies [151, 152], with themes

ranging from interactions with a robot to music and physical activities. During the
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intervention, a therapist performed a certain action and expected the children to re-

spond and follow him/her. The following provides a concise overview of the 13 action

classes within PT13. Sample scenes are demonstrated in Figure 4.1, and detailed data

distribution is provided in Figure 4.2).

1. arm swing: the participant raises his left and right arm in succession while keep-
ing his body upright.

2. bodyswing: the participant swings his body left and right while stretching out
both hands, one behind the other.

3. bunny jump: the participant attempts to jump into a rhythmic gymnastics hoop
in front of him with a \bunny ear" hand gesture on top of his head.

4. chestexpansion: the participant gradually opens and closes his chest.

5. circling : the participant creates a virtual circle in the air with his index �nger.

6. drumming: the participant beat the drum with one hand or both. There are two
kinds of drums in the intervention: snare and Tubano.

7. jumping: the participant jumps in place.

8. marching: the participant marches on the spot without moving ahead.

9. marching clap: the participant marches on the spot while clapping.

10. maracasforward shaking: the participant shakes maracas back and forth, an
instrument that broadly appears in Caribbean and Latin music.

11. maracasshaking: the participant shakes maracas left and right in front of his
chest.

12. sing and clap: the participant sits on the ground while simultaneously singing
and clapping. This is frequently done at the start or �nish of an intervention.

13. squat: the participant repeatedly performs a crouching stance with his knees
bent.
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Figure 4.2: The number of videos, paired child-therapist videos, and distinct frame
sequences in each activity class. ce:chestexpansion, mfs: maracasforward shaking,
ms: maracasshaking.

4.2.1 Data Processing

Figure 4.3 illustrates the data processing pipeline. Initially, a Yolov4-based

human detector [153] is applied to a raw video, resulting in the creation ofaction

frame sequences representing either the child (Vc) or the therapist(s) (Vt ) in the video.

To address sporadic human detection failures, manual review of the frame sequences

is conducted. Only sequences originating from consecutive time stamps and featuring

consistent child and therapist(s) pairs are retained, while others are discarded. The

corresponding frame sequences from the child and therapist within a video constitute a

video pair (Vc; Vt ). Both the action frame sequence and the video pair serve as inputs

to di�erent branches of the network (refer to Figure 4.4). Due to length constraints on

inputs, further division of the input into k clips is performed, with each clip comprising

16 frames.
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