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ABSTRACT

Deep learning has already achieved signi�cant success in various applications,

especially in the image recognition task. However, Deep Neural Networks (DNNs)

commonly have generalization problems, namely that a well-performing DNN on training

datasets may not generalize well on new data, specially when the distribution of new

data di�ers to that of the training datasets. Consequently, the generalization problem

constrains the applications of current deep learning techniques.

Adversarial Data Augmentation (ADA) is one of the most popular approaches

to improving deep learning generalization based on min{max optimization. The funda-

mental idea of min{max optimization is that if a model can tackle the worst scenario

then the model would achieve the best overall performance. However, the underlying

problem is that the generic ADA, as a general implementation of min{max optimization,

does not explicitly formulate the worst generalization scenario. As a result, �ctitious

samples augmented by ADA cannot guarantee forming the worst generalization scenario.

Thus, the generic ADA is not the optimal solution to the generalization problem.

The dissertation proposes an information theoretic algorithm to improve deep

learning generalization in the context of supervised learning for image recognition. The

main contributions of the dissertation are summarized in three aspects.

First, the dissertation explores a mutual information trade-o� to characterize the

generalization behavior of DNNs. Speci�cally, the mutual information between training

samples and the DNN representation of the input can be divided into two parts: (1)

the mutual information between labels and the representation, and (2) the information

irrelevant to labels learned by the DNN. Following the information bottleneck principle,

if a DNN achieves a trade{o� between the two information components, then the DNN

achieves improved generalization.
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Second, the dissertation speci�es an information theoretic algorithm to improve

generalization. The mutual information trade{o� indicates that the worst generalization

scenario corresponds to the case when the DNN learns the minimal information about

the labels, but a maximal amount of information irrelevant to labels. Based on the

formulation of the worst generalization scenario, the dissertation regularizes ADA by the

mutual information trade{o� for encouraging ADA to generate the worse generalization

scenario, where DNNs learns less label information necessary to achieve the image

recognition task, but learns more irrelevant information, such as noise and perturbations.

Based on min{max optimization, if ADA is regularized by the Mutual Information

Trade-o� (abbr. ADA{MIT), it would generate the worse generalization scenario and

DNNs trained on worse generalization scenario would achieve better generalization.

Third, the dissertation establishes an ad{hoc mutual information estimator for

the ADA{MIT algorithm. The key of designing a feasible ADA{MIT algorithm is to

quantify the generalization scenario via estimating (1) the mutual information between

labels and DNNs and (2) the information irrelevant to labels learned by DNNs. To

that end, the dissertation designs an ad{hoc mutual information estimator via studying

the information 
ow in DNNs and proposing a probabilistic representation to explain

the behavior of a hidden layer under some assumptions. In addition, the dissertation

speci�es the conditions for the ad{hoc estimator to derive accurate estimation and

discusses the pros and cons of the ad{hoc estimator via comparing it to existing

estimators. Notably, the dissertation highlights that although the ad{hoc estimator

cannot guarantee accurate estimation in general situations, it is a convenient information

theoretic tool for the ADA{MIT algorithm.

Finally, the dissertation implements comprehensive experiments to examine the

behavior of the ad{hoc estimator, validates the mutual information trade{o� explanation

for generalization, and demonstrates that ADA{MIT outperforms the state{of{the{art

algorithms for improving deep learning generalization on multiple benchmark datasets

and DNNs with di�erent network architectures.
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Chapter 1

INTRODUCTION

1.1 Motivation

Image recognition is one of the essential tasks of computer vision. It aims to

design a model that can correctly process an input image and correctly predict the

output label of the image [8, 9]. Nowadays, image recognition plays a fundamental role

in various applications, such as autonomous driving, medical analysis, robotics, etc.

Thanks to the complicated architecture of Deep Neural Networks (DNNs) [1]

and the learning algorithms based on Stochastic Gradient Descent (SGD) [10], DNNs

can formulate a much more complex representation of input images than classical

machine learning models, and learn the sophisticated relation between input images

and output labels from training samples. Therefore, deep learning [11] recently has

achieved impressive success in the image recognition task.

Deep learning has a generalization problem [12]. Speci�cally, a well{trained

DNN cannot generalize well on new data, especially when the distribution of new

data is di�erent to that of the training dataset. The generalization problem makes it

di�cult to apply DNNs to various applications, because new input images commonly

di�er from the given training images. Thus, designing practical algorithms to improve

generalization performance becomes an important topic in deep learning.

Adversarial Data Augmentation (ADA) is a popular solution to the generalization

problem [13]. As a variant of the min-max optimization [14], ADA leverages the inner

maximization optimization (namely the worst case problem) to add perturbations into

available training samples, thereby realizing data augmentation. Subsequently, ADA

uses the outer minimization optimization to train DNNs on the augmented samples for

improving generalization.
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However, previous work demonstrates that ADA is insu�cient to produce large

enough data shifts for improving generalization [3, 15]. In addition, the generalization

behavior of DNNs is beyond the interpertable scope of conventional statistical learning

theory for generalization, such as the Vapnik{Chervonenkis (VC) dimension [16] and

the bias variance trade{o� [17], and DNNs are commonly viewed as `black boxes'. As a

result, there is no appropriate theory to guide designing methods to optimize ADA.

Recently, information theory has attracted great interest in opening the `black

boxes' of DNNs [18, 19, 20, 21]. Mutual information allows one to quantify the

information of training samples learned by DNNs. Thus, one can explain how DNNs

form the representation of input and derive output predictions from an information

theoretic viewpoint. For instance, Shamir et al. preliminarily discuss how to characterize

the generalization behavior of DNNs based on information theory [22, 23].

The goal of this work is to design a practical algorithm for improving the

generalization performance of DNNs in the image classi�cation task. The dissertation

mainly includes three parts. First, a mutual information trade{o� is introduced to

characterize the generalization behavior of deep learning. Speci�cally, if a DNN achieves

a trade-o� between the information learned about labels and the information learned

irrelevant to labels, then the DNN can achieve good generalization. Second, the

mutual information trade-o� is used to regularize the worst case problem in ADA for

generating the worst generalization scenario for DNNs. Thus, DNNs trained on the

worst generalization scenario can achieve the best generalization performance. Third,

a mutual information estimator is elaborated for quantifying the mutual information

trade-o� to regularize ADA. Finally, comprehensive experiments demonstrate that the

ADA regularized by the mutual information trade-o� outperforms the state-of-the-art

practical algorithms for improving deep learning generalization.

1.2 Notation

This section describes the notation used throughout the dissertation.

Numbers and Arrays
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x A scalar (integer or real)

x N � 1 A vector with dimension N � 1 (Sometimes we writex

to lighten notation)

x N � M A matrix with dimension N � M

xn An element ofx with the index n

xn;m An element ofx N � M with the index n and m

X A scalar random variable

X A multivariate random variable

Sets, Space, and Functions

A A set

R The set of real numbers

f m; : : : ; ng The set of all integers betweenm and n

AnB Set subtraction, i.e., the set containing the elements of

A that are not in B.

X A space

f : X ! Y The function f mapping from domainX to range Y

f (x ; w ) A function of x 2 X parametrized byw . (Sometimes

we write f (x ) to lighten notation)

log(x) Natural logarithm of x

jjx jj p Lp norm of x

jjx jj L2 norm of x

x+ The Recti�ed Linear Unit (ReLU) function, namely x+ =

ReLU(x) = max(0 ; x)


 The Hadamard product, i.e., the element-wise product

W = f f : X ! Yg A set of hypothesis, namely models

` : W � X � Y ! R+ A loss function
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Probability and Information Theory

X � P The random variableX has the distribution P

EX � P [f (X )] The expectation off (X ) with respect to P

H (X ) The Shannon entropy ofX

H (X; Y ) The joint Shannon entropy ofX and Y

I (X ; Y) The mutual information betweenX and Y

DKL [PjjQ] The Kullback-Leibler divergence ofP and Q

Notations for Deep Learning

S = f X ; Yg The multivariate random variable of data and label

� = P(X ; Y) The data generating distribution

x (j ) 2 RM The j -th training input sample with M real value ele-

ments, andx (j ) � PX , wherej is a positive integer

y(j ) 2 f 1; � � � ; Lg The j -th training label, and y(j ) � PY

S = f x (j ) ; y(j )gJ
j =1 A training dataset consists ofJ i.i.d samples generated

from � , namely S � � 
 J

1.3 Preliminaries

This section brie
y discusses the foundation of probability theory and information

theory, and summarizes the basic knowledge of deep learning, generalization, and the

min-max optimization algorithm.

1.3.1 Probability Space and Random Variable

In probability theory [ 24], a probability space (
 ; F ; P) de�nes a mathematical

construct that provides a formal model of a random process or `experiment'. Speci�cally,

the probability space (
 ; F ; P) consists of three elements: the sample space 
, the

event spaceF , and the probability measureP.

The sample space 
 consists of all possible outcomes of the experiment. An

outcome is the result of a trial of the experiment. Each outcome must be unique, and

di�erent outcomes must be mutually exclusive (i.e., only one outcome will occur on a

trial of the experiment).
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The event spaceF is the � -algebra consisting of a set of subsets of 
, such that:

(i) F contains all the sample space 
2 F ; (ii) F is closed under complements,i.e., if

A 2 F , then (
 n A) 2 F ; and (iii) F is closed under countable unions,i.e., if A i 2 F

for i = 1; 2; � � � , then
S 1

i =1 A i 2 F , wherei 2 N.

The probability measureP : F ! [0; 1] is a function onF such that: (i) P is

countably additive, i.e., if f A i g1
i =1 is a countable collection of pairwise disjoint sets,

then P(
S 1

i =1 A i ) =
P 1

i =1 P(A i ); and (ii) the measure of the entire sample space is equal

to one, namelyP(
) = 1.

For instance, if the random process or `experiment' is to 
ip a fair coin, the

outcome is either Head or Tail, namely 
 = f H; T g, the event space has totally four

casesF = f; ; f H g; f Tg; f H; T gg, and the probability measureP(; ) = 0, P(f H g) = 0 :5,

and P(f Tg) = 0 :5, and P(f H; T g) = 1 because the coin is fair.

Given the probability space (
 ; F ; P), a random variableX is a measurable

function X : 
 ! E from the sample space 
 to measure spaceE. The probability

that X takes on a value in a measurable setS � E can be formulated as

P(X 2 S) = P(f w 2 
 jX (w) 2 Sg): (1.1)

Still studying the random process of 
ipping a fair coin, one can de�neE as a

discrete space,e.g., E = f 0; 1g, where 0 and 1 correspond to head and tail, respectively.

As a result, the corresponding random variable is de�ned asX : f T; Hg ! f 0; 1g and

P(X = 0) = P(X = 1) = 0 :5 becauseP(f H g) = 0 :5, and P(f Tg) = 0 :5.

In summary, probability space establishes a probabilistic framework to model

a random process of real world, and a random variable maps the outcomes of a

random process to numerical values, which allows one to study the random process in a

mathematical way.

1.3.2 Entropy and Mutual Information

In information theory, Shannon's entropy de�nes the average level of `information'

or `uncertainty' inherent in the possible outcomes of a random variable [25]. Given a
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discrete random variableX , with n possible outcomesx1; � � � ; xn , which occur with

probability PX (x1); � � � ; PX (xn ), the entropy of X , denoted byH (X ), is de�ned as

H (X ) = �
nX

i =1

PX (x i )logPX (x i ): (1.2)

For instance, the random process is to 
ip a fair coin, it contains one bit of

information, namely

H (X ) = �
nX

i =1

PX (x i )log2PX (x i ) = �
2X

i =1

0:5log2(0:5) = 1: (1.3)

In information theory [25], mutual information de�nes a measure of the mutual

dependence between two random variables. It quanti�es the information of a random

variable contained in the other random variable. Let (X; Y ) be a pair of discrete random

variables over the spaceX � Y , PX;Y be the joint distribution, and PX , PY be the

marginal distributions, the mutual information betweenX and Y is de�ned as

I (X ; Y) =
X

x2X

X

y2Y

PX;Y (x; y)log
PX;Y (x; y)

PX (x)PY (y)
: (1.4)

Theorem 1.3.1 (Chain rule [ 25]) Let X 1; � � � ; X n and Y be random variables, then

I (X 1; � � � ; X n ; Y) =
X

i

I (X i ; Y jX 1; � � � ; X i � 1): (1.5)

Sometimes it is useful to express the mutual information of two random variables

conditioned on a third one. Based on the chain rule of mutual information,

I (X ; Y jZ ) = I (X ; Y; Z) � I (X ; Z ); (1.6)

whereX , Y, and Z denote three random variables.

1.3.3 Introduction to Deep Learning

This section brie
y discusses supervised machine learning to introduce the four

key components of deep learning: (1) the training samplesS, (2) the loss function`, (3)
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the Stochastic Gradient Descent (SGD) optimization algorithm, and (4) Deep Neural

Networks (DNNs). In the context of image recognition, this section speci�es the �rst

three components, and the last one will be discussed in the next section.

A widely accepted de�nition of machine learning is as follows [26]: a computer

program is said to learn fromexperienceE with respect to sometasksT and performance

measureD, if its performance at tasksT, as measured byD, improves with experience

E, where theexperienceE refers to the past information oftasks T available to the

leaner, which typically takes the form of availabledata [27].

The most common form of machine learning is supervised learning [28]. In this

problem, the taskT is to learn a mapping functionf from input data x 2 X to output

labelsy 2 Y . Here theexperienceE is given in the form ofJ indepedent and identically

distributed (i.i.d) input-output pairs S = f x (j ) ; y(j )gJ
j =1 , known as the training samples.

The measureD quanti�es the dissimilarity between the labely and the prediction

ŷ = f (x ; w ). In summary, supervised learning aims to learn optimal parametersw � for

making f (x ; w � ) to �nish T via minimizing D on S

w � = arg min
w 2W

1
J

X

(x ( j ) ;y ( j ) )2 S

D[y(j ) ; f (x (j ) ; w )] = arg min
w 2W

LS[f (x ; w )]; (1.7)

whereLS[f (x ; w )] is called empirical risk [29]. Equation (1.7) indicates that the four

key components of supervised machine learning are:S, D, the minimal optimization

algorithm, and f (x ; w ). The four key components of supervised learning would vary

for di�erent application tasks.

As one of the most popular branches of machine learning, deep learning constructs

f (x ; w ) as computation models consisting of multiple hidden layers, namely DNNs [30],

for successfully �nishingT via minimizing D on S. Notably, deep learning has already

achieved great success in various applications, such as computer vision [1, 31], natural

language processing [32, 33], etc.

Since the dissertation focuses on supervised learning for image recognition,

S = f x (j ) ; y(j ) jx (j ) 2 X ; y(j ) 2 YgJ
j =1 is composed ofJ i.i.d. image samples generated

from � , namely S � � 
 J , whereX = RM and Y = f 1; � � � ; Lg are the instance space
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of input images and labels, respectively. In general,x (j ) denotes a gray scale or color

image with M pixels, and the label ofx (j ) is de�ned as the one-hot vector

PY jX (l jx (j )) ,

8
><

>:

1 l = y(j )

0 l 2 Y but l 6= y(j )
: (1.8)

In the context of supervised learning for image recognition, the performance

measureD is commonly de�ned as the cross-entropy loss

D[y(j ) ; f (x (j ) ; w )] , `CE [y(j ) ; f (x (j ) ; w )]

= �
X

l2Y

PY jX (l jx (j )) log PŶ jX (l jx (j ));
(1.9)

wherePY jX denotes the distribution de�ned by training samples in Equation (1.8) and

PŶ jX corresponds to the function expressed by a machine learning model.

Given training samplesS, a DNN function f (x ; w ), and the loss function`CE ,

the empirical risk can be derived as

LS(f ) =
1
J

X

(x ( j ) ;y ( j ) )2 S

`CE [y(j ) ; f (x (j ) ; w )]: (1.10)

Based onLS(f ), w can be optimized by the Stochastic Gradient Descent (SGD)

w  w � � � r w LS(f ); (1.11)

where� > 0 is the learning rate andr w LS(f ) is the gradient of LS(f ) with respect to

w . Overall, the Empirical Risk Minimization (ERM) [ 29] algorithm for training DNNs

is summarized in Algorithm 1.

To achieve the trade-o� between stable convergence and computation e�cient,

SGD is commonly iteratively applied on mini-batch of training samples, namely a small

part of training samples [34, 35]. Moreover, vanilla mini-batch SGD cannot guarantee

good convergence because of some challenges, such as how to choose a proper learning

rate for a speci�c task, how to adjust the learning rate for di�erent parameters at

di�erent training stages, and how to avoid getting trapped in sub-optimal local minima.
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Algorithm 1 The Empirical Risk Minimization (ERM) algorithm [29]

Input: Training samplesS = f x (j ) ; y(j )gJ
j =1 ,

Input: A DNN f (x ; w 0) with random initialized weights w 0

Input: An optimization algorithm with learning rate �
Initialize w  w 0

for epoch = 1� � � N do
for batch samplesB � S do

calculate ŷ = f (x ; w ) 8x 2 B . The forward phase
calculateLB(f ) based on Equation (1.10)
w  w � � � r w LB(f ) . The backward phase

end for
end for

Output: the optimal parametersw �  w

To solve the challenges, recent works proposed some variants of mini-batch SGD, e.g.,

Momentum [36], Nesterov accelerated gradient [37], Adam [38], etc.

Notably, depending on if parameters are �xed, deep learning can be divided into

two procedures: (i) inference and (ii) training. During inference, parameters are �xed

and DNNs derive a prediction given an input. As a comparison, the training procedure

(a.k.a. a training epoch) includes the forward and the backward phases. The forward

phase is the same as that the inference procedure. The backward phase is to optimize

the parameters of DNNs via the aforementioned optimization algorithms. In particular,

the parameters of DNNs are commonly optimized in the back-propagation way [10]

during the backward phase, which will be elaborated in Section 1.3.4.1 based on the

classical DNNs, namely Multi-Layer Perceptrons (MLPs).

1.3.4 Deep Neural Networks for Image Recognition

Following Section 1.3.3, this section covers the last component of deep learning,

namely DNNs. In general, DNNs are composed of multiple processing layers to form

f (x ; w ). Compared to classical machine learning models, LeCun et al. show that

the hierarchical architecture of DNNs exploits the property that natural images are

compositional hierarchies, in which higher-level features are obtained by composing

lower-level ones [11]. For example, local combinations of edges form motifs, motifs
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assemble into parts, and parts form objects in images. The hierarchical architectures

enable DNNs to achieve the state of the art performance in computer vision domains.

This section presents three fundamental architectures of feedforward DNNs for

the image recognition task, i.e., Multi-Layer Perceptrons (MLPs) [39], Convolutional

Neural Networks (CNNs) [1], and Residual Networks [8].

1.3.4.1 Multi-Layer Perceptrons

This section �rst de�nes a single neuron and then presents how to combine

multiple neurons together to construct one of the most fundamental DNNs, namely

MLPs [39]. In addition, this section reviews the general procedure of deep learning

based on a MLP, i.e., how to train a MLP to �nish an image recognition task during

training, and how to make the well-trained MLP to derive classi�cation predication

during inference.

Inspired by biological neurons, an arti�cial neuron incorporates linear operations

and non-linear functions to process the input. An arti�cial neuron commonly is

formulated as

a = � [hw ; x i ]; (1.12)

wherex 2 RM is the input, hw ; x i =
P M

m=1 wm � xm + b denotes the linear operation

with wm being a scalar weight andbbeing the bias,� (�) represents a non-linear function,

and a is the output activation. Figure 1.1 shows the architecture of the neuron.

Human brains consists of billions of neurons, and it is believed that all knowledge

and experience is encoded by the connections that exist between neurons [39]. To

simulate the behavior of biological neural networks, psychologist Frank Rosenblatt

invented the perceptron, the �rst arti�cial neural network [ 40]. Through stacking

multiple neurons to form a layer and connecting multiple layers to construct a network,

the �rst functional network with many hidden layers was published in 1965 [41].

Nowadays, MLPs are the fundamental building block for DNNs and have been applied

to various applications.
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Figure 1.1: The architecture of a neuron de�ned in Equation (1.12).

In the dissertation, most theoretical discussions are based on MLPs unless

otherwise speci�ed. In particular,MLP = f x ; t 1; t 2; ŷ g denotes a MLP with two hidden

layers, wheret 1 and t 2 have N and K neurons, respectively. The architecture oft 1 is

formulated asf a1n = � 1[hw (1)
n ; x i ]gN

n=1 , wherehw (1)
n ; x i =

P M
m=1 w(1)

mn � xm + b1n denotes

the nth dot-product given the weightw(1)
mn and the biasb1n , � 1(�) is an activation function,

and a1 = f a1ngN
n=1 is the output activations of t 1 given x . Similarly, the architecture of

t 2 is formulated asf a2k = � 2[hw
(2)
k ; a1i ]gK

k=1 , wherehw (2)
k ; a1i =

P N
n=1 w(2)

nk � a1n + b2k .

The output layer ŷ is the softmax with L nodes

ŷ = f ŷl = PŶ jX (l jx ) =
1

ZY
exp[hw (3)

l ; a2i ]g; (1.13)

wherehw (3)
l ; a2i =

P K
k=1 w(3)

kl � a2k + byl , and ZY =
P L

l=1 exp[hw (3)
l ; a2i ] is the partition

function. Figure 1.2 visualizes the MLP =f x ; t 1; t 2; ŷ g architecture.

To �nish the image recognition task, theMLP = f x ; t 1; t 2; ŷ g would be trained

on a training dataset consisting of images and labels via using Algorithm 1 to minimize

the empirical risk by an optimization algorithm, such as Adam [38].

During inference or the forward phase of training, the MLP derives an output

predication ŷ given an input imagex , where ŷ equals to the softmax probability

P(Ŷ = yjX = x ) indicating the probability of assigning labely 2 Y to x . If the MLP

is well trained, it can make accurate predictions for input images.

During the backward phase of training, the weights of DNNs are updated in

order for DNNs to derive accurate predictions via minimizing the cross-entropy loss.

Since DNNs commonly include multiple hidden layers, the weights of DNNs are typically
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Figure 1.2: The architecture of the MLP = f x ; t 1; t 2; ŷ g.

updated in the back-propagation way [10]. Speci�cally, the backpropagation algorithm

computes the gradient of the loss function with respect to each weight in Equation

(1.11) based on the chain rule of derivatives, namely computing the gradient one layer

at a time and iterating backward from the last layer to the �rst layer.

Speci�cally, the gradient of `CE with respect to the weight of each layer in the

MLP = f x ; t 1; t 2; ŷ g given an input x and label y can be formulated as

@C̀E

@w(3)
kl

= [ PŶ jX (l jx ) � PY jX (l jx )] � a2k ; wherel 2 Y

@C̀E

@w(2)
nk

=
LX

l=1

@C̀E

@w(3)
kl

� w(3)
kl �

� 0
2(hw (2)

k ; a1i )
a2k

� a1n

@C̀E

@w(1)
mn

=
KX

k=1

@C̀E

@w(2)
nk

� w(2)
nk �

� 0
1(hw (1)

n ; x i )
a1n

� xm :

(1.14)

The detailed derivation is presented in Appendix A.
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1.3.4.2 Convolutional Neural Networks

This section de�nes the convolution operation and explains the motivation of

applying convolution in DNNs. Subsequently, this section presents the basic architecture

of CNNs and some essential layers in CNNs.

CNNs are feedforward neural networks that use convolution operation in place

of general matrix multiplication in at least one hidden layer [42]. In the context of

image processing, the convolution operation of a two-dimensional input imagex and a

two-dimensional kernel functionk is de�ned as

a i;j =
X

m

X

n

x i � m;i � n � k m;n ; (1.15)

wherea i;j is the convolutional output.

Equation (1.15) shows that the convolution kernel is 
ipped with respect to

input. The only reason to 
ip the kernel is to obtain the commutative property. While

the commutative property is useful for derivations and proofs, it is not usually an

important property of CNN implementation. To facilitate CNN implementation, the

convolution operation is commonly implemented by the cross-correlation operation,

which is identical to convolution without 
ipping the kernel oi;j =
P

m

P
n x i + m;i + n �k m;n .

In the dissertation, we follow this convention of calling both operations convolution.

Figure 1.3 visualizes a simple example of convolution operation without kernel 
ipping

applied to a 2-D image matrix.

Similar to the neuron de�ned in Equation (1.12), an activation function� (�) is

commonly followed by convolution, thus a convolutional kernel can be de�ned as

a i;j = � (
X

m

X

n

x i + m;j + n � k m;n ); (1.16)

wherea i;j is commonly called a feature map in deep learning.

Multiple convolutional kernels stacking together form a convolutional layer.

Comparing Equation (1.16) to Equation (1.12), we can conclude that if the kernel

dimension, namely the receptive �eld, increases to the dimension of the input image, a

convolutional layer would be identical to a fully connected layer.
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Figure 1.3: An example of 2-D convolution without kernel 
ipping. The output a
is restricted to positions where the kernel lies entirely within the input
imagex , which is called `valid' convolution. The boxes and arrows show
how to derive the upper-left outputaw + bx+ dy + ez via applying the
kernel to the corresponding upper-left region ofx .

A convolutional layer leverages two important ideas that can help improve deep

learning performance: parameter sharing and equivariant representations [42]. First,

convolutional layers share parameters because a convolutional kernel is commonly

smaller than the input. As a comparison, conventional MLPs need a unique weight

for connecting a single pair of input unit and output unit, because MLPs use matrix

multiplication to describe the interaction between input unit and output unit. For

example, given 3� 3 input and 2� 2 output, MLPs need 9� 4 weights to connect the

input and output in a fully connected layer, whereas Figure 1.3 shows that the 2� 2

convolution kernel is enough to connect the same input and output, i.e., the weights

w; x; y; z are shared by di�erent units of input and output. Parameter sharing leads to

sparse interactions. As a result, convolutional layers need fewer weights, which both

reduces memory requirement and improves statistical e�ciency.

Second, convolutional layers have another property called equivariance [42]. A

function being equivariant means that the output of the function changes in the same
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Figure 1.4: The architecture of a CNN consisting of a convolutional layer with four
convolution kernels, a pooling layer, and a fully connected layer.

way to the input, i.e., a function f (x) is equivariant to a function g(�) if f [g(x)] = g[f (x)].

Equivariance makes the output to preserve the information of input. For example, the

same edge feature appear more or less everywhere in an image, and it is useful for image

recognition, thus equivariance can make convolutional layers to successfully detect the

object edge of interest to �nish image recognition.

In addition to convolutional layers, the pooling layer is another important layer

in CNNs [43]. A pooling layer is a down-sampling operation, and the max and average

pooling are two commonly used pooling layers where maximum and average value is

taken, respectively. For example, the 2� 2 max and average pooling are de�ned as

omax = max( a; b; c; d);

oavg = mean(a; b; c; d);
(1.17)

wherea, b, c, d denote the input of the two pooling operations.

In addition, one or more fully connected layers are commonly incorporated into

CNNs to 
atten hidden representations and derive the �nal predication. A simple

CNN is shown in Figure 1.4. To �nish complex image recognition tasks, recent works

introduce more complicated CNNs, e.g., LeNet [44], AlexNet [1] and VGG [45].
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Figure 1.5: The architecture of a residual block. It consists of two layers and a
shortcut connection.

1.3.4.3 Residual Networks

CNNs have already achieved a series of breakthroughs for image recognition.

However, as the number of layers in CNNs increases, the performance of CNNs get

saturated and then degrades rapidly. To resolve the problem, deep residual networks

are proposed by Kaiming He et al. [8].

Instead of optimizing stacked layers to directly �t a function, these layers are

designed to �t the residual of the expected function. Formally, assuming the expected

function as h(x), the stacked non-linear layers are designed to �t the residual function

with respect to the input, namely f (x) = h(x) � x. As a result, the expected function

can be reformulated as

h(x) = f (x) + x: (1.18)

A residual block is visualized in Figure 1.5. Comprehensive empirical evidence

demonstrates that the residual technique enables to optimize DNNs with many hidden

layers and further improves the performance of DNNs for many image recognition tasks.

Recently, many variants of residual networks have been introduced, such as WideResNet

[4] and DenseNet [46].
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Figure 1.6: The explanation for deep learning generalization. Assuming the left three
tree images are training samples, a well-trained DNN means the DNN can
derive correct predictions on the three training images. A well-generalized
DNN means the DNN also can derive correct predictions on new data,
which is the rightmost tree that is di�erent to three training images.

1.3.5 Generalization

This section introduces the basic de�nition of generalization, under�tting, and

over�tting; presents the classical bias variance trade-o� for analyzing the generalization

error of a machine learning algorithm; and discusses a commonly used approach to

avoid over�tting, namely regularization.

1.3.5.1 Introduction to Generalization

Generalization is a term to demonstrate how well is a machine learning model

will react to new data. In the context of deep learning, a DNN is only trained on

training samples to �nish a task, such as image recognition. A well-generalized DNN

indicates that a well-trained DNN still can �nish the task well on new data. Figure 1.6

shows an example to explain the basic idea of generalization.
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Mathematically speaking, given a set of hypothesisW = f f : X ! Yg , namely

models, and a loss functioǹ : W � X � Y ! R+ , the generalization performance off

with respect to the population � = P(X ; Y) is quanti�ed by the population risk

L � (f ) , E
(X ;Y )� �

`[Y; f (X )]: (1.19)

The performance off on training samplesS is quanti�ed by the empirical risk

LS(f ) ,
1
J

X

(x ( j ) ;y ( j ) )2 S

`[y(j ) ; f (x (j ))]: (1.20)

In general, the di�erence between population risk and empirical risk is de�ned

as the generalization error (gap) [28]

gen(� ; f; S) = L � (f ) � LS(f ): (1.21)

Notably, gen(� ; f; S) quanti�es the performance off on all the samples generated from

� except fromS. Based on Equation (1.21), we can reformulateL � (f ) as

L � (f ) = LS(f ) + gen(� ; f; S): (1.22)

Equation (1.22) shows that if one aims to minimizeL � (f ), one should minimize both

LS(f ) and gen(� ; f; S) simultaneously. In other words, iff is expected to achieve good

generalization, i.e.,f derives correct predictions on any samples generated from� , f

should simultaneously achieve low empirical risk and low generalization error. However,

it is intractable to simultaneously achieve low empirical risk and low generalization

error in practice. As a result, a well-generalizedf commonly achieves a good trade-o�

between empirical risk and generalization error.

Since � is unknown, it is hard to directly quantify L � (f ). Alternatively, to

measureL � (f ) in practice, the available dataset is commonly divided into three subsets

(namely training datasetS, validation dataset, and testing datasetT). S is used to learn

the parameters that can be optimized by an algorithm formulated as Equation (1.11).

Validation dataset is used to �ne-tune hyper-parameters, such as the number of neurons

in a hidden layer. T is used to evaluate the performance of DNNs after training.
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Notably, T does not involve parameter optimization or �ne-tuning, thus it is

viewed as new data with respect to DNNs andL � (f ) can be estimated by testing error

L � (f ) � LT(f ) ,
1

jTj

X

(x ( j ) ;y ( j ) )2 T

`[y(j ) ; f (x (j ))]; (1.23)

wherejTj is the number of testing samples. As a result,gen(� ; f; S) can be estimated

by the di�erence betweenLS(f ) and LT(f )

gen(� ; f; S) � LT(f ) � LS(f ): (1.24)

1.3.5.2 Under�tting and Over�tting

In general,LS(f ) would decrease if a model becomes complicated, e.g., DNN has

more hidden layers or more neurons. In other words,LS(f ) is a monotone decreasing

function of model complexity. Meanwhile, the variation ofLT(f ) with respect to model

complexity is characterized by a U-shaped curve [28]. Figure 1.7 visualizes the variation

of LS(f ) and LT(f ) along with model complexity.

If a model f is simple, e.g., a DNN with few neurons, Figure 1.7 shows thatf

commonly has highLS(f ) and LT(f ), which corresponds to under�tting, i.e., f does

not �t S well. If a model f is complicated, e.g., a DNN with many neurons, Figure 1.7

shows that f commonly has lowLS(f ) but high LT(f ), which corresponds to over�tting,

i.e., f �ts S well but does not �t new data well.

As stated in Section 1.3.5.1, it is intractable to simultaneously achieve low

empirical risk and low generalization error in practice, which is illustrated by Figure

1.7. Speci�cally, if f is under�tting, f would have highLS(f ) but low generalization

error approximated by LT(f ) � LS(f ). In contrast, if f is over�tting, f would have

low LS(f ) but high generalization error approximated byLT(f ) � LS(f ). To avoid

under�tting and over�tting, it is necessary to have appropriate model complexity for a

DNN achieving the desired generalization performance.

In the context of deep learning for image recognition, DNNs are typically over-

parameterized, thus DNNs will commonly show an over�tting behavior. As a result,

over�tting becomes a fundamental problem in deep learning.
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Figure 1.7: The variation of the empirical risk LS(f ) and the testing error LT(f )
along with model complexity. The yellow area indicates a model is
under�t, whereas the blue area indicates a model is over�t. The green
area shows the desired model with appropriate complexity achieving low
generalization error.

1.3.5.3 An Approach to Avoid Over�tting: Regularization

In deep learning, regularization is a popular approach to avoid over�tting [42].

Speci�cally, given a DNN denoted byf (x ; w ), the cross entropy loss functioǹ CE , and

training samplesS, regularization can be formulated as

w � = arg min
w

LS(f ) + �R (f ): (1.25)

whereR(f ) typically imposes extra penalty on the complexity off to avoid over�tting,

and � > 0 is a hyper-parameter that controls the importance ofR(f ).

A theoretical justi�cation for regularization is that it imposes Occam's razor [47]

on the solution, i.e., a simpler model has better performance on new samples. In deep

learning, the commonly used regularization methods includeL1 norm and L2 norm,

whereR(f ) = jjw jj 1 and jjw jj , respectively.

1.3.6 The Min-max Optimization

The fundamental idea of the min-max optimization is that if a model can tackle

the worst case scenario, it would achieve the best performance. In deep learning, given

20



a loss function` : W � X � Y ! R+ , a model f (x ; w ), and training samplesS, the

min-max optimization [14] can be de�ned as

min
w 2W

max
S0

x � RJ � M
LS0(f ); (1.26)

where the inner maximization aims to search new input samplesS0
x = f x 0

j 2 RM gJ
j =1

that can maximize the empirical riskLS0(f )

LS0(f ) =
1
J

X

(x 0;y)2 S0

`[y; f (x 0)]; (1.27)

S0 = f (x 0; y)jd(x ; x 0) < �; (x ; y) 2 Sg denotes new samples forming the worst scenario,

d(x ; x 0) is the distance betweenx 0 and natural samplesx , and � > 0 is a constant.

In practice, the min-max optimization can be divided into two sub-problems:

(1) the inner maximization problem, namely the worst case problem, and (2) the outer

minimization problem. First, the inner maximization can be formulated as

S� = arg max
S0

x � RJ � M
LS0(f ): (1.28)

Equation (1.28) shows that the inner maximization aims to generate new samples that

are close toS but makesf to derive incorrect prediction via maximizingLS0(f ). As a

result, the inner maximization is also called the worst case problem. Second, given the

augmented samplesSaug = f S; S� g, the outer minimization aims to learn a model

w � = arg min
w 2W

LSaug (f ); (1.29)

wheref (x ; w ) is trained to derive correct predictions via minimizingLSaug (f ).

The min-max optimization has already been widely applied to optimize deep

learning in various applications, especially for improving DNN generalization and

robustness. For example, the worst case problem is commonly used to augment training

samples for improving DNN generalization [13, 3], and adversarial training is one of the

most popular variants of min-max optimization for improving DNN robustness against

adversarial attacks [48, 49].
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1.4 Previous Work

This section presents recent works regarding three topics related to the dis-

sertation: the explanations for deep learning generalization, the mutual information

estimation in DNNs, and the existing algorithms for improving deep learning general-

ization.

1.4.1 The Explanations for Deep Learning Generalization

Deep learning has already achieved great success across a wide variety of tasks.

Previous works propose many explanations for the generalization behavior of over-

parameterized DNNs, where the number of parameters is more than the number of

training samples.

1.4.1.1 The Vapnik{Chervonenkis (VC) Dimension

The Vapnik{Chervonenkis (VC) dimension is a measure of capacity of a set

of hypothesis that can be learned by a statistical binary classi�cation algorithm [29].

Informally, the capacity of a model is related to how complicated it can be. In other

words, the more complicated model commonly has the larger VC dimension.

Given a classi�cation modelf 2 W , training samplesS, and testing samplesT,

Vapnik proved that VC dimension bounds the testing errorLT(f )

Pf LT(f ) � LS(f ) +

r
1
J

[D(log(
2J
D

) + 1) � log(
�
4

)]g = 1 � �; (1.30)

where 0< � � 1 is a constant andD denotes the VC dimension off . Equation (1.30)

indicates that if f is complicated, then D would be large andLT(f ) would be much

higher than LS(f ), namely f being over�tting. VC dimension of feedforward DNNs can

be bounded in terms of the number of parameters [50, 16, 51]. Thus, VC dimension

is too loose to explain the generalization behavior of deep learning because DNNs are

commonly over-parameterized [52].
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1.4.1.2 The Bias Variance Trade-o�

The bias variance trade-o� is a principle for explaining the generalization of a

machine learning model [53, 54]. Generally speaking, the bias measures the average

mismatch between the target and the model prediction over all possible training

samples, and high bias implies the model is under�tting; the variance measures the

model sensitivity to small 
uctuations in training samples, i.e., the irrelevant information

of the target, and high variance implies the model is over�tting.

Typically, as the model complexity increases, the bias decreases and the variance

increases. As over-parameterized models, DNNs commonly have high variance, thus

the variance of DNNs is too loose to characterize the generalization behavior of DNNs.

Recently, lots of e�orts have been devoted to improving the bias variance trade-o�

explanation for DNNs, e.g., the variance due to initialization [55], the `double-descent'

risk curve [17, 56], and the unimodal variance [57]. In a word, recent works show

that the variance of DNNs is unimodal rather than monotonic increasing, i.e., it �rst

increases and then decreases as the DNN complexity increases. Though the unimodal

variance correctly shows the generalization of DNNs, it still does not theoretically

explains how over-parameterized DNNs avoid over�tting.

1.4.1.3 The Information Bottleneck Explanation for Generalization

Recently, the information bottleneck principle has attracted lots of interests in

explaining the generalization behavior of deep learning [22, 18, 19]. Given the joint

distribution � = P(X ; Y), the information bottleneck principle posits a multivariate

random variableZ = f (X ) obeying the Markov chainY ! X ! Z and optimizesZ

by the information bottleneck Lagrangian [58, 59]

min
P (Z jX )

I (X ; Z ) � �I (Y ; Z ); (1.31)

where f (�) is an arbitrary function, and the Lagrange multiplier � > 0 controls the

information bottleneck trade-o� between compressing the inputX and preserving

the information of the label Y. In the context of information bottleneck principle,
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Shamir et al. demonstrate the relationship between generalization and information

compression [22]. Speci�cally, if a representationZ = f (X ) contains less information

of the input and preserves more label information, namely lowerI (X ; Z ) but higher

I (Y ; Z ), z = f (x ) would achieve better generalization behavior.

In the seminal work [18, 19], Tishby et al. manifest the information bottleneck

trade-o� in every layer of DNNs = f x ; t 1; � � � ; t I ; ŷ g via studying I (X ; A i ) and I (Y ; A i ),

whereA i is the random variable of thei th hidden layer output activations a i .

1.4.2 The Mutual Information Estimation in DNNs

This section discusses recent work about estimating the mutual information

between input data and the output activations of hidden layers in DNNs. First, we

brie
y review the di�erence between non-parametric models and parametric models.

Second, we present three commonly used mutual information estimators in DNNs.

1.4.2.1 Parametric Models Versus Non-parametric Models

In general, parametric models assume some �nite set of parametersw . Given

the parametersw , the distribution of data x is independent on the given samplesS

P(x jw ; S) = P(x jw ): (1.32)

Thus w captures everything about the data. In contrast, non-parametric models assume

that the data distribution cannot be de�ned by such a �nite set of parameters.

Based on the mutual information de�nition in Equation (1.4), the key to estimate

the mutual information I (X ; Y) is specifyingP(X ; Y), P(X ) and P(Y). However, the

data in deep learning is commonly high dimensional and complicated. Thus, the

distributions are typically unknown and only �nite samples are available in practice.

As a result, non-parametric models are commonly used to estimate mutual information,

which is covered by the next three sections.
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1.4.2.2 The Empirical Distribution

The empirical distribution is one of the most popular distribution estimation

methods [60, 61]. Given J independent and identical distributed (i.i.d ) samples

f a1; � � � ; aJ g, wherea j 2 Rd and d 2 N, we de�ne the d dimensional hyper-rectangle

H = f a 2 Rdjbmin � ai � bmax ; 8i = 1; � � � dg; (1.33)

where [bmin ; bmax ] is the range ofa.

Let's denoteA � PA as the random variable off a1; � � � ; aJ g, and the hyper-

parameter bin size asbs > 0, thus the number of bins isK = dbmax � bmin

bs e, wheredxe is

the smallest integer greater than or equal tox. The multivariate empirical distribution

quanti�es the probability of A belonging to thekth bin(set) (bk ; bk + bs]

P̂(bk < A � bk + bs) =
1
J

JX

j =1

dY

i =1

1(bk � 1 ;bk ](aji ); (1.34)

where aji is the i -th component of a j , bk = bmin + k � bs, k 2 f 1; � � � ; K g, and the

indicator function 1(bk � 1 ;bk ](aji ) = 1 if bk� 1 < a ji � bk , otherwise it is zero. Overall,

P̂ (bk < A � bk + bs) is a discrete random variable and converges toPA when bs! 0.

Given J i.i.d. samplesf x 1; � � � ; x J g, a hidden layer of DNNs derivesJ output

activations f a1; � � � ; aJ g. Similarly, let X denote the random variable ofx j and

X � PX . Based on the multivariate empirical distribution, Tishby et al. [18, 62, 63]

initially estimate the conditional distribution of the output activations of the layer on the

input samples, namelyP̂(A jX ). In addition, given the J i.i.d. samplesf x 1; � � � ; x J g,

we can estimateP(A ) and P(A jY) as

P(A ) =
X

x 2X

P(A jX = x )P(X = x ) �
JX

j =1

P̂ (A jX = x )P̂(X = x (j ));

P(A jY = y) =
X

x 2X

P(A jX = x )PX jY (x jy) �
X

j 2 Jy

P̂ (A jX = x (j ))P̂X jY (X (j ) jy);

(1.35)

whereP̂(X = x (j )) = 1
J , P̂X jY (X jy) = 1

jJy j , Jy = f j 2 f 1; : : : ; Jg : y(j ) = yg is the set

of indices such thaty(j ) = y, and jJy j is the number of samples with labely. Finally,

I (X ; A ) and I (Y; A ) can be estimated based on the above equation.
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1.4.2.3 The Kernel Density Estimation

In statistics, Kernel Density Estimation (KDE) is a non-parametric way to esti-

mate the density of a continuous random variable. GivenJ i.i.d. samplesf a1; � � � ; aJ g,

the KDE for P(A ) is de�ned as

p̂(a) =
1
J

nX

j =1

K(a � a j ); (1.36)

whereK denotes a kernel function, e.g., Gaussian function.

If the continuous random variableA characterizes the statistical properties

of output activations f a1; � � � ; aJ g in a deterministic DNN, Chelombiev et al. show

I (X ; A ) = 1 [63, 62]. As a result, Gaussian noiseN (0; � 2
n) is commonly added into

samples to avoid in�nite mutual information in practice [63].

Kolchinsky et al. propose to estimate the mutual information between input

data and output activations of a hidden layer denoted byI (X ; A ) via KDE [ 62, 64, 65].

Speci�cally, they assume that the empirical distribution of input samples is the true

distribution, the distribution of a hidden layer is a mixture of Gaussians, and a hidden

layer is viewed as a deterministic function of input samples. Notably, the KDE method

only derives an upper bound ofI (X ; A ) and I (Y; A ).

An upper bound of I (X ; A ) is derived as

I (X ; A ) � �
1
J

X

j

log
1
J

X

j 0

exp(�
ka (j ) � a (j 0)k2

2

2� 2
n

); (1.37)

whereJ is the number of samples,a (j ) denote the output activations given the input

samplex (j ) , � 2
n is the hyper-parameter (see Appendix B.1 in [62]).

Similarly, an upper bound ofI (Y ; A ) can be calculated as

I (Y; A ) � �
1
J

X

j

log
1
J

X

j 0

exp(�
ka (j ) � a (j 0)k2

2

2� 2
n

)

�
X

y2Y

jJy j
J

[�
1

jJy j

X

j 2 Jy

log
1

jJy j

X

j 02 Jy

exp(�
ka (j ) � a (j 0)k2

2

2� 2
n

)];
(1.38)

whereJy = f j 2 f 1; : : : ; Jg : y(j ) = yg is the set of indices such thaty(j ) = y, and jJy j

is the number of samples with labely.
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1.4.2.4 The R�enyi Matrix Functional Estimation

In information theory, a natural extension of Shannon's entropy is R�enyi's� -order

entropy [66]. Given a random variableX with Probability Density Function (PDF)

p(x) in a �nite set X , the R�enyi's � -order entropy is de�ned as

H � (X ) =
1

1 � �
log

Z

X
p� (x)dx: (1.39)

The R�enyi's � -order entropy converges to Shannon's entropy if� ! 1. If � = 2,

Equation (1.39) implies that the entropy can be expressed as a function of inner

products between PDFs under some constrains [67].

However, it is challenging to derive PDFs for high dimensional and complex data,

which impedes the application of entropy in machine learning. To address the problem,

S�anchez Giraldo et al. propose to estimate the R�enyi's entropy by the normalized

eigenspectrum of the Gram matrix of data samples [68].

Let K : X � X ! R be a real valued positive de�nite kernel with kernel size

� . Given samplesx J � M = f x 1; x 2; � � � ; x J g and the Gram matrix k J � J obtained

by applying K on all pairs of samples, i.e.,k i;j = K(x i ; x j ). The matrix functional

estimation of R�enyi's � -order entropy for a normalized positive de�nite matrix r J � J ,

such that tr( r J � J ) = 1 can be formulated as

S� (r J � J ) =
1

1 � �
log2[tr( r �

J � J )] =
1

1 � �
log2[

nX

i =1

� i (r J � J )� ]; (1.40)

where r ij = 1
J

k ijp
k ii k jj

and � i (r J � J ) is the i th eigenvalue ofr J � J . Assumingx J � M is

sampled from the distribution PX , we can regardS� (r J � J ) as an analogous quantity of

H � (X ), where X is the random variable of the samplesx J � M .

Given a pair of samplesx J � M = f x 1; x 2; � � � x J g and aJ � N = f a1; a2; � � � aJ g,

two positive de�nite kernels K1 : X � X ! R and K2 : A � A ! R with di�erent kernel

size� 1 and � 2, respectively, the matrix functional estimation of R�enyi's � -order joint

entropy can be expressed as

S� (r J � J ; qJ � J ) = S� (
r J � J 
 qJ � J

tr( r J � J 
 qJ � J )
); (1.41)
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wherer ij = K1(x i ; x j ), qij = K2(a i ; a j ), and r J � J 
 qJ � J is the Hadamard product

betweenr J � J and qJ � J . Similarly, assumingx J � M and aJ � N are sampled from the

distributions PX and PA respectively, we can regardS� (r J � J ; qJ � J ) as an analogous

quantity of H � (X ; A ), where A is the random variable of the samplesaJ � N .

Finally, based on the de�nition of mutual information, the matrix functional

estimation of R�enyi's � -order mutual information can be estimated as

I � (X ; A ) � S� (r J � J ) + S� (qJ � J ) � S� (r J � J ; qJ � J ): (1.42)

The Gram matrices simplify the estimation of the joint distribution to pairwise

element multiplication [69]. Thus, the matrix functional estimation method has attracted

growing interest in estimating the mutual information between dataset and the output

activations of hidden layers in various DNNs, such as MLPs [70], AutoEncoders [71],

CNNs [72].

Notably, the matrix functional estimation has a hyper-parameter kernel size� .

Yu et al. state that the kernel size in the matrix functional estimation is a compromise

between bias and variance of the estimator [71], and it can be �ne-tuned by the

Silverman's rule of thumb [73]

� = h � J � 1
4+ d ; (1.43)

where J is the number of samples,d is the sample dimension (i.e., the number of

neurons in DNNs), andh is an empirical value selected experimentally by taking into

account the data's average marginal variance. Theoretically, both entropy and mutual

information monotonically increase as� ! 0 [68].

1.4.3 The Algorithms for Improving Deep Learning Generalization

1.4.3.1 The Practical Generalization Problem

Numerous e�orts have been devoted to designing algorithms for improving the

generalization performance of DNNs. Ideally, training samplesS and testing samplesT

are supposed to be drawn from the data generating distribution� . Thus, the key to

28



Figure 1.8: The distributions of � , training samples and testing samples. Since� is
unknown, it is shown by the dashed red curve. Notably, the distribution
of testing samples (the green curve) are di�erent from that of training
samples (the blue curve).

improve deep learning generalization can only focus on designing algorithms to avoid

over-parameterized DNNs over�tting. To that end, recent works propose many e�ective

and e�cient algorithms to optimize DNNs, such asL1 or L2 norm regularization [74, 23],

early stopping [75, 76], dropout [77, 78], batch normalization [79, 80], transfer learning

[81, 82], pre-training [83], one-shot and zero-shot learning [84, 85], etc.

However, since� is unknown and available training samples are commonly

limited, training samples are not able to fully represent the information of� , i.e.,

the distribution of testing samples are typically di�erent to that of training samples

in practice, which is shown in Figure 1.8. In practical situations, the generalization

problem of deep learning can be categorized into three groups: domain adaption, domain

generalization, and single domain generalization as shown in Figure 1.9. Previous work

has intensively studied the domain adaption [86, 87, 49, 88] and domain generalization

[89, 90, 91, 92], and achieved great practical success for image recognition. However,

few works study the single domain generalization problem, which has signi�cant impact

on deep learning because various data shift are inevitable in real-word applications, e.g.,

data corruptions [93, 94] and adversarial attacks [48, 95].
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Figure 1.9: The three classes of practical generalization problems: domain adaption,
domain generalization, and single domain generalization.S\ T < T means
that source domain does not contain all the information of the target
domain. Si [ Sj > Si=j means that an extra source domain can provide
extra information except the available source domain(s).T i [ T j > T i=j

and S\ T i < T i have similar meanings.

1.4.3.2 Adversarial Data Augmentation

Because of the di�erence between training samples and testing samples, data

augmentation [96, 97, 98] becomes an important solution to the generalization problem

via augmenting training samples to extract more information of� . Initially, data

augmentation is applied in LeNet [99], which is one the �rst applications on handwritten

digit recognition. In addition, multiple data augmentation techniques, such as crop-

ping, 
ipping, color space transformations, contribute to improving the generalization

performance of AlexNet [1], which revolutionized image recognition by applying CNN

architecture to the ImageNet dataset [100]. Recent work designed some advanced data

augmentation algorithms, such as Generative Adversarial Networks (GANs) [101], Neu-

ral Style Transfer (NST) [102], random erasing [103], mixing images [5, 104], Adversarial

Data Augmentation (ADA) [ 13], and cutout [6, 7]. Figure 1.10 shows the taxonomy of

data augmentation algorithms.

ADA has attracted numerous interests in improving deep learning generalization
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Figure 1.10: The taxonomy of image data augmentation algorithms.

because it can automatically generate �ctitious training samples [13, 105, 106]. ADA

is a generic implementation of min-max optimization. Speci�cally, ADA leverages the

inner maximization optimization to add perturbations into available training samples,

thereby realizing data augmentation. Subsequently, ADA uses the outer minimization

optimization to train DNNs on the augmented samples for improving generalization.

Mathematically, the ADA algorithm can be formulated as

w � = arg min
w 2W

max
S0

x � RJ � M
LS0(f )

s.t. D(S0
x ; Sx ) � �;

(1.44)

where Sx = f x (j ) 2 RM gJ
j =1 denotes the input samples in the training datasetS =

f (x (j ) ; y(j )gJ
j =1 , S0

x denotes the new samples generated fromSx , the distanceD(S0
x ; Sx ) �

� constrains the di�erence betweenS0
x and Sx , and D(S0

x ; Sx ) is commonly relaxed to

the Euclidean distance between the latent vector representation ofS0
x and Sx [13].

To derive a feasible solution, ADA is commonly relaxed to the Lagrangain
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formula with the penalty parameter � > 0

w � = arg min
w 2W

max
S0

x � RJ � M
[LS0(f ) � �D (S0

x ; Sx )]: (1.45)

Algorithm 2 summarizes ADA.

Leveraging ADA as the backbone, recent works propose some algorithm to

optimize ADA for further improving deep learning generalization, such as the maximum-

entropy regularization [3] and style-complement module for data augmentation [107].

1.5 Dissertation Contents and Organization

The organization of this dissertation is summarized as follows. Chapter 2 intro-

duces a mutual information trade-o� explanation for generalization. Chapter 3 proposes

the ADA regularized by the Mutual Information Trade{o� algorithm (abbr. ADA{

MIT) for improving generalization. Chapter 4 designs an ad{hoc mutual information

estimator for estimating the mutual information in DNNs and elaborates the practical

ADA{MIT algorithm. Chapter 5 shows comprehensive experiments to demonstrate the

mutual information estimator, the mutual information trade-o� explanation and the

ADA{MIT algorithm for improving deep learning generalization. Finally, Chapter 6

makes conclusions and discusses future opportunities in this area.
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Algorithm 2 The Adversarial Data Augmentation (ADA) algorithm [13]

Input: Training samplesS = f x (j ) ; y(j )gJ
j =1 ,

Input: A DNN f (x ; w 0) with random initialized parametersw 0.
Input: An optimization algorithm with learning rate �

Initialize the weight w  w 0

Initialize the augmented samplesSaug  S
for k = 1 � � � K do . Run the min-max optimization K times

for t = 1 � � � Tmin do . Run the outer minimization Tmin epochs
for batch samplesB � Saug do

calculate ŷ = f (x ; w ) 8x 2 B
calculateLB(f ) based on Equation (1.10)
w  w � � � r w LB(f )

end for
end for
for batch samplesB � Saug do

Bk  B
for t = 1 � � � Tmax do . Run the inner maximization Tmax times

Bk
x  Bk

x + � r Bk
x
[LBk (f ) � �D (Bk

x ; Bx )]
end for
Append Bk to Saug

end for
end for
Run the ERM algorithm to train f (x ; w ) N � K � Tmin epochs onSaug

(Train the DNN N epochs in total)
Output: the optimal parametersw �  w
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Chapter 2

A MUTUAL INFORMATION TRADE{OFF FOR CHARACTERIZING
GENERALIZATION

2.1 Introduction

Ideally, an image can be separated into two parts: background and the object of

interest (a simple example is shown in Figure 2.1). In the context of image recognition,

a function should extract the object of interest from the input image to make a correct

prediction for classi�cation. Meanwhile, the function needs to reduce the e�ect of the

background on the classi�cation task, because the background contains information

irrelevant to the classi�cation task, such as noise and perturbations, that probably

disturbs the function to make correct prediction.

Tishby et al. formulate the intuitive idea and explain deep learning from the view

point of the information bottleneck principle [108, 59], i.e., DNNs learn a compressed

representation of input data while preserving the label information. Moreover, Shamir

et al. preliminarily discuss how to characterize the generalization behavior of a DNN

based on the trade{o� between the information of input data and the information of

labels learned by the DNN [22].

Following the seminal work [22], this chapter discusses a mutual information

trade-o� for characterizing the generalization behavior of deep learning. First, we show

that the information of training samples learned by a DNN can be decomposed into

two parts: (1) the information of labels, and (2) the information irrelevant to labels.

Second, if a DNN achieves the trade{o� between the information of labels and the

information irrelevant to labels, the DNN would achieve good generalization.
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Figure 2.1: An image separation example. The image of digit 6 can be separated into
two parts: (1) background and (2) the object of interest.

2.2 The Mutual Information Trade-o� for Characterizing Generalization

Let's de�ne X as the multivariate random variable of input datax 2 RM and

Y as the random variable of labely 2 [1; : : : ; L]. The joint entropy H (X ; Y) can be

formulated as

H (X ; Y) = H (X jY) + I (X ; Y) + H (YjX ): (2.1)

Based on the de�nition of P(Y jX ) in Equation (1.8), we deriveH (Y jX ) = 0 and

H (Y) = H (YjX ) + I (X ; Y) = I (X ; Y);

H (X ) = H (X jY) + I (X ; Y) = H (X jY) + H (Y):
(2.2)

In Equation (2.2), the second formula shows that the information of the input can be

decomposed into two parts: (i) the information of labelsH (Y) and (ii) the information

irrelevant to labels H (X jY), namely H (X ) = H (X jY) + H (Y). The Venn diagram of

the input decomposition is shown in Figure 2.2.

Given an arbitrary random variableZ , we can derive

I (X ; Y; Z ) = I (Y; Z jX ) + I (X ; Z ); [Applying chain rule to I (X ; Y; Z )]

= I (X ; Z ); [H (Y jX ) = 0 indicating I (Y ; Z jX ) = 0]

= I (X ; Z jY) + I (Y; Z ): [Applying chain rule to I (X ; Y; Z )]

(2.3)
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Figure 2.2: The Venn diagram of input decomposition. Equation (2.2) showsH (X ) =
H (X jY) + H (Y). Equation (2.3) showsI (X ; Z ) = I (X ; Z jY) + I (Y ; Z ).

If Z = f (X ; w) denotes a representation of the input produced by a DNN,

equation (2.3) shows that the informationZ keeps aboutX can be divided into two

parts: (i) the information Z contains about the labels,I (Y ; Z ) and (ii) the information

in Z irrelevant to the labels, I (X ; Z jY). In addition, equation (2.3) implies

I (X ; Z jY) = I (X ; Z ) � I (Y ; Z ); (2.4)

which provides an indirect approach to deriveI (X ; Z jY).

The input decomposition formulates the image recognition task in an information

theoretic way. Speci�cally, the information in Z regarding the labels corresponds

to the object of interest, and the informationZ irrelevant to labels corresponds to

background. Moreover, Equation (2.3) reformulates the information bottleneck principle

as compressingI (X ; Z jY) while preservingI (Y; Z ).

Based on the input decompositionH (X ) = H (X jY) + H (Y), the information

bottleneck explanation for generalization can be reformulated as maximizingI (Y; Z )

while keepingI (X ; Z jY) low. However, simply training a DNN by ERM only maximizes

I (Y ; Z ) but does not guarantee keepingI (X ; Z jY) low as well. As a result, if a DNN

is expected to achieve good generalization, the DNN should achieve a trade-o� between

I (X ; Z jY) and I (Y; Z ).
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Figure 2.3: The mutual information trade-o� characterizes three typical cases of
generalization, namely under�tting, over�tting, and the desired case.

More speci�cally, a simple DNN that cannot learn too much information from

training samples, namely bothI (X ; Z jY) and I (Y; Z ) are low, would correspond to

under-�tting. As a comparison, a complex DNN that can learn much information from

training samples, namely bothI (X ; Z jY) and I (Y; Z ) are high, would correspond to

over-�tting. A good DNN would have low I (X ; Z jY) but high I (Y ; Z ) to achieve good

generalization. Figure 2.3 visualizes the mutual information trade-o� explanations for

the three cases of generalization.

The discussed mutual information trade-o� provides an information theoretic

explanation for the fundamental problem-solving principle (namely Occam's razor [47])

that `entities should not be multiplied beyond necessity'. This can be understood in

the sense that with competing theories or explanations, the simpler one, e.g., a model

with fewer parameters, is to be preferred. Speci�cally, if a simple model and a complex

model achieve comparable performance on training samples, namely the same empirical

risk, the simple model is preferred because the mutual information trade-o� shows that

the simple model learns less irrelevant information (e.g., perturbation or noise) from

training samples, thus it can generalize better than the complex one on new data.

The mutual information trade-o� has an advantage over other explanations for

deep learning generalization. Speci�cally, the mutual information trade-o� does not

simply ascribe generalization to model complexity. Other generalization explanations,
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such as the VC dimension [16] and the Rademacher complexity [109], commonly bound

generalization error by model complexity. Nevertheless, DNNs are commonly over-

parameterized, and thus the bounds based on model complexity are too loose to

characterize the generalization behavior of DNNs. In contrast, the mutual information

trade-o� implies that the generalization error is determined byI (X ; Z jY), which

depends on not only model complexity but also on the learning algorithm. In other

words, even an over-parameterized DNN still could achieve low generalization error as

long as the DNN learns little irrelevant information from training samples.

2.3 Summary

In this chapter, a mutual information trade-o� is introduced to characterize

generalization. Speci�cally, the information of input samples can be divided into two

parts: (1) the information of labels, and (2) the information irrelevant to labels. This

formulates the intuitive idea that a function designed for image recognition will separate

an input image into two parts: (1) the object of interest, and (2) the background, and

leads to a mutual information trade-o� to characterize the generalization behavior of

DNNs. Speci�cally, if a DNN learns more information about labels, the DNN achieves

a lower empirical risk. Meanwhile, if a DNN learns less information irrelevant to labels,

the DNN achieves the better generalization. However, it is intractable for a DNN simply

trained by ERM to maximize I (Y; Z ) and keepI (X ; Z jY) low. Thus, a DNN must

achieve a good trade-o� betweenI (Y; Z ) and I (X ; Z jY) for good generalization.
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Chapter 3

THE PROPOSED ALGORITHM FOR IMPROVING DEEP LEARNING
GENERALIZATION

3.1 Introduction

Adversarial Data Augmentation (ADA) has been demonstrated as an e�cient

approach to improve deep learning generalization via generating �ctitious training

samples. As a variant of min{max optimization, ADA still follows the fundamental idea

of min{max optimization, i.e., if a DNN can tackle the worst generalization scenario, it

would achieve the best generalization performance. However, the generic ADA cannot

guarantee that the generated samples form the worst generalization scenario [3, 15].

Though some practical algorithms have recently been proposed to optimize

ADA [ 15, 107, 3], there is still lack a theoretical explanation to formulate the worst

generalization scenario and guide the optimization of ADA. Based on the proposed

mutual information trade-o�, Section 3.2 explains the worst generalization scenario as

the generated samples maximizing the information irrelevant to labels and minimizing

the information of labels that can be learned by DNNs. Moreover, Section 3.3 proposes

an algorithm to regularize ADA by the Mutual Information Trade{o� (abbr. ADA{MIT)

for improving deep learning generalization.

The key to design a practical ADA{MIT algorithm for improving deep learning

generalization is to estimateI (X ; Z jY) and I (Y; Z ) in DNNs. Section 3.4 elaborates

how to chooseZ and approximateI (X ; Z jY) in DNNs to derive a feasible ADA{MIT

algorithm based on the information 
ow in DNNs.
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Figure 3.1: Left: The optimal generalization case, in whichI (X ; Z jY) is minimized
and I (Y; X ) is maximized. Right: The worst generalization case, in
which I (X ; Z jY) is maximized andI (Y; X ) is minimized.

3.2 The Explanation for the Worst Generalization Scenario

Based on the mutual information trade-o� explanation for generalization, the

optimal generalization case is that a DNNf (X ; w ) learns the label information as

much as possible while the irrelevant information (such as noise, perturbations) is

learned as little as possible from training samples. This corresponds to maximizing

I (Y; Z ) and minimizing I (X ; Z jY), where Z denotes the random variable of a DNN

representation of the input. In contrast, the worst generalization case is that input

samples makef (X ; w ) to learn the label information as little as possible while learning

the irrelevant information as much as possible, which corresponds to minimizingI (Y ; Z )

and maximizing I (X ; Z jY). The two di�erent cases are visualized in Figure 3.1.

3.3 The Algorithm for Optimizing ADA: ADA{MIT

Based on the de�nition of ADA in Equation (1.44), the worst case problem in

ADA can be formulated as

S�
x = arg max

S0
x � RJ � M

LS0(f )

s.t. D(S0
x ; Sx ) � �:

(3.1)

Equation (3.1) shows that the worst case problem of ADA generates new samplesS�
x

simply via maximizing the empirical riskLS0(f ) under the constraint D(S0
x ; Sx ) � � .
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SinceS�
x only makes a DNN to derive incorrect predictions, namely minimizing

I (Y; Z ), the mutual information trade{o� explanation indicates that generic ADA

cannot generate the worst generalization scenario for the DNN.

To encourage ADA to generate the worst generalization scenario, the worst case

problem in ADA can be regularized by the mutual information trade-o� as

S�
x = arg max

S0
x � RJ � M

LS0(f ) � 
I (Y ; Z ) + �I (X 0; Z jY)] s.t. D(S0
x ; Sx ) � �: (3.2)

where X 0 denotes the random variable of the augmented samplesx 0. Similar to

the practical ADA algorithm in Equation (1.45), ADA{MIT can be relaxed to the

Lagrangian formula with the penalty parameter�; 
; � > 0

w � = arg min
w 2W

max
S0

x � RJ � M
[LS0(f ) � �D (S0

x ; Sx ) � 
I (Y ; Z ) + �I (X 0; Z jY)]: (3.3)

Table 3.1 shows that ADA-MIT forms a comprehensive framework including

previous ADA algorithms. First, if 
 = � = 0 and � = 1 in Equation (3.3), ADA-MIT

would be particularized as ERM de�ned in Equation (1.7). Second, if
 = � = 0, then

ADA-MIT would be particularized as the generic ADA de�ned in Equation (1.45).

Third, Zhao et al. follow the information bottleneck principle to regularize ADA by

Maximizing the conditional Entropy H (Ŷ jX ) (abbr. ADA{ME) [ 3]. Since maximizing

H (Ŷ jX ) means that DNNs cannot correctly classify input images, DNNs learn the

minimal information of labels. As a result, minimizingI (Ŷ ; X ) can be explained as

Table 3.1: The comparison of di�erent ADAs and ERM algorithms

Algorithm Optimization

ERM [29] min
w 2W

LS[f (x ; w )]

ADA [13] min
w 2W

max
S0

x � RJ � M
LS0[f (x 0; w )] � �D (S0

x ; Sx )

ADA-ME [3] min
w 2W

max
S0

x � RJ � M
LS0[f (x 0; w )] � �D (S0

x ; Sx ) � 
I (Y ; Z )

ADA-MIT min
w 2W

max
S0

x � RJ � M
LS0[f (x 0; w )] � �D (S0

x ; Sx ) � 
I (Y ; Z ) + �I (X 0; Z jY)
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minimizing I (Y; Z ), and ADA-ME can be viewed as a special case of ADA-MIT with

� = 0.

3.4 The Mutual Information Approximation

Equation (3.3) shows that generating new samplesx 0 that can minimize I (Y ; Z )

and maximizingI (X 0; Z jY) plays an important role in ADA-MIT. To design a practical

ADA{MIT algorithm, this section elaborates how to choose the representation of the

input and how to approximate I (X ; Z jY) in DNNs.

In the context of supervised learning, the DNN representation of the input for

�nishing an image recognition task is formulated by the output layer, namelyZ = Ŷ ,

thus a practical ADA{MIT algorithm should be formulated as

w � = arg min
w 2W

max
S0

x � RJ � M
[LS0(f ) � �D (S0

x ; Sx ) � 
I (Y ; Ŷ ) + �I (X 0; Ŷ jY)]: (3.4)

Notably, the inner maximization of ADA{MIT is designed to generate new

samples with more perturbations for forming the worst generalization scenario. However,

the output layer focuses on �nishing the image recognition task and does not have much

information capacity to contain perturbations. To generate the worst generalization

scenario, we investigate the information of input data and labels 
owing into the output

activations of each layer during inference, and approximateI (X 0; Ŷ jY ) by I (X 0; A 1jY )

because the �rst hidden layer contains more irrelevant information than the output

layer, whereA 1 is the random variable of the �rst hidden layer output activations.

Let's de�ne A 1, A 2, and Ŷ as the random variable of the output activations of

the three layerst 1, t 2 and ŷ of the MLP shown in Figure 1.2, the following Markov

chain characterizes the information 
ow in the MLP during inference

Y ! X ! A 1 ! A 2 ! Ŷ : (3.5)

Based on the input decomposition, namelyH (X ) = H (X jY)+ H (Y) in Equation

(2.2) and the Markov chain in Equation (3.5), we can deriveI (X ; A 1jY ) � I (X ; Ŷ jY).

This implies that I (X 0; A 1jY ) contains more irrelevant information thanI (X 0; Ŷ jY),
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i.e., the former can regularize ADA generating more perturbations than the later. In

addition, the Markov chain in Equation (3.5) indicates that minimizing I (X ; A 1jY )

forcesI (X ; Ŷ jY) to be small. Thus, I (X ; A 1jY ) can be viewed as a good candidate to

be used instead ofI (X ; Ŷ jY) in the ADA-MIT de�ned by Equation (3.4).

Finally, the practical ADA{MIT algorithm is formulated as

w � = arg min
w 2W

max
S0

x � RJ � M
[LS0(f ) � �D (S0

x ; Sx ) � 
I (Y ; Ŷ ) + �I (X 0; A 1jY )]: (3.6)

Since by equation (2.4),I (X ; A 1jY ) = I (X ; A 1) � I (Y ; A 1), the practical ADA{MIT

algorithm only needs to estimateI (X ; A 1) � I (Y ; A 1).

3.5 Summary

This chapter shows that generic ADA cannot guarantee that the generated

samples form the worst generalization scenario. To address this issue, this chapter

utilizes the mutual information trade-o� to regularize the worst case problem in ADA to

generate the worst generalization scenario. This chapter further shows that ADA-MIT

forms a comprehensive ADA framework to improve deep learning generalization. In

addition, the chapter discusses approximatingI (X ; Ŷ jY) by I (X ; A 1jY ) in DNNs for

designing a practical ADA-MIT algorithm.
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Chapter 4

THE AD{HOC MUTUAL INFORMATION ESTIMATOR FOR ADA-MIT

4.1 Introduction

To design a practical ADA{MIT algorithm, Section 3.4 shows thatI (Y ; Z ) and

I (X ; A 1jY ) can be approximated byI (Y; Ŷ ) and I (X ; Z jY). This chapter develops

an ad{hoc mutual information estimator for I (Y ; Ŷ ) and I (X ; A 1jY ) in ADA{MIT.

Speci�cally, Section 4.2 proposes a probabilistic representation for a fully connected

layer based on the cross-correlation de�nition of convolution. Based on the probabilistic

representation, Section 4.3 designs the mutual information estimator in two fundamental

hidden layers: a fully connected layer and a convolutional layer.

Section 4.4 clari�es three points of the mutual information estimator: (1) since the

probabilistic representation de�nes the random variableA0
1 = arg maxn(A1; � � � ; AN ),

we highlight that I (X ; A0
1jY ) is a lower boundof I (X ; A 1jY ) based on DPI; (2) since

the probabilistic representation explains the behavior of a hidden layer under some

assumptions, we specify the conditions of the mutual information estimator deriving

accurate estimation; and (3) we compare the proposed mutual information estimator to

the existing estimators and summarize the pros and cons of the estimator.

Section 4.5 discusses the practical ADA{MIT algorithm based on the ad{hoc

mutual information estimator. In particular, since the probabilistic representation keeps

consistent with the softmax output layer of DNNs, the mutual information estimator

can accurately estimateI (Y ; Ŷ ) in ADA{MIT. Though I (X ; A0
1jY ) cannot accurately

estimate I (X ; A 1jY ), it is still a feasible alternative in ADA{MIT, because ADA{MIT

only maximizesI (X ; A 1jY ), a calculablelower boundis a valid alternative. Notably,

since the mutual information estimator does not have any hyper{parameter, it is more

convenient than existing estimators requiring hyper{parameter �ne-tuning.
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4.2 A Probabilistic Representation for a Fully Connected Layer

Consider a fully connected layert consisting ofN neuronsf an = � [hw n ; x i ]gN
n=1 ,

where x 2 RM is the input of t , hw n ; x i =
P M

m=1 wmn � xm + bn is the dot-product

between x and w n , and � (�) is an activation function. Sincex is an instance of

the multivariate random variable X = f X mgM
m=1 , the random variable of activations

f angN
n=1 can be formulated as

A = fA n = � [hw n ; X i ] = � [
MX

m=1

wmn � X m + bn ]gN
n=1 : (4.1)

Figure 1.3 shows that a convolution kernel (namely the weights of convolution)

de�nes a local feature, and a convolution operation derives a feature map to measure the

cross-correlation between the local feature and input in a receptive �eld (see Chapter 9.1

in [42]). As discussed in Section 1.3.4.2, a fully connected layer can be viewed as a special

convolution layer with the kernel size having the same dimension as the input. Thus,

the weights of a neuron can be viewed as a feature of the input, and a fully connected

layer with multiple neurons derives activations to measure the cross-correlation between

the multiple global features and the input.

Since there is no spatial or time shift in the fully connected operation, the

activations do not exactly satisfy the de�nition of cross-correlation. In the dissertation,

we generalize the cross-correlation to similarity in order to explain the output activations

of a fully connected layer. As a result, the output activationsf angN
n=1 measure the

similarity between x and the N possible features de�ned by the weightsf w ngN
n=1 . Since

the higher similarity betweenw n and x indicates that w n has the higher probability

being recognized as one feature ofx , the output activation an can be considered as the

unnormalized probability of w n being recognized as the most relevant feature ofx .

In summary, the fully connected layert can be considered as formulating a

probabilistic representation ofx based on theN features f w ngN
n=1 de�ned by the

weights of theN neurons, so that the output activationan measures the probability of

w n being recognized as the most relevant feature ofx . The probabilistic representation

can be summarized in Table 4.1.
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Table 4.1: The probabilistic representation for the fully connected layer de�ned in
Equation (4.13)

Features/Weights w 1 � � � w N

Activation a1 � � � aN

Probability P(w 1jx ) � � � P(w N jx )

To formulate the probabilistic representation, we de�ne a random process or

`experiment' as recognizing one of the patterns/features ofx with the largest similarity

in the context of pattern recognition [9], and specify the corresponding probability

space (
 ; F ; P) as follows:

De�nition 4.2.1 (The probability space (
 ; F ; P)). The sample space
 has N

possible outcomes (features)f w n = f wmn gM
m=1 gN

n=1 de�ned by the weights of theN

neurons; the event spaceF is the � -algebra; and the probability measureP is a Gibbs

distribution [110] to quantify the probability ofw n being recognized as the feature with

the largest similarity to x .

The conditional distribution P(w n jx ) is formulated as

P(w n jx ) =
1
Z

exp(an ) =
1
Z

exp[� (hw n ; x i )]; (4.2)

where Z =
P N

n=1 exp(an) is the partition function. Based on the probability space

(
 ; F ; P), we de�ne a random variableA0 as follows:

De�nition 4.2.2 Given the fully connected layert , the random variableA0 : 
 ! E

is de�ned as

A0(w n0) , arg max
n

(A 1; � � � ; A N ); (4.3)

where the measurable spaceE = f 1; � � � ; N g and n0 2 E. A0(w n0) indicates that w n0 is

chosen as the feature with the largest similarity tox from f w ngN
n=1 .

As a result, the conditional distribution P(w n jx ) can be reformulated as

PA 0jX (n0jx ) =
1
Z

exp(an0) =
1
Z

exp[� (hw n0; x i )]: (4.4)
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4.3 The Mutual Information Estimator

This section speci�es the mutual information estimator forI (X ; A0) and I (Y ; A0)

in two fundamental hidden layers: a fully connected layer and a convolutional layer.

4.3.1 The Mutual Information Estimator in a Fully Connected Layer

Based on the probabilistic representation, this section introduces the mutual

information estimator for I (X ; A0) and I (Y; A0) in a fully connected layer.

Speci�cally, based on De�nition 4.2.2 and thei.i.d assumption for the training

sample, we can deriveP(A0) as

PA 0(n) =
X

x 2X

PA 0jX (njx )PX (x )

�
X

x 2 S

PA 0jX (njx )P̂X (x ) =
1
J

JX

j =1

PA 0jX (njx (j ));
(4.5)

whereP̂X (x ) = 1
J denotes the empirical distribution ofPX (x ). Leveraging Equation

(4.4) and (4.5), we can deriveH (A0jX ) and H (A0), thereby deriving I (X ; A0).

To derive PA 0jY (njy), we consider

PA 0jY (njy) =
X

x 2X

PA 0jX ;Y (njx ; y)PX jY (x jy): (4.6)

Based on De�nition 4.2.2 and the information 
ow in DNNs (Equation (3.5)), we have

PA 0jX ;Y (njx ; y) = PA 0jX (njx ). Thus, PA 0jY (njy) can be formulated as

PA 0jY (njy) =
X

x 2X

PA 0jX (njx )PX jY (x jy)

�
X

x 2 S

PA 0jX (njx )P̂X jY (x (j ) jy) =
1

jJy j

X

j 2 Jy

PA 0jX (njx (j ));
(4.7)

whereJy = f j 2 f 1; : : : ; Jg : y(j ) = yg is the set of indices such thaty(j ) = y, jJy j is

the number of training samples with the labely, and P̂X jY (x (j ) jy) = 1
jJy j denotes the

empirical distribution. Leveraging Equation (4.5) and (4.7), we can deriveH (A0) and

H (A0jY ), thereby deriving I (Y; A0).

Finally, Equation (2.4) derivesI (X ; A0jY ) = I (X ; A0) � I (Y ; A0).
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4.3.2 The Mutual Information Estimator in a Convolutional Layer

Based on the relationship between a fully connected layer and a convolutional

layer and the mutual information estimator in a fully connected layer, this section

extends the mutual information estimator to a convolutional layer.

Given a convolution layert with K kernelsf w kgK
k=1 , each convolutional kernel

has M � N dimension,w k = f wm;n;k gM;N
m=1 ;n=1 , the output feature map at index i; j

given the kth convolution kernel w k and the input x can be formulated as

a i;j;k = � (
X

m

X

n

x i + m;j + n � w m;n;k ): (4.8)

Sincex is an instance of the multivariate random variableX , the statistical

property of the feature mapf ai;j;k gI;J
i =1 ;j =1 can be modeled as a multivariate random

variable A k = fA i;j;k gI;J
i =1 ;j =1 and A i;j;k can be expressed as

A i;j;k = � (
X

m

X

n

X i + m;j + n � w m;n;k ): (4.9)

If we take the average operation over the indexi; j , we can derive

A o
k = f (A k) =

1
I � J

W;HX

i =1 ;j =1

� (
X

m

X

n

X i + m;j + n � w m;n;k ); (4.10)

whereW and H denotes the width and height of the input image.

Notably, A o
k measures the average cross-correlation betweenw k and input X

based on the cross-correlation de�nition for convolution. Similar to De�nition 4.2.2, we

can de�ne the random variableA0 in a convolution layer as

De�nition 4.3.1 Given the convolutional layert , the random variableA0 : 
 ! E is

de�ned as

A0(w k0) , arg max
k

(A o
k ; � � � ; A o

K ); (4.11)

where the measurable spaceE = f 1; � � � ; K g and n0 2 E. A0(w k0) indicates that w k0 is

chosen as the kernel with the largest average cross-correlation tox from f w kgK
k=1 .

Since the de�nition of A0 in a convolutional layer is identical to that of in a fully

connected layer, the mutual information estimator proposed in Section 4.3.1 can be

directly applied to a convolutional layer.
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4.4 Three Important Points for Clari�cation

This section highlights three points of the mutual information estimator: (1)

the relationship betweenI (X ; A ) and I (X ; A0); (2) the conditions where the mutual

information estimator can derive accurate estimation, namelyI (X ; A ) = I (X ; A0); and

(3) the comparison of the proposed estimator and the existing estimators.

4.4.1 The Relationship between I (X ; A ) and I (X ; A0)

Based on DPI [25], we can derive thatI (X ; A0) is a lower boundof I (X ; A )

becauseA0 = arg maxn (A 1; � � � ; A N ) is a function of A , namely A0 = f (A 1; � � � ; A N ).

I (X ; A ) = I (X ; A 1; � � � ; A N ) � I (X ; f (A 1; � � � ; A N ))

= I (X ; arg max
n

(A 1; � � � ; A N )) = I (X ; A0);
(4.12)

wheref (�) = arg max
n

(�), and the random variableA0 = arg max
n

(A 1; � � � ; A N ).

4.4.2 The Conditions for Accurate Mutual Information Estimation

Since the proposed mutual information estimator is derived from the proposed

probabilistic representation under some assumptions, it cannot derive accurate estima-

tion in general cases. This section speci�es the network architecture conditions where

the proposed mutual information estimator can derive accurate estimation.

Consider a fully connected layert consisting ofN neuronsf an = � [hw n ; x i ]gN
n=1 ,

where x 2 RM is the input of t , hw n ; x i =
P M

m=1 wmn � xm + bn is the dot-product

betweenx and w n , and � (�) is an activation function. Let's de�ne X = f X mgM
m=1 as

the random variable ofx and A n as the random variable of each activationan

A n = � [hw n ; X i ] = � [
MX

m=1

wmn � X m + bn ]: (4.13)

Accurate mutual information estimation occurs when

I (X ; A ) = I (X ; A 1; � � � ; A N ) = I (X ; A0); (4.14)

whereA0 = arg max
n

(A 1; � � � ; A N ).
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The probability space de�ned in De�nition 4.2.1 explains the behavior of a

fully connected layer as recognizing the feature (the weights of a neuron) with largest

similarity to the input, and the similarity is measured by the output activations. It

implies that the features with smaller similarity (activations) are neglected. To formulate

the fully connected layer explanation derived from De�nition 4.2.1, the neural network

architecture, especially the output activations, have to satisfy two conditions.

First, since a fully connected layer is explained as only recognizing the feature

with the largest similarity (activation) but neglecting other features with smaller

activations, it implies that di�erent features should be mutually exclusive. As a result,

to formulate the explanation,A n has to be constrained as

I (X ; A n jA n0) = 0 ; 8n 2 Nn0; (4.15)

wheren0 = arg max
n

(A1; � � � ; AN ) denotes the index of neuron with the largest activation,

and Nn0 = f n 2 f 1; : : : ; Ng : an < a n0g is the set of indices such thatan < a n0. Thus,

I (X ; A ) = I (X ; A 1; � � � ; A N ) = I (X ; A n0): (4.16)

In addition, to quantify the probability of a feature to be recognized as the most relevant

feature based on the output activation,P(A i ) and P(A j ) have to be constrained as

if ai � aj ; then P(A i = ai ) � P(A j = aj ); (4.17)

wherei; j 2 f 1; � � � ; N g. Overall, we must constrainA = fA 1; � � � ; A N g to guarantee

that A formulates the explanation derived from the probabilistic representation. Though

it is di�cult for commonly used DNNs to satisfy the constraint in general, we can

alternatively design a synthetic dataset to make sure DNNs satisfy the constraint, so

that I (X ; A ) = I (X ; A0). This will be discussed in Section 5.2 and in Appendix B.
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The second condition for accurate estimation is that the hidden layer of interest

should be fully connected and the activation function be non-saturating (unbounded)

[111]. Since the explanation is based on a fully connected layer, accurate estimation is

constrained to fully connected layers. In addition, since the explanation quantify the

similarity by output activations, the performance of the mutual information estimator

depends on activation functions. If a fully connected layer has a saturating (bounded)

activation function, e.g., the sigmoid function, it restrains output activations in a small

range. Therefore, a saturating (bounded) activation function distorts the similarity

between input and activation functions, thereby leading to inaccurate estimation.

4.4.3 Comparison of the Proposed Mutual Information Estimator with

Existing Estimators

The proposed mutual information estimator is a parametric Gibbs model de�ned

by Equation (4.4). Table 4.2 compares it to the existing estimators.

First, the proposed estimator derives alower boundof the ground truth. As a

comparison, the KDE [62, 64] derives aupper boundof the ground truth, and empirical

results show that the empirical distribution (abbr. empirical) derives poor mutual

information estimation in high dimensional data [112, 113].

Second, compared to commonly used non-parametric models (e.g., empirical,

KDE, and R�enyi-M) without any constraints in application, the proposed mutual

information estimator can derive accurate estimation only if it satis�es the two network

architecture conditions discussed in Section 4.4.2.

Third, the proposed mutual information estimator does not have any hyper-

parameter, thus it is an e�cient lower bound estimator. As a comparison, non-parametric

models commonly require hyper-parameter �ne-tuning. For example, empirical de�ned

in Equation (1.34) has the hyper-parameter bin size, KDE de�ned in Equation (1.37)

has the hyper-parameter noise variance, and the R�enyi Matrix functional estimator

de�ned in Equation (1.42) has the hyper-parameter kernel size.
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Table 4.2: The comparison of the proposed estimator to the existing estimators

Estimator Bound Hyper-parameter

Empirical [18] { bin size
KDE [62] higher bound noise variance

R�enyi{M [71] { kernel size
Gibbs (Ours) lower bound {

4.5 The Practical ADA-MIT Algorithm Based on the Proposed Estimator

This section elaborates the practical ADA-MIT algorithm based on the mutual

information estimator. Initially, Section 3.3 proposes ADA{MIT to improve deep

learning generalization

w � = arg min
w 2W

max
S0

x � RJ � M
[LS0(f ) � �D (S0

x ; Sx ) � 
I (Y ; Z ) + �I (X 0; Z jY)]; (4.18)

whereX 0 denotes the random variable of augmented samplesx 0. Since it is intractable

to derive I (Y ; Z ) and I (X 0; Z jY), Section 3.4 relaxes the ADA-MIT problem to

w � = arg min
w 2W

max
S0

x � RJ � M
[LS0(f ) � �D (S0

x ; Sx ) � 
I (Y ; Ŷ ) + �I (X 0; A 1jY )]; (4.19)

whereD(S0
x ; Sx ) is relaxed to the Euclidean distance between the latent representation

vectors ofS0
x and Sx , I (Y ; Z ) is approximated by I (Y; Ŷ ), and I (X 0; Z jY) is relaxed

to the lower boundI (X 0; A 1jY ).

Equation (4.19) shows that the key to implement ADA{MIT is to estimateI (Y ; Ŷ )

and I (X 0; A 1jY ) in DNNs. The proposed mutual information estimator provides a

feasible approach to do that.

First, since the softmax output layer is a fully connected layer, it satis�es the

two network architecture conditions for accurate estimation. As a result, the mutual

information estimator can accurately estimateI (Y ; Ŷ ).
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Second, the �rst hidden layer of DNNs generally cannot satisfy the network

architecture conditions for accurate estimation. Thus, the proposed mutual information

estimator I (X 0; A0
1jY ) cannot accurately estimateI (X 0; A 1jY ). However, Section 4.4.1

shows that I (X 0; A0
1jY ) is a lower bound ofI (X 0; A 1jY ). Thus, it still can be a

feasible alternative ofI (X 0; A 1jY ) because it is only applied to the inner maximization

optimization of ADA{MIT.

In addition, though the proposed estimator introduces approximation error, the

calculation of I (X 0; A0
1jY ) simpli�es the computation complexity of I (X 0; A jY) and

makes the theoretical idea of ADA{MIT into a feasible algorithm in practice. Table 4.2

shows that the proposed estimator does not have any hyper{parameter to �ne{tune.

Thus, it should be an e�cient lower boundestimator. Therefore, the practical ADA-MIT

algorithm can be formulated as

w � = arg min
w 2W

max
S0

x � RJ � M
[LS0(f ) � �D (S0

x ; Sx ) � 
I (Y ; Ŷ ) + �I (X 0; A0
1jY )]: (4.20)

Based on Equation (4.20), the ADA{MIT algorithm is summarized in Algorithm 3.

The pseudo-code of Algorithm 3 is based on ADA{ME in the previous work [3].

4.6 Summary

To derive a practical ADA-MIT algorithm, this chapter designs an ah{hoc mutual

information estimator for I (Y ; Ŷ ) and I (X ; A 1jY ). Section 4.2 proposes a probabilistic

representation for a fully connected layer, laying a probabilistic foundation for the

mutual information estimator. Based on the probabilistic representation, Section 4.3

designs the mutual information estimator in two fundamental hidden layers: a fully

connected layer and a convolutional layer. Section 4.4 clari�es three issues of the mutual

information estimator: (1) the relationship betweenI (X ; A0
1jY ) and I (X ; A 1jY ); (2)

the conditions for the mutual information estimator to derive accurate estimation; and

(3) the comparison between the proposed mutual information estimator and existing

estimators. Overall, it is an e�cient lower bound estimator designed for ADA{MIT.

Finally, Section 4.5 speci�es the practical ADA{MIT algorithm based on the ad{hoc

mutual information estimator.
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Algorithm 3 The ADA regularized by the Mutual Information Trade{o� (MIT)
algorithm (abbr. ADA{MIT)

Input: Training samplesS = f x (j ) ; y(j )gJ
j =1 ,

Input: A DNN f (x ; w 0) with random initialized parametersw 0.
Input: An optimization algorithm with learning rate �

Initialize w  w 0

Initialize the augmented samplesSaug  S
for k = 1 � � � K do . Run the min-max optimization K times

for t = 1 � � � Tmin do . Run the outer minimization Tmin epochs
for batch samplesB � Saug do

calculate ŷ = f (x ; w ) 8x 2 B
calculateLB(f ) based on Equation (1.10)
w  w � � � r w LB(f )

end for
end for
for B � Saug do

Bk  B
for t = 1 � � � Tmax do . Run the inner maximization Tmax times

Bk
x  Bk

x + � r Bk
x
[LBk (f ) � �D (Bk

x ; Bx ) � 
I (Y ; Ŷ ) + �I (X 0; A0
1jY )]

end for
Append Bk to Saug

end for
end for
Run the ERM algorithm to train f (x ; w ) N � K � Tmin epochs onSaug

(Train the DNN N epochs in total)
Output: the optimal parametersw �  w
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Chapter 5

EXPERIMENTS

5.1 Introduction

In this chapter, we present comprehensive experimental results to demonstrate (1)

the mutual information trade{o� explanation for generalization and (2) the ADA{MIT

algorithm for improving deep learning generalization.

Section 5.2 studies the generalization behavior of three MLPs trained on the

synthetic dataset and demonstrates the mutual information trade{o� explanation for

generalization. Sections 5.3 and 5.4 study the testing accuracy of MLPs and AlexNet

on the MNIST and PACS dataset, respectively, and show that ADA{MIT can improve

deep learning generalization. Section 5.5 further validates the superiority of ADA{MIT

via studying the generalization performance of two complicated networks trained by

ADA{MIT and other six reference algorithms on the CIFAR10{C dataset.

5.2 Examining the Mutual Information Trade{o�

This section demonstrates the mutual information trade-o� explanation for

generalization. To derive convincing conclusions, this section chooses two classical

generalization explanations, namely the VC dimension [29] and the bias variance

trade{o� [54], as reference to examine the mutual information trade{o� explanation.

Since the entropy of most benchmark datasets is unknown and the complicated

architecture of DNNs makes accurate mutual information estimation intractable, this

section examines the proposed mutual information trade{o� explanation via studying

the generalization behavior of three simple MLPs trained on a synthetic dataset.
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Figure 5.1: The visualization of the synthetic dataset. The deterministic imagêx is
shown leftmost. Image0 is generated by adding Gaussian noiseN (�; � 2)
to x̂ , namely Image0 =x̂ + �; and � � N (�; � 2). Image1 is generated by
rotating x̂ along the secondary diagonal direction. Image2 and Image3
are generated by rotatingx̂ along the vertical and horizontal directions,
respectively. Image1, Image2, and Image3 also have addedN (�; � 2) noise.

5.2.1 Setup

5.2.1.1 Dataset: the Synthetic Dataset

The synthetic dataset consists of 512 gray-scale 32� 32 images, which are evenly

generated by rotating a deterministic imagêx in four di�erent orientations and adding

Gaussian noise� sampled fromN (x̂ ; � 2)

x = r (x̂ ) + � ; (5.1)

wherer (�) denotes the rotation method shown in Figure 5.1, and the covariance matrix

� 2 is the 1024� 1024 identify matrix. The reason for adding Gaussian noise is to

prevent DNNs directly memorizing the deterministic image. The binary labels [1, 0]

and [0, 1] evenly divide the synthetic dataset into two classes.

Compared to popular benchmark datasets with unknown features and entropy,

the synthetic dataset has clear and known features and entropy. The synthetic dataset

simply have four features corresponding to the four rotation methods. The synthetic

images have (approximately) 2 bits of information, because it is generated by evenly

rotating the deterministic imagex̂ in four di�erent orientations. The labels have 1 bit

of information, because the binary labels evenly divide the dataset into two classes.
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The dataset enables MLPs to satisfy the network architecture conditions for the

proposed mutual information estimator to derive accurate estimation (see Section 4.4.2).

Especially, since each synthetic image only has a single feature, the index of the largest

activation of the �rst hidden layer should accurately measure the similarity between the

input synthetic image and the feature described by the weights of each neuron. Thus,

I (X ; A0) should accurately estimate the information of the input contained inA 1.

The synthetic dataset includes 512 training images and 128 testing images. A

training image x train is generated as

x train = r (x̂ ) + � train ; (5.2)

where the Gaussian noise� train is sampled fromN (x̂ ; � 2
train ), and the 1� 1024 standard

deviation vector � train is sampled from the Gaussian distributionN (0; 1) (i.e., � 2
train is

a chi-squared). In contrast, a testing imagex test is generated by

x test = r (x̂ ) + � test ; (5.3)

where the Gaussian noise� test is sampled fromN (x̂ ; � 2
test ), and the 1� 1024 standard

deviation vector � test is sampled from the Gaussian distributionN (0; 3). Notably, the

di�erence of � train and � test guarantees the di�erence of training and testing images.

Thus, we can control the generalization error via manipulating� train and � test .

5.2.1.2 Models: Multi-Layer Perceptrons

In this section, three MLPs are designed to classify the synthetic dataset. The

architecture of the three MLPs are summarized in Table 5.1. We observe that the only

Table 5.1: The architectures of three MLPs in Section 5.2

x t 1 t 2 ŷ � (�) #(parms)

MLP1 1024 (32� 32) 11 6 2 ReLU(z) = max(0 ; z) 11318
MLP2 1024 (32� 32) 7 6 2 ReLU(z) = max(0 ; z) 7222
MLP3 1024 (32� 32) 3 6 2 ReLU(z) = max(0 ; z) 3126
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di�erence of the three MLPs is the number of neurons in the �rst hidden layer. Notably,

the rightmost column of Table 5.1 shows the number of parameters of each MLP. It

indicates that all the three MLPs are over-parameterized, because the parameter number

of all the three MLPs is much larger than the number of training samples.

5.2.1.3 Training Methods and Generalization Explanations

ERM (Algorithm 1) is used to train the three MLPs 1000 epochs on the entire

synthetic training dataset with learning rate � = 0:03. The loss function is the

cross{entropy de�ned in Equation (1.9). The optimization method is Adam [38].

This section uses the average di�erence between testing accuracy and training

accuracy to approximate gen(� ; f; S) de�ned in Equation (1.21), namely

gen(� ; f; S) �
1
N

NX

i =1

jtesting accuracy� training accuracyj; (5.4)

whereN = 10 denotes the number of times to train the three MLPs.

To examine the mutual information trade{o� explanation for generalization, this

section uses two classical generalization explanations as reference: the VC dimension and

the bias variance trade{o�. Following the previous work [52], this section approximates

the VC dimension by the number of MLP parameters. In addition, the variance is

calculated via the method presented in [57].

The key to examine the mutual information trade{o� explanation is accurately

estimating I (Y; Z ) and I (X ; Z jY). Since the synthetic dataset enables the three

MLPs to satisfy the network architecture conditions, the proposed estimator can derive

accurate estimation. Speci�cally, Appendix B.2 and B.3 show thatI (Y ; Z ) and I (X ; Z )

can be approximated byI (Y; Ŷ ) and I (X ; A 1) via the proposed estimator.

5.2.2 Demonstrating I (Y ; Z ) as a measure of LS(f )

Figure 5.2 visualizes the variation of training accuracy, the empirical riskLS(f ),

I (Y ; Z ), and H (Y) � I (Y ; Z ) during training the three MLPs in 1000 epochs. At the

beginning of training the three MLPs, especially before 400 epochs, we observe that

58



Figure 5.2: The four sub{�gures show the variation of training accuracy, the empirical
risk LS(f ), I (Y ; Z ), and H (Y) � I (Y ; Z ) during training the tree MLPs
in 1000 epochs, respectively. The x-axis is the training epoch index.

that MLP1 learns more information of labels than MLP2 and MLP3. This is consistent

with the fact that MLP1 has the larger number of neurons than MLP2 and MLP3, i.e.,

MLP1 has the higher information capacity.

Furthermore, comparing Figure 5.2(B) and 5.2(D), we can conclude that if

I (Y ; Z ) converges toH (Y), then LS(f ) decreases to zero. SinceI (Y; Z ) is estimated

by I (Y; Ŷ ), the experiment demonstratesI (Y ; Z ) as a measure ofLS(f ), namely that

if I (Y ; Ŷ ) is maximized, thenLS(f ) is minimized.

5.2.3 Demonstrating The Mutual Information Trade{o�

Figure 5.2 and 5.3 demonstrate the mutual information trade-o�. First, the

former shows the negative relation betweenI (Y ; Z ) and LS(f ), whereas the later shows

the positive relation betweenI (X ; Z jY) and gen(� ; f; S). Second, we observe that

MLP3 simultaneously has the largestI (Y ; Z ) and the smallestI (X ; Z jY) in the three
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Figure 5.3: The four sub{�gures show the variation ofgen(� ; f; S), I (X ; Z jY), vari-
ance, and VC dimension during training the tree MLPs in 1000 epochs,
respectively. The x-axis is the training epoch index.

MLPs. Thus, it simultaneously achieves the lowestLS(f ) and the lowestgen(� ; f; S),

namely the lowestL � (w ), con�rming the mutual information trade{o�.

In addition, Figure 5.3 shows that I (X ; Z jY) derives much tighter bounds

than the variance and VC dimension bound, though all the three methods bound the

generalization error of the three MLPs.

5.2.4 Summary

This section demonstrates the mutual information trade{o� explanation for

generalization based on three MLPs and the synthetic dataset. Simulation results show

that the mutual information trade{o� correctly explains the generalization behavior of

the three MLPs trained on the synthetic dataset. In addition, this section also shows

that I (X ; Z jY) derives tighter generalization bounds than two classical generalization

explanations: the VC dimension and the bias variance trade{o�.
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5.3 Demonstrating ADA{MIT Improving The Generalization of MLP

This section preliminarily demonstrates that the ADA{MIT algorithm can

improve deep learning generalization. More speci�cally, ERM (Algorithm 1), ADA

(Algorithm 2), ADA{ME (Algorithm 3 with � = 0) and ADA{MIT (Algorithm 3) are

used to train a MLP on a source domain (training dataset), and examine the performance

of the MLP on four di�erent target domains (testing datasets). Experimental results

demonstrate the superiority of ADA{MIT over ERM, ADA, and ADA{ME.

5.3.1 Setup

5.3.1.1 Dataset: MNIST, SVHM, MNIST-M, SYN and USPS

The training dataset (source domain) includes 10,000 images generated from the

MNIST dataset [35], and some MNIST images are shown in Figure 5.4.

The target domains (testing datasets) consist of four datasets: SVHN [114],

MNIST-M [ 115], SYN [115], and USPS [116]. The four target domains depict digit

images in di�erent styles to MNIST.

MNIST-M is generated by blending digit images from MNIST as object of interest

and image patches from BSDS500 [117] as background. MNIST-M contains 59,001

training images and 9,001 testing images. Here the target domain includes the 9,001

testing images to examine the generalization performance of DNNs.

The Street View House Numbers (SVHN) dataset [114] is a real-world image

dataset for machine learning and object recognition. It consists of 72,357 training

images and 260,32 testing images. All the images belong to 10 di�erent classes from

digit 0 to digit 9. Here the target domain includes the 26,032 testing images to examine

the generalization performance of DNNs.

SYN [115] is generated by varying the text (that includes di�erent one-, two-,

and three-digit numbers), positioning, orientation, background and stroke colors, and

the amount of blur from Windows fonts. Here the target domain includes the 95,53

testing images to examine the generalization performance of DNNs.
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Figure 5.4: Some image samples of the source domain MNIST and target domains
MNIST-M, SYNH, SYN and USPS datasets.

USPS [118] is a digits dataset that is automatically scanned from envelopes by

the U.S. Postal Service containing 7,291 gray-scale training images and 2,007 gray-scale

testing images. Here the target domain includes the 2,007 testing images to examine

the generalization performance of DNNs.

In order to keep consistent between di�erent domains, we resize all the images

to 32 � 32 and change gray{scale images in MNIST and USPS to RGB color images.

Figure 5.4 visualizes some image samples of the �ve domains(datasets).

Table 5.2: The architecture of the MLP used in Section 5.3

x t 1 t 2 ŷ � (�)

MLP4 3072 (3� 32� 32) 4096 1024 10 ReLU(z) = max(0 ; z)
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5.3.1.2 Models: Multi-Layer Perceptrons

A MLP is designed to perform the classi�cation task in the MNIST source

domain and target domains. Table 5.2 summarizes the architecture of the MLP.

5.3.1.3 Training Methods

This section chooses the MNIST training dataset as the source domain and the

other four datasets as target domains to examine the generalization of MLP4. Following

the previous work [3, 119], this section randomly chooses 30% percentage of the four

target domain dataset as the validation dataset for �ne-tuning hyper-parameters. As a

result, the validation dataset contains 13978 images.

The four methods, namely ERM (Algorithm 1), ADA (Algorithm 2), ADA{ME

(Algorithm 3 with � = 0) and ADA{MIT (Algorithm 3), are used to train the MLP on

the source domain. The loss function is the cross{entropy de�ned in Equation (1.9).

ERM uses Adam [38] to optimize the MLP with learning rate � = 0:0005 and the batch

size being 64. For the outer minimization, ADA, ADA{ME, and ADA{MIT use Adam

[38] with learning rate � = 0:0005 to optimize the MLP. For the inner maximization,

ADA, ADA{ME, and ADA{MIT use SGD with learning rate � = 0:005 to optimize the

MLP. The other hyper{parameters of the three algorithms are speci�ed,Tmin = 100,

Tmax = 15, K = 3, � = 1:0, and 
 = 5. The output activations of t 2 as the latent

representation vector to quantify the distanceD(S0
x ; Sx ).

Figure 5.5 shows the variation of the empirical risk and the training accuracy

of MLP4 in 600 epochs. We observe that the empirical risk and the training accuracy

converge to zero and 100% after 500 epochs, respectively.

5.3.2 Experimental Results

This section presents the generalization performance of MLP4 in the four target

domains, provides an intuitive explanation for ADA{MIT outperforming the other three

algorithms, discusses how to �ne{tune the parameter� that indirectly demonstrate the

mutual information trade-o�, and shows the time complexity of the four algorithms.
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Figure 5.5: The variation of the empirical risk and the training accuracy during
training MLP4 600 epochs. The x-axis is the training epoch index.

Table 5.3: The testing accuracy of MLP4

Algorithm ERM ADA ADA{ME ADA{MIT

Testing Accuracy (%) 21.00 22.54 24.63 24.75

5.3.2.1 Generalization Performance

Table 5.3 summarizes the average testing accuracy of MLP4 trained by the four

algorithms. We observe that ADA{MIT achieves the higher testing accuracy than

ADA-ME, the vanilla ADA, and ERM. Moreover, Figure 5.6 visualizes the testing

accuracy of the four algorithms on each dataset. We observe that ADA{MIT achieves

the best generalization performance on the SVHN, SYN and USPS dataset, but has

lower generalization performance than ADA{ME on the MNIST{M dataset.

5.3.2.2 Experimental Explanations

This section provides experimental results to explain why ADA{MIT outperforms

the other three algorithms. Based on the mutual information trade{o� explanation for

generalization, worse generalization scenarios should contain more information irrelevant

to labels but less information of labels. As a result, if the Mutual Information Trade-o�
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Figure 5.6: The testing accuracy of MLP4 in each target domain.

(MIT) regularization encourages worse generalization scenarios, it should add more

perturbations to natural image samples than vanilla ADA.

We calculate the average Peak Signal to Noise Ratio (PSNR) between all natural

images in the MNIST source domain and all augmented images by ADA, ADA{ME,

and ADA{MIT. Figure 5.7 shows that the three PSNRs are 164.48, 164.46, 162.97 dB.

Based on the de�nition of PSNR [120], the lower PSNR means the less similarity. The

images augmented by ADA{MIT have the lowest PSNRs as ADA{MIT adds more

perturbations to natural MNIST images than ADA{ME and ADA.

Figure 5.7 also shows the PSNRs between two natural images and the images

augmented by ADA, ADA{ME, and ADA{MIT. The three PSNRs 164.59, 164.23, and

162.20 means that ADA{MIT adds more perturbations to the image of digit zero than

ADA{ME and ADA, which is further demonstrated by the Fourier spectrum of the

perturbations shown in the second row of Figure 5.7. We observe that the perturbations

added by ADA{MIT have higher magnitudes in both high{frequency and low{frequency

than ADA{ME and ADA. We �nd similar results for the image of digit two shown in

the third and fourth rows of Figure 5.7.
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Figure 5.7: The �rst row: the natural image of digit zero and the three images
augmented by ADA, ADA{ME, and ADA{MIT. The second row: the
Fourier spectrum of the di�erence between the natural image and the
three augmented images of digit zero. Similarly, the third row shows the
four images of digit two. The fourth row shows the Fourier spectrum of
the four images of digit two.

5.3.2.3 Fine-tuning the hyper{parameter �

Equation (3.3) shows that
 and � play an important role in ADA{MIT. Ideally,

we should simultaneously �ne-tune
 and � , but it is time consuming. Alternatively,

we follow the previous work [3] to set 
 = 5, and only �ne-tune � based on greedy

searching on the validation dataset. Figure 5.8 shows that ADA{MIT outperforms

ADA{ME when � = 56. Since ADA{MIT considers the trade-o� betweenI (Y; Z jY)

and I (Y; Z ) but ADA{ME only takes into account I (Y ; Z ), �ne-tuning � indirectly

validates that if a DNN achieves the mutual information trade-o�, then the DNN would

achieve good generalization.
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Figure 5.8: The relationship between the hyper{parameter� and the average validation
accuracy of ADA{MIT in the four target domains.

Table 5.4: The time consumption of training MLP4 600 epochs

Algorithm ERM ADA ADA{ME ADA{MIT

Time(minutes) 11.79 17.56 17.70 18.96

5.3.2.4 Time Complexity Analysis

This section analyzes the time complexity of the four algorithms. Table 5.4

summarizes the time consumption of the four algorithms training MLP4 600 epochs in

the Google Colab environment with Tesla V100 GPU and 16GB memory. We observe

that ADA takes much more time than ERM. That is because the former needs to

augment input data. Compared to vanilla ADA, the extra time consumption of ADA{

MIT is less than 2 minutes. To make a fair comparison, the time complexity analysis

does not take into account the validation time cost, otherwise the time complexity of

ADA{MIT will be much higher than ADA{ME.
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5.3.3 Summary

This section shows that ADA{MIT outperforms the existing three algorithms

ERM, ADA, ADA{ME for improving deep learning generalization. Experimental results

demonstrate that ADA{MIT makes MLP4 trained on the MNIST source domain to

achieve the best average testing accuracy on the three target domains MNIST{M,

SVHN, SYN, and USPS.

This section explains why ADA{MIT outperforms the other three algorithms

based on the mutual information trade{o� explanations for generalization. Experimental

results show that ADA{MIT adds more perturbations to natural images than ADA{ME

and vanilla ADA, thus it generates a worse generalization scenario than ADA{ME and

vanilla ADA, thereby further improving deep learning generalization.

In addition, this section discusses how to �ne-tune the hyper{parameters� to

control the mutual information trade{o� and the time complexity of the four algorithms

for improving generalization.
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Figure 5.9: The image samples of PACS dataset.

5.4 Demonstrating ADA{MIT Improving The Generalization of CNNs

This section applies the ADA{MIT algorithm to CNNs and further demonstrates

that ADA{MIT can improve deep learning generalization. Similar to Section 5.3, this

section chooses ERM (Algorithm 1), ADA (Algorithm 2), ADA{ME (Algorithm 3 with

� = 0) and ADA{MIT (Algorithm 3) to train AlexNet on a source domain (the PACS

Photo dataset), and examine the performance of AlexNet on three di�erent target

domains (the Art, Cartoon and Sketch datasets).

5.4.1 Setup

5.4.1.1 Dataset: PACS

The Photo{Art{Cartoon{Sketch (PACS) dataset is an ad{hoc image dataset for

domain generalization created by Li et al. [119]. It totally consists of 9,991 224� 224

colorful images and includes four di�erent domains, namely Photo (1,670 images), Art

Painting (2,048 images), Cartoon (2,344 images), and Sketch (3,929 images). Each

domain has 7 classes: dog, elephant, gira�e,guitar, horse, house and person. Given an

object of interest, the four di�erent domains provides four di�erent styles to visualize

the object. Figure 5.9 shows some image samples of PACS dataset.
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Figure 5.10: The architecture of AlexNet [1].

5.4.1.2 Model: AlexNet

AlexNet is a convolutional network created by Alex Krizhevsky, IIya Stuskever

and Geo�rey Hinton and achieved the �rst position in the ImageNet Large Scale Visual

Recognition Challenge in 2012 [1].

AlexNet includes eight main blocks. The �rst blocks layers are convolution

followed by max{pooling layers for extracting features from input images. The last

three layers are fully connected layers to work as the classi�er. AlexNet incorporates non-

saturating ReLU activation function that outperforms saturating activation functions,

e.g., Tanh and Sigmoid. AlexNet uses the dropout technique [78] to avoid over�tting.
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Figure 5.11: The variation of the empirical risk and the training accuracy during
training AlexNet 500 epochs. The x-axis is the training epoch index.

5.4.1.3 Training Methods

This section chooses the photo dataset as the source domain to train AlexNet,

and the other three datasets as target domains to examine the generalization of AlexNet.

Following the previous work [3, 119], this section randomly chooses 30% percentage of the

three target domains dataset as the validation dataset for �ne-tuning hyper-parameters.

As a result, the validation dataset contains 2496 images.

Similar to previous sections, ERM (Algorithm 1), ADA (Algorithm 2), ADA{ME

(Algorithm 3 with � = 0) and ADA{MIT (Algorithm 3), are used to train AlexNet on

the photo domain. The loss function is the cross{entropy de�ned in Equation (1.9).

ERM uses Adam [38] with learning rate � = 0:001 to train the MLP. ADA, ADA{ME,

and ADA{MIT use Adam [ 38] with learning rate � = 0:001 to optimize the outer

minimization N = 500 epochs with batch size 32, and use SGD with learning rate

� = 50 to optimize the inner maximization. Following the previous work [3], the

hyper{parameters of the three algorithms are speci�ed asTmin = 100, Tmax = 50, K = 1,

� = 50, and 
 = 7. The output activations of the �rst fully connected layer in AlexNet

(it is shown as the �rst yellow block in Figure 5.10) as the latent representation vector

to quantify the distance D(S0
x ; Sx ).
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Table 5.5: The testing accuracy of AlexNet

Algorithm ERM ADA ADA{ME ADA{MIT

Testing Accuracy (%) 26.72 28.73 29.84 31.53

Figure 5.12: The testing accuracy of AlexNet in each target domain.

Figure 5.11 shows the variation of the empirical risk and the training accuracy

of MLP4 in 500 epochs. We observe that the empirical risk and the training accuracy

converge to zero and 100% after 200 epochs, respectively.

5.4.2 Experimental Results

5.4.2.1 Generalization Performance

Table 5.5 summarizes the average testing accuracy of AlexNet trained by the four

algorithms. We observe that ADA{MIT achieves the higher average testing accuracy

than ADA-ME, ADA, and ERM. Figure 5.12 visualizes the testing accuracy of the

four algorithms on each target domain. We observe that ADA-MIT achieves the best

generalization performance on the Art, Cartoon, and Sketch domains.
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5.4.2.2 Experimental Explanations

This section provides experimental results to explain why ADA{MIT outperforms

the other three algorithms on AlexNet with PACS dataset. Based on the mutual

information trade{o� explanation for generalization, worse generalization scenarios

should contain more information irrelevant to labels but less information of labels. As

a result, if the Mutual Information Trade-o� (MIT) regularization encourages worse

generalization scenarios, it should add more perturbations to natural image samples

than vanilla ADA.

Similar to Section 5.3, we calculate the average PSNR between all natural

images in PACS Photo domain and all the images augmented by ADA, ADA{ME,

and ADA{MIT. Figure 5.13 shows the three PSNRs 49.16, 49.14, 49.13 dB. Since the

images augmented by ADA{MIT have the lowest average PSNR, ADA{MIT adds more

perturbations to natural PACS images than ADA{ME and ADA.

In addition, Figure 5.13 shows the PSNRs of four natural images and the

corresponding images augmented by ADA, ADA{ME, and ADA{MIT. In each row of

Figure 5.13, we clearly observe that the image augmented by ADA{MIT generates more

perturbations than ADA{ME and ADA.

5.4.2.3 Fine-tuning the hyper{parameter �

Equation (3.3) shows that
 and � play an important role in ADA{MIT. Ideally,

we should simultaneously �ne-tune
 and � , but it is time consuming. Alternatively,

we follow the previous work [3] to set 
 = 7, and only �ne-tune � based on greedy

searching on the validation dataset. Figure 5.14 shows that ADA{MIT achieves a larger

margin than ADA{ME when � = 32. Since ADA{MIT considers the trade-o� between

I (Y; Z jY) and I (Y; Z ) but ADA{ME only takes into account I (Y ; Z ), �ne-tuning �

in AlexNet also indirectly demonstrates that if a DNN achieves the mutual information

trade-o�, then the DNN would achieve good generalization.
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Figure 5.13: The �rst column shows the four natural images from the source domain
Photo. The second, third, and fourth columns show the four images
augmented by ADA, ADA{ME, and ADA{MIT, respectively. The value
behind the algorithm denotes the average PSNR of the image augmented
by the algorithm. In addition, the value below an augmented image
denotes the PSNR of the augmented image with respect to the natural
image in the same row.
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Figure 5.14: The relationship between the hyper{parameter� and the average valida-
tion accuracy of ADA{MIT in the three target domains.

5.4.2.4 Time Complexity Analysis

This section analyzes the time complexity of the four algorithms. Table 5.6

summarizes the time consumption of the four algorithms training AlexNet 500 epochs

in the Google Colab environment with Tesla V100 GPU and 16GB memory. We observe

that the three variants of ADA take much more time than ERM. That is because

the former needs to augment input data. Compared to vanilla ADA, the extra time

consumption of ADA{MIT is less than 7 minutes to train AlexNet. To make a fair

comparison, the time complexity analysis does not take into account the validation time

cost, otherwise the time complexity of ADA{MIT will be much higher than ADA{ME.

Table 5.6: The time consumption of training Alext 500 epochs

Algorithm ERM ADA ADA{ME ADA{MIT

Time(minutes) 33.72 40.54 43.70 49.31
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5.4.3 Summary

This section further demonstrates that ADA{MIT outperforms the existing

three algorithms ERM, ADA, ADA{ME for improving deep learning generalization.

Experimental results demonstrate that ADA{MIT makes AlexNet trained on the Photo

source domain to achieve the better average testing accuracy on the three target domains

Art, Cartoon, and Sketch.

This section explains why ADA{MIT outperforms the other three algorithms

based on the mutual information trade{o� explanations for generalization. Experimental

results show that ADA{MIT adds more perturbations to natural images than ADA{ME

and vanilla ADA. Thus, it generates a worse generalization scenario than ADA{ME

and vanilla ADA, thereby further improving deep learning generalization.

In addition, this section discusses how to �ne-tune the hyper{parameters� in

AlexNet to control the mutual information trade{o� and the time complexity of the

four algorithms for improving generalization.

76



5.5 Demonstrating ADA{MIT in More Complicated Dataset and Models

This section further demonstrates that ADA{MIT can improve deep learning

generalization in more complicated dataset and models. Speci�cally, we show that ADA{

MIT improves the generalization performance of two complicated DNNs, AllConvNet

[2] and WideResNet [4], on the CIFAR10{C dataset [93]. In particular, we demonstrate

the advantage of ADA{MIT via comparing more data augmentation algorithms.

5.5.1 Setup

5.5.1.1 Dataset: CIFAR10 and CIFAR10{C

The CIFAR10 dataset consists of 60,000 32� 32 colorful images in 10 classes

[121]. There are 50,000 training images and 10,000 testing images. Each class includes

6,000 images. Figure 5.15 visualizes some CIFAR{10 image samples of each class.

CIFAR10-C dataset is generated based on CIFAR10 via adding 15 di�erent cor-

ruptions or perturbations into CIFAR10 dataset. Thus, CIFAR10{C includes 10; 000� 15

colorful testing images [93]. A clear image added by the 15 di�erent corruptions and

perturbations is shown in Figure 5.16.

5.5.1.2 Models: AllConvNet and WideResNet

AllConvNet is designed by Springenbery et al. via replacing a max{pooling

layer by a convolutional layer with increased stride [2]. AllConNet yields competive or

state{of{the{art performance on multiple image recognition dataset, such as CIFAR{10

and ImageNet. The architecture of AllConvNet is visualized in Figure 5.17.

WideResNet was designed by Zagoruyko and Komodakis [4] via decreasing the

depth but increasing the width of residual networks. Experiments demonstrate that

WideResNet outperforms thin but very deep residual networks on CIFAR, SVHN, and

ImageNet datasets. The architecture of WideResNet is visualized in Figure 5.18.
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Figure 5.15: Image samples of CIFAR-10.

5.5.1.3 Training Methods

To examine the generalization performance of AllConvNet and WideResNet

trained by ADA{MIT and other algorithms, the source domain includes 50,000 CIFAR10

training images and the target domains are 10; 000� 15 CIFAR10{C testing images.

Similar to previous sections, the four algorithms ERM (Algorithm 1), ADA

(Algorithm 2), ADA{ME (Algorithm 3 with � = 0) and ADA{MIT (Algorithm 3), are

used to train AllConvNet and WideResNet on the source domain. The loss function is

the cross{entropy de�ned in Equation (1.9).
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Figure 5.16: A natural image with the addition of 15 corruptions and perturbations.

Speci�cally, ERM uses Adam [38] with learning rate � = 0:1 for training. ADA,

ADA{ME, and ADA{MIT use Adam [ 38] with learning rate � = 0:1 to optimize the

outer minimization, and use SGD with learning rate� = 20 to optimize the inner

maximization. The hyper{parameters of the four algorithms for training AllConvNet

and WideResNet on the source domain are summarized in Table 5.7. The output

activations of the �rst fully connected layer in AllConvNet and WideResNet (they are

shown as the �rst yellow block in Figure 5.17 and 5.18, respectively) are chosen as the

latent representation vector to quantify the distanceD(S0
x ; Sx ).
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Figure 5.17: The architecture of AllConvNet [2].
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Figure 5.18: The general architecture of WideResNet. Please refer [3, 4] for detail.

Table 5.7: The hyper{parameters for training AllConvNet and WideResNet

Models N Tmin Tmax batch size K � � 
 �

AllConvNet 100 10 15 128 2 0.1 20 0.1 196
WideResNet 100 10 15 128 2 0.1 20 1.0 16
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Figure 5.19: The testing accuracy of AllConvNet in each corruption (target domain).
The x-axis indexes the corruption in Figure 5.16.

5.5.2 Generalization Performance Analysis for Each Model

5.5.2.1 Case 1: AllConvNet

Table 5.8 summarizes the average testing accuracy of AllConvNet trained by the

four algorithms. We observe that the average testing accuracy of ADA{MIT is more

than 3% than ADA{ME. Moreover, Figure 5.19 visualizes the testing accuracy of the

four algorithms on each target domain/corruption. We observe that ADA-MIT achieves

the best generalization performance on 8 corruption styles, namely Gaussian Noise (1),

Shot Noise (2), Impulse Noise (3), Defocus Blur (4), Motion Blur (6), Zoom Blur (7),

Frost (9), and JPEG (15).

Table 5.8: The testing accuracy of AllConvNet

Algorithm ERM ADA ADA{ME ADA{MIT

Testing Accuracy (%) 67.79 74.85 77.28 80.53
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Figure 5.20: The testing accuracy of WideResNet in each corruption (target domain).
The x-axis indexes the corruption in Figure 5.16.

5.5.2.2 Case 2: WideResNet

Table 5.9 summarizes the average testing accuracy of AllConvNet trained by the

four algorithms. We observe that the average testing accuracy of ADA{MIT outperforms

ADA-ME about 0:5%. Moreover, Figure 5.20 visualizes the testing accuracy of the four

algorithms on each target domain/corruption. We observe that ADA-MIT achieves the

best generalization performance on 11 corruption styles, namely Gaussian Noise (1),

Shot Noise (2), Impulse Noise (3), Defocus Blur (4), Frosted Glass Blur (5), Motion

Blur (6), Zoom Blur (7), Snow (8), Elastic (13), Pixelate (14), JPEG (15).

Table 5.9: The average testing accuracy of WideResNet

Algorithm ERM ADA ADA{ME ADA{MIT

Testing Accuracy (%) 72.95 78.11 84.58 85.10
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5.5.3 Comprehensive Performance Comparisons

To derive comprehensive and convincing conclusions of the ADA{MIT algorithm,

this section compares ADA{MIT to more state{of{the{art data augmentation algorithms

designed for improving deep learning generalization. The reference algorithms includes:

Mixup [5], Cutout [6], Cutmix [7], AdvTrain [122], AutoDA [123], and ADA{ME [3].

Mixup is an e�cient data augmentation method proposed by Zhang et al [5].

Given two pairs of training images and labels: (x A ; yA ) and (x B ; yB ), Mixup augments

a new pair of training sample (�x ; �y) as

�x = � x A + (1 � � )x B

�y = �y A + (1 � � )yB ;
(5.5)

where� 2 [0; 1] is a value sampled from the uniform distribution (0,1).

Cutout is a simple regularization technique proposed by DeVries and Taylor [6]

via randomly masking out square regions of natural imagex A

�x = BM 
 x A ; (5.6)

whereBM 2 f 0; 1gM denotes a binary mask indicating where to drop out or preserve.

Cutmix can be viewed as the combination of Mixup and Cutout. Given (x A ; yA )

and (x B ; yB ), the output of Cutmix can be formulated as

�x = BM 
 x A + (1 � BM ) 
 x B

�y = �y A + (1 � � )yB :
(5.7)

Figure 5.21 visualizes Mixup [5], Cutout [6], Cutmix [7] given two natural image samples.

In addition, AdvTrain is an algorithm to improve deep learning robustness via

adversarial training [122], and AutoDA is an algorithm to search for data augmentation

policies based on reinforcement learning [123].
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Figure 5.21: The images augmented by Mixup [5], Cutout [6], Cutmix [7]. x A and
x B denote two natural images, and̂x denote the augmented images.

This section uses the six algorithms as reference and measures the average testing

accuracy of AllConvNet and WideResNet over the 15 corruption styles of CIFAR10{C

dataset. The results are summarized in Table 5.10. We observe that ADA{MIT achieves

better generalization performance on the both DNNs than the reference algorithms.

Compared to Cutout, CutMix and Mixup augmenting images via simple cutting

or mixing operations, Table 5.10 shows that augmentation methods based on machine

learning, such as AdvTrain, AutoDA, and ADA{ME, achieve better generalization.

Moreover, since ADA{MIT explicitly formulates the worst generalization scenario based

on the mutual information trade-o� explanation, it can add perturbations in a more

e�cient way, thereby achieving the best generalization.

Table 5.10: The generalization performance comparison

Cutout CutMix Mixup AdvTrain AutoDA ADA{ME ADA{MIT

AllConvNet 67.1 68.7 75.4 71.9 70.8 77.28 80.53
WideResNet 71.1 70.5 77.4 73.0 75.8 84.58 85.10

Average 69.1 69.6 76.4 72.5 73.6 81.43 82.81
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5.5.4 Summary

This section implements comprehensive experiments to further validate the

superiority of ADA{MIT on complicated networks and datasets.

First, this section studies the generalization performance of two complicated

neural networks AllConvNet and WideResNet on the CIFAR10{C dataset. Experimental

results demonstrate that ADA{MIT outperforms ADA{ME, the vanilla ADA, and ERM.

Second, this section chooses six state{of{the{art data augmentation algorithms as

reference and compares the generalization performance of ADA{MIT to other algorithms.

Experimental results further validates the superiority of ADA{MIT.

5.6 Chapter Summary

This chapter presents comprehensive experiment results to demonstrate the

mutual information trade{o� explanation for generalization and the practical ADA{

MIT algorithm for improving deep learning generalization.

First, Section 5.2 demonstrates the mutual information trade{o� explanation for

generalization based on three MLPs and the synthetic dataset. Simulation results show

that the mutual information trade{o� correctly explains the generalization behavior of

the tree MLPs trained on the synthetic dataset. In addition, this section also shows

that I (X ; Z jY) derives tighter generalization bound than two classical generalization

explanations: the VC dimension and the bias variance trade{o�.

Third, Section 5.3 and 5.4 demonstrate that the practical ADA{MIT algorithm

can improve the generalization performance of DNNs via studying the testing accuracy

of MLP4 and AlexNet on multiple target domains based on MNIST and PACS dataset.

In addition, the two sections experimentally explain why ADA{MIT outperforms the

other variants of ADA techniques, discuss how to �ne-tune the hyper{parameters, and

present the time complexity of ADA{MIT.

Finally, Section 5.5 further validates the superiority of ADA{MIT via studying the

generalization performance of two complicated networks AllConvNet and WideResNet

trained by ADA{MIT and other six reference algorithms on the CIFAR10{C dataset.
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Chapter 6

SUMMARY

6.1 Conclusions

Generalization is a fundamental problem of deep learning. Over{parameterized

DNNs may not generalize well on new data, especially when the distribution of new

data di�ers substantially to that of training samples. Data augmentation is an e�ective

solution to improve deep learning generalization.

Adversarial Data Augmentation (ADA) is a popular popular data augmentation

approach based on min{max optimization. The basic idea of min{max optimization

is that if a model can tackle the worst scenario, then the model can achieve the best

performance. Following the basic idea, ADA �rst uses the inner maximization to

augment training samples for generating the worst generalization scenario, and then

uses the outer minimization to train a DNN on the augmented samples for improving

the generalization performance of the DNN.

Since ADA introduces extra information via augmenting training samples, ADA

indeed improves deep learning generalization. However, as a generic implementation

of min{max optimization, ADA cannot guarantee generating the worst generalization

scenario. To solve the problem, the dissertation proposes an information theoretic

approach to regularize ADA for further improving deep learning generalization.

In Chapter 2, the mutual information trade{o� is proposed to characterize the

generalization behavior of DNNs. Speci�cally, if a DNN can achieve the trade{o�

between the label information learned by the DNN, namelyI (Y ; Z ), and the irrelevant

information learned by the DNN, namelyI (X ; Z jY), the DNN would achieve good

generalization. Notably, the mutual information trade{o� provides an information

theoretic approach to indicate the worst generalization scenario.
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In Chapter 3, the ADA{MIT algorithm is proposed to improve deep learning

generalization via using the mutual information trade{o� to regularize ADA. Based on

the mutual information trade{o� explanation for generalization, the worst generalization

scenario corresponds to the minimalI (Y ; Z ) and the maximal I (X ; Z jY). As a

result, ADA{MIT is designed to regularize the vanilla ADA via minimizing I (Y; Z )

and maximizing I (X ; Z jY). In addition, to design a practical ADA{MIT algorithm,

Chapter 3 demonstrates thatI (Y ; Z ) can be approximated byI (Y ; Ŷ ) and I (X ; Z jY)

can be approximated byI (X ; A 1jY ) in the ADA{MIT algorithm.

In Chapter 4, the ad{hoc mutual information estimator is designed for real-

izing the practical ADA{MIT algorithm. Chapter 4 �rst introduces a probabilistic

representation for the architecture of a hidden layer, and then elaborates the ad{hoc

mutual information estimator for deriving I (Y ; A0) and I (X ; A0). In addition, Chapter

4 discusses the relation between the estimationI (X ; A0) and the ground truth I (X ; A ),

speci�es the conditions for the mutual information estimator to accurately estimate

I (X ; A ), compares the proposed mutual information estimator to the recent proposed

estimators, and summarizes the practical ADA{MIT algorithm.

In Chapter 5, comprehensive experiments demonstrate the mutual information

estimator, the mutual information trade{o� explanation and the proposed ADA{MIT

algorithm. Speci�cally, Section 5.2 validates the mutual information trade{o� ex-

planation based on MLPs and a synthetic dataset. Finally, Section 5.3, Section 5.4,

and Section 5.5 demonstrate that ADA{MIT outperforms the existing algorithms for

improving generalization on di�erent benchmark datasets and multiple DNNs with

di�erent architectures.

In this dissertation, the mutual information trade-o� explanation and the practi-

cal ADA{MIT algorithm are demonstrated to be a powerful novel approach to explaining

and improving deep learning generalization.
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6.2 Future Work

This section discusses future work regarding the mutual information trade-o�

explanation and the practical ADA{MIT algorithm.

6.2.1 Data Augmentation Algorithm

Comprehensive experiments validate that ADA{MIT improves the generalization

performance of various DNNs with di�erent architectures on multiple di�erent target

domains (testing datasets). Algorithm 3 shows that the inner maximization of ADA{

MIT uses the SGD method to augment images. However, Figure 5.7 and Figure 5.13

show that though ADA{MIT introduces extra perturbations into natural images, the

images augmented by SGD are still close to the source domain (training samples). In

other words, ADA{MIT could not provide enough information of target domains far

from the source domain.

A potential direction to further improve the performance of ADA{MIT is de-

signing a new data augmentation algorithm based on DNNs. For example, Singh and

Kambhamettu propose an Auto-augmenter for Images and Meshes (AIM) for improving

the robustness of DNNs [98]. In addition, Neural Style Transfer (NST) recently also has

attracted lots of interests in transferring the texture, contrast, or color while preserving

the semantic content of images in various applications, e.g., art painting [102], depth

estimation [124], and object localization [125].

In general, NST designs a CNN to transfer the style of input image to another

one. Figure 6.1 visualizes the general idea of image style transferring. We observe that

the DNN transfers the style of the input image to the style depicted in the style image

while preserving the semantic information of input. If we use multiple styles to transfer

input data, we can augment training samples to multiple di�erent domains. Figure 6.2

shows that the images generated by NST are quite di�erent from the top left natural

image. Therefore, if NST can be incorporated into ADA{MIT, it would further improve

the performance of ADA{MIT simply using SGD.
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Figure 6.1: The general idea of image style transferring based on DNNs.

Figure 6.2: The generated images by NST with di�erent styles based on the natural
image shown in the top left �gure.

Inspired by the previous work on NST [126, 127], we embed the NST network

into the ADA{MIT algorithm and examine the generalization performance of the ADA-

MIT-NST algorithm in the context of the experiment in Section 5.4. The experimental

setup, e.g., the dataset, network, and hyper-parameters, is the same as in Section 5.4.

Table 6.1 shows that NST increases the generalization performance of ADA{MIT by

5% and Figure 6.3 shows that ADA{MIT{NST outperforms ADA{MIT and ADA{ME

in all the three target domains, namely Art, Cartoon, and Sketch.
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Table 6.1: The testing accuracy of AlexNet

Algorithm ADA ADA{ME ADA{MIT ADA{MIT{NST

Testing Accuracy (%) 28.73 29.84 31.53 36.98

Figure 6.3: The testing accuracy of AlexNet in each target domain

Furthermore, Figure 6.4 visualizes four images augmented by ADA, ADA{ME,

ADA{MIT, and ADA{MIT{NST. We observe that the images augmented by ADA{

MIT{NST are very di�erent from the images augmented by ADA{MIT, ADA{ME, and

ADA, while they preserve similar semantic information. In other words, ADA{MIT{

NST adds more perturbations to natural images than the other three algorithms. In

addition, the images augmented by ADA{MIT{NST have much smaller PSNR than

ADA{MIT, ADA{ME, and ADA, which further con�rms that ADA{MIT{NST adds

more perturbations, thereby forming the worst generalization scenario.

Overall, embedding NST into the ADA{MIT algorithm is a promising approach

to further improving deep learning generalization and deserves more time and e�ort to

be explored in the future work.
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