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ABSTRACT

Visual{Inertial Navigation Systems (VINS), which provide accurate motion track-
ing in uncertain real-world 3D environments, form a core component of modern auton-
omy. This dissertation revisits three key elements in visual{inertial estimation|linearization,
iteration, and error-state modelingland demonstrates their roles in developing more
consistent, accurate, and e cient algorithms, with applications in aerial robotics and
extended reality (XR).

We begin by addressing estimator consistency, leading to a discussion on how
linear systems are constructed for state estimation algorithms. A major source of
inconsistency in VINS arises from the mismatch between the observability of the lin-
earized model used in the estimator and that of the true nonlinear system. Over the
years, the First-Estimate Jacobian (FEJ) technique has improved consistency by xing
the linearization points used to evaluate Jacobians with the rst available state esti-
mates. However, FEJ has remained largely con ned to lItering-based estimators, as
it is challenging to determine which states should be xed and when, across di erent
estimation architectures. We generalize FEJ into FEJ++, a framework that tracks
and identi es the minimal yet e ective set of states to be xed at the proper time
across diverse estimator designs. Beyond improving consistency, this work leverages
the fact that xed Jacobians eliminate redundant computations and shows how this
property can be used to accelerate both iterative optimization and covariance recovery.
We further develop FEJ2, which explicitly models the linearization error introduced
by xed Jacobians to improve robustness and accuracy.

Looking back at the evolution of estimator design, Visual-Inertial Navigation
Systems (VINS) estimators are typically divided into two categories: optimization-

based methods that iteratively relinearize nonlinear measurements to update the state,
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and Itering-based methods that perform a single-pass update. While iteration is
often believed to improve accuracy, we further examine its role through a systematic
analysis of how the relinearization of IMU and camera measurements a ects accuracy,
consistency, and computational e ciency. The results show that while iteration can
help in cases such as poor initialization or lost feature tracks, its bene ts in typical
scenarios are often limited relative to its computational cost. These ndings suggest
that iterative re nement should be regarded as a task-dependent rather than default
design choice in estimator development.

Next, we revisit how estimators represent state and error. Building on prior
insights from invariant VINS formulations [49], we rea rm that the choice of error-state
representation|rather than the state|plays a central role in estimator behavior [7].
Along this line, we rst develop the Decoupled Right-Invariant VINS (DRI-VINS),
which improves e ciency by separating feature states from the group structure while
maintaining consistency through careful treatment of observability. Extending this
idea, we propose the Decoupled Error and State (DES) methodology, which treats the
state and error representations as independent design elements. This exibility allows
the error state to be designed adaptively and to evolve during estimation, leveraging
the bene ts of dierent representations at various stages while estimating the same
underlying state.

Finally, we demonstrate that VINS is not limited to navigation. In robotics, we
enable real-time system identi cation for agile Micro Aerial Vehicles (MAV)s that adapt
in ight without external calibration or additional sensors. In extended reality (XR),
we design a monocular Visual-Inertial Odometry (VIO) system that leverages struc-
tural cues such as planes for robust and lightweight tracking in complex environments.
Overall, this dissertation reexamines fundamental design choices in visualinertial es-
timation and contributes to a deeper understanding of how consistency, e ciency, and

accuracy can be achieved in practice.
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Chapter 1
INTRODUCTION AND RELATED WORK

1.1 Introduction

Imagine ying a drone through a cluttered building or exploring an unfamiliar
space in a virtual reality headset. In both cases, the system must estimate its mo-
tion in real time to navigate safely and interact meaningfully with the environment.
This problem|tracking 3D motion under uncertainty|is fundamental to autonomy.
Among many solutions, the visual{inertial navigation system (VINS) has become a
reliable and versatile approach by fusing data from a camera|the system's eye|and
an Inertial Measurement Unit (IMU)|its inner ear. Much like how humans integrate
visual and vestibular inputs to stay oriented and balanced, VINS combines visual and
inertial cues to estimate motion, recover environmental structure, and navigate complex
spacesaa. Its compact and power-e cient design makes it ideal for resource-constrained
platforms such as drones, mobile devices, and AR/VR headsets [73].

At its core, accurate, e cient, and consistent state estimation is required to fuse
sensor measurements for estimating the navigation state, environment, and associated
uncertainty. However, designing reliable VINS estimators remains challenging. Many
existing methods su er from inconsistency and high computational cost. These issues
often stem from fundamental aspects of how estimators handle linearization, iteration,
and state representation. This dissertation revisits these foundations to improve both
theoretical soundness and practical performance across diverse estimation paradigms.

We begin by revisiting a fundamental requirement: consistent estimation per-
formance. As de ned in [6], an estimation result is consistent if the estimation error is
zero-mean and has a covariance smaller than or equal to that calculated by the estima-

tor. This property is particularly important in real-world applications, where reliable



uncertainty estimation is essential for safe operation in uncertain or dynamic envi-
ronments. A key source of inconsistency in VINS lies in observability mismatch [64].
Speci cally, gravity-aligned VINS can be proven to be partially observable, witliour
unobservable Degree of Freedom (DoF) corresponding to global position and yaw. How-
ever, the linearized models that a standard VINS estimator is built on often exhibit
only three unobservable directions, which introduces spurious information along the
erroneously observable (yaw) direction and thus degrades estimation consistency and
accuracy. To address this issue, the First-Estimate Jacobian (FEJ) method has gained
popularity. By xing the state linearization points to their rst estimated values when
evaluating the state transition matrix and measurement Jacobians, it has been shown
to signi cantly improve the estimation performance of Itering-based VINS.

However, prior applications of the FEJ technique have been largely limited to
Itering-based estimators. Although our previous work [29] demonstrated its e ective-
ness in optimization-based estimators, developing a general formulation that applies
across diverse estimation frameworks remains challenging, as di erent estimators adopt
distinct linearization schedules and state management strategies. In this dissertation,
we propose FEJ++, a modular framework that systematically selects and xes e ective
state linearization points when evaluating Jacobians, applicable across diverse estima-
tor architectures. Beyond consistency, FEJ++ also enhances computational e ciency
by reusing xed Jacobians to eliminate redundant computations and accelerate both
iterative optimization and covariance recovery. A known limitation of FEJ is its re-
liance on rst-estimate linearization, which can lead to large errors when the initial
state is inaccurate. To address this, we propose FEJ2, which retains the consistency
bene ts of FEJ while explicitly modeling the linearization error it introduces, improv-
ing robustness to poor initialization. Together, FEJ++ and FEJ2 provide a simple
and general foundation for designing consistent and e cient estimators.

Next, we revisit the common view of iteration in VIO as a necessary cost for
improved accuracy. Iterative methods are generally believed to enhance accuracy by

reducing linearization error through repeated relinearization, though this often comes



at the expense of higher computational demands. Filtering-based methods, on the
other hand, are typically more e cient but may accumulate larger errors. However,
these trade-o s have never been systematically evaluated. For next-generation edge
devices|where processors operate under tight constraints on power, memory, and
compute while handling multiple concurrent taskslit is critical to determine when
iteration is truly needed and when simpler ltering approaches suce. To address
this, we focus on a sliding-window VIO setup, where past states and measurements are
marginalized without relying on loop closures or global maps. We present a compre-
hensive study analyzing the e ect of iterative relinearization for both IMU and camera
measurements supported by real-world experiments. We nd that while iteration can
have a signi cant impact on estimation performance in cases such as poor initialization
or lost feature tracks, its bene ts are limited in most common scenarios when consid-
ering the computational cost. Although our study does not cover all possible cases
or provide theoretical guarantees, we suggest that iteration should be regarded as a
design choice guided by problem formulation and practical constraints, rather than a
xed requirement.

We now turn to another core design choice in VINS: how the estimator rep-
resents its state, error, and associated uncertainty. Traditional VINS adopt global-
centric formulation, where state vectors are de ned in a xed world frame. Alterna-
tively, robocentric formulation de ne states relative to the moving body frame. Re-
cently, invariant -EKF-based VINS have gained increasing attention. These methods
leverage Lie group theory to represent system states within a group structure and pre-
serve an unobservable subspace that remains invariant to the choice of linearization
points, thereby avoiding the inconsistency issues caused by the observability mismatch
discussed earlier. Despite their theoretical appeal, we nd that maintaining feature
states within the Lie group structure can introduce considerable computational bur-
den, as it creates cross-correlations with the IMU states during covariance propaga-
tion. Although MSCKEF features can be used to avoid adding features to the state, this

approach sacri ces accuracy and robustness|especially over long trajectories|where



even temporary inclusion of feature states can provide signi cant bene ts [92]. To
overcome this, we decouple feature states from the Lie group structure rather than
constraining them to a uni ed manifold. By incorporating observability-aware design,
our method preserves consistency while reducing computational cost.

Building on the insights from [7, 49], our analysis recon rms a key insight: the
choice of error-state representation|treated independently from the state itself|fundamentally
shapes consistency, accuracy, and e ciency. We analytically compare di erent VINS
estimator formulations mentioned above, which di er not only in their mathemati-
cal formulation (e.g., global-centric and invariant) but also in the physical quantities
they estimate (e.g., global-centric and robocentric). Under this uni ed perspective, we
show their underlying connections and how one can exibly transition between them.
In practice, most VINS estimators, despite adopting di erent formulations, rely on
matched state and error representations, where the error is de ned as a direct pertur-
bation of the nominal state for correction. However, that this is not the only valid
choice. We introduce the Decoupled Error and State (DES) methodology, which treats
state and error representations as independent design elements rather than a xed
pair. DES further suggests that the error state can evolve during estimation to take
advantage of di erent representations at various stages while estimating the same un-
derlying state. Building on this idea, we develop DES-VINS, a formulation that pairs
a global-centric state with an adaptive, evolving error state. DES-VINS achieves the
accuracy and consistency of invariant methods while running three times faster and
supporting simpler system initialization.

Finally, VINS is more than just a navigation solution. We deploy it in aerial
robotics and XR applications. In aerial robotics, we apply our consistent estimator
design to the problem of online system identi cation for MAVs, which are highly ma-
neuverable but di cult to model due to underactuation, high-speed dynamics, and
sensitivity to environmental disturbances. Traditional o ine calibration methods are
limited in their ability to capture time-varying dynamics and environmental interac-

tions, making them insu cient for robust deployment in real-world operations. To



address this, we develop a tightly coupled, lightweight Multi-State Constraint Kalman
Filter (MSCKF)-based VIO estimator that jointly estimates MAV states and dynamic
parameters|including geometric, inertial, and aerodynamic terms. By leveraging the
Schmidt-Kalman Filter (SKF), our approach maintains consistency and robustness
even with simpli ed MAV models, enabling real-time adaptation to parameter changes
without relying on additional sensors. In XR, we tackle the limitations of monocular
VIO systems that rely only on point features and ignore structural regularities such
as planes. We develop a real-time system that detects and enforces planar regularities
without requiring stereo, depth sensors, or neural networks. Our approach uses point-
on-plane geometric constraints to incorporate planar structure, either by estimating
persistent SLAM planes or by marginalizing transient ones for e ciency. We further
introduce a robust plane detection algorithm based on sparse point-cloud geometry,
enabling structural reasoning directly from monocular inputs.

In summary, this dissertation takes a closer look at key elements of visual{inertial

state estimation and their implications for practical estimator design.

1.2 Related Work
1.2.1 Consistent Visual-Inertial State Estimation

Inertial navigation systems (INS) have been essential for estimating six DoF
poses in GPS-denied environments using low-cost, lightweight IMUs. However, their
sensitivity to noise and bias requires integrating cameras to correct drift, leading to
the development of VINS.

One of the earliest and most successful ltering-based VINS algorithms is the
MSCKF [104]. Instead of adding a large number of detected features directly to the
state vector, MSCKF projects visual bearing measurements onto the null space of
the feature Jacobian matrix, preserving only the motion constraints relevant to the
cloned camera poses [119], which reduces computational complexity while maintain-
ing essential information. To further balance accuracy and e ciency, long-tracked

features are selectively included in the state vector as SLAM features [92]. MSCKF



has also been extended to an iterative sliding-window Iter (SWF), enabling the re-
linearization of camera measurements [86, 78, 42, 13]. Additionally, MSCKF employs
the Extended Kalman Filter (EKF), which maintains a dense covariance matrix to
propagate and update state estimates [104, 92, 56, 131, 147, 25, 132]. Compared to
EKF, optimization-based estimators fall under the information form, maintaining the
Fisher information (Hessian) matrix. These methods formulate a Nonlinear Least-
Squares (NLS) problem using all available measurements and are generally expected
to achieve higher accuracy due to their ability to relinearize measurements, thereby
reducing linearization error. However, their computational burden increases signi -
cantly as the trajectory and map expand over time. To address this, research e orts
were devoted to reducing the computational complexity through techniques such as
inertial preintegration [99, 51, 45, 145, 111], incremental smoothing [82, 83], sliding-
window or keyframe-based marginalization [106, 111, 96, 89], and information sparsi-
cation [68, 130].

As de ned in [6] Section 5.4, an estimator is considered consistent if its estima-
tion errors have zero mean and their true covariance is smaller than or equal to the
one calculated by the estimator. Consistency is a critical property as it ensures that
the estimated uncertainty could re ect the estimation error. Without consistency, the
accuracy of the estimator becomes unpredictable, and its reliability cannot be guaran-
teed. The overcon dent uncertainty estimation could lead to incorrect data association,
awed decision-making, and potentially endanger the safety of autonomous robotic ap-
plications (i.e., obstacle avoidance). Although various factors can cause inconsistency
in VINS, the observability mismatch between the linearized system that the estima-
tor is built on and the underlying nonlinear VINS has been extensively studied in the
literature and identi ed as one of the primary causes. In particular, nonlinear observ-
ability analysis of VINS has shown that the system has four unobservable directions
corresponding to global yaw and position [64, 92]. However, thenlinear formulation
of VINS state estimation requireslinearization, which can reduce the rank of the un-

observable subspace [77]. As a result, the estimator may incorrectly gain information



along these unobservable directions, leading to overcon dent covariance estimates and
reduced accuracy.

Various methods have been proposed to address this issue. For instance, the
robocentric formulation uses the moving body frame as the frame of reference rather
than a xed global frame [23, 22, 71, 72], while thénvariant formulation models the
state on a matrix Lie group manifold [10, 7, 36, 16, 9, 136, 63, 59, 70, 49]. Both ap-
proaches have been shown to maintain an unobservable subspace that is independent
of state linearization points. Consequently, the observability properties of these esti-
mators are una ected by the mismatch caused by linearization. Another line of work,
known as observability-constrained (OC) method [65], directly enforces and preserves
the system's unobservable subspace (e.g., the null space of the observability matrix) to
ensure correct observability properties. Nonetheless, the Jacobian used do not strictly
follow the rst-order Taylor series expansion and thus are not theoretically the optimal.

An alternative and widely adopted strategy is the FEJ approach [75, 77, 92],
which preserves observability by ensuring that the linearized system matrices are eval-
uated at the same state estimate across all time steps. In practice, this is commonly
achieved by xing the linearization point to the rst estimate for each state. FEJ
has shown strong success in ltering-based systems. However, its application in other
estimators has been more limited. Although our previous work [29] demonstrated its
e ectiveness in optimization-based systems, the implementation remains complicated
because of varying marginalization and state management strategies. To address these
limitations, we propose FEJ++, a unied and systematic framework that clari es
when, what, and how to x Jacobians during linearization. It provides both theoret-
ical insight into the common causes of inconsistency across Itering and optimization
frameworks and practical design rules for consistent and e cient estimator implemen-
tation. Beyond consistency, because FEJ++ xes linearization points when evaluating
Jacobians, we further identify an additional bene t: it helps avoid redundant compu-
tation. Building on this, we develop methods that enable e cient marginal covariance

recovery and improve numerical stability. Despite its advantages, xed Jacobians may



introduce unmodeled errors into the linearized system. To address this, FEJ2 derives
the measurement model with an explicit error term to improve accuracy without sac-

ri cing the observability guarantees of FEJ.

1.2.2 lteration in Visual-Inertial Odometry

As mentioned earlier, visual-inertial state estimation is primarily based on two
design paradigms: Itering-based and optimization-based methods. The key di erence
lies in the ability to relinearize nonlinear measurements. Given the same problem for-
mulation, full optimization methods iteratively relinearize all available measurements
by solving a NLS problem, which is typically assumed to achieve higher accuracy but
at a higher computational cost. In contrast, ltering-based methods linearize once
per update, which improves e ciency but may introduce larger errors under nonlinear
dynamics or poor initial estimates. lterative lters, such as the iterated EKF, oer a
partial middle ground by selectively relinearizing some (e.g., camera) measurements.

To enable practical real-time deployment of optimization-based approaches, sev-
eral techniques have been introduced. To reduce the burden of repeatedly integrating
high-rate IMU data, preintegration techniques were introduced to express relative mo-
tion between frames as a single compound measurement [99, 51, 45, 145, 111]. Another
widely used technique is state marginalization [106, 111, 96, 89], which reduces the
state size while preserving key information. This is done by selectively marginalizing
and permanently xing certain states and computing a corresponding prior for the
remaining ones.

Despite widespread belief, it remains unclear whether iteration is always bene-
cial in VIO. Strasdat et al.[128] analyzed the trade-o s between lItering and Bundle
Adjustment (BA) in visual Simultaneous Localization and Mapping (SLAM), but ex-
tending this analysis to VINS is nontrivial due to the added complexity of inertial
sensing. IMU measurements provide metric scale and dynamic motion cues, signi -
cantly in uencing both initialization and solver convergence. More recently, [137] in-

troduced a theoretical framework that clari es the connections and distinctions among



various estimators. To the best of the authors' knowledge, no comprehensive study
has thoroughly compared and investigated the di erences and relationships between

lter-based and iterative algorithms across varying contexts.

1.2.3 State and Error-State Representation

The design of state and error-state representations plays a critical role in the
consistency and performance of visual-inertial estimators. As mentioned before, invari-
ant ltering approaches, particularly those grounded in Lie group theory, have gained
signi cant research interest for their ability to encode the system's symmetries into
the estimator design. The invariant EKF (IEKF) leverages the group-a ne property
to maintain correct unobservable subspaces invariant with respect to state lineariza-
tion points, thereby improving consistency [11, 16, 136, 63, 17, 49]. Wu et al.[136]
rst introduced RI-VINS, which models the navigation state on a right-invariant Lie
group and shows that the unobservable directions of VINS can be naturally main-
tained without Jacobian adjustments. Follow-up work applied these invariant error
states to variants like RI-MSCKF, improving performance over standard EKF-based
methods. Brossard et al.[18] further showed that IMU uncertainty under the invariant
formulation aligns better with real-world error geometry. [49] advanced the theory of
equivariant systems to explicitly incorporate IMU biases through the introduction of
the tangent group. This work also formalized the connection between symmetry and
estimator performance and extended this framework to VINS through the multi-state
constraint equivariant Iter (MSCEQF), which demonstrated strong consistency and
robustness. Therobocentric formulation, which de nes the state relative to the mov-
ing body frame rather than a xed global frame, also inherently avoids information
gains in unobservable directions [22, 71, 72], but introduces extra states to estimate
and complex frame management.

Regardless of the formulation|global-centric, robocentric, or invariantjeach
exhibits fundamentally di erent system properties that a ect observability, problem

structure, and estimator behavior. It has been recognized that the de nition of the



error-state representation, rather than the state itself, plays a central role in shaping
estimator performance and consistency [7, 49]. However, most existing formulations
couple the state and error representations, where the error is de ned as a small per-
turbation of the nominal state. Zheng et al. [153] implicitly changed this assumption
by using B-splines to model error while keeping discrete keyframe poses as the state to
improve e ciency. Building on this idea, we formalize the DES methodology, which ex-
plicitly separates the state and error representations into independent design elements.
This separation allows the error representation to be chosen based on estimation objec-
tives|such as preserving observability, improving numerical conditioning, or reducing

computation|rather than being constrained by the state de nition.

1.2.4 Online MAV System ldenti cation

MAVs have continued to become miniaturized with increased maneuverability
due to improved thrust-to-weight ratios [53, 14, 97, 120, 110, 103]. Accurate state
estimation and system identi cation of MAV platforms (e.g., geometric, inertial, and
aerodynamic parameters) remain at the forefront of autonomous robotics research be-
cause of the challenges of high speed, underactuation, and platform variability. These
parameters can change throughout an MAV's trajectory and be in uenced by envi-
ronmental e ects. Therefore, traditional CAD models [39], static tests [66], or 0 ine
calibration [20, 126] cannot satisfy many autonomous MAV deployments.

Online MAV system identi cation is particularly valuable in scenarios where
system dynamics change, such as when the payload or attachment location varies [100].
These methods can be broadly categorized into two classes: (i) loosely coupled methods,
which perform a secondary optimization problem separate from the navigation state
estimation, and (ii) tightly coupled methods, where state estimation and parameter
identi cation are performed within a single estimator.

Wiest et al. [138] proposed an online loosely coupled Itering-based method
that evolved the state forward using the MAV dynamics and updated using IMU and

resulting poses from a VIO or other odometry solution. No rotations between the IMU,
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MAV body, and center of mass were modeled, and the thrust and moment aerodynamic
coe cients were not estimated in this work. Behm et al. [15] extended this work to
estimate all MAV system parameters and performed observability analyses to deter-
mine which parameters are recoverable given rotor speed, IMU, position, and/or pose
measurements. While the observability analysis in [15] provides insight into parame-
ter identi ability under speci c conditions, existing methods often reuse rotor speed
measurements during IMU updates, introducing unmodeled errors and estimator in-
consistency. As a result, tightly integrating system identi cation with consistent VIO
remains an open problem. Addressing this requires estimators that jointly fuse vi-
sual{inertial and dynamic information, preserve cross-correlations, and remain robust
to model mismatch and information reuse.

In this dissertation, we tackle these challenges by incorporating MAV dynamics
directly into the VIO pipeline without relying on additional sensors or synchronized
rotor data. Additionally, after carefully investigating potential model errors in MAV
dynamics, we leverage the SKF update for robust parameter identi cation, which tracks
all correlations between the visual{inertial state and system parameters in a tightly

coupled manner.

1.2.5 VINS with Planar Regularities

VIO has been widely adopted in resource-constrained applications such as AR/VR
and robotics due to its e ciency and sensor simplicity. While monocular VIO ap-
proaches have e cient and robust point feature detection and tracking mechanisms and
achieve high-accuracy performance [57], they are unable to utilize structural regularity
information (if any) between features, which often prevails in man-made environments.

Ideally, one could leverage pixel-level dense depth to enforce structural con-
straints, but this is computationally expensive due to the large number of optimization
variables (depth maps) [108, 107, 47, 135, 87]. Given stringent resource constraints,
it is challenging to extract high-level geometric features such as planes from monoc-

ular images and reason about inter-state structural regularities over low-level point
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features. As such, existing literature has primarily focused on explicitly detecting
line and plane features using stereo or depth sensors [60, 141, 140, 154]. In particu-
lar, many methods have leveraged line features in conjunction with Manhattan [37]
or Atlanta world [122] regularities, improving accuracy due to structured lines (e.qg.,
aligned with building cardinal directions) that directly provide global attitude infor-
mation [85, 61, 62, 155, 94, 134].

As environmental planes cannot be directly detected with a single monocular
camera since depth is unavailable, generic depth sensors that can directly measure
environmental planes|such as RGB-D [60, 87, 67, 144], 1D LRF [121, 69], or 3D
LiDAR [157, 156, 88]|have been fused with great success. Similarly to line features,
planar Manhattan frames have also been leveraged successfully [84, 149]. Additionally,
some works have enforced cross-plane orthogonality and parallelism [67, 94], or point-
on-plane regularities [144], but these require additional sensors, which increase cost,
computation, calibration complexity, and data association challenges. Recently, deep-
learning-based methods have gained attention due to their ability to perform single-
shot detection of planar surfaces and normals [95, 133, 40, 148]. For example, RP-
VIO [114] leverages a plane segmentation network [139] to separate planar surfaces
that are assumed to be static within a dynamic environment and enforces point-on-
plane camera homography constraints. While this direction is promising, it typically
requires additional computational resources, and its generalizability remains unclear.

Closest to our work, which leverages planar structural regularities, is that by
Rosinol et al. [116, 117, 115]. They proposedsgereo VIO system that incrementally
builds and estimates 3D meshes (planes) in which point-on-plane structural regulari-
ties are enforced during optimization. They have shown that the inclusion of planar
regularities improves both state estimation and environmental mesh accuracy. This
plane detection method was extended to include lines within the monocular VINS-
Mono [112] framework in PLP-VIO [93], which additionally enforced point-to-line and
line-to-plane regularities. Both methodsonly enforce structural regularities for vertical

and horizontal planes (with respect to gravity), require the inclusion of planes in the
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state (increasing computation), and may experience signi cant computational spikes
when the number of constraints grows.

This dissertation presents a new real-timenonocular MSCKF-based VIO sys-
tem that e ciently extracts and enforces structural regularities from environmental

planes without requiring an additional depth sensor or neural network.

1.3 Research Objectives

This dissertation revisits several long-standing assumptions in visual{inertial
state estimation|on linearization, iteration, and error-state modeling|to encourage
a broader reconsideration of how consistent, e cient, and accurate VINS can be de-

veloped for future systems and research.

1.3.1 Extending and Improving FEJ for Consistent VINS

We rst revisit one of the most fundamental elements in state estimation: how
linear systems are constructed. While the FEJ technique has demonstrated success for
over a decade by xing linearization points when evaluating measurement Jacobians
to enforce observability in linearized models, it has remained a niche strategy limited
to Itering-based estimators. This dissertation generalizes it into a uni ed framework,
FEJ++, that applies to Iters, optimizers, and hybrid systems. FEJ++ provides a
principled framework to determine which states and when they should be xed to pre-
serve observability. We also identify an additional bene t: by xing state linearization
points when evaluating Jacobians, FEJ++ enables Jacobian reuse to accelerate op-
timization and supports real-time marginal covariance recovery. We further develop
FEJ2 to explicity model the linearization error introduced by xed Jacobians, im-
proving robustness under poor initial estimates. Together, these ndings suggest that
linearization is an important design consideration that can in uence the consistency

and e ciency of state estimators.
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1.3.2 Rethinking Iteration in Visual-Inertial State Estimation

Second, we revisit the common assumption in VIO that iteration is inherently
bene cial. Iterative optimizers are widely adopted under the belief that repeated relin-
earization reduces linearization error and improves accuracy. In this work, we provide a
systematic comparison between iterative and non-iterative sliding-window VIO across
accuracy, consistency, and computational cost. Our ndings show that the bene ts of
iteration are often problem-dependent and may not always justify the added computa-
tional burden. These insights highlight the importance of evaluating iteration not as a

default design choice, but in the context of speci ¢ system objectives and constraints.

1.3.3 A Decoupled Design of State and Error-State Representation

Finally, we examine how estimators represent the state and the error state. Prior
work has also explored alternative state formulations, each o ering di erent bene ts.
However, beyond how the state itself is de ned, discussions in [7, 49] emphasize that
the choice of the error-state plays the most critical role in determining estimator behav-
ior. Most existing VINS designs, however, still employ matched error representations,
where the error directly mirrors the state for correction. Building on this observation,
we introduce the DES methodology, which views the state and error as separate enti-
ties. This allows using a selected error-state representation|or even adapting it during
estimation to leverage the strengths of di erent formulations at each stage|while es-
timating the same state. This decoupled perspective transforms estimator formulation
into a more general and adaptable framework, enabling systematic exploration of design

trade-o s across di erent sensing con gurations and system objectives.

1.3.4 VINS Beyond Navigation for Robotics and XR
Finally, we demonstrate how the proposed tools translate into real-world gains
across two demanding platforms. First, we develop a lightweight SKF-based estimator

for online system identi cation of agile MAV, enabling robust parameter estimation
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during ight using dynamic-induced measurements. Second, we propose a planar-
aware monocular VIO system for XR headsets, which leverages geometric priors from
the environment to enable long-term structure tracking and robust navigation with

minimal sensors.

1.3.5 Structure of the Manuscripts

In the following, Chapter 2 introduces the foundational problem setup for VINS
and discusses its inherent consistency challenges. Chapter 3 revisits the rst-estimates
Jacobian (FEJ) technique and, based on our previous work [29, 32], introduces its ex-
tensions, FEJ++. We then present FEJ2 [25]. Chapter 4 analyzes the role of iteration
in sliding-window estimators based on our previous work [35]. Chapter 5 introduces the
DES methodology extending our prior studies [143, 33]. Chapter 6 demonstrates how
the proposed methods extend beyond navigation to broader estimation tasks, including
online system identi cation of agile MAVs and planar-regularity-aided monocular VIO
for XR systems [28, 26]. Finally, Chapter 7 summarizes the main ndings and outlines

directions for future work.
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Chapter 2
BACKGROUND

This chapter establishes the theoretical foundation upon which the rest of this
dissertation is built. We begin by formulating the VINS as a batch maximum-a-
posteriori (MAP) estimation problem and discuss its implementation within a sliding-
window framework. Both optimization- and Itering-based formulations are presented,
highlighting how each constructs and maintains prior constraints to preserve past in-
formation while ensuring real-time performance. Finally, we analyze the system's ob-

servability and its relationship to estimator consistency.

2.1 Problem Statement
2.1.1 Batch MAP Estimation

The state vector of VINS typically includes the platform's poses and velocities,
sensor (gyroscope and accelerometer) biases, and feature states (e.g., 3D points, lines,
planes), as well as intrinsic and extrinsic sensor calibration parameters. For brevity,
we here assume known calibration and consider only 3D point features. At tinig,
the full state vector xz, comprises two components: the full trajectory,, including
a sequence of historical navigation states from the initial timéy to ty, and all the

observed point feature;,, :

h s
Xl = X7 Xf _ (2.1)
S
Xig = X3 i1 Xy (2.2)
h s
Xt = Cff i COfg (2.3)
h s

b>

ak

Xk = &q Sp; Cv; b7 (2.4)
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whereq is the JPL unit quaternion corresponding to the rotation matrixgR, repre-
senting the rotation from the global framef Gg to the IMU frame f1g. We follow the
convention and notation in [129]. For a detailed discussion and comparison of di erent
quaternion conventions and their related derivations, we refer the reader to [12%p, ,
Sv,, and ®f; are the IMU position, velocity, andi-th feature position in f Gg; by and
b, are the gyroscope and accelerometer biases; dfig is the 3D global position of
g-th landmark. Throughout this dissertation, we de ne the error state using the
operator,x = x %, which maps the statex to a local perturbation x in the tangent
space at the estimate®. The corresponding operator maps a perturbation back to
the manifold asx = 2 x. In Euclidean space, these operators reduce to standard
addition (+) and subtraction ( ). However, when the state lies on a nonlinear man-
ifold such asSO(3) or SE(3), direct vector addition does not preserve the structure.
For example, a perturbation 2 R3 applied to a rotation matrix R 2 SO(3) yields
R =exp(b c)R, where exp() denotes the matrix exponential map, and crepresents
the skew-symmetric operator [7, 36, 127]. In this formulation, the estimat® repre-
sents the mean of the random variable, while the local perturbatior has zero mean,
and the covariance is de ned a$® = E[xx”]. For a detailed treatment of stochastic
modeling on manifolds, see [36, 7].

Under some mild assumptions, thdatch Maximum A Posteriori (MAP) esti-

mation is equivalent to the following NLS:

| K 1 X
r)'(rf]llr] C(Xfull) = Cp+ Gi + Cfij (25)

i=0 zij 2Z &

where we de ne the following nonlinear cost terms:

. 1. .
Prior: G, = Siixp Roliz, (2.6)
Inertial: G, = :—2ijxi+1 f(xi5u)iigy, (2.7)
1. .
Camera: G, = Shizi h(xi; f))iiz, (2.8)

whereG,, G,, and G, denote the quadratic cost terms (residuals) corresponding to the

prior constraint on the prior state x,, the IMU measurementsu; := fan;;! mig, and
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the camera measurements, respectively. A detailed explanation of the prior constraint
and a full derivation of the measurement models are given in Appendix A.

To solve (2.5), Newton iterations are typically used. For each iteration, a
correctionx to the current estimate is computed by minimizing its second-order Taylor-

series approximation (noting that time indices are omitted for clarity):
| Iy v | 17 1 17 Ayl
CR" x¥)'C@R)HY+Db x+§x A'x (2.9)

where A' is the Hessian matrix, andb' is the gradient with respect tox evaluated
at the current state estimate®'. For small-residual NLS problems, the Gauss-Newton
method is commonly used to approximate the Hessian b§' ' H' H' whereH' is

the corresponding (whitened) Jacobian. The updated stat®'*! is then computed as:
Alx'= b ) gt =gl ¥ (2.10)

Clearly, as time progresses, the state (2.1) grows, and the computational cost increases
cubically (see (2.10)), thereby degrading real-time performance. Therefore, adopting a
window-based estimation scheme is essential to bound the computational complexity

for large-scale or long-term operations.

2.1.2 Window-based Estimation

Window-based estimators maintain only a limited number of states and mea-
surements in the estimation problem. As time progresses, selected measurements are
processed and selected states are marginalized to compute a prior constraint for the
next window. Thus, these measurements are no longer relinearized, and the marginal-
ized states are no longer updated. In doing so, it preserves past information from the
sensor measurements while maintaining bounded computational cost. We rst denote

the full measurements as:

Zok 1:= fuok 2:Z5%"19 (2.11)
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It includes all the IMU readings and camera measurements from the initial timig to
tx 1. We then partition it into two subsets and, accordingly, partition the state vector
as:
Zox 1= Zp [Z a (2.12)
h .

i~ h is

) X = X5 Xz T X X2 (2.13)

whereZ, is the set of measurements selected to build the prior constrair;, contains
the active measurements that remain in the window for iterative updatess, denotes
the set of states associated witlZ,, and is further partitioned as x, := [X;, X717,
wherex,, are the states to be marginalized and, are the remaining ones; and, are
the states relatedonly to the active measurement< ,.

After solving the estimation problem at timet, ; and proceeding toty, new
states and measurements become available. To bound the computational cost, we
process (and then discard) the measuremengs, to build a linear prior constraint on
X G(Xr) i= jjHpXr  rpjj?, whereH, is the stacked Jacobians obtained by linearizing
the nonlinear measurement functions i ,, and r, is the corresponding residual vector.
At this stage, X, has been removed so that can not be updated in the future, and the
measurements inZ, have been processed and discarded (i.e., no longer accessible).
We thus introduce new state%(n and Inew measurement¥ ,, into the active set of

>

measurements and statex , X7 X; andZ, Z 4[Z ,. The total cost function
for the new window becomesC(x;; xa) = G+ G(X:;Xa), where G, captures the active
measurements fron¥ ,, which include both retained measurements from the previous
window and newly added ones.

In the following, we discuss two commonly used window-based estimation algo-

rithms, with a focus on how the prior constraint is constructed.

2.1.2.1 Optimization
In sliding-window optimization, the prior constraint on the remaining active

statesx, is typically formed by marginalizing the selected stateg,,, which is derived
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Figure 2.1: Example of the state marginalization process and the prior constraint
computation by performing marginalization.

as follows (also see [44]):

X X
rxqilp ClXtun) = ClXmi Xr) + C(Xr;Xa)
TZZ p {Z } TZZ a {Z }

GConr (ém Xr) Ca(Xr;Xa) 3
: Xm_ixngngin G (Xm;xr)"'ca(xr;xa)z (2.14)
r,Aa | m {Z }
'C p(xr)
) min [G(xr) + GalXr;Xa)] (2.15)

where G, includes all cost terms involvingx,, and x, from the measurement se¥,
and G, includes all remaining costs fronZ , that involve x, and X,. In (2.14), G(X,) is
the prior constraint obtained by solving min,, Gn (Xm; X¢) for X, in terms of X, and

further being approximated with a second-order Taylor series quadratic cost:
.1 y "
GXx)= + bpx-, + éx-r Apx =t jJHpX:  Tp)) (2.16)

where is a constant term independent fronk,. This marginalization step is mathe-
matically equivalent to applying the Schur complement to the joint information (Hes-
sian) matrix, yielding the prior information matrix over the remaining active states.
The interested reader is referred to our previous publications [29, 30] for a more detailed
derivation and discussion.

Figure 2.1 illustrates an example of this marginalization process with the fac-
tor graph representation [38], where the to-be-marginalized state is, := Xo. The

corresponding measurements used to construct the new prior aZg = fpo; Uo; 210,
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involving the associated statesx, = [xg;X7;f{ 7. After marginalizing x,, the re-
maining states arex, := [x7 f;]7. The active measurements in this window are thus
Z, = fz,5;u,0, corresponding to the active statex, :=[x5 f;]7. By performing the
marginalization, a new prior constraintp; is computed over the remaining statesx,,
while the marginalized statesx,, and their associated measurementsg; Up; z,g are
removed from the optimization problem. New states and measurements can then be

introduced into the window.

2.1.2.2 Filtering

In Bayesian ltering-based estimators such as the EKF and MSCKF [104], the
prior is constructed through the sequential process of state propagation and measure-
ment updates. Speci cally, when propagating new IMU states or initializing long-
tracked SLAM features into the state vector, their associated nonlinear models are
linearized to also compute the corresponding covariance, including cross-correlations
with existing and newly added state covariance [57]. Similarly, during the update step,
feature measurements|either directly or via nullspace projection as in MSCKF|are
linearized and used to update both the state and the covariance. Crucially, once these
measurements are processed, they are discarded and their information is absorbed into
the state estimate and covariance, which serve as the prior for subsequent updates.
Also, lters (in covariance form) perform direct marginalization by simply removing
the marginalized state from the state vector, along with its corresponding covariance
and cross-correlation, the resulting reduced-size state estimate and covariance is the
prior distribution for the remaining states for the next window. A detailed derivation

and discussion are provided in Appendix B.

2.1.2.3 Discussion
Under certain assumptions, it is known that a Gauss-Newton iteration is equiv-
alent to an EKF update [12], while measurement processing via nullspace projection in

Itering corresponds mathematically to marginalization using the Schur complement in
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optimization [142]. As such, whether measurements are relinearized across iterations
or xed after a single use determines the estimator type, distinguishing optimization-
based methods from iterative lters (i.e., smoothing) and single-pass lters.

In window-based VINS, both Itering and optimization rely on priors to encode
past information and maintain bounded computation. Optimization-based methods
explicitly construct the prior by marginalizing out old states and their associated mea-
surements, forming a Gaussian prior constraint over the remaining states. Filtering-
based methods build the prior through recursive state augmentation, measurement up-
dates, and marginalization. Although they di er in implementation, both approaches
are conceptually equivalent in that they preserve past information within a prior.

More importantly, once measurements are processed and their information about
the remaining states is absorbed into the prior distribution, they are no longer accessible
in subsequent steps, regardless of whether the estimator is iterative or not. Likewise,
once states are marginalized, they are excluded from further updates. This behav-
ior is directly related to the inconsistency caused by observability mismatch|a key

motivation behind the FEJ methodology discussed next.

2.2 Observability, Information, and Consistency

According to the de nition in [6, Sec. 5.4], a state estimator is consistent if the
estimation errors are zero-mean and have covariance matrix smaller than or equal to the
one calculated by the estimator. If the estimator is inconsistent, it may misrepresent
the true estimation error. It is also important to emphasize that consistency does not
require the estimated state to be zero-mean; rather, it requires the estimation error to
be zero-mean, even if the true state (e.g., IMU bias) is nonzero. For the purposes of
this work, we focus on the covariance requirement.

While many factors can contribute to estimator inconsistency, the mismatch in
system observability is a fundamental and widely acknowledged cause in VINS. In
particular, standard VINS is known to be only partially observable, as the IMU and

camera primarily provide relative-motion measurements [64]. However, the linearized
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estimator may exhibit observability properties that are di erent from those of the
underlying nonlinear system, resulting in spurious information gain along unobservable
directions. While this issue has been studied separately for ltering- and optimization-
based estimators, in this section, we provide a comprehensive view of observability,

information, and consistency.

2.2.1 Observability and Fisher Information

System observability can be analyzed by inspecting either the observability ma-
trix, O, or the Fisher Information Matrix (FIM), A. At timestep ty, the observability
matrix can be constructed with the state transition matrix and the measurement

JacobianH, and its corresponding nullspace can be found as follows

2 3
03 Ié‘(RGg
2 3 |3 b Gp|kCGg
Ho 03 b GV|kCGg
H 0 0
0, vo ) Ng=8° s (2.17)
: 03 03
Hk « 1 0

I3 b ®fjcg

From the nullspaceNy, we observe that it has withfour DoF in unobservable direc-
tions along global translation and yaw. On the other hand, [74] have found that the
information matrix of the initial state, A, which corresponds to the Schur complement

of the full, is closely related to the observability matrix as:

Ag= 0”0 ; (2.18)

1 This analysis follows the framework of Hescét al. [64], which analytically determines
the four unobservable directions of the ideal linearized VINS model, i.e., the system
whose Jacobians are evaluated at the true states.

2 Note that in this work we implicitly assume the considered estimators are e cient,
i.e., Cramer-Rao Lower Bound (CRLB) is attainable.

23



where is a nonsingular, symmetric block-diagonal matrix. This factorization shows
that the information matrix of the initial state is directly linked to the observability
matrix, making it to be an \Observability Gramian" for the stochastic system and thus

sharing the same nullspace (or unobservable subspace).

2.2.2 Observability Mismatch and Inconsistency

Partial observability alone does not lead to estimator inconsistency; however,
incorrect observability does. In particular, a consistent VINS estimator should preserve
the correct unobservable directions in the linearized models on which it is built. How-
ever, when the same state is linearized at di erent points across time|as commonly
happens in window-based estimators|observability properties of the corresponding
linearized models often di er from that of the underlying nonlinear system. This leads
to arti cial observability of what should remain unobservable and cause overcon dent
and inconsistent estimates.

To illustrate this e ect, we analyze the observability properties of two linearized
VINS models. In the rst case, all Jacobians and the corresponding information matrix
(or covariance) are linearized at the same state estimates. For example, at timg
all states are linearized at the current estimate&, resulting in an information matrix
expressed ad\y = A(Rk). In the second case, the same state vector may have di er-
ent linearization points when evaluating the measurement Jacobian (or information)
matrix. For instance, at time ty, it may be linearized at two distinct points, ®¢ and
Xk, leading to an information matrix expressed a&? = A (Rk;Xx). This discrepancy

introduces inconsistency:

Lemma 1. In VINS estimation, for and only for states that directly in uence the ob-
servability (i.e., states that appear in the unobservable subspace). If any of these states
has di erent linearization points over the estimation cycle, the resulting information

matrix will exhibit a nullspace of reduced dimensionality:

dim N(Ay) dim N(AD) (2.19)
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Proof. See Appendix C. ]

This dimension reduction of the nullspace (unobservable subspace) could intro-
duce spurious information into the unobservable directions, which is widely recognized
as a primary cause of estimator inconsistency and degraded accuracy [77, 64]. Unfortu-
nately, this observability mismatch naturally arises in window-based VINS estimation.
Speci cally, a subset of states and measurements is used to compute a linear prior
constraint G, at xed state estimates, while the same states may reappear in active
measurement set and are relinearized at updated estimates | resulting in di erent
linearization points than those used in the prior.

Consider the same example in Section 2.1.2. The measurement 2gt associ-
ated with the state x, := [Xp,;X; ], is processed to build the prior and thus linearized
at a xed linearization point, denoted by x,, := [x;,; X; " . The corresponding Jacobian
for the computed prior constraint is evaluated at this point and written asH p(Xm; X;).
After introducing new states and measurements, the new cost and its linearized form

are given by (see (2.15)):
OXr;Xa) 'K Hp(XmiX )X Fpk®+ KHa(R,; Ra)x 1ok (2.20)

whereH ,(&,;%,) is the measurement Jacobian fo€,, computed at the current state
estimates®, and ®,. As a result, the overlapping state subsex,, which appears in
both the prior and active cost terms, is linearized at two di erent points|leading to a
mismatch that can degrade consistency and estimation accuracy. We next discuss how

this issue can be addressed.
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Chapter 3

EXTENDING AND IMPROVING FIRST-ESTIMATES JACOBIANS
FOR CONSISTENT VINS

As discussed earlier, observability mismatch is a primary cause of inconsistency
in VINS. In gravity-aligned systems, four degrees of freedom (global position and
yaw) are theoretically unobservable, yet the linearized models on which the estimator
is built often expose only three, erroneously treating yaw as observable. This occurs
when states a ecting observability have di erent linearization points when evaluat-
ing measurement Jacobians. The FEJ technique addresses this by xing Jacobians at
the rst available estimate, preserving the correct unobservable subspace and improv-
ing consistency. Despite its e ectiveness, it has remained narrowly applied, primarily
within Itering-based estimators. This chapter presents the following contributions

that generalize and strengthen the FEJ approach:

" We introduce an extended FEJ framework, termed FEJ++, which o ers a exible
approach to apply FEJ across di erent estimator architectures. It further incor-
porates a dynamic mechanism that tracks and xes matured states, enabling the
identi cation of the minimal yet e ective set of states to be xed at the proper

time to preserve observability.

We develop a FEJ++-accelerated optimization strategy to reduce redundant

computations in iterative solvers and accelerate (marginal) covariance recovery.

We propose FEJ2, an extension that explicitly models the linearization errors in-
troduced by xed rst estimates. This improves robustness to poor initialization

while preserving the consistency property of FEJ.
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" We validate both methods through extensive simulations and real-world experi-
ments, and provide detailed implementation guidelines to support practical de-

ployment.

In the following, we rst review FEJ in Section 3.1. We then present FEJ++ in
Section 3.2 and FEJ2 in Section 3.3.

3.1 FEJ: The First-Estimate Jacobian

In the following, we use a simple example to illustrate the application of FEJ
in ltering-based estimators, where FEJ was originally proposed [75]. In FEJ-based
VINS [92, 75], the rst available estimate, denotedx, is selected as the xed lin-
earization point for each state variable and reused at all future time steps to compute
measurement Jacobians. Consider a general nonlinear measurement model. Its lin-

earization under the FEJ method can be expressed as:
r:=z h(&)' Hgx+n (3.1)

wherer is the residual,x is the error state,Hy; is the Jacobian evaluated aix (i.e.,
Hej = % x) and n denotes measurement noise. This residual is then used in the
standard EKF update step to correct both the state estimate and the covariance.
When using FEJ in a ltering framework, all measurement Jacobians|both
those for state propagation and for nonlinear measurement updates|are evaluated
at their rst available state estimates. The FEJ concept was initially proposed for
EKF-SLAM, where it demonstrated signi cant e ectiveness [75]. This methodology
was later extended to other ltering-based VINS frameworks, including the Unscented

Kalman Filter (UKF) [76] and the Sliding-Window Filter (SWF) [78].

3.2 FEJ++: Extended FEJ-based VINS Design Rules
The FEJ method was originally proposed as an ad-hoc remedy for Itering-based
estimators in the context of SLAM and VINS [75, 25, 65, 92]. However, applying FEJ to

optimization-based frameworks presents unique challenges. Although in our previous
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Figure 3.1. Example illustrating the FEJ (left), FEJ++ (middle), and dynamic FEJ++
(right). This example follows from Figure 2.1 after removing, and constructing new
prior p;. Blue nodes denote states that are xed (i.e., FEJ-ed), and blue factors denote
measurements connected only to xed states, i.e., their Jacobians (and corresponding
information) do not require recomputation.

FEJ (left): After marginalizing Xo, the original FEJ rule is applied: the remaining
states within the marginalization Markov blanket (i.e.,x; and f;) are xed.

FEJ++ (middle): Extends FEJ to cover cases where additional measurements
(e.g., uy) are included in the prior. This represents practical scenarios not explicitly
handled by the original FEJ rule but often adopted to balance e ciency, accuracy, and
sparsity in the prior factor.

Dynamic FEJ++ (right): Further tracks how linearization points evolve over
time. When a node (e.g.f,) becomes mature|meaning its estimate has stabilized|it
can also be xed even if it would not be under the standard FEJ++ rule. Consequently,
the connected measurement (e.gzg) how links only to xed states, making its Jacobian
reusable and eliminating the need for recomputation.
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work [29] we demonstrated its use in optimization-based VINS under di erent feature
management schemes, existing studies mainly provide case-speci ¢ guidelines. When
a new estimator con guration arises, it remains challenging to determine how FEJ
should be applied in a theoretically sound manner. In practice, one must decide which
states to X, which measurements to include, and when to apply FEJ.

Moreover, beyond consistency, FEJ o ers a valuable computational bene t: by
xing linearization points, it avoids redundant Jacobian evaluations across iterations.
For example, a naive strategy that applies FEJ is to x all states at all times, which
does not su er from the observability mismatch, and reduces computation, since Ja-
cobians do not need to be re-evaluated. However, it may introduce large linearization
errors|particularly when early estimates are inaccurate. Therefore, realizing the full
bene ts of FEJ|consistency, accuracy, and e ciency|requires thoughtful integration
that aligns with the estimator's structure and operations. To this end, a key aspect of
our extended FEJ (FEJ++) is to identify a minimal yet su cient subset of states and
measurements to apply FEJ. This selective strategy preserves consistency, limits lin-
earization errors, and improves computational e ciency. Moreover, it forms a uni ed

and exible solution that can be applied across a wide range of estimator architectures.

A

FEJ++ Principle: We extend the original FEJ to provide a uni ed and exible
mechanism for determining which measurements should be xed and when, across

di erent estimator architectures.

" Dynamic FEJ++: We extend the FEJ with a dynamic mechanism that tracks
matured states (i.e., states no longer undergoing signi cant updates) and reuses

their xed Jacobians to avoid redundant computation.

3.2.1 FEJ++ Principle

As discussed in Section 2.2.2 and shown in Lemma 3, one source of inconsistency
in window-based estimators arises from using di erent linearization points for the same

state over time when evaluating measurement Jacobians.
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This issue typically occurs because, when nonlinear measurements are used to
construct the prior, they are linearized at that time using the current state estimates.
As a result, the corresponding states have xed linearization points embedded in the
prior, while those same states may remain active in the estimation window and continue
to be updated by new measurements. To address this, FEJ++ provides a guideline for
managing Jacobian linearization points:To avoid the inconsistency issue introduced
in Lemma 3, FEJ++! (FEJ++! ) suggests that when evaluating measurement Jaco-
bians, any state that contributed to the construction of the prior constrair, and lies
within the system's unobservable subspa(®17) should reuse the same linearization
point as when the prior was formedin practice, this means that the state estimate at
the time of prior construction is preserved and reused for all subsequent Jacobian eval-

uations involving that state. This leads to the following FEJ++-based cost function.

Gejrr (X) = G+ Gi(Xr;Xa)
'K Hp(Xm X)X Tpk? + KHa(X,;Ra)% 1ok (3.2)

Compared with (2.20), the above linearization model ensures that, for the overlapping
statesx,, the same linearization pointx, |originally used during prior construction|is
also used when computing the measurement Jacobians in the active cost. Notably, the
residuals ¢, and r,) are still computed using the current state estimate, allowing the
state estimates to be improved over time. Although it may seem counterintuitive to use
less accurate, outdated linearization points rather than the current best estimates, this
choice is essential to avoid observability mismatch and maintain estimator consistency.
The extended FEJ++ principle introduces several important re nements and
generalizations. One re nement, although seemingly straightforward, lies in recogniz-
ing that not all states in uence the system's unobservable subspace. For instance,
even among havigation states at the same timestamp, certain components such as
IMU biases do not appear in the nullspace [65]. These states therefore do not a ect

observability and donot require xed linearization points under the FEJ++ principle.
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Meanwhile, earlier methods, including our prior work [29], have tied FEJ within

optimization-based estimators to the process of state marginalization (see Section 2.1.2) [42,

78, 29]. In these approaches, once a set of states is selected for marginalization, their
connected states|often referred to as the Markov blanket|are then FEJ-ed.! While

this marginalization-based rule is valid, it represents only one speci ¢ case and limits
the generalizability of the FEJ concept to other estimator architectures. In practice,
additional measurements beyond those directly connected to the marginalized states
can also be included in the prior, or some may be dropped, for various reasons such
as balancing accuracy, e ciency, or maintaining sparsity. These practical variations
imply that marginalization alone cannot fully determine which states require xed
linearization points. Our previous work [29] examined several representative cases un-
der di erent feature management and marginalization schemes, but these formulations
remained case-specic. The proposed FEJ++ principle generalizes this idea by iden-
tifying the true source of the mismatch in Jacobian evaluation: once a linearization
point has been embedded into the prior| forming a xed linear constraint|it can

no longer be relinearized. Consequently, any state whose linearization point is shared
between the prior and the remaining active states must be treated carefully to preserve
consistency.

Figure 3.1 illustrates one of the examples. Consider the same example used in
Figure 2.1. If we follow prior FEJ designs strictly tied to marginalization, as shown in
the left of Figure 3.1, onlyx; and f;|the states directly connected to the marginalized
state xp|would be treated as remaining states and FEJ-ed (FEJ states are colored in
blue). However, as shown in the middle of Figure 3.1, we may also choose to include
an additional measurementu; in the prior. According to our principle, this means
X, (connected tou;) becomes part ofx, and should also be xed, even though it is
not directly connected to the marginalized statex,. This case, although common in

practice, is not covered by the original FEJ rule that relies solely on marginalization.

! The term \FEJ-ed" refers to a state that is xed and used as the linearization point
for Jacobian evaluation.
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Note that this inclusion of u; is not required by the marginalization process itself
but rather re ects a design choice { for instance, one may wish to include additional
measurements in the prior to balance accuracy and e ciency. While such a case would
be unde ned under the original FEJ, FEJ++ naturally accommodates it. By following
this single principle, FEJ++ can cover a broader range of cases. This will be further
illustrated through an (iterative) lter example in Chapter 3.2.4 and through di erent

feature management strategies in Chapter 3.2.3.

3.2.2 Dynamic FEJ++

In a typical scenario,Z, has the most measurements{although this might not
always be the case in practice{and xing their Jacobians would save signi cant com-
putations. Note that when processind ,, we typically use the latest estimates of the
correspondingx, as the linearization points. The FEJ principle de nes the minimal set
of states that must be FEJ-ed to address observability mismatch and thereby improve
estimator consistency. However, as an important extension, the proposed FEJ++ also
allows the x of Jacobians associated with matured states{states whose estimates have
converged and no longer undergo signi cant changes across iterations{even if they were
not originally processed into the prior. Since the linearization points of such states re-
main valid, their Jacobians do not require re-evaluation. By identifying and tracking
these matured states, FEJ++ further enlarges the set of reusable Jacobians, enabling
additional computational savings without sacri cing consistency and accuracy. To for-

malize this idea, we rewrite the FEJ-constrained cost (3.2) as:
er++ (X) = QJ + kH fej X rsz + kH active X rak2 (3-3)

whereH; denotes Jacobian computednly with respect to the xed states (i.e.,X;),
and H 4.ive IS the Jacobian thatinvolves the active states®,. By separating the lin-
earized cost in this way, it becomes clear that all states involved iH¢; are already
xed. As a result, the FEJ Jacobian remains permanently xed and does not require re-

computation, regardless of new states, cost terms, or optimization iterations|o ering
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signi cant computational savings. To further improve e ciency, we X extra matured

statesXmatwre @and introduce a dynamic FEJ++ constraint as:

C:i—fej++ (x) = QJ + kH fej(Xr)X' rsz
+ KH mature (X3 Xmature )X 'm k2

+ kHO o x 1k’ (3.4)

active

= G+ KHareix r&+kHO % 1k’ (3.5)
) f a

active

whereH nawre Captures Jacobians associated with extra states that have matured and
are thus xed (i.e., Xmawre) though not necessarily FEJ from the start, andH g.;
contains all Jacobians involving xed states, including both original FEJ and dynamic
matured ones.H? . refers to the Jacobians associated with active states that have
not yet matured and therefore require recomputation.

Compared to (3.2), this dynamic mechanism tracks matured states|those that
exhibit minimal changeland xes them. As more states become matured, additional
Jacobians are transitioned into the FEJ category (i.e., included ifH 4.¢;), reducing
the need for recomputation. This progressively lowers the computational burden while
maintaining estimator accuracy and consistency. Figure 3.1 (right) illustrates this
process. Initially, only the remaining states<; and f; (shown in blue in the left gure)
are xed, making the Jacobian fromz, reusable, since it only connects to xed states.
Other measurements, such ags, still require re-evaluation due to connections with
active states. However, if we track linearization point changes and identify that
has matured, we can further x it|thereby transforming z3 into a reusable factor,
eliminating its need for recomputation.

At this point, we have presented the extended general FEJ++ methodology, and

now turn to its applications to both optimization-based and Itering-based estimators.

3.2.3 FEJ++ in Optimization-based Estimators
In optimization-based VINS, state and feature management involves di erent

strategies to balance accuracy and e ciency. Figure 3.2 illustrates three common
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Figure 3.2: The illustration depicts three marginalization cases, where the nodes
marked for marginalization are crossed out, and the dashed edges indicate measure-
ments that are discarded. Nodes with xed linearization points are shaded in blue,
while blue edges represent measurements evaluated and linearized using FEJ.

strategies. These strategies are often used in combination to achieve a trade-o between
e ciency and accuracy, we will explain how to apply FEJ++ in these practical cases

in the following section. Although these strategies were discussed in our previous
publication [29], they were analyzed and presented independently in terms of how FEJ
should be applied, as no uni ed guideline was available at that time.  While the
listed strategies are not exhaustive, our extended FEJ++ principle provides a clear
and general guideline for applying FEJ to di erent estimator designs. We also note
that the following discussion focuses on the theoretical selection of states that must be
FEJ-ed. The dynamic FEJ++ design, which extends this concept in practice, will be

introduced in the subsequent sections.

3.2.3.1 Case 1{SLAM:

As shown in Figure 3.2 (left), the rst approach retains all features connected to
the marginalized inertial states, similar to SLAM features in ltering-based methods.
This method improves accuracy by enabling re-observation of the features. Following

the FEJ++ principle, all measurements connected to the marginalized state (i.eXq
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in the example) are incorporated into the new prior. Consequently, the state, =
[f; f3 x1]” should have their rst-estimate values set at the time of marginalization
and xed for all future processes (colored in blue). Moreover, the new priop,, will

connect to these states, leading to a denser prior and increased computational costs.

3.2.3.2 Case 2{MSCKF:

The second approach fully marginalizes features observed by the marginalized
inertial state (Figure 3.2, middle). This is similar to the MSCKF feature in Itering,
where features are used to update the state and then immediately marginalized. All
measurements that connect the marginalized IMU state (i.exo in the example) and
the marginalized features (e.g.f, f3) are collected intoZ, 2 f z;.5; zs; Z;g to compute
prior. The statesx, = [x] X3]” should be FEJ-ed. This approach reduces the state
size and o ers signi cant computational bene ts. However, a key downside is that
future feature observations cannot be leveraged, as they are treated as new features
after marginalization. While computationally e cient, this may sacri ce long-term

estimation accuracy.

3.2.3.3 Case 3{DROP:

Another commonly used method, DROP, discards measurements that connect to
marginalized states [89, 111, 130]. While keeping the features in the state, the removal
of the measurements, it leads to a sparser prior, reducing computational complexity
and improving e ciency, making it a widely adopted strategy. Figure 3.2 (right) illus-
trates an example. When marginalizing«o, the measurementsz; and z, are dropped,
resulting in a new prior factorp; that no longer involves the feature states, making it
more sparse. Following FEJ++ idea, only measuremert, := ug is used to compute
prior, while z; and z, are discarded. Consequently, the state;, which is connected to
the remained measurementiy should be FEJ-ed. While this method improves com-

putational e ciency by producing a sparser prior and avoiding the need for FEJ on
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feature states, it drops a certain amount of useful information and potentially leads to

suboptimal estimation performance.

3.2.4 FEJ++ in (Iterative) Filters

Filtering-based estimators implicitly construct priors through sequential prop-
agation and update steps. In this context, FEJ++ can be seamlessly integrated. For
IMU states, the propagation step constructs a new prior using IMU readings. The
resulting propagated estimates are treated as their rst estimates and are xed when
evaluating the state transition matrix in future updates. For SLAM features, once
they are successfully triangulated into 3D and added to the state vector, the mea-
surements used to initialize them are incorporated into the prior. Consequently, the
current estimates of these features are set as their rst-estimates and are xed for all
subsequent evaluations of measurement Jacobians. In contrast, MSCKF features are
marginalized immediately after their measurements are processed in the update step.
Since these features are never added to the state vector and are used only once, their
rst-estimates naturally coincide with their current estimates|making them inherently
compliant with the FEJ++ principle.

Moreover, Figure 3.1 (middle) also closely re ects the behavior of an iterative
Itering (or smoothing) approach [78]. In such methods, inertial readings are used once
for state propagation, while camera measurements are iteratively relinearized and used
for state updates. This can be interpreted as shown in the gure: the IMU measure-
ments (e.g.,u;) are processed once and absorbed into the prior, and are therefore not
relinearized in subsequent iterations. In contrast, the camera measurements remain
active within the sliding window and are repeatedly relinearized to re ne the state es-
timates. Following the FEJ++ principle, all remaining states connected to the prior
are xed (shown in blue), and any measurements involving only these xed states can
reuse their Jacobians without recomputation. This example highlights the generality
of FEJ++ and its applicability to di erent estimator architectures, from optimization-

based methods to (iterative) ltering. It also emphasizes a key design rule: if a state is
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connected to a prior factor, its FEJ value should be established at the time the prior

is constructed and used thereafter to ensure the proposed FEJ++ rules.

3.2.5 FEJ++ Accelerated Optimization for VINS

Once the linearization points are xed, the corresponding Jacobian and informa-
tion matrix remain unchanged. This holds true even as state estimates evolve through
new measurements or iterative updates. This insight highlights an additional potential
benet of FEJ: it can e ectively avoid redundant computations, thereby improving
computational e ciency while preserving estimation consistency. In the previous sec-
tion, we discussed how the FEJ++ rule enables the identi cation of Jacobians that

do not require reevaluation, namelyH; or the associated Hessiath; ' Hp,Hzej.

fej
However, to fully capitalize on this bene t, we must carefully design the estimator in

order to exploit its underlying problem structure?

3.2.5.1 Fast Optimization via FEJ++
To perform optimization (iterative update), without loss of generality, we solve
for the state correctionx in (2.10) by performing Cholesky decomposition (LLT) on

the information matrix:
Ax= b ) LL>%= b (3.6)

whereA and b are the information matrix and gradient vector, respectively, computed
from the linearized measurements, including the prior, inertial readings, and camera
measurements within the sliding window,L is the lower triangular matrix obtained
from the Cholesky decomposition oA, enabling us to solve fox through forward and

backward substitution to correct state:® = R %x.

2 For brevity, we use the standard FEJ notation here; however, all formulations can
be directly extended to the dynamic FEJ++ case by replacing the FEJ Jacobiand s;
or information matrices with their dynamic FEJ counterparts (i.e.,H g.s;).
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We now explain how the FEJ (or FEJ++) method can help avoid redundant
computations and speed up this process. Owing to the additive property of the infor-
mation matrix, the total information matrix for the window corresponding to (3.2) can

be expressed as:
2 3 2 3

4All A125+4o 0 5

A= Afej +  Aactive =
Ay A 0 A

(3.7)

whereA ¢ denotes the xed component of the information matrix derived from FEJ'ed
measurements and the linear prior, and A sive represents the information contributed

by active measurements. To improve computational e ciency, we maintair ¢; through-
out the optimization process. Whenever a measurement is processed using FEJ, its
information is added toA ¢, which is then kept xed and does not require reevaluation.
Furthermore, due to the special structure of the information matrix, we can also avoid

redundant computations in the Cholesky decomposition, further improving e ciency.

Lemma 2. Assuming the Cholesky decomposition #fr;:

2 3
> I—ll 0
At = Lrejltgy Lt = 4 S (3.8)
Lor L2
we can compute the Cholesky decompositionfofmore e ciently such that (see (3.7)):
2 3
L 0
A=LL>; L=4" "5 (3.9)
L2 ng

wherelL 9, is derived by Cholesky decomposition:
Ci=Lypllh+ AT LLLY, (3.10)

Clearly, thanks to the structure of the problem and the FEJ principle, we do not need
to recomputelL ,; and L,; as they remain unchanged for the full information matrix.
Instead, we only need to perform the decomposition on the portion corresponding to the
non-FEJ measurements (i.e,C in (3.10)), signi cantly improving the computational

e ciency.
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Proof. We start by deriving A from A, and the active parts:

2 32 3 2 3
> >
a @ gt Ogyln Lag 4,0 0g (3.11)
) Lar L2 0 L3 0 3A
L L7 L L3
=40 Ha 5 (3.12)

Laal3; Loiboi+ Looloo+ A

Next, we perform the Cholesky decomposition oA :

2 32 3
0 (0g (0g
a=att Osabu bug (3.13)
LoL® Lo%LS
- 4-1-u a5 (3.14)

0O1® 10O 0
L1l Laab o + L%l %,

With (3.12) and (3.14), we deriveL%; = L1, L% = Loy and:

L%L S + L%LS, = Logly + Laols + A (3.15)
) L%L%,=Laly+ A=C (3.16)
This completes the proof. ]

3.2.5.2 Fast Covariance Recovery via FEJ++

Real-time online uncertainty quanti cation|which is typically represented by a
marginal covariance matrix|is as essential as accurate state estimation. For a practical
system, a consistent estimator is necessary to ensure that the covariance properly
re ects the estimation error. At the same time, online access to (marginal) covariance
is critical for ensuring safety and enabling e ective downstream applications [81, 79].
While computing covariance from Iters of covariance form (such as EKF) is relatively
straightforward, the task becomes signi cantly more complex in optimization-based
methods because it often requires inverting the information matribd: P = A 1
which has a cubic complexity ofO(n3) in terms of the state dimensionn = dim( x).

Instead of directly inverting the information matrix, solving the NLS problem

per iteration can equivalently be carried out using an EKF framework to obtain the
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corresponding covariance, as discussed in Section 2.1.2.3. More importantly, when a
measurement undergoes the FEJ process, even though the state estimates may con-
tinuously change due to new measurements or iterations, its rst-estimate Jacobian
and Hessian information will remain permanently xed. As such, we rst recover and

maintain a \FEJ" covariance P using the xed measurements:
Pfej =P+ P(P; erj) (317)

Here, P denotes the prior covariance, andy; is the xed Jacobian associated with
FEJ-ed measurements [see (3.3)], which includes Jacobians from both linearized IMU
and camera measurements. For notational convenience and with a slight abuse of
notation, we use P() to denote the covariance update function, which corresponds
to either the propagation step or an EKF update, depending on the measurement type.
Starting from the initial covariance P, linearized IMU readings are used for propagation
via the state transition matrix, while camera measurement Jacobians are incorporated
through standard EKF or MSCKF updates, depending on the feature type. Given
the same linearization points, the recovered covariance is equivalent to the result from
information matrix inversion. We refer readers to our conference publication [32] for
details of the proof.

We then update the full covariance using the FEJ covariance and the non-FEJ

(i.e., active) measurements with their corresponding linearized Jacobiah,cve :
P = Pg+ P(Pfej; H aciive) (3.18)

Thus, at each time, we begin with the FEJ covarianc®; and update it only with the
active measurements, signi cantly accelerating the covariance recovery.

It is important to note that the majority of our e ciency gains in the proposed
covariance recovery method stem from the use of FEJ++. While a ltering-like incre-
mental update is possible, a naive implementation that recomputes the full covariance
for each new measurement is computationally expensive, with complexi@(mn?),
wherem and n denote the measurement and state dimensions, respectively. In con-

trast, by xing the linearization points of selected states|either those contributing
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Figure 3.3: SimulatedGore trajectory (221m), with green and red circles marking the
starting and ending points and magenta simulated point features.

to the prior or identi ed as matured|the associated Jacobians remain constant and

can be reused across iterations. Once a measurement is processed under FEJ, the
corresponding FEJ covariance (3.17) is updated and maintained incrementally, elim-
inating the need for recomputation. To obtain the full covariance, we start from the
maintained FEJ covariance and incorporate only the active measurements at each step,
signi cantly reducing redundant computation.

Meanwhile, although we introduced a specialized Cholesky decomposition (see
Lemma 2) that can accelerate information matrix inversion, recovering a subset of
the covariance requires marginalizing state variables and increases the computational
complexity. Moreover, this matrix inversion process may not be numerically robust
and could negatively impact the optimization process. While the Levenberg-Marquardt
(LM) algorithm can mitigate such numerical issues, as a regularization term is added to
the diagonals of the information matrix, which reduces the condition number. However,
the potential for instability becomes more severe during the covariance recovery step
as such regularization is not allowed.

At this point, we have presented a novel method that leverages FEJ++ to enable
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Figure 3.4: Orientation (top) and position (bottom) estimation errors for estimators
with FEJ++ (blue) and without FEJ (orange) when initialized with a perturbed initial
velocity.
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Algorithm 1 Optimization-based VINS with FEJ++

1. Iterative Optimization
- Add new states and measurements into the window to expand the active mea-
surements and states.
- Linearize the active nonlinear cost and compute A. Meanwhile, recompute
residual vectors for all measurements.
- Perform Cholesky decomposition o€ and solve forx to correct state (3.10).

2: Compute Prior Constraint
- Partition the measurements into those used for constructing the prior and those
kept as active (2.12).
- Partition the state accordingly into to-be-marginalized, remained, and active
subsets (2.13).
- Process selected measurements to compute the prior and set the FEJ values for
the remained states (3.2).
- If matured states are identi ed, as de ned in (3.5), their xed Jacobians are
stacked with the original FEJ Jacobians to form the updated Dynamic FEJ Jaco-
bian.
- Drop the measurements used to compute the prior and remove the marginalized
states.

3: Update FEJ Inromation matrix
- Compute A and perform LLT to get each block (3.8).

4: Recover FEJ Covariance Update previous FEJ covariance using t; (3.17).

5: Recover Full Covariance  Using the currentPy; with active Jacobians to get the
full covariance (3.18).

e cient, consistent and reliable covariance recovery by avoiding redundant computa-
tion and costly matrix inversions. This enhances both computational e ciency and

numerical stability|critical for safe and robust operation in real-time applications.

3.2.5.3 Summary

Algorithm 1 summarizes the proposed~EJ++-accelerated optimization-based
VINS framework. All active nonlinear measurements in the window are used to con-
struct the NLS problem (3.3), and only these measurements require relinearization (see
Section 3.2.5.1), signi cantly improving the e ciency of iterative updates. Residuals
are still recomputed for all measurements. Once converged, the FEJ covariance is used
with the active Jacobians to recover the full covariance (see Section 3.2.5.2). This

process accelerates both the iterative state updates and covariance recovery compared
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Table 3.1: Simulation parameters and prior standard deviations for measurement per-
turbations.

Parameter Value Parameter Value

Gyro. White Noise 1.6968e-4 Gyro. Rand. Walk 1.9393e-5
Accel. White Noise 2.0000e-3 Accel. Rand. Walk 3.0000e-3

Cam Freq. (Hz) 10 IMU Freq. (Hz) 400
Num. Clones 10 Tracked Feat. 100
Min. Track Length 4 Max. SLAM Feat. 25

Table 3.2: Performance comparison of ltering-based VINS with and without FEJ,
evaluated using MSCKF or SLAM features across 150 Monte-Carlo runs. The camera
noise is 1 pixel.

Feature Type ATE (deg/m) NEES (3)

FEJ++ SLAM 0.471/0.143 2.57711.781
no-FEJ SLAM 0.793/0.183 53.234/5.235
FEJ++ MSCKF 0.546 / 0.209 2.533/2.183
no-FEJ MSCKF 0.600 / 0.203 2.754 | 2.007

to non-FEJ. Per the FEJ principle in Section 3.2.1, we X the linearization points for
the remaining states. If matured states are identi ed, their corresponding Jacobians
are xed and stacked with the original FEJ Jacobians, following the dynamic FEJ++
rules in Section 3.2.2. Finally, selected measurements and states are used to construct
the prior before being removed from the sliding window.

We then compute the corresponding information matrix (3.7), followed by Cholesky
decomposition to obtain the block matrices required for the next iteration. Addition-
ally, we update the FEJ covariance as in Section 3.2.5.2 using the newly FEJ-ed Ja-
cobians. Importantly, the computation of the FEJ information and covariance needs
to be done only once and does not need to be recomputed in future iterations, where
only the active states require updates. As a result, the active Jacobians can be directly

leveraged to e ciently recover the full covariance for the entire sliding window.

3.2.6 Numerical Studies

We now present our extensive numerical studies to evaluate the impact of the

FEJ++ design rule on various VINS estimators, focusing on its e ects on estimation
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Figure 3.5: Average ATE for 20Gore dataset runs with di erent feature types and
di erent numbers of marginalized IMU states with 1-pixel noise). FEJ++ is denoted
as \F" (empty) and No-FEJ as \N" (shaded). Colors index di erent feature types.

45



Table 3.3: Performance comparison of optimization-based VINS with and without
FEJ++, across di erent feature types and varying image noises, based on 20 Monte-

Carlo runs.
Feature Type. ATE (deg/m) NEES (3)
SLAM 0.343/0.108 2.315/2.242
FEJ++ MSCKF 0.673/0.189 2.923/2.542
DROP 0.862 / 0.240 2.809/ 2.519
1 pix SLAM 3.407 / 0.545 228.846 / 48.404
No-EEJ MSCKF 0.608 / 0.185 2.646 / 2.299
DROP 0.822 / 0.237 2.693/2.521
SLAM 0.573/0.181 2.540/ 2.477
FEJ++ MSCKF 1.192 /0.299 3.318 / 2.886
DROP 1.396 / 0.381 3.007/2.721
2 pix SLAM 6.185/ 0.982 537.053 / 69.223
No-FEJ MSCKF 1.237 / 0.307 3.162/2.717
DROP 1.764 / 0.402 3.361/2.670
SLAM 0.815/ 0.244 2774 ] 2.784
FEJ++ MSCKF 1.572/0.389 3.510/ 3.255
DROP 1.805 / 0.500 3.039/ 3.070
3 pix SLAM 9.434 / 1.496 1145.727 / 102.499
No-EEJ MSCKF 1.738 / 0.405 3.391/3.112
DROP 2.101/0.511 3.312/3.011
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Figure 3.6: IMU errors and 3 bounds (dashed lines) for 20 Monte-Carlo runs (1-
pixel noise and SLAM feature). No-FEJ (top, black) and FEJ++ (bottom, blue).
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Figure 3.7: Runtime comparison of optimization (left column) and covariance recovery
(right column) with di erent feature types, varying di erent numbers of clone sizes.
The number of iterations for optimization is 20.
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Figure 3.8: Comparison of the total number of measurements (red) versus the active
measurements (blue) that require re-linearization during optimization (top row) and
during covariance recovery (bottom row) across di erent feature management methods.
In this analysis, 10 IMU clones are used, and a maximum of 25 features are processed.

accuracy, consistency and e ciency. We generate realistic visual bearings and inertial
measurements [57] using the parameters listed in Table 3.1. The dataset consists of a
221-meter indoor trajectory spanning three oors, as shown in Figure 3.3. Evaluation
metrics include Absolute Trajectory Error (ATE) [152] for accuracy and Normalized
Estimation Error Squared (NEES) [6] for consistency. For a consistent estimator,

NEES values should match the 3 DoF state size for both orientation and position.

3.2.6.1 Consistency Evaluation

Here, FEJ++ and No-FEJ indicate whether the core principle explained in Sec-
tion 3.2.1 is applied. For ltering-based algorithms, the e ectiveness of FEJ has been
extensively discussed and validated in previous work. To keep the analysis simple, we
perform a basic test using OpenVINS [57], a state-of-the-art open-source VINS imple-
mentation, with FEJ incorporated. The results are summarized in Table 3.2, where
the camera noise is set to 1 pixel. In this evaluation, we compare the performance

with and without FEJ++ for both MSCKF and SLAM feature types. The results

49



clearly demonstrate that FEJ++ improves both accuracy and consistency since FEJ-
based estimator achieves lower ATE and more ideal NEES. Notably, the SLAM feature
type achieves more accurate performance as it allows for longer feature tracking and
re-observation, thereby keeping more measurement information. Moreover, the im-
provements of using FEJ++ are more pronounced with SLAM features compared to
MSCKEF features. This di erence stems from the fact that the observability mismatch
issue is less severe in the MSCKF case, as only the IMU navigation states (i..e., orien-
tation, position and velocity) cause the mismatch. Also, the \ rst state estimates" and
the \best state estimates” for IMU navigation states are nearly identical, di ering only
slightly before and after propagation as lItering algorithm only update once. However,
in the SLAM case, both feature state and IMU poses contribute to the observability
mismatch. More importantly, the \ rst estimates" for features are their linearization
points when they are rst added to the state, which can di er signi cantly from their
\current estimates" after multiple corrections due to the re-observations, resulting in

a more signi cant mismatch.

We then evaluate the impact of FEJ++ on estimation performance in a window
optimization-based VINS. In this evaluation, CPI preintegration [45] is used to create
the IMU factor, with optimization performed using Ceres Solver [2]. Optimization is
conducted over a complete window to ensure su cient feature constraints, and the old-
est IMU states are marginalized at each timestep (i.e., the sliding-window). Features
are triangulated once their track length exceeds a prede ned threshold and are subse-
guently handled according to the strategies outlined in Section 3.2.3, or marginalized
if tracking is lost.

Table 3.3 reports the ATE and NEES for dierent feature types, with and
without FEJ++ principle implemented, across varying camera noise levels. Overall,
FEJ++ guarantees consistency and improves performance in most cases. Looking at
the SLAM feature type rst, itis evident that FEJ++ provides signi cant gains in both
accuracy and consistency compared to the No-FEJ method, which results in triple the

ATE and a notably overcon dent covariance. FEJ++ with SLAM features achieves
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the most accurate state estimation compared to other feature types, similar to the per-
formance seen in ltering-based estimators. This improvement is due to features being
tracked for longer periods without losing information. In contrast, SLAM features
without FEJ++ perform even worse than sub-optimal approaches like MSCKF and
DROP, highlighting the critical role of consistency in optimization-based VINS. An
additional 100-run Monte-Carlo experiment (see Figure 3.6) illustrates how inconsis-
tent yaw quickly diverges, negatively impacting the x-y positional estimates. It is not
surprising to see that the FEJ++ and No-FEJ algorithms for MSCKF remain similar
as in ltering-based estimators. As introduced in Section 3.2.3, this feature type in-
volves marginalizing the features, while the navigation states|though requiring xed
linearization|have relatively limited impact. It can also be seen that FEJ++ has
slightly worse accuracy when the measurement noise is high (i.e., 3 pixels), which can
be equated to requiring all IMU states to use their FEJ++ instead of the best estimate
and thus can introduce linearization errors. Finally, as discussed in Section 3.2.3, the
DROP feature requires fewer states to apply FEJ++, since only the navigation state
associated with the dropped features needs to be xed. As a result, the di erence in
performance between FEJ++ and No-FEJ is even smaller for this method. While the
DROP approach o ers the highest e ciency, it sacri ces accuracy due to substantial
information loss.

We further conduct the experiments where the shifting window is employed and
the results are shown in Figure 3.5, where for each timestamp, we marginalize di erent
numbers (i.e., 1,3 and 6) of IMU states out of the window while introducing the same
number of new IMU states to maintain a total 10 clones. The camera noise used for
this evaluation is 1 pixel. Similarly, the SLAM feature with FEJ++ shows to achieve
the lowest error and the best performance compared to the other sub-optimal feature
types. In contrast, the SLAM feature without FEJ++ exhibits a notable performance

degradation.
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3.2.6.2 Trade-os in Applying FEJ

While FEJ++ enhances consistency by addressing observability-related issues,
its xed linearization points may also introduce small linearization errors in certain
cases. In our previous analysis, we observed that when using MSCKF or DROP fea-
ture types, the performance of FEJ++ shows minimallalmost negligible|accuracy
degradation under unrealistically high noise levels (e.g., 3 pixels). Nevertheless, the
reliability and robustness provided by FEJ++ generally outweigh these minor draw-
backs, making it a recommended choice for most practical systems.

Despite these bene ts, from our experience and further study, we explored con-
ditions where xed linearization errors can become signi cant enough to o set the
bene ts of improved observability. This issue often arises from inaccurate initializa-
tion conditions [35]. While much work has addressed the initialization problem, low-
excitation scenarios can still present challenges, leading to inaccurate initial prior for
the initial state and covariance (or information matrix) [101, 102]. To investigate this,
we simulate initial state perturbations from the ground truth, introducing errors into
the initial velocity and evaluating the performance with and without FEJ. The results
are shown in Figure 3.4, where the top gure shows the orientation error, and the
bottom gure shows the position error. The performance is compared between FEJ
(blue) and No-FEJ (orange) under di erent initial velocity perturbations. As shown,
when the initial velocity error is small, FEJ++ outperforms No-FEJ. However, as the
perturbation increases (e.g., 0.5 m/s), FEJ++ starts to show worse performance. This
occurs because the linearization error introduced by FEJ++ becomes more signi cant

than the error caused by the observability mismatch.

3.2.6.3 Fast Window Optimization

Now we aim to demonstrate the e ciency improvements with FEJ++. While
Ceres Solver is a powerful and widely-used optimization library, it does not fully allow
the matrix structure to bene t optimization provided by FEJ++. Speci cally, Ceres

Solver lacks a straightforward mechanism to exploit the xed linearization points of
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Table 3.4: Runtime for optimization with 10 clones and 20 iterations in ms.

Feature Type Feature No. FEJ (info) FEJ++ (info) Improve

25 24.4 13.3 45%
SLAM 50 44.2 25.0 43%
100 60.1 35.7 41%
25 19.3 14.2 26%
MSCKF 50 27.8 19.2 31%
100 30.8 22.8 26%
25 22.8 11.7 49%
DROP 50 38.7 20.0 48%
100 51.1 29.3 43%

FEJ++ or to avoid redundant computations, which limits its ability to take full ad-
vantage of the e ciency gains FEJ++ 0 ers. To overcome these limitations, we im-
plemented our own optimization algorithm that better integrates the FEJ++ bene ts.
We also consider three feature types: SLAM, MSCKF, and DROP features. Specif-
ically, we report optimization times for varying window sizes and feature counts, as
shown in Figure 3.7.

To ensure consistent and accurate estimation performance, the FEJ++ principle
is properly implemented. The results compare the optimization process with and with-
out applying FEJ++ and dynamic FEJ++ to accelerate the optimization. For clarity,
we use \FEJ++" throughout the following sections to refer to the complete design,
including both the extended FEJ++ principle and the dynamic FEJ++ mechanism.

Without the proposed method to speed up, solving fox in (3.6) involves con-
structing the full information matrix A from scratch, followed by the full Cholesky
decomposition ofA. This method is referred to as \FEJ (info)" in the gure, shown
in orange. In contrast, we utilize our FEJ-accelerated optimization, which maintains a
xed Arg; and takes advantage of matrix structure for faster Cholesky decomposition
as introduced in Section 3.2.5.1. This method is referred to as \FEJ++ (info)" in
the gure, shown in green. Note that dynamic FEJ++ is also incorporated, where we

track the evolution of all states|whether features or IMU states (including those not
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Figure 3.9: Comparison of the worse condition number during covariance recovery
over time when directly inverting information matrix (FEJ(info)) with the proposed
incremental covariance recovery method(FEJ++).

Table 3.5: Average ATE (in degrees/meter) with 10 clones and a maximum of 25
features in optimization (20 runs)

Feature Type No-FEJ FEJ(info) FEJ++(info)

SLAM 2.440/0.436 0.321/0.101 0.334/0.101
MSCKF 0.511/0.139 0.414/0.141 0.427/0.143
DROP 0.709/0.185 0.620/0.181 0.622/0.181

required to be FEJ'ed, such as biases). If a state is observed to converge and remain
stable over time, we treat it as matured and x its linearization point as introduced
in Section 3.2.2.

In the gure, the x-axis represents the sliding-window size, while the y-axis
shows the optimization time in milliseconds. Di erent line styles correspond to varying
feature counts, with results presented for 25, 50, and 100 features. From the gure, itis
clear that using the proposed e cient FEJ-based optimization, FEJ++(info), achieves
higher computational e ciency. For the same number of features (indicated by the
same line style in the gure), the green line (FEJ++(info)) is greatly lower than the
red one. Also, as the window size and the number of features increase, the di erence
between the two methods grows because solving more state requires more time and

FEJ++ has more apparent bene ts to avoid more redundant computations. Compare
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across these three feature types, as discussed in Section 3.2.5.1, it becomes evident that
the SLAM feature type has a higher computation because it keeps more measurements
and the features in the window. The MSCKEF feature type is the most e cient because

it greatly reduce the number of states.

Table 3.4 reports the numerical e ciency gains achieved by applying the FEJ++
design rule across di erent feature types and counts, with 10 clones in the window. The
table shows the runtime for each method and the corresponding improvement from
using FEJ++ (info). With the proposed formulation and solver, we observe a 26%
to 49% speedup, demonstrating clear e ciency benets. This is also demonstrated
in Figure 3.8, top row, where we plot the total number of measurements used for
optimization and the active ones for di erent feature types. It is evident that, at each
step, only a subset of the total measurements (i.e., the active ones) are used to compute

A in (3.7). Additionally, a more e cient Cholesky decomposition is applied to the
sub-block matrix, as shown in (3.10) for optimization. Since factors x the linearization
points, they do not require re-evaluation, thus avoiding redundant computations and
improving optimization e ciency.

We also report the accuracy of VINS performance in Table 3.5. Both FEJ im-
plementations (i.e., FEJ(info) and FEJ++(info)) achieve accurate performance. The
No-FEJ method with SLAM features shows a noticeable accuracy drop due to incon-
sistency. In contrast, the MSCKF and DROP feature types show minimal impact
with or without FEJ++, further supporting the ndings and discussions in the pre-
vious section. The slight di erence is due to the dynamic FEJ++, as described in
Section 3.2.2.

3.2.6.4 Fast Covariance Recovery

To demonstrate that FEJ++ can also accelerate the process of covariance recov-
ery, we conduct the following tests, with timing results presented in Figure 3.7, right.
In the experiment, we test to directly perform the inversion ofA without using FEJ

to speed up the Cholesky decomposition. This approach, colored in red, is referred
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Figure 3.10: Comparison of the runtime in each component for FEJ(info) and
FEJ++(info), including runtime of one time state correction (opt.), marginalization
(marg.) and covariance recovery (cov.). The setup is keeping 10 IMU clones, and
process a maximal of 25 features in each iteration.

Table 3.6: Average NEES (20 runs), which keeps 10 clones and uses a maximum of 25
features in optimization. The NEES values represent orientation / position.

Feature Type NEES (CERES) NEES (FEJ++)

SLAM 2.586 2.419
MSCKF 3.102 2.939
DROP 2.877 3.138

Table 3.7: Runtime for covariance recovery with 10 clones in ms.

Feature Type Feature No. CERES FEJ++ Improve

25 7.1 0.7 9.6
SLAM 50 20.1 2.1 13.9
100 38.9 3.1 12.5
25 5.5 1.0 5.4
MSCKF 50 6.2 1.2 5.0
100 6.1 1.2 5.0
25 5.5 0.9 6.1
DROP 50 7.8 1.6 4.9
100 9.2 2.0 4.6
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to as \FEJ (info)". To leverage FEJ++ design for speeding up covariance recovery,
one approach is to use the matrix structure we outlined earlier to accelerate Cholesky
decomposition for inverting the information matrix. This method, labeled as \FEJ++
(info)" in green, demonstrates the potential for speed-up. Lastly, we present our pro-
posed method, which maintains the xed covariance matrix to recover covariance in
the ltering form, as explained in Section 3.2.5.2. This method not only improves e -
ciency but also ensures numerical stability, and it is referred to as \FEJ++" in purple

in the gure.

We also vary the window size and number of features, using di erent feature
types, to examine the performance of each method. Generally, an increase in state or
measurement size corresponds to a longer time. From the results, it is evident that
the proposed methods signi cantly improve covariance recovery e ciency. Speci cally,
both the fast Cholesky decomposition for information matrix inversion (green line in
the gure) and the sequential update strategy based on xed Jacobians (Section 3.2.5.2,
purple line) outperform the baseline. This is demonstrated by their consistently lower
runtime compared to the orange line, which represents using naive matrix inversion.
When using SLAM features, the sequential update method (FEJ++ in purple) con-
sistently yields the best performance across all test con gurations|evidenced by the
purple lines remaining at the bottom for the same number of clones and features. In
comparison, FEJ++(info) (green) also improves e ciency but is slightly less e ective.
For other feature types, such as MSCKF and DROP, both methods show compara-
ble performance improvements. We should also highlight that the proposed method
(FEJ++) o ers bene ts for numerical robustness. While inverting the information
matrix during optimization can lead to numerical instability, the use of LM optimiza-
tion helps regularize the process. To demonstrate this, we plot the condition number
over time in Figure 3.9. For FEJ++(info), we show the condition number of the in-
formation matrix A, as inverting it is the most numerically unstable process. For the

proposed method, we report the condition number for the innovation matrixs in the
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Kalman lter, since inverting it is similarly prone to numerical instability. As ob-
served, ours shows a smaller condition number, indicating that it mitigates the risk of
numerical issues. This e ect will become more signi cant when using lower-precision
oating-point arithmetic (e.g. 32-bit single-precision oating point), which is typically
required in edge devices, highlighting the importance of our method in maintaining
numerical stability in practical applications.

We also compare the proposed approach (FEJ++) with Ceres in Table 3.7,
which reports the runtime for covariance computation across di erent feature types
and numbers of features, with the sliding window size set to 10. If we simply lever-
age Ceres Solver for covariance recovery, it supports either dense SVD or sparse QR
decomposition of the information matrix, followed by back substitution. Due to the
impractical slowness of dense SVD, we focus on the sparse QR approach. From the
table, it is clear that the proposed method provides signi cant speed gains, particularly
with the SLAM feature type. This is because SLAM features involve more states that
require xing, enabling greater avoidance of redundant computations and leading to
improved e ciency. This benet is also illustrated in Figure 3.8, bottom row, where
we plot both the total number of measurements (red) in the process and the active
measurements (blue). Clearly, at each time step, only active measurements| a subset
of the total|require re-evaluation to gain e ciency. Among the three feature types,
SLAM vyields the most xed states, resulting in the highest computational savings.
The consistency of the system and the recovered covariance are shown in Table 3.6.
The estimator demonstrates good consistency, with NEES values close to 3 for both
orientation and position. Additionally, the similarity in NEES values when compar-
ing the proposed FEJ++ to the Ceres method suggests that the covariance matrix
computed using our algorithm aligns closely with the results produced by Ceres. The
minor discrepancies between Ceres and our method are primarily due to the dynamic
FEJ++ design and di erences in the optimization algorithm. For instance, our use of
the LM method may introduce slight variations in the results.

Finally, we break down each component of the entire system to compare the
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performance with and without speed-up, as shown in Figure 3.10. It is evident that
both the optimization and covariance recovery processes bene t computationally from
FEJ++ acceleration. The marginalization process with FEJ++ is slightly slower due
to the need for performing LLT on the FEJ information and recovering the xed co-
variance, as outlined in Algorithm 1. However, this overhead is minimal. The compu-
tational savings are still signi cant, especially during the optimization process, which

involves multiple iterations for state correction.

3.2.7 Real-World Experiments

To further validate e ectiveness in real-world experiments, we demonstrate the
performance of the estimators with and without FEJ++ design rule, comparing both
the Ceres optimization and our own implemented optimization algorithm on the Eur-
RoC MAV dataset [19]. Only the left camera of the dataset is used, we keep 10 clones
in the state and use a maximum of 50 features in the update. Huber loss is used to
robustify against outliers and a maximum of 10 iterations is allowed to bound compu-
tation. As the SLAM feature shows the best accuracy in previous numerical studies
and the largest di erence with and without FEJ++, we only use SLAM features in
real-world experiments. In Table 3.8, we report the ATE for each algorithm along with
their runtime, also comparing the results to the state-of-the-art VINS-Mono [111].
From the results, it is clear that the algorithms with FEJ++ properly implemented
generally achieve better performance. Notably, our iterative optimization algorithm
signi cantly outperforms Ceres in e ciency, requiring only 8.7 ms per run compared
to roughly 30 ms for Ceres and 22 ms for VINS-Mono.

We also evaluate our system on the public KAIST Urban Dataset [80], which
was collected using a ground vehicle in challenging urban environments. The dataset
includes a 100 Hz Xsens MTi-300 IMU and a 10 Hz PointGrey Flea3 stereo camera.
The test sequence spans 36 minutes and 11.42 km. As shown in Figure 3.11, the nal
VIO result achieves an absolute trajectory error (ATE) of 2.05 degrees and 21.2 meters

(0.18%).
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Figure 3.11: Trajectory of the FEJ++-accelerated VINS on the KAIST Complex Urban
Dataset (sequence 38), demonstrating its performance in a challenging urban driving
environment. The red line indicates ground truth; the blue line shows the estimated

trajectory.
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Note that while FEJ++ is designed to improve consistency and e ciency, its
impact on accuracy may appear less pronounced in real-world datasets|even though
clear trends are observed in numerical studies. This is expected for several reasons.
First, the baseline estimator already achieves low drift and operates near the sensor
noise oor, where further gains in accuracy are limited by measurement noise and mod-
eling imperfections. Moreover, this work does not aim to build a full SLAM system
with loop closure, though this will be an interesting direction for future work. Loop
closures can cause signi cant change in linearization points, where the advantages of
FEJ++ would become even more evident due to potentially severe observability mis-
matches. Most importantly, FEJ++ provides substantial and consistent improvements
in computational e ciency|accelerating iterative optimization and covariance recov-
ery|while maintaining estimation accuracy, making it highly practical for real-time

applications.

3.2.8 Findings, Discussion and Limitations

The preceding experiments and discussions clearly demonstrate that FEJ++
signi cantly enhances performance of VINS. Also, di erent feature types have di er-
ent impacts. This underscores the importance of proper FEJ implementation. How-
ever, in practical systems, a combination of feature types is commonly used to balance
e ciency and accuracy. Incorrect or partial implementations of FEJ may introduce
linearization discrepancies, leading to erroneous information gain and degraded per-
formance. Thanks to the extended FEJ++ principle, applying FEJ becomes more
straightforward and manageable. We hope that the analysis and examples presented
in this paper provide clarity on why and how FEJ should be implemented in practi-
cal systems. Based on our analysis and numerical study, the following key takeaways

should also be highlighted:

~ Ensuring consistency ig®ssentialto improve the accuracy and robustness of VINS

performance.
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" FEJ improves accuracy and consistency when properly implemented by taking
into account the system observability and the applied feature management. It is
especially bene cial when dealing with long-lived features or a prior map. As the
practical system often incorporates di erent features to balance e ciency and

accuracy, we strongly recommend the use of FEJ.

In optimization-based systems, FEJ++ signi cantly improves computational ef-
ciency by avoiding redundant Jacobian evaluations. While this benet may
seem intuitive, it is important to design algorithms that exploit the structure
of the problem to fully realize the performance gains in both optimization and

covariance recovery.

The bene ts of using FEJ++ in terms of consistency, accuracy, and e ciency are clear,
we strongly recommend its proper implementation in the system. We also recognize
scenarios where xing state linearization points may introduce larger errors, particu-
larly during system initialization when an inaccurate prior and covariance are provided,
as discussed in Section 3.2.6.2. To address this, the authors recommend using an iter-
ative algorithm for system initialization to ensure robust operation and mitigate issues
that can arise from xing linearization points. Furthermore, we are exploring the de-
velopment of FEJ2 [25] to better model the errors introduced by FEJ, aiming to further

improve performance in Section 3.3.2.

3.2.9 Summary

In this work, we present FEJ++, an extended First-Estimates Jacobian frame-
work that advances the design of consistent, accurate, and e cient visual-inertial nav-
igation systems. Unlike prior FEJ principles that are either con ned to Itering-based
estimators or coupled with state marginalization pricess in sliding-window optimiza-
tion, FEJ++ provides a exible framework that is applicable across a broad range of
estimator architectures. In addition, FEJ++ introduces a dynamic mechanism that

tracks matured states|those that no longer change signi cantly|and selectively xes
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