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ABSTRACT

Ecological systems are increasingly at risk. At the same time, we have more data

describing these systems than ever before. Mathematicians can respond by making

insights from these datasets accessible to researchers, citizen scientists, and others. We

show how mathematical analysis of the shape of an ecological community generates

both actionable information and new questions. This work focuses on the analysis of

interactions in plant-pollinator communities and explores the detection of aggregations

of swallows using weather surveillance radar.

Animal pollinators are crucial for biodiversity and agriculture. There are many

available datasets which record plant-pollinator interactions. In these interactions, the

plant provides a resource to the pollinator, and the pollinator provides a resource to

the plant. Resource use can be naturally represented using a topological object called

a simplicial complex. We build on foundations of previous work on foraging graphs and

simplicial complexes with an emphasis on topological persistence and new data. We

analyze a small dataset collected at the University of Delaware and more comprehensive

data from around the H.J. Andrews Experimental Forest in Oregon. We frequently

encounter nontrivial topological features, and discuss the signi�cance of these �ndings.

We introduce RoostRingSearch, a Python tool developed in collaboration with

the University of Delaware Aeroecology Lab. RoostRingSearch uses weather surveil-

lance radar data to search for roost ring features created by large groups of swallows

leaving their communal roosting sites. Our algorithm is interpretable with few param-

eter choices. We discuss preliminary results using data from radar stations in Delaware

and Michigan and recommend next steps for improved detection.

xiii



Chapter 1

INTRODUCTION

Throughout this dissertation, we explore the structure of ecological communi-

ties. We begin with a topological investigation of collections of mutualistic interactions

between plants and pollinators. We conclude by describing an interpretable algorithm

for detecting large aggregations of birds such as purple martins on weather surveillance

radar. Our work provides tools for monitoring and understanding ecological systems.

Plant-pollinator interactions are both drivers of biodiversity and essential com-

ponents of human agriculture. Di�erent pollinator species play di�erent roles. Some

have a narrow focus, visiting only a small number of plant species. Others are more


exible, utilizing a variety of plant resources. There are many biotic and environmental

conditions which could determine whether a given pollinator species will visit 
owers of

a given plant species. It would be di�cult to determine these factors for all the species

in a given community, especially since many potential pollinators are not well studied.

We do have access to many historical and modern datasets which document interact-

ing pairs of plant and pollinator species. By using topology to analyze the observed

set of interactions, we can understand the structure of a plant-pollinator community

even when we don't have coordinate information for the species in that community.

This structure could have signi�cant practical consequences related to complementary

pollination services provided by di�erent animal species.

The coordinated motion of large groups of animals provides a concrete and

geometric example of organization in natural systems. When we know the characteristic

1



(a) Purple martin ( Progne subis) (b) Tree swallow (Tachycineta bicolor)

Figure 1.1: Two North American swallow species which can create roost ring features
on weather surveillance radar

shape of an aggregation, we can use this information to inform automated detection

of these groups. Classical examples of organisms which gather in large numbers and

display predictable group behavior are North American swallow species, such as purple

martins and tree swallows, shown in Figure 1.1. We introduce RoostRingSearch, a

Python tool for detecting the characteristic shapes generated by swallows on weather

surveillance radar.

For both applications, we use our techniques to generate speci�c hypotheses.

Our topological analysis of plant-pollinator interactions reveals a \missing" interaction

whose inclusion would have a signi�cant impact on the structure of a particular com-

munity. Using our RoostRingSearch tool, we identify recent appearances (especially in

2021 and 2022) of a potential purple martin aggregation in Michigan.

The interpretability of our techniques makes them well suited for a variety of

future work. We discuss several possible projects related to topological data analysis

(TDA) of plant-pollinator data. The RoostRingSearch pipeline has the capacity to be

modi�ed to analyze weather radar data collected using di�erent protocols, such as data

collected outside the United States. Our current and future work have the potential

2



to provide key insights about a variety of ecological systems.

1.1 Organization of the dissertation

Chapter 2 provides ecological background relating to plant-pollinator commu-

nities. These communities have already generated signi�cant interest in the research

community, with the result that some of their general properties are already known.

We make use of some of these properties when designing our constructions. We dis-

cuss aspects of plant-pollinator datasets which are important when interpreting our

results. We review some mathematical background related to existing analysis of plant-

pollinator interactions and similar ecological systems.

Chapter 3 reviews the main mathematical background relating to this work. The

chapter focuses on topics from applied topology, with a short introduction to category

theory to provide some mathematical context. We review existing applications of

topological data analysis to the �eld of ecology.

Chapter 4 formally de�nes the resource complex, the primary mathematical

object used in this work. We introduce the foraging complex, a speci�c instance of a

resource complex. We discuss and relate major precursors to our constructions. We

illustrate these concepts using a subset of the interactions in the University of Delaware

(UD) insect-
ower visitation dataset.

Chapter 5 addresses the reality of working with real datasets by extending our

analysis from the homology of a single simplicial complex to the persistent homology

of an increasing sequence of simplicial complexes. We discuss how to de�ne this se-

quence and how to estimate an upper bound for the dimension in which the dataset

could possibly produce any nontrivial persistent homology. Using these constructions,

we show that plant-pollinator interactions frequently produce nontrivial topological

features and that the presence of these features is related to the size of the dataset.

3



Chapter 6 explores how a small change in a dataset can eliminate multiple

topological features. We discuss the implications of this fact for the mathematical

stability of our constructions and the ecological conclusions of our analysis. We propose

a preliminary monitoring recommendation based on our conclusions.

Chapter 7 summarizes the conclusions of the plant-pollinator analysis in this

dissertation. We are optimistic that our foundations will create many opportunities

for future work. We suggest several possible projects here.

Chapter 8 discusses our RoostRingSearch tool for detecting aggregations of

North American swallow species on weather surveillance radar. We discuss a potential

roost detected in Michigan. We propose next steps for improved detection, focused on

utilizing the time evolution of roost rings.

Appendix A describes an insect-
ower visitation dataset the author collected at

the University of Delaware. Appendix B is an index of the mathematical de�nitions

included in this work. Appendix C is an index of the theorems included in this work.

Theorems 3.6.1 and 3.6.1 are classical results [32] which are included in the disserta-

tion for convenience. We introduce theorems 4.4.1 and 4.4.2 relating the two major

precursors to this work, and theorems 5.3.1 and 5.3.2 which facilitate our data analysis.

4



Chapter 2

ECOLOGICAL BACKGROUND

This work develops techniques for the topological analysis of ecological com-

munities. Plant-pollinator communities are the primary focus. This chapter provides

important background information related to this application area. Section 2.1 intro-

duces some helpful terminology. Section 2.2 motivates this research by communicating

the importance of biotic pollination. Section 2.3 describes a common form of histori-

cal and current datasets documenting pollinator activity. Section 2.4 points out some

ecological realities which a�ect mathematical representations of these systems. Sec-

tion 2.5 reviews the concept of an ecological niche and its relation to plant-pollinator

interactions. Section 2.6 discusses bipartite networks, a common representation of eco-

logical interactions including plant-pollinator interactions. Section 2.7 describes some

known properties of plant-pollinator networks. Section 2.8 summarizes constructions

by Sugihara [87] which provide important theoretical foundations for the current work.

Section 2.9 reviews some important considerations regarding the dimensionality of eco-

logical networks. Section 2.10 covers the foraging graph introduced by Peleg, Shmida,

and Ellner [72], which is an important precursor to the current work. Finally, Section

2.11 discusses the relevant topic of 1-mode networks.

2.1 Terminology

In this section, we establish some standard terminology as described in [98].

Animal visitors to 
owers facilitate the reproduction of many types of plants by trans-

porting pollen. This process is known as biotic pollination. From now on, we simply
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refer to this process as pollination. Typically a pollination interaction involves the

animal providing a pollination service to the plant and the plant providing a food re-

source to the animal. Thus pollination is a mutualistic interaction, meaning that the

interaction is bene�cial to both participants. Not all 
ower visitation is mutualistic;

illegitimate visitors are animals which visit 
owers without providing any pollination

service.

Mutualists range from specialists to generalists. A specialist may refer to a

mutualist whose morphology or behavior limits the interactions it may participate

in. Additionally, the term specialist may denote a mutualist with a small number of

partners. On the other hand, a generalist is a mutualist which does not have qualities

excluding certain interactions, or a mutualist with a large number of partners.

2.2 The signi�cance of biotic pollination

Mutualistic pollination is the process we wish to study. We will discuss reasons

why available datasets are approximations of pollination interactions. For now, we sim-

ply note that datasets may contain illegitimate visitors and the interactions observed

could in fact provide little to no bene�t for one or both of the participants.

Many species engage in pollination interactions. Bees, which frequently come

to mind when one thinks of pollination, are a diverse group likely containing more

than 18,000 species (with more waiting to be discovered) [65]. Many types of insects

are potential pollinators; our introductory dataset includes bees, wasps, 
ies, beetles,

butter
ies, and moths [58]. Hundreds of bird and mammal species act as pollina-

tors; hummingbirds and bats are signi�cant examples [75]. Despite the ubiquity and

importance of plant-pollinator interactions, we still do not fully know which species

participate in them. For example, a 2023 article [27] identi�ed the �rst candidate for

a pollinating frog species (Xenohyla truncata).
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Rodger et al. estimate that globally, about half of all species of 
owering plants

depend on the services of animal pollinators for 80% or more of their seed development

[78]. The dependence of some plants on animal pollination means that pollinator losses

place additional species at risk. There are already indications of decreases in pollinator

biodiversity. For instance, worldwide records suggest pervasive drops in bee diversity

[99]. There are many potential causes of bee declines; a frequently cited contributing

factor is the loss of suitable habitat [13]. An additional concern is invasive species;

invasive generalists may interact with many native species and destroy preexisting

relationships among native mutualists [1].

2.3 Plant-pollinator interaction data

One way to describe a plant-pollinator community is by listing the interactions

which are observed, where each interaction occurs between a type of plant and a type of

pollinator. It is common for each mutualist type to correspond to a species. This form

of record keeping has a long history. For example, two extensive datasets published

in the 1920s include this type of information [21, 77]. Modern monitoring of plant-

pollinator communities continues to include interaction data. This includes the two

datasets analyzed in this dissertation. In Chapters 4 and 5, we use a small insect-
ower

visitation dataset the author collected at the University of Delaware to introduce our

techniques. Appendix A contains a detailed description of this dataset. In Chapters

5 and 6, we analyze a long-term dataset including observed pairs of 
ower and visitor

taxa. This dataset was collected in 2011-2021 around the H.J. Andrews Experimental

Forest in Oregon, speci�cally in meadows in the western Cascades [85].

2.4 Ecological factors a�ecting mathematical representations

There are many ecological realities which can a�ect our mathematical represen-

tations of plant-pollinator communities. Some considerations are common to almost
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every analysis method, such as data completeness (Section 2.4.1), external in
uences

on the observed interactions (Section 2.4.2), and variability in community composition

(Section 2.4.3). There are also attributes of some plant-pollinator communities which

have particular signi�cance for topological representations. Within-group interactions

can occur, and these are not accounted for by our methods even though they have

an e�ect on the between-group interactions we do track (Section 2.4.4). There can be

considerable variability in the foraging behavior of individuals within a species (Section

2.4.5) which we will see has the potential to generate nontrivial topological features.

2.4.1 Data completeness

For various reasons, plant-pollinator studies may restrict data collection to par-

ticular taxa. For example, [56] focuses on hover
ies; this provides valuable data, but

plants have other visitors that are arti�cially excluded from the dataset. Omissions

of species or interactions can also be unintentional, occurring due to limitations of

the data collection process. For example, [56] showed an increasing trend relating

the number of individuals observed for each hover
y species and the number of plant

types visited by that hover
y species, suggesting that interactions involving uncommon

species can be undersampled. It is common in studies of bees for many species to be

represented by only 1-2 specimens [97].

Observational studies can be incomplete if data collection only takes place dur-

ing the day, because some plants are visited by animals both during the day and at

night [60]. It is also important to consider that animals may utilize 
owers in large

areas, potentially larger than the location of a study. As an extreme example, migra-

tory pollinator species such as hummingbirds may require 
oral resources in multiple

countries [83].
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2.4.2 External in
uences

The foraging strategies employed by pollinators can vary based on external in-


uences. For example, there is evidence that generalization increases in colder climates

[20]. Anthropogenic factors can have unexpected in
uences on plant-pollinator com-

munities. For example, arti�cial light at night can actually alter the 
ower visitation

which occurs during the day [40].

2.4.3 Community variation

Plant-pollinator communities evolve over time; it is possible that features of

the community can persist even as individual species or interactions vary [68]. For

example, the species composition of bee populations can change signi�cantly over space

and time [97]. Aggregating data collected over an extended period of time can obscure

the temporal dynamics of the community [63].

2.4.4 Within-group interactions

Records and analysis of plant-pollinator communities do not typically account

for within-group interactions. By within-group interactions, we mean interactions be-

tween two plants or interactions between two pollinators. These types of interactions

can occur, and they can a�ect the plant-pollinator interactions we observe. For ex-

ample, the work in [80] documents bees attacking hummingbirds, which causes some

deterrence of the hummingbirds from the 
owers occupied by bees.

2.4.5 Taxa heterogeneity

Many studies group all individuals of a species or higher taxon together. This

makes sense if all individuals in a taxonomic group behave similarly with respect to

their foraging preferences. However, this is not necessarily the case. Research has

shown, for example, that bees of the same species but of di�erent sexes can be about
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as di�erent as bees of di�erent species [79]. Social role can also be an important factor;

for instance, bumble bee queens can have noticeably di�erent 
ower visiting behavior

than their workers [36]. Due to identi�cation di�culties, it may be necessary to group

some animal pollinators together; see, for example, [38].

Variation can also occur within a single type of plant. For example, 
owers in

di�erent locations on cotton plants attract di�erent types of animal visitors [26]. Plant-

pollinator interactions are sometimes determined by identifying the types of pollen on

an animal's body; some pollen grains are di�cult to distinguish, so in the dataset these

plants must be grouped together [50].

2.5 The ecological niche

In order to interpret the topological constructions in this work, it will be helpful

to invoke the classical ecological concept of the niche, introduced by Hutchinson [47, 48].

Let X be a space whose axes correspond to factors describing potential habitats. The

niche of an individual or group of individuals is the set of points inX corresponding

to livable habitat. This region is frequently referred to as a hypervolume in ecological

literature [47, 48].

A plant and pollinator can only interact if there is some set of environmental

conditions which is suitable for both of them; in other words, their abiotic niches must

intersect [3]. Even if a plant and a pollinator can live in the same environment, they

do not necessarily interact. There are plant traits and pollinator traits which help de-

termine whether interactions occur. For example, 
ower height in
uences the animals

which will visit a 
ower; this occurs even in habitat types such as grasslands, where

the range of heights is relatively small [57]. Related species may exhibit variable sensi-

tivities to the same partner trait. A study investigating pipevine swallowtails (Battus

philenor) and skippers (Hesperiidae family) found that swallowtails are adaptable in
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their 
ower color preferences, while skippers seek out light blue 
owers [12].

There is evidence that the pollination e�ectiveness of a collection of bee species

is driven more by the niche coverage it provides than its membership count [37]. This

has important practical implications. Some researchers advocate for functional com-

plementarity as an important objective for pollinator conservation [26].

2.6 Bipartite networks

A topic of considerable interest in the current work is how to usefully represent

plant-pollinator communities. Early work analyzing the structure of mutualisms found

success by extending representations utilized for food webs [53]. Bipartite networks

are a useful option for representing many types of biological systems; this includes

mutualisms such as plant-pollinator interactions [71].

Although we focus on plant-pollinator interactions, the techniques we develop

apply to any system which can be represented as a bipartite network. This creates

many additional application areas, such as analyzing mutualistic cleaning interactions

in reef environments [41]. Observed disparities in the number of cleaner species and

number of client species [41] would have interesting implications for the algorithms we

introduce.

In a bipartite network, there are two types of vertices. A common pipeline

when analyzing plant-pollinator data is to use di�erent plant species for the �rst set

of vertices and di�erent pollinator species for the second set of vertices [33]. In place

of species, a higher taxonomic level such as genus may be used [58]. It is also possible

to associate each vertex with a single individual rather than a group of individuals

[33]. For example, one study used individual thistle plants as one set of vertices and

individual honeybees as another set of vertices [33].

Mathematically, the best grouping is not necessarily a taxonomic classi�cation
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but rather a \kind of organism" as de�ned by Cohen [22]. As motivation, consider

that some species may be very similar to each other. As an extreme example, if

two pollinators visit the same set of plant types, then it is reasonable to group them

together. This is true even if these pollinator species are not closely related in a

taxonomic sense. On the other hand, there can be considerable variability among

individuals of a single species. For example, an insect species may have an aquatic

juvenile form and a winged adult form. We would expect the juveniles and adults to

have markedly di�erent needs, and they should not be grouped together even though

they are the same species. A \kind of organism" is a group of individuals with a

connected niche. This group could consist of a single species, several species, or selected

members of a species [22].

After selecting the vertices, one needs to determine which edges to include. As

discussed in [2], it is common in pollination research to actually use a visitation network.

In this representation, an animal vertex is connected to a plant vertex whenever an

individual of the given animal species is observed visiting a 
ower of the given plant

species. The exact criteria for inclusion vary based on the individual study. Visitation

is only a proxy for the mutualistic interaction of interest. It is possible that one of the

partners in the visitation interaction actually receives little to no bene�t. Alternatively,

one may require that the visitor actually carry pollen of the same plant species it is

visiting. Comparing these de�nitions reveals that visitation is an approximation for

pollination. A pollen-transport network may have structural di�erences, for example

being overall more specialized than the visitation network. [2]

Field observations of plant-pollinator assemblies are imperfect. Determining

the plant species whose pollen is carried by animal visitors may provide evidence of

interactions which were not discovered during visual monitoring of animal visits to


owers [10]. One option is to combine the interactions generated by observed visits
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with the interactions generated by pollen identi�cation; such a combined network may

have its own properties such as a decline in the occurrence of extreme specialization

[10]. Another approach is to mathematically identify interactions which are likely given

some input conditions [84]. We consider related questions in Chapter 6.

2.7 Known properties of plant-pollinator networks

For multiple properties in this section, it is helpful to describe a mutualistic

community using a binary interaction matrix. The rows of this matrix correspond to

one type of mutualist, and the columns correspond to the other type of mutualist.

For example, the rows could represent plant types and the columns could represent

pollinator types. Each matrix element is equal to 1 if the given pair of mutualists

interacts, or 0 otherwise. For datasets which include more quantitative information,

it is possible for the matrix elements to be equal to a number of interactions or some

other measure of interaction strength.

2.7.1 Specialization and generalization

An important quantitative descriptor of a mutualist is its number of partners

[49]. Species vary from being very specialized to being very generalized [95]. At the

extremes of specialization and generalization, a mutualist could interact with only

one type of partner or with nearly every available type of partner. An example of

a generalist in our insect-
ower visitation dataset (see Appendix A) is the beeApis

mellifera, which visited 
owers of seven out of eight plant genera included in the dataset.

Our understanding of whether a species is specialized or generalized can depend

on how we view the situation, as illustrated by thinking about a plant-pollinator com-

munity on an island, as suggested by [73]. Suppose a small number of species live on

the island. One could argue that all the plant and pollinator species on the island

are specialists, because they interact with a small number of partners. On the other
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hand, there are not many potential partners in the �rst place. Another approach is to

consider species generalists if they interact with most of the available partners, even if

the resulting number is small. The selectivity of a species is the number of partners it

interacts with divided by the number of partners which are available. In practice, one

should use caution when deciding whether a plant type or pollinator type is actually

available as a potential partner. For example, if interactions are observed over a length

of time, a plant and pollinator only have the opportunity to interact if the 
owering

period of the plant overlaps with the active foraging period of the pollinator [73].

Conceptually, a mutualist's number of partners is attractive as a measure of

generalization; however, there are some drawbacks to this approach, as discussed by

[51]. As an example, imagine two plants. The �rst plant is pollinated by ten bee

species. The second plant is pollinated by a bee, a butter
y, a beetle, and a 
y. If

we just count the number of partners, the �rst plant appears more generalized. On

the other hand, the second plant has a more diverse group of visitors. It seems like

it must have a more general pollination strategy. The insensitivity of the number of

partners to the makeup of those partners is a potential disadvantage of this measure

of generalization [51].

If we know not just whether a given plant and pollinator interacted, but how

many times they interacted, it is possible to use the Kullback-Leibler distance [61] as

a more sophisticated measure of specialization, as outlined by [9]. LetA be a �nite-

dimensional matrix, where each row corresponds to a member of one mutualist role

and each column corresponds to a member of another mutualist role. For example,

each row could be a plant species and each column could be a pollinator species. Let

aij be the number of times speciesi interacts with speciesj . Let B be the normalized

matrix with entries

bij =
aijP
i;j aij
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Let cj =
P

i bij . We de�ne

di =
X

j

�
bij

ci
ln

bij

ci cj

�

and normalize this quantity as

d0
i =

di � mini (di )
maxi (di ) � mini (di )

This measures the specialization of speciesi by comparing its actual interactions with

what would be predicted based on partner availability [9].

2.7.2 Asymmetric specialization

As outlined in [93], asymmetric specialization occurs when a specialist interacts

with generalists rather than other specialists. There is evidence that most specialists

in plant-pollinator communities use this strategy. One metric for this property is to

compare the degree of a specialist with the average degree of its partners [93].

Johnson et al. discuss an example of a trait combination which promotes asym-

metric specialization [50]. Flower visitation by hawkmoths provides one example.

Flowers vary with respect to the length of their 
oral tube. Likewise, hawkmoths

vary with respect to the length of their proboscis. Consider a plant species whose 
ow-

ers have long 
oral tubes, such that few hawkmoths have a proboscis long enough to

feed from these 
owers. The plant is a specialist, because it has few possible partners.

However, its hawkmoth visitors are likely generalists. They have a long proboscis,

which gives them the option to feed from many 
ower types [50].

2.7.3 Nestedness

Another property which seems to be typical of mutualistic communities is nest-

edness [6]. That is, a specialist's set of partners is usually a subset of a more generalist
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mutualist's set of partners [6]. This property is one of the motivations for our use of

�ltrations, which we will discuss in Chapter 5.

Brualdi and Sanderson developed \nestedness discrepancy" as one way to quan-

tify how nested a community is [14] . Construct the binary interaction matrix describ-

ing the mutualistic community. Furthermore, arrange the rows and columns so that

their sums are non-increasing. De�ne a perfectly nested matrix to be one in which

the entries of each row and column are non-increasing. In other words, the positive

elements should be the leftmost elements of each row and the upper elements of each

column. Now, we de�ne the nestedness discrepancy of the interaction matrix to be

the number of 1s which need to be moved to a di�erent column (but the same row) in

order to produce a perfectly nested matrix. The nestedness discrepancy of a particular

interaction matrix can be contextualized by comparing this value to that of random

binary matrices with the same row and column sums [14].

2.7.4 Modularity

Another property frequently observed in plant-pollinator networks is modularity,

explored in work including [67]. In modular networks, the community's organisms

are grouped together in subcommunities, and most interactions occur within these

subcommunities. We can refer to these subcommunities as modules. This property is

particularly apparent in larger networks [67].

A standard pipeline for assessing modularity is described in [42]. An binary

interaction matrix together with a partition of the community members generates a

measure of modularity. Stochastic optimization is employed to obtain a partition with

high modularity. This general approach has some limitations. For example, settling

on a single partition does not reveal any potential multiscale modularity present in the

community [42].
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2.7.5 Varying interaction strength

By de�nition, an organism bene�ts by participating in a mutualistic interaction;

however, the degree of the bene�t obtained can vary. There is some evidence that the

frequency of an interaction provides an approximation for the bene�ts provided by

a kind of animal to a kind of plant [94]. Likewise, pollinators may not view all the


oral resources they use as equal; even among generalist pollinators, animals may have

reliable preferences for certain kinds of plants [38].

2.8 Homology of niche spaces

In this section, we discuss the framework established by Sugihara for using sim-

plicial complexes to study resource use in ecological systems [87]. The set of resources

used by a species is related to the niche of that species, and the resource use of all the

species in a community reveals the structure of the shared niche space. This founda-

tional research was an important inspiration for the work described in this dissertation.

Sugihara analyzes 40 food webs, each represented by a binary matrix. The (i; j )

entry of each matrix is 1 if consumerj utilizes resourcei as a food source and 0 if

it does not. For our applications, binary matrices naturally represent the presence or

absence of plant-pollinator interactions in a community.

Note that Sugihara also considers a dataset of community matrices, whose en-

tries quantify the amount of niche overlap between species. We will not focus on this

application here, because the plant-pollinator datasets we analyze document resource

use rather than niche overlap. Sugihara applies various thresholds to the community

matrices in a way that is similar to the idea of persistence which we will discuss later.

However, we provide instructions for computing persistence from binary data.

Each food web generates a resource graph in which vertices correspond to re-

sources and edges correspond to pairs of resources which are used by some common
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consumer. The key insight is extending from a resource graph to a simplicial complex.

Vertices correspond to resources, and simplices correspond to sets of resources used

by some common consumer. A simplex may consist of more than two vertices, so a

simplicial complex faithfully captures information about large sets of resources used

by some common consumer. The number of resources used by a consumer is related

to the specialization of that consumer, with specialists using fewer distinct resources.

Sugihara uses the notationK C (R; � � 1) for this simplicial complex, whereC is the set

of consumers,R is the set of resources, and� � C � R is the relation describing which

consumers use which resources.

After using food web data to generate a simplicial complex, the next step is

to compute the homology of that complex. Of the systems considered by Sugihara,

most contain no topological holes. There are only two 1-dimensional holes and no

higher-dimensional holes among all the food webs. Both of the 1-dimensional holes

are bounded by small \triangular" cycles containing only three vertices. Sugihara pro-

vides some general explanations for why topological holes might be observed, including

missing species, consumers which use heterogeneous sets of resources, and arbitrary ag-

gregation of distinct groups. More detailed hypotheses were provided for the two food

webs found to have topological holes.

Overall, Sugihara's analysis suggests that topological holes are uncommon in

ecological systems such as food webs. This conclusion complements the development

of a rich theory of community assembly. Our work depends on the resource complex

framework, but by using persistence and new datasets, we �nd a greater presence of

topological holes in representations of plant-pollinator communities.
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2.9 Dimensionality considerations

Classical work by Cohen connects the niche concept to the understanding of

food web structure [22]. Di�erent predators have di�erent requirements for the ani-

mals they consume; this generates a sort of niche describing the dietary requirements

of these predators. If two kinds of predators consume the same kind of food, then

we expect that the predator niches overlap (with the common prey contained in that

overlap). Knowing the pattern of overlaps between predators tells us something about

the dimension of the space containing the predator niches. Following Cohen's interpre-

tation, we can consider the dimension of a community to be the minimum dimension

of a space in which intersecting niche regions could generate the patterns of shared

resource use observed in the data [22].

In a response to Sugihara's conclusions, Cohen and Palka noted that in food

webs, the occurrence of complexes with no topological holes decreases for communities

with large numbers of species [23]. More recent analysis of ecological networks by Ekl•of

et al. bolsters this conclusion by identifying coupled increases in dimensionality and

complexity [35]. Our work also supports this conclusion.

2.10 Foraging multigraphs

Peleg, Shmida, and Ellner introduced the foraging graph, an important precur-

sor to this work [72]. We describe their construction in this section. We will use the

term foraging multigraph instead of foraging graph, to be consistent with our upcoming

de�nition of a graph.

Peleg, Shmida, and Ellner describe a situation in which there are various kinds

of 
owers and bees, along with a set of 
ower-bee interactions. From this input infor-

mation, they generate a multigraph with labeled edges. Each vertex represents a kind

of 
ower. The edge (vi ; vj ; k) connecting verticesvi and vj and having labelk indicates
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that bee type k visits 
ower types i and j . This multigraph may contain some cycles.

A cycle is called elementary if no vertex is repeated. A cycle is heterogeneous if its

edges have more than one label. Under a proposed modeling framework for 
ower visi-

tation by bees, the prediction made by Peleg, Shmida, and Ellner is that heterogeneous

elementary cycles should be absent from foraging multigraphs.

2.11 1-mode networks

Recall that an interaction matrix A has rows corresponding to one mutualist

role (for example 
ower types) and columns corresponding to the other mutualist role

(for example pollinator types). Each matrix element is positive if a given mutualistic

interaction occurs, and 0 otherwise. For our applications the positive entries will all be

equal to one, but in general they could give some indication of interaction frequency

or strength.

Suppose we wish to know whether there is some animal type which visits both


ower type i 1 and 
ower type i 2. If so, rowsi 1 and i 2 of the interaction matrix should

have nonzero entries in the same column. In other words, the dot product of rowsi 1

and i 2 is nonzero exactly when 
ower typesi 1 and i 2 interact with a shared animal

type- (we assume no negative matrix elements). We can obtain this information for

all pairs of 
ower types by computingAA T . Similarly, we can test whether all pairs of

animal types have a shared 
ower type by computingAT A.

As discussed in [71], the process of using a bipartite network to generate two

1-mode networks by using the matrix productsAA T and AT A is known as projection.

The choice of eitherAA T or AT A determines which set of vertices from the bipartite

network will become vertices in the 1-mode network. The elements of the matrix

product determine the set of edges in the 1-mode network. One choice is to include

an edge between verticesi and j whenever the (i; j ) entry of the matrix product
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is nonzero. Other choices of weights and thresholds can generate di�erent 1-mode

networks. Biomedical networks are frequently investigated using this technique [71].

Of particular interest to us, researchers also use 1-mode networks to represent plant-

pollinator communities [63].
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Chapter 3

MATHEMATICAL BACKGROUND

This chapter contains a summary of the relevant mathematical techniques which

are already established in the literature. Most of the material in this chapter comes

from the �eld of topological data analysis. We begin with a brief introduction to

category theory and end with some information on the software used in this work.

3.1 Category theory

This section provides an introduction to some relevant concepts from category

theory. Speci�cally, we cover categories and functors. These will add useful context

to the upcoming discussion of algebraic topology. This entire section is based on the

presentation in [76].

We begin with the de�nition of a category.

De�nition 3.1.1 (Category). A categoryC is a collection of objects, which we denote

objects(C), and a collection of morphisms, which we denote morphisms(C), satisfying

the following:

ˆ If f 2 morphisms(C), then f has domain X and codomainY with X; Y 2

objects(C). f maps every element ofX to some element ofY.

ˆ For every X 2 objects(C), there is an identity morphism 1X : X ! X . Let

f 2 morphisms(C) have domainX and codomainY. Then 1Y f = f 1X .

ˆ Let f; g; h 2 morphisms(C). If the codomain of f is the same object as the

domain of g, then there is a compositiongf which has domain equal to the
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domain of f and codomain equal to the codomain ofg. If h has domain equal to

the codomain ofg, then (hg)f = h(gf ).

Many foundational mathematical constructions are examples of categories.

Example 3.1.1 (Categories). The following are categories:

ˆ TOP, where objects(TOP) consists of topological spaces and morphisms(TOP)

consists of continuous functions

ˆ GROUP, where objects(GROUP) consists of groups and morphisms(GROUP)

consists of group homomorphisms

ˆ VECT F, where objects(VECTF) consists of vector spaces over the �eldF and

morphisms(VECTF) consists ofF-linear maps

In general, a category's morphisms respect the important structure of its objects.

Morphisms are the heart of a category. A map from one category to another must act

on both the objects and the morphisms. This map is called a functor, which we now

formally de�ne.

De�nition 3.1.2 ((Covariant) functor) . Let C1 and C2 be two categories. Then

F : C1 ! C2

is a covariant functor if it de�nes an object FX 2 objects(C2) for every object

X 2 objects(C1), it de�nes a morphism F f : FX ! FY in morphisms(C2) for every

morphism f : X ! Y in morphisms(C1), and it respects composition and the identity.

Speci�cally, it must satisfy

F (gf ) = Fg(F f )
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for all morphismsf; g 2 morphisms(C1) such that gf is well-de�ned, and

F (1X ) = 1 F X ;

where 1X and 1F X are the identity morphisms on the objectsX 2 objects(C1) and

FX 2 objects(C2), respectively. All the functors we use in this work will be covariant,

so we simply refer to them as functors.

As implied by the de�nition, there is another class of functors. These are called

contravariant functors. We will not use them in this work, but note that in general

there are many important contravariant functors such as the contravariant functor

which maps a vector space to its dual space.

The �eld of algebraic topology focuses on the study of functors to \algebraic"

categories such as GROUP and VECTF from the topological category TOP. In Section

3.3, we will discuss the homology functor which maps from the category TOP to the

category VECTF (when we use coe�cients from a �eld). This functor is frequently

used in the analysis of real datasets.

3.2 Simplicial complexes

This section begins our discussion of topological data analysis and algebraic

topology. These are the key mathematical disciplines underlying our analysis. There

are many resources covering this material; the content in this section is based on [39].

In general, there are many topological spaces. The simplicial complex is the

object we generate from data and whose topological properties we will analyze. We

de�ne a simplicial complex as a combinatorial object. Geometric realizations of simpli-

cial complexes have interpretable structural features which we will discuss in Section

3.3.
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The foundation of a simplicial complex, which we will de�ne shortly, is a set

S. We often call this the vertex set of the simplicial complex. For the applications

we consider, the vertex set will be always be �nite. Therefore, we will assume a �nite

vertex set for the remainder of this work.

De�nition 3.2.1 (Power set P(S)). Let S be a set. The power set ofS, which we

write as P(S), is the collection of all subsets ofS, namely

P(S) = f � � Sg:

De�nition 3.2.2 (Simplicial complex). Let S be a set. A simplicial complexK � P (S)

is a collection of subsets ofS such that if � 2 K and � � � then � 2 K .

De�nition 3.2.3 (Simplex, n-simplex). Let K be a simplicial complex. Each set

� 2 K is a simplex. An-simplex is a simplex containingn + 1 elements.

De�nition 3.2.4 (Dimension of a simplex). If a simplex containsn +1 elements, then

it has dimensionn.

De�nition 3.2.5 (Dimension of a simplicial complex). The dimension of a simplicial

complex is the largest dimension of its simplices.

De�nition 3.2.6 (Graph). A graph is a simplicial complex whose dimension is 0 or 1.

When de�ning the simplicial complex, we required that every subset of a simplex

must itself be a simplex in the simplicial complex. In the context of a graph, this

amounts to requiring that the endpoints of every edge be vertices in the graph. The

hypergraph is another generalization of a graph which we do not utilize in this work.

See Section 3.9.2 for an example of an ecology application better suited for hypergraph

representations.
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De�nition 3.2.7 (Face). Let � be a simplex.� is a face of� if � � � .

Example 3.2.1 (Faces). The faces of the simplexf a; bg are ; , f ag, f bg, and f a; bg.

For many applications, we wish to construct a simplicial complex using a �nite

set of points in Rd. We sometimes refer to such a set of points as a point cloud. Note

that this construction is well-de�ned not just for points in Rd but for any setting in

which there is a de�nition of pairwise dissimilarity between points. The dissimilarity

does not need to be a metric; it su�ces to assign a real value to each pair of distinct

points. It is typical for these real values to be nonnegative.

De�nition 3.2.8 ((Nonnegative) dissimilarity measure). Let S be a set. A dissimi-

larity measure is a map

d : S � S ! R

satisfying

d(s1; s1) � d(s1; s2) for all s1; s2 2 S

and

d(s1; s2) = d(s2; s1) for all s1; s2 2 S:

In addition, a nonnegative dissimilarity measure satis�es

d(s; s) = 0 for all s 2 S:

The �rst condition of a dissimilarity measure combined with the additional

condition for a nonnegative dissimilarity measure implies thatd(s; t) � 0 for all s; t 2 S,

as suggested by the name. We do not require a nonnegative dissimilarity measure for

the construction that follows, but we have named it since it appears frequently in

applications. Note that a dissimilarity measure does not need to be a metric.
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De�nition 3.2.9 (Vietoris-Rips complexV R� (S)). Let S be a set and letd : S� S ! R

be a dissimilarity measure. Let� be a real number. The Vietoris-Rips complexV R� (S)

is the simplicial complex

V R� = f � � S j d(s1; s2) � � for all s1; s2 2 � g:

The Vietoris-Rips complex is de�ned for any dissimilarity measure, but from this

point we always assume a nonnegative dissimilarity measure. In this case, the complex

V R0(S) contains a 0-simplexf sg for every s 2 S. If in addition the dissimilarity

measured satis�es d(s1; s2) > 0 for every s1; s2 2 S with s1 6= s2, then the complex

V R0(S) only contains these 0-simplices.

3.3 Homology

Now we are ready to discuss the homology of simplicial complexes; this section

is based on [39]. In this work, we always assume that all coe�cients are elements of

a �eld, and consequently we will work with vector spaces. There are more general

theories, and it is common to refer to some of the spaces we are about to de�ne as

groups even when working with vector spaces as we are here.

De�nition 3.3.1 (Orientation, oriented simplex). Let � = f v0; v1; :::; vng be a sim-

plex. An orientation is a choice of equivalence class of vertex orderings, where two

vertex orderings are elements of the same equivalence class if they di�er by an even

permutation. An oriented simplex is a simplex which has been assigned an orientation.

We identify an oriented simplex by writing an element of the chosen equivalence class

of vertex orderings, for example

� = [ v0; v1; :::; vn ]:
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These oriented simplices generate the vector spaceCn . Note that we de�ne the

vector spaceC� 1 to ensure consistency in the upcoming de�nition of the boundary

map.

De�nition 3.3.2 (Chain group Cn , n-chain). Let K be a simplicial complex and letF

be a �eld. For n a nonnegative integer, the chain groupCn (K ) is the vector space over

F whose basis elements are then-simplices ofK , each assigned an arbitrary orientation.

The chain groupC� 1(K ) is the vector space overF which only contains the empty set.

When the simplicial complexK is clear from context, we simply writeCn . A chain or

n-chain is an element ofCn .

For n a nonnegative integer, the elements ofCn (K ) are F-linear combinations

of oriented n-simplices ofK . The chain groupC� 1(K ) is a vector space which only

contains one element, so it is isomorphic to the zero vector space. Multiplication by

� 1 2 F acts on an oriented simplex by changing the order of its vertices by an odd

permutation. If F = F2, then � 1 = 1 and so both orientations of a simplex are the

same. We use the Eirene package, which computes homology over the �eldF2 [45]. For

the sake of generality, we still keep track of orientations in the discussion that follows.

We are working towards de�ning the homology of a simplicial complex. This homology

is independent of the orientations chosen for the simplices, a fact whose justi�cation is

beyond the scope of this introductory chapter.

The boundary map@n maps an orientedk-simplex to the alternating sum of its

codimension 1 faces.

De�nition 3.3.3 (Boundary map @n ). Let � = [ v0; :::; vn ] be an orientedn-simplex.

Fix the ordering of the vertices of� . For j 2 f 0; :::; ng, let

� j = [ v0; :::; vj � 1; vj +1 ; :::; vn ]:
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In other words, � j is the oriented (n � 1)-simplex obtained by deleting the vertex in

position j (starting at position 0). The boundary map@n is the linear map

@n : Cn ! Cn� 1

� 7!
nX

j =0

(� 1)j � j

Note that this de�nition speci�es the action of the boundary map on the basis

of Cn . We use linearity to determine the image of an arbitrary element ofCn . The

boundary map@0 maps every 0-simplex to the empty set. A linear map whose image

is a single element is isomorphic to the zero map. This is consistent with the fact that

C� 1 is isomorphic to the zero vector space.

Lemma 3.3.1 (Composition of boundary maps). Let n be a positive integer. Then

for any chain groupCn ,

@n� 1 � @n (c) = 0

for all c 2 Cn .

Proof. If n = 1 then @n� 1 is isomorphic to the zero map and we have the result. So we

assumen > 1. It su�ces to show that the image of every basis element ofCn is zero.

Let � = [ v0; :::; vn ] be an orientedn-simplex. Let

� i;j = [ v0; :::; vi � 1; vi +1 ; :::; vj � 1; vj +1 ; :::; vn ]

be the (n � 2)-simplex obtained by deleting the vertices at positionsi and j of � . We

will compute the image of� , noting that the indexing changes relative to the original

vertex order of � when we delete the �rst vertex. We obtain
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@n� 1 (@n (� )) = @n� 1

 
nX

j =0

(� 1)j � j

!

=
nX

j =0

(� 1)j @n� 1 (� j )

=
nX

j =0

(� 1)j
n� 1X

i =0

(� 1)i (� j ) i

=
nX

j =0

(� 1)j

 
j � 1X

i =0

(� 1)i (� j ) i +
n� 1X

i = j

(� 1)i (� j ) i

!

=
nX

j =0

(� 1)j

 
j � 1X

i =0

(� 1)i � i;j +
n� 1X

i = j

(� 1)i � i +1 ;j

!

=
nX

j =0

(� 1)j

 
j � 1X

i =0

(� 1)i � i;j +
nX

i = j +1

(� 1)i � 1� i;j

!

=
nX

j =0

(� 1)j

 
j � 1X

i =0

(� 1)i � i;j �
nX

i = j +1

(� 1)i � i;j

!

=
nX

j =0

j � 1X

i =0

(� 1)i + j � i;j �

 
nX

j =0

nX

i = j +1

(� 1)i + j � i;j

!

:

We can interchange the roles ofi and j in the second term to obtain

@n� 1 (@n (� )) =
nX

j =0

j � 1X

i =0

(� 1)i + j � i;j �

 
nX

i =0

nX

j = i +1

(� 1)i + j � i;j

!

=
X

0� i<j � n

(� 1)i + j � i;j �

 
X

0� i<j � n

(� 1)i + j � i;j

!

= 0

as needed.

It follows from Lemma 3.3.1 that the image of@n is a subspace of the kernel

of @n� 1. This fact motivates the following de�nitions. We follow the convention of
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referring to the following objects as groups, even when using �elds for coe�cients

producing the structure of a vector space.

De�nition 3.3.4 (Cycle group Zn , n-cycle). Let K be a simplicial complex. The

vector spaceZn (K ) is the kernel of the linear map@n . The simplicial complexK is

often clear from context, and we simply writeZn . A cycle or n-cycle is an element of

Zn .

De�nition 3.3.5 (Boundary group Bn , n-boundary). Let K be a simplicial complex.

The vector spaceBn (K ) is the image of the linear map@n+1 . The simplicial complex

K is often clear from context, and we simply writeBn . A boundary or n-boundary is

an element ofBn .

De�nition 3.3.6 (Homology groupHn , homology class [c], homologous). Let K be

a simplicial complex. Hn (K ) is the quotient vector spaceZn (K )=Bn (K ). We may

simply write Hn whenK is clear from context. An element ofHn (K ) is an equivalence

class which we call a homology class. We use the notation [c] for the homology class

containing the cyclec. Two cycles are homologous if they are elements if the same

homology class.

De�nition 3.3.7 (Trivial homology class, trivial cycle). A homology class [c] is trivial

if [c] = [0]. A cycle c is trivial if c 2 [0].

Note that two cycles are homologous if they di�er by a boundary. If a cycle is

a boundary, then it is trivial.

De�nition 3.3.8 (Homology). Let K be a simplicial complex. The homology ofK

consists of the spacesHn (K ) where n ranges over the nonnegative integers.

De�nition 3.3.9 (Betti number � n ). The Betti number � n is the dimension of the

vector spaceHn .
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The Betti numbers count certain topological features of the space.� 0 is the num-

ber of connected components (we won't focus on 0-dimensional features in this work).

� 1 counts empty spaces which are bounded by 1-simplices (like windows in the simpli-

cial complex). � 2 counts empty spaces which are bounded by 2-simplices (like bubbles

in the simplicial complex). We will always work with simplicial complexes generated

by �nite datasets, so all the vector spaces we encounter will be �nite-dimensional.

Let n be a nonnegative integer and letF be a �eld. Then Hn , along with the

induced action on maps, is a functor from the category TOP to the category VECTF.

In the next section, we will consider inclusion maps of simplicial complexes and the

induced linear maps between homology groups.

3.4 Persistent homology

This section introduces persistent homology, which has become an essential

technique in the �eld of topological data analysis. Many texts provide introductions

to this type of analysis. The background information in this section is based on the

presentation in [39] and [69]. Persistent homology is essential to the analysis of real

datasets, since the homology of a single complex is not robust to perturbations of the

data. We discuss persistent homology for our application in Chapter 5.

We previously discussed the Vietoris-Rips complex, which depends on a param-

eter � and a set of points inRd. There are various issues with committing to a single

choice of� . The user performing the analysis of a dataset may not know how to choose

a good value of� . In fact, multiple values of � may be needed to detect features in a

dataset with multiscale structure. Topological features which are present for a small

range of values of� tend to be local features, while features which are present for a

wide range of values tend to be more global features. This information is lost if we

only use one value of� .
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A standard solution in TDA is to construct simplicial complexes and track

topological features for a range of values of� . If

� 1 < � 2 < ::: < � N ;

then we obtain inclusions

V R� 1 (S) ,! V R� 2 (S) ,! ::: ,! V R� N (S):

Note that a �nite set of points can only generate a �nite number of distinct Vietoris-

Rips complexes, despite the in�nite number of valid values for the parameter� .

This sequence of Vietoris-Rips complexes is a motivating example; in practice,

what we require is any increasing sequence of simplicial complexes

K � 1 ,! K � 2 ,! ::: ,! K � N ;

with each simplicial complex included in the subsequent one. The sequence typically

begins with an empty simplicial complex, which we will denoteK � 0 . Such a sequence

is called a �ltration, which we now formally de�ne.

De�nition 3.4.1 (Filtration F ). Let K be a simplicial complex. A �ltration F of K

is a sequence of simplicial complexes and inclusion maps

F : K � 0 ,! K � 1 ,! ::: ,! K � N � 1 ,! K � N

whereK � 0 = ; and K � N = K .

De�nition 3.4.2 (Persistence parameter, persistence parameter value). Let E be a

subset ofR. Let K (S) be the collection of all simplicial complexes with vertex setS.
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A persistence parameter is a map

E ! K (S)

� 7! K �

such that K � � K � 0 whenever� � � 0. We refer to the elements ofE as persistence

parameter values or values of the persistence parameter.

Example 3.4.1 (Persistence parameter). Let E = [0; 1 ) and let S be a �nite set of

points equipped with a nonnegative dissimilarity measure. Then the map

E ! K (S)

� 7! V R� (S)

is a persistence parameter.

For �nite datasets, the simplicial complex only changes for a �nite number of

persistence parameter values. Therefore, we typically only consider a �nite number of

persistence parameter values. We letE be the �nite set of real values satisfying� 2 E

if and only if K � 6= K � � h for all h > 0, together with a small value of� such that K � is

the empty simplicial complex.

We apply the homology functorHn to an entire �ltration to obtain a sequence

of vector spaces and linear maps which we call a homology module.

De�nition 3.4.3 (n-dimensional homology module). Let

K � 0 ,! K � 1 ,! ::: ,! K � N � 1 ,! K � N
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be a �ltration of a simplicial complex K . The n-dimensional homology module of the

�ltration is the sequence of vector spaces and linear maps

Hn (K � 0 ) ! Hn (K � 1 ) ! ::: ! Hn (K � N � 1 ) ! Hn (K � N ):

De�nition 3.4.4 (hi;j
n , H i;j

n ). Let

K � i ,! K � j

be an inclusion of simplicial complexes. We de�ne

hi;j
n : Hn (K � i ) ! Hn (K � j )

to be the induced linear map between homology groups. The persistent homology

group H i;j
n is the image of the maphi;j

n .

De�nition 3.4.5 ((n-dimensional) persistent homology). Let

K � 0 ,! K � 1 ,! ::: ,! K � N � 1 ,! K � N

be a �ltration. Let n be a nonnegative integer. Then-dimensional persistent homology

of the �ltration consists of the vector spaces and linear maps

f Hn (K � i ) for integers 0� i � N g; f hi;j
n for integers 0� i < j � N g:

The persistent homology of the �ltration consists of then-dimensional persistent ho-

mology for every nonnegative integern. We will refer to the persistent homology of

a dataset when the choice of �ltration is clear from context. Persistent homology

may also refer to the process of producing a summary of the persistent homology of a
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dataset.

3.5 Barcodes and persistence diagrams

Concise, interpretable summaries of the persistent homology of a �ltration are

key to the application of topology to the analysis of real datasets. In this section we

discuss barcodes and persistence diagrams, two common representations of the essential

structure of persistent homology modules. We rely on key techniques such as the use

of �ltrations to generate ordered pairs corresponding to the persistence of topological

features [34] and the use of interval module decompositions to compactly describe

persistent homology over a general �eld [100, 101]. This information is available in

many texts; this section is based on the exposition in [39], [29], and [62].

We begin by de�ning interval indecomposables.

De�nition 3.5.1 (Interval indecomposable). Let F be a �eld and let s and t be integers

satisfying 0 � s � t � N . An interval indecomposable is a sequence of vector spaces

and linear maps of the form

V0
L 0�! V1

L 1�! :::
L N � 2���! VN � 1

L N � 1���! VN

satisfying:

ˆ If s � i � t, then Vi is a 1-dimensional vector space overF.

ˆ If i < s or i > t , then Vi is a 0-dimensional vector space overF.

ˆ If dim( Vi ) = dim( Vi +1 ) = 1, then L i is a vector space isomorphism.

ˆ If dim( Vi ) = 0 or dim( Vi +1 ) = 0, then L i is isomorphic to the zero map.

The following theorem belongs to a family of structure theorems. We include

here the formulation discussed in [39].
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Theorem 3.5.1 (Interval module decomposition). The n-dimensional homology mod-

ule

Hn (K � 0 ) ! Hn (K � 1 ) ! ::: ! Hn (K � N � 1 ) ! Hn (K � N )

is isomorphic to a direct sum of interval indecomposables. Furthermore, if the sequence

has two decompositions of interval indecomposables

P1M

p=1

I p and
P2M

p=1

Jp;

then P1 = P2 and there is some permutation

� : f 1; 2; :::; P1g ! f � (1); � (2); :::; � (P1)g

such that I p is isomorphic toJ� (p) for p = 1; :::; P1.

In other words, up to isomorphism, we can completely describe ann-dimensional

homology module by specifying the range of indices of the nonzero vector spaces in

each interval indecomposable. This generates a summary of the sequence called an

n-dimensional barcode. Theorem 3.5.1 guarantees that then-dimensional barcode is

well-de�ned.

De�nition 3.5.2 (n-dimensional barcodeBCn (F )). Let F be the �ltration

K � 0 ,! K � 1 ,! ::: ,! K � N � 1 ,! K � N :

Let
PM

j =1

I j
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be a direct sum of interval indecomposables which is isomorphic to then-dimensional

homology module

Hn (K � 0 ) ! Hn (K � 1 ) ! ::: ! Hn (K � N � 1 ) ! Hn (K � N ):

For the interval indecomposable

I j = Vj; 0 ! Vj; 1 ! ::: ! Vj;N � 1 ! Vj;N ;

let bj be the smallest value such thatVj;b j has dimension one. IfVj;N has dimension

one, letdj be in�nity. Otherwise, let dj be the value such thatVj;d j has dimension zero

and Vj;d j � 1 has dimension one. Then-dimensional barcode of the sequence of simplicial

complexes is the multiset

BCn (F ) = f [� b1 ; � d1 ); [� b2 ; � d2 ); :::; [� bP � 1 ; � dP � 1 ); [� bP ; � dP )g:

De�nition 3.5.3 (R). R denotes the extended real numbersR = R [ f�1 ; 1g .

De�nition 3.5.4 (Bar, birth of a bar, death of a bar). A bar is an element of a

barcode. A bar has the form of an interval [b; d) , whereb is a real number andd is an

extended real number. We callb the birth of the bar, d the death of the bar, andd � b

the length or persistence of the bar.

An n-dimensional barcode summarizes then-dimensional persistent homology

of a nested sequence of simplicial complexes. Features with higher persistence are more

stable with respect to perturbations of the persistence parameter. It is possible for a

feature to be present for the entire �ltration, which causes the corresponding death

and persistence to be in�nite.
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De�nition 3.5.5 (Birth of a cycle b(z), death of a cycled(z)). Let K be a simplicial

complex. Let

K � 0 ,! K � 1 ,! ::: ,! K � N � 1 ,! K � N = K

be a �ltration of K . Let z 2 Zn (K ) be an n-cycle such that there is some value of�

with [z] 6= [0] in Hn (K � ). Then

ˆ b(z) is the smallest value of� such that [z] 2 Hn (K b(z)).

ˆ If [z] 6= [0] in Hn (K ) then d(z) is in�nite. Otherwise, d(z) is equal to the smallest

value of � such that � > b (z) and [z] = [0] in Hn (K d(z)).

De�nition 3.5.6 (n-dimensional homological cycle basis). Let K be a simplicial com-

plex and let n be a nonnegative integer. Letz1; :::; zP be elements ofZn (K ). Then

f z1; :::; zP g is an n-dimensional homological cycle basis ofK if f [z1]; :::; [zP ]g is a basis

of Hn (K ).

De�nition 3.5.7 (n-dimensional persistent homology cycle basis, representative). Let

F be the �ltration

K � 0 ,! K � 1 ,! ::: ,! K � N � 1 ,! K � N = K:

B is an n-dimensional persistent homology cycle basis ofF if

ˆ z 2 Zn (K ) for all z 2 B :

ˆ There is some value of� such that [z] 6= [0] in Hn (K � ) for all z 2 B .

ˆ f z 2 B j b(z) � � < d (z)g is a homological cycle basis ofK � :

We refer to elements ofB as n-dimensional persistent homology cycle representatives.

Remark 3.5.1. For any �ltration F of K and every nonnegative value ofn with

� n > 0, there is ann-dimensional persistent homology cycle basisB of the �ltration.
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Furthermore,

f [b(z); d(z)) j z 2 Bg

has the same elements and multiplicities as then-dimensional barcode ofF .

We use barcodes to summarize the persistent homology generated by a dataset.

Persistence diagrams contain the same information as a barcode but are better suited

for some upcoming theoretical results.

De�nition 3.5.8 (n-dimensional persistence diagramPDn (F )). Let BCn (F ) be the

n-dimensional barcode of the �ltration F . Then PDn (F ) is the multiset consisting of

the following elements ofR
2
:

ˆ (b; d) where [b; d) 2 BCn (F ), with the same multiplicity

ˆ (b; d) where b= d, with in�nite multiplicity

3.6 Homology of relations

So far the only data types we have considered have been points inRd or points

equipped with a notion of pairwise dissimilarity. We do not need this type of data to

construct a simplicial complex. This section reviews simplicial complexes generated by

relations, as described by Dowker [32]. We use notation similar to that in [18].

We wish to generate simplicial complexes from a relation. We start by de�ning

a relation, and then we de�ne two simplicial complexes that arise from a relation.

De�nition 3.6.1 (Relation R). Let X and Y be two sets. A relationR is a subset of

X � Y.

40



De�nition 3.6.2 (Sink complexK sink
R , source complexK source

R ). Let X and Y be sets,

and let R � X � Y be a relation. The sink complexK sink
R is the simplicial complex

with vertex set X satisfying

� 2 K sink
R if and only if there is somey 2 Y such that (x; y) 2 R for all x 2 �:

The source complexK source
R is the simplicial complex with vertex setY satisfying

� 2 K source
R if and only if there is somex 2 X such that (x; y) 2 R for all y 2 �:

Lemma 3.6.1 (Sink and source complexes). The sink complexK sink
R and source com-

plex K source
R generated by setsX and Y and relation R � X � Y are simplicial com-

plexes.

Proof. We will prove that K sink
R is a simplicial complex; the proof forK source

R is similar.

Let � be a simplex ofK sink
R . We need to show that

1. � is a subset of the vertex set ofK sink
R .

2. If � � � , then � is a simplex ofK sink
R .

By the requirement to be a simplex given in the de�nition of the sink complex, there

is somey 2 Y such that (x; y) 2 R for all x 2 � . Sox 2 X , which is the vertex set of

K sink
R .

If � is a simplex then there is somey 2 Y such that (x; y) 2 R for all x 2 � .

It follows that there is somey 2 Y such that (x; y) 2 R for all x 2 � , where � is any

subset of� . This proves statement 2.

There may be elements ofX which do not generate 0-simplices ofK sink
R . f xg is

only a 0-simplex ofK sink
R if there is somey 2 Y such that (x; y) 2 R . Similarly, there

may be elements ofY which do not generate 0-simplices ofK source
R .
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The simplicial complexK sink
R is not the same as the simplicial complexK source

R .

For example, they will typically contain di�erent numbers of vertices and have di�er-

ent dimensions. Remarkably, Dowker showed that the homology groups of these two

complexes are isomorphic. As a result of this theorem, we may choose to construct

either complex if we are interested in the homology generated by a relation.

Theorem 3.6.1 (Dowker duality for homology). Let X and Y be sets and letR �

X � Y be a relation. LetK sink
R and K source

R be the sink and source complexes generated

by R. Let n be a nonnegative integer. Then

Hn (K sink
R ) �= Hn (K source

R ):

Work by Wilkerson et al. facilitates the computation of the homology of simpli-

cial complexes generated by relations [96]. The goal is to simplify a simplicial complex

without a�ecting its homology. This can be accomplished by deleting unnecessary

vertices. A key component of this process is to leverage the isomorphism shown by

Dowker and make swaps between the roles of vertices and simplices. This can have

signi�cant computational bene�ts [96].

In this work we will use the general process of making deletions as we inter-

change the vertices and simplices. We will do so to establish bounds on the maximum

dimension for which a relation could possibly produce any nontrivial homology. Note

that we will have to consider the e�ect of any change not just on a single simplicial

complex, but on an entire �ltration.

3.7 Persistent homology of weighted networks

This section is based on the framework and stability result from [18]. We start

by de�ning a weighted network.
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De�nition 3.7.1 (Weighted network (S; wS), collection W). A weighted network

(S; wS) is a �nite set S and a function

wS : S � S ! R:

We useW to denote the collection of all weighted networks.

Note that the function wS does not need to be a metric. In particular, we may

have wS(s1; s2) 6= wS(s2; s1).

De�nition 3.7.2 (R (S;wS );m ). Let (S; wS) be a weighted network and letm be a real

value. ThenR (S;wS );m is the relation

f (s1; s2) 2 S � S j wS(s1; s2) � mg:

Note that R (S;wS );m is empty for m < minf wS(s1; s2) j (s1; s2) 2 S � Sg and

equal to S � S for m � maxf wS(s1; s2) j (s1; s2) 2 S � Sg.

As discussed in Section 3.6, a relation generates a simplicial complex. In a

relation obtained by thresholding a weighted network we have a relation of the form

S � S instead ofX � Y. However, the general construction is the same.

De�nition 3.7.3 (K sink
(S;wS );m , K source

(S;wS );m ). K sink
(S;wS );m andK source

(S;wS );m are the sink and source

complexes, respectively, with vertex setS generated by the relationR (S;wS );m .

De�nition 3.7.4 (Filtrations F sink
(S;wS ) , F source

(S;wS ) ). Let (S; wS) be a weighted network.

Let m0 be any real number satisfying

m0 < minf wS(s1; s2) j (s1; s2) 2 S � Sg;
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and let

E = f m0g [ f m j K sink
(S;wS );m 6= K sink

(S;wS );m � h for any h > 0g:

The �ltration F sink
(S;wS ) is the sequence

K sink
(S;wS );m 0

,! K sink
(S;wS );m 1

,! ::: ,! K sink
(S;wS );m N � 1

,! K sink
(S;wS );m N

wheref m0; m1; :::; mN � 1; mN g = E and mi < m i +1 for i = 0; 1; :::; N � 1.

F source
(S;wS ) is de�ned similarly.

Theorem 3.7.1 (Dowker duality for persistent homology). Let (S; wS) be a weighted

network and let k be a nonnegative integer. Then

BCk(F sink
(S;wS )) = BCk(F source

(S;wS ) ):

3.8 Stability of Dowker �ltrations

By using a bottleneck distance between persistence diagrams, [24] provided an

early result regarding the stability of persistence diagrams with respect to perturbations

of the input data. This section is based on the framework and stability result from

[18]. We build up to a set of de�nitions for a distance between weighted networks and

a distance between persistence diagrams. Then we are able to state the stability result.

3.8.1 Weighted network distance

De�nition 3.8.1 (Projections pr1, pr2). Let S and T be two sets and letR � S � T

be a relation. We obtain the projections

pr1(R) = f s 2 S such that (s; t) 2 R for somet 2 Tg
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and

pr2(R) = f t 2 T such that (s; t) 2 R for somes 2 Sg:

De�nition 3.8.2 (CorrespondenceC 2 cor((S; wS); (T; wT ))) . A correspondence of

two networks (S; wS) and (T; wT ) is a relation of the associated sets

C � S � T

satisfying

pr1(C) = S and pr2(C) = T:

We use the notation cor((S; wS); (T; wT )) to denote the collection of all correspondences

of (S; wS) and (T; wT ).

De�nition 3.8.3 (Distortion of a correspondence dis(C)). Let (S; wS) and (T; wT ) be

weighted networks. LetC 2 cor((S; wS); (T; wT )) be a correspondence. The distortion

of the correspondence is

dis(C) = max
(s1 ;t 1 ); (s2 ;t 2 ) 2 C

jwS(s1; s2) � wT (t1; t2)j:

De�nition 3.8.4 (Weighted network distancedW ). The weighted network distance

dW is the map

W � W ! R� 0

((S; wS); (T; wT )) 7!
1
2

min
C 2 cor(( S;wS ); (T;wT ))

dis(C)
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3.8.2 Bottleneck distance

De�nition 3.8.5 (In�nity norm jj � jj 1 ). For x = ( x1; :::; xn ) 2 Rd,

jj xjj 1 = max( jx1j; :::; jxn j):

De�nition 3.8.6 (Bottleneck distance dB ). Let F1 and F2 be two �ltrations with

k-dimensional persistence diagramsPDk(F1) and PDk(F2). Let

B = f bijections f : PDk(F1) ! PDk(F2)g:

The bottleneck distance between the persistence diagramsPDk(F1) and PDk(F2) is

de�ned to be

dB (PDk(F1); PDk(F2)) = min
f 2 B

max
(b;d) 2 P D k (F 1 )

jj (b; d) � f ((b; d)) jj 1 :

3.8.3 Stability result

Theorem 3.8.1 (Stability of persistence diagrams). Let (S; wS) and (T; wT ) be two

weighted networks. Then

dB (PDk((S; wS)) ; PDk((T; wT ))) � 2dW ((S; wS); (T; wT )) :

3.9 Topological data analysis and ecology

At this time, the body of research applying topological data analysis to prob-

lems in ecology is relatively small. We consider some notable contributions here. Of

particular importance is Sugihara's Niche Hierarchy work, discussed in Section 2.8 [87].
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3.9.1 Coordinate-based data

One approach is to utilize ecological data with coordinate information, which

enables the use of constructions such as the Vietoris-Rips �ltration. One example is

the use of persistent homology to study simulated outputs of biological aggregation

models, with datasets of either position and heading information or position and ve-

locity information [88]. Another application of persistent homology is the analysis of

point cloud data representing species niche spaces [25].

3.9.2 Coordinate-free data

This dissertation is particularly concerned with analyzing coordinate-free eco-

logical datasets. Sugihara's work is a classical example [87]. Our coordinate-free ap-

plication involves plant-pollinator interactions.

Another application is the research described in [4]. Here, the known informa-

tion consists of collections of species which can exist together, or coexistence sets. In

contrast to the assemblies considered in this dissertation, coexistence sets do not form

a simplicial complex because a coexistence set may have a subset which is not a coex-

istence set. For example, two mutualistic partnersa and b may only be able to survive

together. f a; bg is a coexistence set butf ag and f bg are not. The proper mathematical

object to describe coexistence sets is not a simplicial complex, but a hypergraph with

a hyperedge for each coexistence set. This structure does not enable homology compu-

tations, since the boundary map is not well-de�ned without the inclusion of subsets.

A solution is to use the hypergraph to generate a simplicial complex, with simplices

of the form � = f h0; :::; hkg where the elements of the simplex are hyperedges of the

hypergraph satisfying the inclusion relationhi � hi +1 [4].
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3.10 Software

The �ltrations we use in this dissertation are not as common as constructions

like the Vietoris-Rips complex. Fortunately, there are software options for computing

the persistent homology of custom �ltrations. Once the user has fully described the

�ltration, the subsequent calculations rely on linear algebra and are readily automated.

We use the Eirene package for computing persistent homology [45]. This is im-

plemented in the Julia programming language [8]. Additionally, we use the DataFrames

package for data processing [54] and the Plots package for visualizations [19].
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Chapter 4

RESOURCE COMPLEXES

We want to understand the structure of plant-pollinator communities. Available

datasets may consist of sets of plant-pollinator interactions or approximations of sets of

plant-pollinator interactions. A common method of approximation is to record 
ower

visitation by animals. We may still use the phrase \plant-pollinator community," with

the understanding that available datasets may be approximations of this community.

For our constructions, we refer to members of the plant group as \
ower types"

and members of the pollinator (or potential pollinator) group as \visitor types." If we

are analyzing a speci�c dataset, we may use more speci�c terminology re
ecting the

criteria for inclusion in that dataset. For instance, in the �rst example, each \type" is

a taxonomic genus. Flower and visitor types frequently correspond to plant and animal

taxa, but this is not necessarily the case. For example, we could choose to treat the

males and females of each visitor species as distinct types.

4.1 Motivation

As discussed in Section 2.7, standard representations of plant-pollinator com-

munities have already revealed a number of structural properties. Why add another

representation? We consider two hypothetical communities, A and B, as a motivating

example. Figure 4.1 shows the bipartite networks generated by both communities.

Community A is slightly larger than community B, but there are not any other clear

di�erences in their structure.
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Figure 4.1: Bipartite networks depicting two hypothetical communities
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On the other hand, the foraging complexes generated by the two communities,

shown in Figure 4.2, are qualitatively di�erent. There is an empty space in the center

of the community B complex which is not present in the community A complex. One

potential explanation for this structure is that there is some underlying niche space

describing the 
ower types and visitor types in this community, with interactions oc-

curring between a 
ower type and visitor type if their niches overlap. If 
ower or visitor

types with central positions in the niche space are absent in community B, it could

generate the type of structure we are seeing here. Poor coverage of the niche space

could lead to inadequate resource availability for some mutualist types, so we have an

interest in detecting this type of structure.

Note that the resource complexes shown in Figure 4.2 are just one possible set

of geometric representations. In general, we do not have any known coordinates for

the 
ower types or visitor types in the community. There are many potential variables

which could determine whether a 
ower type and visitor type interact, and not all

potential mutualists are well studied. The topological properties we consider depend

on the interactions themselves, not on any choice of how to draw the complexes. This

is fortunate, since not all choices of vertex coordinates will reveal important topological

structure. This is especially true if a community has higher-dimensional features. For

example, if the niche space is three or more dimensions, we cannot easily represent

empty spaces by using a two-dimensional �gure. With these considerations in mind,

we now formally describe the resource complex construction.

4.2 Two resource complex constructions

We de�ne our resource complex construction for a relation describing resource

use in an ecological community, but beyond requiring a relation we make no stipulations

regarding what constitutes resource use. The theory that follows applies to any relation.
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Figure 4.2: Foraging complexes describing two hypothetical communities

We use the resource/consumer terminology because it is consistent with our application

and it makes the exposition more concrete.

We typically use X to denote the set of resources,Y to denote the set of con-

sumers, andR to denote the resource use relation de�ned as follows.

De�nition 4.2.1 (Resource use relationR). Let X be a set of resources and letY be

a set of consumers. The resource use relationR � X � Y is

R = f (x; y) j consumery uses resourcexg:

To communicate when we are changing the choice of vertex set for a simplicial

complex, we use inverse notation for the relation. That is, letR � 1 � Y � X be de�ned

as follows.

De�nition 4.2.2 (R � 1). For a given relationR � X � Y, we de�ne the inverse relation

R � 1 = f (y; x) j (x; y) 2 Rg :
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When we discussed the homology of relations in Section 3.6, we did not use this inverse

notation but rather kept track of whether the element of the vertex set was the �rst

or second element of each ordered pair in the relation.

De�nition 4.2.3 (Resource complexRC(X; Y; R)). Let X and Y be sets and let

R � X � Y be a relation. The resource complexRC(X; Y; R) is the simplicial complex

such that x 2 X is a vertex if there is somey 2 Y such that (x; y) 2 R and � � X is

a simplex if there is somey 2 Y such that (x; y) 2 R for all x 2 � .

In other words, the vertices of a resource complex are resources which are used

by any consumer. The simplices of a resource complex are sets of resources which are

used by a common consumer. As is true in general, the 0-simplices are sets containing a

single vertex. We know thatRC(X; Y; R) is a simplicial complex because it is generated

by a relation as in [32].

Pollination is a mutualistic interaction in which each participant provides a

resource to the other. So we may reasonably use either group as the resource set,

generating two resource complexes. By Theorem 3.6.1, these two resource complexes

have isomorphic homology groups.

4.3 Resource complex example

We show an example of how to construct a resource complex from data. Even rel-

atively small datasets can generate a resource complex with a large number of simplices,

so here we only use a partial dataset. Namely, we consider a subset of the interactions

included in the University of Delaware (UD) insect-
ower visitation dataset described

in Appendix A. The subset of interactions was chosen for illustrative purposes, and

inclusion in the example does not indicate that an interaction is more important or

more common than an interaction from the full dataset which is not included here.
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In this dataset, the 
ower types are plant genera and the visitor types are insect

genera. The setX consists of the plant genera

X = f Celosia; Coleus; Coreopsis; Gomphrena; Helianthus; Tagetesg;

while the setY consists of the insect genera

Y = f Bombus; Burnsius; Eristalis; Scolia; Xylocopa g:

The relation R includes observed interacting pairs, namely

R = f (Celosia; Scolia);

(Celosia; Xylocopa);

(Coleus; Xylocopa);

(Coreopsis; Bombus);

(Coreopsis; Scolia);

(Gomphrena; Bombus);

(Helianthus; Bombus);

(Helianthus; Burnsius);

(Helianthus; Eristalis);

(Helianthus; Scolia);

(Tagetes; Eristalis);

(Tagetes; Xylocopa)g:

The complete dataset includes additional taxa and interacting pairs. For the remainder

of the running example, we replace the genus names with the plant and insect codes
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Plant Genus Code Insect Genus Code
Celosia P1 Bombus I1
Coleus P2 Burnsius I2
Coreopsis P3 Eristalis I3
Gomphrena P4 Scolia I4
Helianthus P5 Xylocopa I5
Tagetes P6

Table 4.1: Codes for plant and insect genera included in the example

listed in Table 4.1.

As is standard practice, we begin by representing the community using a bipar-

tite network, shown in Figure 4.3. One set of nodes consists of plant genera, while the

other set of nodes consists of insect genera. Edges only connect a node corresponding

to a plant genus to a node corresponding to an insect genus. It is common to order the

nodes based on their degree. This helps emphasize certain community properties such

as asymmetric specialization. Here, the node positions help show that the specialist

plant genus P4 interacts with the generalist insect genus I1. The specialist insect genus

I2 interacts with the generalist plant genus P5. Recall that this example corresponds

to an arbitrary subsample of the original dataset, so the designations \specialist" and

\generalist" only apply in the context of this subsample.

Our goal is to generate resource complexes representing this community. We be-

gin by constructing the interaction matrix. We de�ne the interaction matrix as follows.

In general, other authors may use di�erent de�nitions (for example, the transpose of

this matrix).

De�nition 4.3.1 (Interaction matrix A). The interaction matrix A has a row for each


ower type and a column for each visitor type. Matrix elementA ij is equal to 1 if


ower type i and visitor type j interact, and 0 if they do not.

Table 4.2 shows the interaction matrix for this example, labeled by the plant

and insect genus codes. In more general settings, it is possible to characterize the
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Figure 4.3: Bipartite network including a subset of the interactions in the UD insect-

ower visitation dataset

strength or frequency of interactions. For example, the data collection generating this

example took place over the course of three days, so we could choose to specify the

number of days on which an interaction occurred rather than just whether or not the

interaction ever occurred. For now, we will restrict out attention to the binary case.

First, we construct the resource complex with vertices corresponding to 
ower

types (here, plant genera) and simplices corresponding to visitor types (here, insect

genera). Each row of the interaction matrix corresponds to a vertex. The positive

elements of columnj specify a maximal simplex corresponding to 
ower types visited

by common visitor type j . We also include all subsets of this simplex. Including

the simplices speci�ed by each column builds the entire resource complex. Figure

4.4a shows this resource complex. The vertices are labeled in this �gure to facilitate

understanding the introductory example, but as mathematical objects the simplicial

complexes we use are unlabeled. The vertex positions are arbitrary, with the topological
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Plant
Genera

Insect Genera
I1 I2 I3 I4 I5

P1 0 0 0 1 1
P2 0 0 0 0 1
P3 1 0 0 1 0
P4 1 0 0 0 0
P5 1 1 1 1 0
P6 0 0 1 0 1

Table 4.2: Interaction matrix including a subset of the interactions in the UD insect-

ower visitation dataset

properties of the simplicial complex being independent of the geometric realization we

select for visualization purposes.

Next, we construct the resource complex with vertices corresponding to visitor

types and simplices corresponding to plant types. Each column of the interaction

matrix corresponds to a vertex. The positive elements of rowi specify a maximal

simplex corresponding to visitor types visiting common plant typei . We also include

all subsets of this simplex. Figure 4.4b shows this resource complex. Note that row 5 of

the interaction matrix speci�es a 3-simplex, which we cannot draw in a 2-dimensional

�gure. For any simplex whose dimension is larger than 2, we only show its faces of

dimensions 0, 1, and 2.

These two complexes must have isomorphic homology groups. Visually, note

that each complex has a single connected component and a single equivalence class of

nontrivial 1-dimensional cycles. For practice, we consider some of the cycles in Figure

4.4a. The cycle

[P1; P2] + [P2; P6] + [P6; P1]

is trivial because it is an element of the image of the boundary map@2:

@2 ([P1; P2; P6]) = [ P2; P6] � [P1; P6] + [P1; P2]
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= [ P2; P6] + [P6; P1] + [P1; P2]

= [ P1; P2] + [P2; P6] + [P6; P1]:

The cycle

[P1; P6] + [P6; P5] + [P5; P1]

is nontrivial. It is not an element of the image of the boundary map@2. The cycles

[P1; P6] + [P6; P5] + [P5; P1]

and

[P1; P2] + [P2; P6] + [P6; P5] + [P5; P1]

are elements of the same homology class because they di�er by an element of the image

of the boundary map:

([P1; P2] + [P2; P6] + [P6; P5] + [P5; P1]) � ([P1; P6] + [P6; P5] + [P5; P1])

= [ P1; P2] + [P2; P6] � [P1; P6]

= [ P1; P2] + [P2; P6] + [P6; P1]:

4.4 Foraging multigraphs and foraging complexes

We now formally de�ne the foraging multigraph; this is based on [72], but we

represent a specialist using a labeled loop rather than a labeled ray. Since the foraging

multigraph has labeled edges, we also o�cially de�ne a heterogeneous cycle. These

concepts will be explored shortly in two theorems.

De�nition 4.4.1 (Foraging multigraph). Let X be a set of 
ower types and letY

be a set of visitor types. The foraging multigraph is a multigraph with labeled edges
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(a) Resource complex with plant genera as vertices and insect genera as simplices

(b) Resource complex with insect genera as vertices and plant genera as simplices

Figure 4.4: Resource complexes generated by a subset of the interactions in the UD
insect-
ower visitation dataset
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Figure 4.5: Foraging multigraph generated by a subset of the interactions in the UD
insect-
ower visitation dataset

satisfying the following conditions. The multigraph has vertex setX . The multigraph

has a loop with endpointx i and label yj if visitor yj is a specialist using only 
ower

type x i . The multigraph has an edge with endpointsx i 1 and x i 2 and label yj if visitor

yj uses both 
ower typesx i 1 and x i 2 .

De�nition 4.4.2 (Heterogeneous cycle). A heterogeneous cycle in a foraging multi-

graph is a cycle with more than one edge label.

The foraging multigraph for our ongoing example is shown in Figure 4.5. Note

that the edge labels are not merely included for explanatory purposes; they are part

of the labeled multigraph structure. The vertices corresponding to plants P3 and P5

are connected by two labeled edges because two insect genera visit both of these plant

genera.

Since a relation always generates two simplicial complexes, we have always had

to specify a choice of vertex set. For the upcoming data analysis, we focus on resource
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complexes with 
ower types as their vertex set. In order to simplify our exposition, and

inspired by the foraging graph [72] terminology, we introduce the foraging complex.

De�nition 4.4.3 (Foraging complex). A foraging complex is a resource complex

RC(X; Y; R) for which X is a set of 
ower types andY is a set of visitor types.

The simplicial complex shown in Figure 4.4a is a foraging complex because it

has 
ower types as its vertex set. Again, note that the vertex labels are not part of the

foraging complex. All simplicial complexes in this work are unlabeled as mathematical

objects, with labels in �gures only included for expository purposes.

A relation generates a foraging multigraph and a foraging complex. What can

we say about the foraging complex if we are given a foraging multigraph, and vice

versa? We address these questions in the following theorem.

Theorem 4.4.1 (Foraging multigraphs and foraging complexes). A foraging multi-

graph de�nes a single foraging complex. Any nonempty foraging complex can be gen-

erated by in�nitely many distinct foraging multigraphs.

Proof. First, we show that a foraging multigraph de�nes a single foraging complex.

Since the foraging complex is completely determined by the foraging relationR, it

su�ces to show that we can recover the relation from the foraging multigraph. Let

f be any 
ower type and let v be any visitor type. We need to determine whether

(f; v ) 2 R . There are three possible situations:

1. Visitor type v uses 
ower typef and at least one other 
ower type.

2. Visitor type v uses only 
ower typef .

3. Visitor type v does not use any 
ower types.

In the �rst situation, the foraging graph contains an edge labeledv, and (f; v ) 2 R .

In the second situation, the foraging graph contains a loop labeledv, and (f; v ) 2 R .

In the third situation, the foraging graph contains neither an edge labeledv nor a loop
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labeled v, and (f; v ) =2 R . So (f; v ) 2 R if and only if the foraging graph contains

either an edge or a loop labeledv.

Now show that any nonempty foraging complex can be generated by in�nitely

many distinct foraging multigraphs. Assume we have a nonempty foraging complex.

By de�nition, this foraging complex is RC(X; Y; R) for some set of 
ower typesX =

f f 1; :::; f mg, set of of visitor typesY = f v1; :::; vng, and relation R � X � Y. This

relation generates some foraging multigraph. We want to use this foraging multigraph

to construct an in�nite family of foraging multigraphs, all of which generate the same

foraging complex. By assumption, the foraging complex is nonempty. It must contain

at least one simplex. Since it is a simplicial complex, the foraging complex also contains

every subset of this simplex. Select a subset of size 1, in other words a 0-simplex. Call

it f f g. There must be somevi 2 Y such that (f; v i ) 2 R . In the foraging multigraph,

there is a vertexf which is the endpoint of either a loop or edge labeledvi . For any

positive integert, de�ne another foraging multigraph by adding loops labeledw1; :::; wt

to the original foraging multigraph. All of these foraging multigraphs are di�erent,

because they have a di�erent number of loops. Furthermore, the addition of each loop

only changes the community by introducing a specialist visitor whose sole 
ower type

resource isf . The only e�ect this has on the foraging complex is the require the

inclusion of the simplexf f g, which is already present. So the foraging complex does

not change. Thus, we have de�ned an in�nite number of foraging multigraphs which

all have the same foraging complex.

Foraging multigraphs contain graph cycles, and foraging complexes contain

topological cycles. How do these di�erent types of cycles relate to each other? We

address that question in the following theorem.

Theorem 4.4.2 (Cycles in foraging multigraphs and complexes). A nonheterogeneous

cycle in a foraging multigraph corresponds to a trivial 1-cycle in the associated foraging
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complex. A heterogeneous cycle in a foraging multigraph may correspond to either a

trivial or nontrivial 1-cycle in the associated foraging complex.

Proof. Let

(f 0; f 1; v); (f 1; f 2; v); (f 2; f 3; v); :::; (f n� 1; f n ; v); (f n ; f 0; v)

be an arbitrary nonheterogeneous cycle in a foraging multigraph, where the vertices of

the cycle aref i for i = 0; :::; n. The corresponding cycle in the foraging complex is

[f 0; f 1] + [ f 1; f 2] + [ f 2; f 3] + ::: + [ f n� 1; f n ] + [ f n ; f 0]:

We want to show that this cycle is an element of the image of the boundary map@2.

First, we note that [f 0; f i ; f i +1 ] for i = 1; :::; n� 1 is a 2-simplex of the foraging complex,

becausef 0, f i , and f i +1 are all visited by visitor type v. Then

@2

 
n� 1X

i =1

[f 0; f i ; f i +1 ]

!

=
n� 1X

i =1

([f i ; f i +1 ] � [f 0; f i +1 ] + [ f 0; f i ])

=
n� 1X

i =1

[f i ; f i +1 ] +
n� 1X

i =1

[f 0; f i ] �
n� 1X

i =1

[f 0; f i +1 ]

=
n� 1X

i =1

[f i ; f i +1 ] +

 

[f 0; f 1] +
n� 1X

i =2

[f 0; f i ]

!

�

 
n� 2X

i =1

[f 0; f i +1 ] + [ f 0; f n ]

!

=
n� 1X

i =1

[f i ; f i +1 ] + [ f 0; f 1] � [f 0; f n ] +
n� 1X

i =2

[f 0; f i ] �
n� 2X

i =1

[f 0; f i +1 ]

=
n� 1X

i =1

[f i ; f i +1 ] + [ f 0; f 1] + [ f n ; f 0] +
n� 1X

i =2

[f 0; f i ] �
n� 1X

i =2

[f 0; f i ]

= [ f 0; f 1] +
n� 1X

i =1

[f i ; f i +1 ] + [ f n ; f 0]
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= [ f 0; f 1] + [ f 1; f 2] + [ f 2; f 3] + ::: + [ f n� 1; f n ] + [ f n ; f 0]

as needed.

To show that a heterogeneous cycle may correspond to either a trivial or non-

trivial cycle in the associated foraging complex, it su�ces to provide an example of each

situation. Consider the foraging complex shown in Figure 4.4a and foraging multigraph

shown in Figure 4.5, both generated by the same relation. The heterogeneous cycle

(P4; P3;I 1); (P3; P1;I 4); (P1; P5;I 4); (P5; P4;I 1)

corresponds to a boundary while the heterogeneous cycle

(P1; P6;I 5); (P6; P5;I 3); (P5; P1;I 4)

does not.
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Chapter 5

FORAGING FILTRATIONS

In this chapter, we introduce the foraging �ltration. Our �ltration is motivated

by the e�ects of generalist pollinators. We demonstrate the presence of nontrivial 1-

dimensional and 2-dimensional persistent homology of foraging �ltrations generated by

plant-pollinator interaction data.

5.1 How generalists obscure structure

Let RC(X; Y; R) be a resource complex. Suppose there is some consumery 2 Y

such that (x; y) 2 R for all x 2 X . That is, consumery uses every resource. Then every

possible set of resources� � X has a common consumer, namelyy. In other words,

every subset ofX is a simplex. It does not matter what other consumers are present or

what resources they use; any potential simplices they might generate are already part

of the resource complex. A consumer which uses every available resource prevents the

formation of any nontrivial homology in dimension 1 or higher. A consumer which uses

most of the available resources decreases the opportunities for nontrivial topological

feature formation.

This is not an unlikely hypothetical scenario, but a situation which occurs in

real communities. The UD insect-
ower visitation dataset contains one example. The

nonnative insectApis mellifera visited all but one of the available plant types. In some

cases nonnative generalists can cause the loss of other interactions [1], so it is important

to see the structure obscured by such generalist mutualists. We can accomplish this

using a �ltration of resource complexes.
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5.2 Maximum degree �ltrations

SupposeX is a set of 
ower types andY is a set of visitor types. In order to

detect topological structure which would otherwise be obscured by generalist visitor

types, we want to design a �ltration which does not add the generalist visitor types

until later in the �ltration. We start by de�ning some helpful terms.

De�nition 5.2.1 (Degree of a mutualist). The degree of a mutualist is its number of

partners.

If we represent the set of mutualistic interactions as a bipartite network, then the

degree of a mutualist is the degree of the corresponding node in the bipartite network.

We normally use the term degree, but for theoretical discussions it may be simpler to

refer to a mutualist's dimension.

De�nition 5.2.2 (Dimension of a mutualist). The dimension of a mutualist is its

number of partners minus one.

If we represent the set of mutualistic interactions as a resource complex, then the

dimension of a mutualist is the dimension of the simplex whose vertices are all the

resources used by that mutualist.

De�nition 5.2.3 (Ym , R m ). Let X and Y be sets and letR � X � Y be a relation.

Let

Ym = f y 2 Y j y has degree at mostmg:

Then we de�ne

R m = f (x; y) 2 R j y 2 Ymg:

We construct a �ltration of resource complexes indexed by the �ltration param-

eter m as follows.
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De�nition 5.2.4 (RCm (X; Y; R)). Let X and Y be sets and letR � X � Y be a

relation. Then RCm (X; Y; R) is the resource complexRC(X; Ym ; R m ).

De�nition 5.2.5 (Maximum degree resource complex �ltration). Let X and Y be sets

and let R � X � Y be a relation. The maximum degree resource complex �ltration

generated byX , Y, and R is

; = RC0(X; Y; R) ,! RC1(X; Y; R) ,! ::: ,! RC(X; Y; R):

In Figure 5.1, we see two nested sequences of resource complexes generated

by the UD insect-
ower visitation dataset. The �ltration parameter for both is the

maximum insect genus degree. The persistent homology is independent of the choice

of vertex set. If the �ltration parameter is the maximum visitor type degree, it is easier

conceptually to use 
ower types as the vertex set. In the top sequence of Figure 5.1,

the simplicial complex at stepm contains simplices of dimension at mostm. This is

not true for the bottom sequence. For that reason, we use 
ower types as the vertex set

whenever our �ltration parameter is the maximum visitor type degree. The nontrivial

barcodes for this �ltration are shown in Figure 5.2.

In Figure 5.3, we again show two nested sequences of resource complexes. Now,

the �ltration parameter is the maximum plant genus degree. In this situation, it is

easier conceptually to use visitor types as the vertex set, as shown in the bottom

sequence. As before, the persistent homology is independent of the choice of vertex

set. These �ltrations only have nontrivial persistent homology in dimension 0. The

barcode is shown in Figure 5.4.

In this work, we primarily consider �ltrations of resource complexes for which the

�ltration parameter is the maximum visitor type degree. To simplify the terminology,

we de�ne the foraging �ltration to be the �ltration of resource complexes with 
ower
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Figure 5.1: Resource complex �ltrations with �ltration parameter maximum insect
genus degree and both choices of vertex set
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Figure 5.2: Nonempty barcodes for �ltration parameter maximum insect genus degree
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Figure 5.3: Resource complex �ltrations with �ltration parameter maximum plant
genus degree and both choices of vertex set

Figure 5.4: Nonempty barcode for �ltration parameter maximum plant genus degree
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types as the vertex set and maximum visitor type degree as the �ltration parameter.

De�nition 5.2.6 (Foraging �ltration) . The foraging �ltration is the maximum degree

resource complex �ltration for which X is a set of 
ower types.

5.3 Maximum possible dimension for nontrivial homology

We can computeHn (RC(X; Y; R)) for all nonnegative values ofn. We do not

want to miss high-dimensional features if they are present, but we also do not want

to consider an in�nite number of dimensions.Hn is the quotient vector spaceZn=Bn ,

whereZn and Bn are subspaces ofCn . Cn consists of linear combinations ofn-simplices.

A n-simplex hasn+1 vertices. So ifn is greater than or equal to the number of elements

of X , there are non-simplices and dim(Hn (RC(X; Y; R))) = 0. So there is a maximum

value ofn for which the resource complex could possibly have nontrivialn-dimensional

homology.

The number of elements ofX could be large. We want a better upper bound

for the dimensionsn such that the resource complex could possibly have nontrivial

n-dimensional homology. We now prove a new set of conditions for which a resource

complex must have trivial n-dimensional homology.

Theorem 5.3.1 (Conditions for trivial homology). Supposen > 0. If RC(X; Y; R) has

fewer than n + 2 consumers of dimension at leastn then dim(Hn (RC(X; Y; R))) = 0.

Similarly, if RC(X; Y; R) has fewer thann + 2 resources of dimension at leastn then

dim(Hn (RC(X; Y; R))) = 0. It is possible for a resource complex with exactlyn + 2

resources of dimension at leastn and n + 2 consumers of dimension at leastn to have

dim(Hn (RC(X; Y; R))) > 0.

Proof. First, we assume thatRC(X; Y; R) has fewer thann+2 consumers of dimension

at least n, and show that dim(Hn (RC(X; Y; R))) = 0.
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Recall that Hn is the quotient vector spaceZn=Bn . Zn is the kernel of the linear

map @n : Cn ! Cn� 1, and Bn is the image of the linear map@n+1 : Cn+1 ! Cn .

Elements ofCn are linear combinations ofn-simplices. Any consumers with dimension

less thann do not a�ect Hn (RC(X; Y; R)) because they do not add anyn-simplices

or (n + 1)-simplices to the complex. Note that all (n � 1)-simplices in the range of@n

are subsets ofn-simplices, so no consumers of dimension less thann need to be in the

resource complex for the map@n to be well-de�ned. In short, removing any consumer

of dimension less thann from the resource complex does not changeHn (RC(X; Y; R)).

More formally, let ~Y � Y be the set of consumers with dimension at leastn.

Let ~R = f (x; y) 2 R j y 2 ~Yg. Then

Hn (RC(X; Y; R)) = Hn (RC(X; ~Y ; ~R)):

As shown by Dowker [32], the simplicial complexes generated by a single relation

and both choices of vertex set have isomorphic homology groups. In particular,

Hn (RC(X; ~Y ; ~R)) �= Hn (RC( ~Y ; X; ~R � 1)) :

All vertices of the simplicial complexRC( ~Y ; X; ~R � 1) are elements of~Y. By assumption,

~Y has less thann + 2 elements. SoRC( ~Y ; X; ~R � 1) has at most n + 1 vertices. An

n-simplex containsn + 1 distinct vertices, so RC( ~Y ; X; ~R � 1) contains at most one

n-simplex.

If RC( ~Y ; X; ~R � 1) does not contain anyn-simplices, thenCn is the zero vec-

tor space. Zn is a subspace ofCn , so it is also the zero vector space. Therefore

Hn (RC( ~Y ; X; ~R � 1)) is the zero vector space, meaning that dim(Hn (RC(X; Y; R))) = 0.

The image of a singlen-simplex under the boundary map is the alternating sum

of its (n � 1)-dimensional faces, which is nonzero ifn > 0. (This is why we assume
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n > 0 in the statement of the theorem; a 0-simplex does have trivial boundary.) So

if RC( ~Y ; X; ~R � 1) only contains onen-simplex, then Zn is the zero vector space and

dim(Hn (RC(X; Y; R))) = 0. Either way, dim( Hn (RC(X; Y; R))) = 0 as claimed.

The conclusion that ifRC(X; Y; R) has fewer thann + 2 resources of dimension

at least n then dim(Hn (RC(X; Y; R))) = 0 follows similarly, by interchanging the roles

of X and Y in the proof.

Finally, we show that it is possible for a resource complex with exactlyn + 2

resources of dimension at leastn and n + 2 consumers of dimension at leastn to

have dim(Hn (RC(X; Y; R))) > 0. We just need to provide an example. LetX =

f x0; x1; :::; xn+1 g and let Y = f y0; y1; :::; yn+1 g. There are exactlyn + 2 resources and

n + 2 consumers. LetR = f (x i ; yj ) j i 6= j g. Then every resource and every consumer

has degreen + 1 and dimensionn. Consider the alternating sum of alln-simplices in

the resource complex,

[x1; x2; :::; xn ; xn+1 ] � [x0; x2; :::; xn ; xn+1 ] + ::: + ( � 1)n+2 [x0; x1; x2; :::; xn ];

which is an element ofCn . We know this is a cycle because it would be the bound-

ary of the (n + 1)-simplex [x0; x1; x2; :::; xn ; xn+1 ] if the resource complex contained

this simplex. However, the resource complex does not contain this simplex, so this

cycle is not a boundary. We have a cycle which is not a boundary. In other words,

dim(Hn (RC(X; Y; R))) > 0.

We can leverage this fact even further by taking advantage of the presence of

specialists and asymmetric specialization in the community. These properties motivate

the following theorem.

Theorem 5.3.2 (Simplifying an interaction matrix) . Let A be a binary matrix with

r rows and c columns. Label each column with a nonnegative real value. LetM be
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the maximum column label. Form a nonnegative real value, letAm be the matrix

obtained from A by zeroing out the columns with label greater thanm. Note that

AM = A.

Let X = f x1; :::; xr g and Y = f y1; :::; ycg be sets. LetR m be the relation

R m = f (x i ; yj ) j (Am ) ij = 1g:

Let RC(X; Y; R m ) be the resource complex generated by the relationR m . The follow-

ing operations do not a�ect dim(Hn (RC(X; Y; R m ))) for any m:

1. If row i 1 and row i 2 of AM are identical, zero out rowi 2 of Am for all m.

2. If column j 1 and columnj 2 of AM are identical and the label of columnj 1 is less

than or equal to the label of columnj 2, zero out columnj 2 for all m.

3. If row i of AM has row sum at mostn, zero out rowi of Am for all m.

4. If column j of AM has column sum at mostn, zero out columnj of Am for all

m.

Proof. Since

dim(Hn (RC(X; Y; R m ))) = dim( Hn (RC(Y; X; R � 1
m ))) ;

we will use whatever choice of vertex set is most convenient.

Consider the �rst operation. If row i 1 and row i 2 of AM are identical, then row

i 1 and row i 2 of Am are identical for all m. When constructing the resource complex

with vertex set Y, two identical rows determine two identical sets of simplices. Since

we do not label the simplices, we do not need the redundant set of simplices. We can

zero out one of the rows without a�ecting the resource complex with vertex setY.

This does not a�ect the dimension of the homology of either resource complex.

74



Now, we consider the second operation. If columnj 1 and column j 2 of AM are

identical and the label of columnj 1 is less than or equal to the label of columnj 2, then

for any m column j 2 of Am is either a zero column or equal to columnj 1 of Am . Zeroing

out a column which is already zero does nothing. So we may assume that columnsj 1

and j 2 of Am are identical. Identical columns generate identical sets of simplices in

the resource complex with vertex setX . We do not label the simplices, so removing

the extra set of simplices does not change the resource complex. So we can zero out

column j 2 of Am for all m without changing dim(Hn (RC(X; Y; R m ))).

Now, we consider the third operation. Rowi of Am is the same as rowi of AM

except that some additional elements may be zero. So if rowi of AM has row sum at

most n, then row i of Am has row sum at mostn. A row with sum at most n contributes

simplices of dimension at mostn � 1 to the resource complex with vertex setY. These

simplices do not a�ect then-dimensional homology. So setting such a row equal to zero

does not a�ect dim(Hn (RC(Y; X; R � 1
m ))), which is equal to dim(Hn (RC(X; Y; R m ))).

Finally, we consider the fourth operation. Columnj of Am is either a zero

column or equal to columnj of AM . So if columnj of AM has column sum at mostn,

then column j of Am also has column sum at mostn. A column with sum at most n

contributes simplices of dimension at mostn � 1 to the resource complex with vertex

set X . These simplices do not a�ect then-dimensional homology, so setting columnj

equal to zero does not alter dim(Hn (RC(X; Y; R m ))).

5.4 Analysis of H.J. Andrews Experimental Forest data

We demonstrate the utility of our constructions by analyzing real data. In

this section we analyze interactions from a collection of plant-pollinator communities

around the H.J. Andrews Experimental Forest in Oregon [85]. These communities are

located in forest meadows, with data collection taking place during several years in the
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Meadow 2011 2012 2013 2014 2015 2016 2017 2018 2021
BD 59 105
BH 77 90
BS 28 45
CNE 91 65
CNM 98 102
CNT 102 100
CPB 81 104 95 46 61 87 87 59 12
CPM 91 100 116 61 71 77 82 120 17
CPR 52 37 48 34 19 32 32 38 9
CPS 83 59 78 62 16 52 76 64 15
LB 67 33 65 49 46 49 7
LM 108 80 122 86 60 62 85 57 8
LO 105 96 116 71 57 70 79 52
LS 80 107 75 58 60 81 59
M2 108 116 125 61 74 82 105 63 20
NE 106 84 44 82 100 71 16
RP1 79 74 96 62 55 75 83 52 14
RP2 85 62 81 65 64 74 66 58 6

Table 5.1: Number of mutualist types (number of plant taxa plus number of visitor
taxa) in each meadowyear

period 2011-2021 [85].

We treat each meadow as a single location and each year as a single time, so that

each \meadowyear" identi�es a plant-pollinator community. 113 meadowyears contain

at least one interaction and are included in the upcoming analysis. The smallest

community contains 6 interacting mutualists (3 plant taxa and 3 visitor taxa). The

largest community contains 125 interacting mutualists (27 plant taxa and 98 visitor

taxa). See Table 5.1 for the number of interacting mutualists in each meadowyear.

Note that unlike the previous years, the 2021 observations are restricted to

visitation by bees [85]. There is no 2021 meadowyear which generates any nontrivial

persistent homology for dimension 1 or higher. This is likely a consequence of the

smaller size of these communities. The smallest 2021 meadowyear community contains

6 interacting mutualists, while the largest 2021 meadowyear community contains 20

76



Figure 5.5: Percent of meadowyears which contain or could contain nontrivial homology

interacting mutualists. As shown in Figures 5.5, 5.6, 5.7, 5.8, and 5.9, no community

with fewer than 25 interacting mutualists has any nontrivial homology or persistent

homology in dimension 1 or higher.

Some meadowyear communities are relatively small. We can use Theorem 5.3.1

to check how many meadowyears actually have the capacity to produce nontrivial

persistent homology in various dimensions. In Figure 5.5, the blue bars (�rst bar

plotted for each dimension) show the percent of meadowyears which could contain

nontrivial persistent homology in the given dimension. Using the criteria in Theorem

5.3.1, almost all meadowyears could support 1-dimensional persistent homology. There

is one meadowyear which could even generate 6-dimensional persistent homology.

The number of high-dimensional simplices in a simplicial complex grows quickly,

so we do not want to unnecessarily compute high-dimensional homology. Combining

the results in Theorems 5.3.1 and 5.3.2 allows us to re�ne our predictions. The orange

bars (second bar plotted for each dimension) in Figure 5.5 show these results. By this
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estimate, most meadowyears could still generate 1-dimensional persistent homology.

However, the maximum dimension for nontrivial persistent homology in any community

is now three. This is much more computationally feasible.

Now we can check the persistent homology of the foraging �ltration for each

meadowyear, and see how many meadowyears generate nontrivial features in each di-

mension. Figure 5.5 shows these results in green (third bar plotted for each dimension).

Many meadowyears generate nontrivial 1-dimensional persistent homology, and some

generate nontrivial 2-dimensional persistent homology. There are no 3-dimensional

features.

Some of these features are only detectable because we are computing the per-

sistent homology of a sequence of complexes, rather than the classical approach of

computing the homology of a single complex. Since the �nal simplicial complex in

the foraging �ltration is a simplicial complex generated by the entire relation, we can

extract the dimension of the homology of this single simplicial complex by counting

the number of bars with in�nite persistence. Figure 5.5 shows these results in the

purple bars (last bar plotted for each dimension). We see fewer features, but most

meadowyears still contain a 1-dimensional feature and some meadowyears contain a

2-dimensional feature.

We can understand some of the variation in the presence of topological features

by considering the size of each community. Figures 5.6, 5.7, 5.8, and 5.9 plot each

meadowyear as a point with coordinates equal to its number of interacting mutualists

and number of bars or number of nontrivial homology classes. It is di�cult to see

a clear trend for dimension 2, since there are few meadowyears which generate such

features. We can, however, see a clear trend of more bars in the 1-dimensional barcodes

generated by meadowyears with higher numbers of mutualist types. This trend is less

clear when using the classical approach of computing homology rather than persistent
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Figure 5.6: The number of mutualist types and the size of the 1-dimensional barcode
of the foraging �ltration generated by each meadowyear

homology.

This explains why foundational research such as [87] concluded that nontrivial

cycles for dimension 1 or higher were unlikely for simplicial complexes generated by

ecological relations. For a single dataset, the classical approach is to generate a single

simplicial complex and compute its homology. Instead, we use a single dataset to

generate a �ltration of simplicial complexes and compute the persistent homology of

the �ltration. Nontrivial high-dimensional features are less likely to occur in a single

simplicial complex than in a �ltration. Nontrivial high-dimensional features are also

less likely to occur in complexes generated by small datasets.

Note that the UD insect-
ower visitation dataset contains 20 insect genera and 8

plant genera (28 total genera) and generates a foraging �ltration with two bars in the 1-

dimensional barcode. Aggregating the plant and animal taxa at the level of genus may

have arti�cially lowered the number of mutualists. We can make the UD insect-
ower
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Figure 5.7: The number of mutualist types and the number of nontrivial 1-dimensional
homology classes in the �nal foraging complex generated by each meadowyear

Figure 5.8: The number of mutualist types and the size of the 2-dimensional barcode
of the foraging �ltration generated by each meadowyear
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Figure 5.9: The number of mutualist types and the number of nontrivial 2-dimensional
homology classes in the �nal foraging complex generated by each meadowyear

visitation data and the H.J. Andrews Experimental Forest data more comparable by

grouping the taxa in the H.J. Andrews Experimental Forest data by genus. This is not

always straightforward. For example, \Moth sp 9" and \Moth sp 22" are two of the

visitors in meadow LM and year 2011. We don't know whether these two species are

the same genus or not. We may be able to determine this information in collaboration

with researchers involved in the data collection.

For now, we approximate aggregation by genus using the following procedure.

We remove visitors whose names start with Beetle, beetle, Diptera, Fly, Insect, LBB,

Micromoth, Moth, Parasitic, parasitic, Parasitid, Unknown, or wasp; it's not clear how

to group these visitors together. For the remaining visitors, we combine visitors based

on the �rst part of their name in the dataset. For example, in 2014 the meadow RP1

contains the visitors Bombus mixtus, Bombus bifarius, and Bombus unknown male.

We group these visitors together.

81



Figure 5.10: The number of mutualist genera and the size of the 1-dimensional barcode
of the foraging �ltration generated by each meadowyear

We show the results in Figure 5.10. It is possible that the speci�c relationship

between the number of mutualist types and the size of then-dimensional barcode varies

by data collection protocol or community type. If this is true, we can't conclude that

a dataset generates an unusual number of topological features without similar datasets

for comparison.
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Chapter 6

DATASET PERTURBATIONS

Sets of plant-pollinator interactions can generate nontrivial 1-dimensional and

2-dimensional persistent homology. The next step is to explore the cause of these fea-

tures. There are many possible avenues of investigation. Here, we consider a particular

example encountered in the H.J. Andrews Experimental Forest dataset.

6.1 Investigating 2-dimensional features

Relatively few meadowyears contain nontrivial 2-dimensional persistent homol-

ogy in their foraging �ltrations. Of the ones that do, most contain only one or two

features. There are, however, two meadowyears which contain three such features. Of

these two, we will investigate the meadowyear with fewer mutualists. Nontrivial higher-

dimensional persistent homology seems to be more common in communities with larger

numbers of mutualist types, so the presence of 2-dimensional features is more striking

in a smaller community.

This meadowyear is the meadow M2 and the year 2016. Its 2-dimensional

barcode is

f [8; 13); [8; 13); [8; 13)g:

There are three independent classes of 2-dimensional cycles, all with the same birth

and death. Each equivalence class of cycles has a representative containing only four

vertices, the smallest possible number for this dimension. We can identify each of these
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cycle representatives by listing the four vertices, which here correspond to plant taxa.

The cycles are:

ˆ f Eriophyllum lanatum, Gilia capitata,

Ligusticum grayi, Orthocarpus imbricatusg

ˆ f Eriophyllum lanatum, Gilia capitata,

Lupinus laxi
orus , Potentilla gracilisg

ˆ f Eriophyllum lanatum, Gilia capitata,

Orthocarpus imbricatus, Potentilla gracilisg

Remarkably, the cycle representatives have a number of vertices in common. It

seems that they are quite close to each other in the foraging complexes in which they

appear. In fact, by adding a single potential interaction betweenEriophyllum lanatum

and Bombus bifariusto the observed set of interactions, we eliminate all the nontrivial

2-dimensional features from this foraging �ltration. We discovered this by investigating

visitors which have degree eight (corresponding to the birth of the cycles).Bombus

bifarius visits the plants Delphinium nuttallianum, Erigeron foliosus, Gilia capitata,

Ligusticum grayi, Lupinus laxi
orus , Orthocarpus imbricatus, Potentilla gracilis, and

Vicia americana.

The proposed interaction betweenEriophyllum lanatum and Bombus bifarius

does in fact occur in meadow M2 in the years 2015 and 2017. It is not clear why this

interaction does not occur in 2016. Since this interaction has such a large e�ect on the

topology, a focus on this interaction in future monitoring would be informative.

Since each meadowyear aggregates data over several weeks, as a preliminary step

we checked the time frames during whichEriophyllum lanatum and Bombus bifarius

were active. If they were not active during the same part of the season during some

years, this would explain the variable inclusion of this interaction in the dataset. The

results are shown in Figure 6.1. Their periods of activity are always well aligned, so
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Figure 6.1: Approximate foraging period forBombus bifariusand 
owering period for
Eriophyllum lanatum based on observed participation in 
ower visitation interactions

we still do not have an explanation for why they do not always interact.

6.2 Implications for stability

We now consider implications for stability; that is, the possible change in the

barcode of a foraging �ltration if we make a small change to a dataset. The smallest

possible perturbation of a binary relation is the addition or removal of a single element.

In the context of plant-pollinator datasets, this corresponds to the addition or removal

of a single plant-pollinator interaction. If we assume that the dataset is accurate

but possibly incomplete, then the smallest possible change is the addition of a single

interaction. We saw that adding a single interaction to a dataset can eliminate multiple

topological features with lifetime greater than one. The barcode generated by an

interaction dataset is not stable with respect to this kind of change, even though we
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classically think of features with high persistence as being stable with respect to the

persistence parameter. In our application, the persistence parameter is the maximum

visitor type degree. Adding a single interaction only increases the degree of one visitor

type by one. And yet we eliminated multiple topological features of lifetime �ve.

The stability result in Section 3.8 assumes that there is some value of the �ltra-

tion parameter such that every edge in the weighted network is included in the relation

which generates the simplicial complex. We do not include every possible edge, since

we consider relations generated by binary networks. We also do not utilize a complete

binary network; edges are absent if the corresponding mutualistic interactions do not

occur. We could express a foraging �ltration as the limit of a sequence of weighted

network �ltrations, where the weight of interactions which do not occur approaches

in�nity. Adding an interaction to a mutualistic relation would result in a �nite weight

rather than a weight which approaches in�nity. This could have a substantial e�ect on

the network distance, allowing a substantial change in the barcode as well.

Perhaps we can gain some additional context by thinking about a geometric

point cloud. Consider the point cloud shown in Figure 6.2. The corresponding 1-

dimensional barcode has a long bar, corresponding to our intuition that this point

cloud is sampled from an annular region. Now, we modify the point cloud by adding a

point to the center, at coordinates (0.5, 0.5). This decreases the largest 1-dimensional

lifetime from about 0.16 to about 0.08. This is a large change in the barcode caused by

the addition of only a single point. The reason for the signi�cant change is the location

we chose for the additional point. We deliberately placed it in the empty space at the

center of the point cloud, and hence it had a large e�ect on the 1-dimensional persistent

homology. So in this situation, the addition of a single point can have a large e�ect on

the barcode if the location of the added point is at the center of an empty region.

Now consider the topology of a plant-pollinator community. If the addition of
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Figure 6.2: E�ect of adding a single point on a 1-dimensional barcode
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a single interaction to a dataset results in a large change in the persistent homology

of the foraging �ltration, we have reason to suspect that the interaction occupies an

otherwise empty region. Now that we know that adding an interaction can have a large

e�ect on the topology, we can ask about the signi�cance of such an interaction.

6.3 Ecological implications

In this section, we suppose that we have identi�ed a single interaction whose

addition to a plant-pollinator dataset would signi�cantly change the persistent homol-

ogy of the foraging �ltration. We call such an interaction a \central" interaction. We

consider possible implications of such a �nding. Similar conclusions are applicable if

we identify a small set of related interactions instead of a single interaction.

In the geometric example, the location of the new point was not consistent with

the rest of the point cloud. Similarly, we should consider the possibility that something

about the central interaction is not consistent with the shape of the rest of the dataset.

We should check whether the central interaction occurs in related datasets, or is a

documented interaction in any context.

Perhaps the central interaction is one that could not occur, for example due

to some sort of morphological mismatch between the proposed 
ower type and visitor

type. In this case, it is appropriate that the interaction's addition would have a large

e�ect on the topology. We would be combining things that do not go together.

In the example considered here, the central interaction does in fact occur at the

same location as the dataset in question, just in di�erent years. Ecological systems

change over time, so it is possible to have a barrier to interactions in one year but

not another. For example, the period of activity of one or both of the mutualists may

have shifted due to climate changes or other conditions, removing the opportunity for

them to interact. Investigation of the mutualists in the central interaction may reveal
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important factors in the assembly of the community.

Plant-pollinator datasets of the type discussed here are labor intensive to ob-

tain, and it will not always be possible to collect comparable datasets in subsequent

years. However, when central interactions are identi�ed, one option would be to focus

on searching for these interactions. For example, if we suspect a particular plant of

being important to the community topology, �eld researchers may be able to dedicate

recording equipment to monitoring individuals of this plant type.

Investigating central interactions is an exciting avenue for future research. In

order to generate hypotheses, we would like standardized methods for identifying and

quantifying these central interactions. We were fortunate to �nd a situation in which

adding a single interaction eliminated multiple signi�cant topological features. What

about more borderline cases? How do we decide when an interaction is interesting and

should be investigated? What if there are multiple interactions or sets of interactions

whose addition would have a similar e�ect on the barcode? Which ones should we

investigate? These are all questions which merit further work.
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Chapter 7

CONCLUSIONS AND FUTURE WORK

7.1 Conclusions

In this work, we introduced the application of topological data analysis to plant-

pollinator interactions. We developed a �ltration to detect structure which would oth-

erwise be obscured by generalist pollinators. We demonstrated that nontrivial topolog-

ical features occur frequently in plant-pollinator communities, with larger communities

having larger 1-dimensional barcodes. Based on our analysis, we recommended moni-

toring of the plant speciesEriophyllum lanatum and the insect speciesBombus bifarius.

7.2 Investigating topological results

We investigated a dataset perturbation and potential \missing" interaction in

Chapter 6. There are many other potential causes of topological changes in a plant-

pollinator community; we mention two here. Uncovering the reasons for topological

structure may become one of the most interesting aspects of future work on plant-

pollinator resource complexes.

7.2.1 Taxa heterogeneity

Suppose a particular 
ower type or visitor type is essential to the presence of

nontrivial cycles in a foraging complex. In other words, cycles disappear if the 
ower

type or visitor type is removed from the dataset. One reason this could happen is if

the mutualist type is actually a group of dissimilar individuals, as discussed in Section
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2.4.5. Arti�cially grouping these together can connect distant parts of the foraging

complex, creating nontrivial cycles.

7.2.2 Global changes

We have been discussing local causes of topological structure, such as changes

to a single interaction. Global dataset changes, such as external circumstances which

modify pollinator behavior, can also a�ect the foraging complex topology. For example,

we know that climate may have an e�ect on generalization [20]. Increases or decreases

in generalization change the composition of interactions which occur in a community,

which could have signi�cant topological implications.

7.3 Future work

Now that we have demonstrated the existence of nontrivial 1-dimensional and

2-dimensional persistent homology generated by plant-pollinator datasets, there are

many opportunities for further research. This section identi�es 12 potential areas for

future projects. Sections 7.3.1 and 7.3.2 suggest opportunities for using the same

techniques in this dissertation, but for other available datasets. Sections 7.3.3, 7.3.4,

7.3.5, 7.3.6, 7.3.7, 7.3.8, and 7.3.9 propose extensions to the mathematical analysis

performed in this work. Sections 7.3.10, 7.3.11, and 7.3.12 describe potential large,

collaborative projects.

7.3.1 Classical datasets

As mentioned in Section 2.3, there are extensive historical datasets which include

records of 
ower visitation [21, 77]. It would be interesting to see how the topology of

these datasets compares to the topology of more modern records. If there is a di�erence

in the topological structure, this may indicate structural e�ects of modern threats to

plant-pollinator ecosystems.
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It could take some e�ort to perform this analysis. Some historical records may

need to be digitized and converted to a format conducive to analysis. We may need to

consider taxonomic updates since older datasets were created. It is possible that some

taxa have been divided into smaller classi�cations, or combined into one. Finally, some

species may have become locally or globally extinct since the data collection occurred.

We should consider the topological role of these lost species in the foraging complex.

7.3.2 Persistent homology of other relations

The techniques we introduce in this dissertation are tailored for the analysis

of plant-pollinator communities, but still apply to any relation. In other words, we

can use these tools to study any information which can be represented as a bipartite

network. This creates many additional application areas.

As we mentioned in Section 2.6, one such application would be analyzing other

mutualisms including cleaning interactions in reef environments [41]. We could also

study other types of ecological interactions, such as the food webs considered by Sugi-

hara [87]. As suggested in Section 2.11, biomedical networks would be another interest-

ing application area [71]. We are not even limited to biological datasets. As indicated

by the resource/consumer terminology, we could consider economic applications.

Analysis of a range of dataset types could reveal important di�erences in the

topology of di�erent types of interactions. For example, it is possible that mutualistic

interactions tend to generate di�erent structural features than competitive interactions.

This would create opportunities for hypothesizing interaction rules based on observed

topological structure.
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7.3.3 0-dimensional persistent homology

In this work, we focus on persistent homology for dimensions greater than zero.

Nontrivial features in higher dimensions are the most unexpected based on previous re-

search in this �eld. However, 0-dimensional persistent homology still has the capacity to

yield important insights such as the nature of multiscale modularity in plant-pollinator

communities.

7.3.4 Alternative �ltration parameters

The technique of analyzing a sequence of resource complexes was essential to

discovering many of the topological features we discussed. In order to perform this

analysis, we selected a �ltration parameter. We found it practical to use the maximum

visitor type degree as a �ltration parameter, since this allowed us to discover topological

structure which was otherwise obscured by generalist pollinators. This is far from the

only choice. One other option is to use the maximum 
ower type degree as a �ltration

parameter. This would allow us to discover topological structure hidden by generalist


ower types. In fact, this can be accomplished by simply transposing the interaction

matrix and performing the same subsequent steps.

One limitation of the current work is that we treated all interactions as simply

present or absent. In reality, not all interactions are equally important, equally com-

mon, or equally preferred. An interesting option is to use some measure of interaction

strength as the �ltration parameter. We could add interactions at various steps of the

�ltration, instead of adding 
ower or visitor types. Note that Theorem 5.3.2 assumes

a column-based �ltration, so we would have to reconsider some of the details of our

analysis. Another consideration is that the importance of the interaction might di�er

between the two partners. For example, if a specialist interacts with a generalist, the

interaction might be extremely important to the specialist but not that important to
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the generalist. We may be forced to choose a perspective when selecting an interaction

strength.

7.3.5 Automated foraging complex visualizations

In Figures 5.1 and 5.3, we viewed geometric realizations of all the resource com-

plexes in a �ltration. This was helpful to understand the persistent homology we ob-

tained. Not all simplicial complexes can be reasonably represented in a 2-dimensional

�gure, in particular because they may contain high-dimensional empty spaces. On

the other hand, most of the foraging �ltrations we analyzed had trivial 2-dimensional

persistent homology, and they all had trivial 3-dimensional and higher persistent ho-

mology. So it is frequently reasonable to visualize a foraging complex.

In order to produce the visualizations in this dissertation, we chose vertex po-

sitions manually. It is not practical to expect the user to know which vertex positions

will reveal the empty spaces present in a complex. An interesting extension to the

analysis would be to include automated visualizations of the foraging complexes. As a

starting point, existing graph layout algorithms might generate useful vertex positions

in some cases. As another option, we could use the pattern of interactions to obtain

approximate distances between vertices and use these distances to project the vertices

into 2-dimensional space. We still have to keep in mind that the topological structure

of a foraging complex is not dependent on our choice of geometric realization, so we

cannot rely completely on a �gure for understanding the system.

7.3.6 Optimal cycle representatives

In Section 6.1, we discussed three independent classes of 2-dimensional cycles,

each with a representative containing only four vertices. We use the Eirene package for

computing persistent homology [45], which is capable of returning class representatives.

However, we are de�ning our own �ltration and Eirene has no way to know what a
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good choice of representative is for our purposes. Using the representatives returned

by Eirene, the set of vertices for each class of 2-dimensional cycles is:

ˆ f Angelica arguta, Eriophyllum lanatum,

Gilia capitata, Ligusticum grayi,

Lupinus laxi
orus , Orthocarpus imbricatusg

ˆ f Eriophyllum lanatum, Gilia capitata,

Lupinus laxi
orus , Orthocarpus imbricatus,

Potentilla gracilisg

ˆ f Eriophyllum lanatum, Gilia capitata,

Orthocarpus imbricatus, Potentilla gracilisg

It is not immediately clear from these sets that all of the classes actually have

representatives with only four vertices. We were able to determine this by hand using

the dataset. In general, it would be helpful to automate �nding good representatives

for this particular application. We might want representatives with small numbers of

vertices, or we may prefer to optimize some other characteristic. Previous research, such

as [62], on �nding optimal cycle representatives has the potential to also be applicable

to resource complex applications.

7.3.7 Time-varying dynamics

An important quality of plant-pollinator communities is that they evolve over

time [68]. Detecting topological features across samples of a time-varying system is an

interesting and nontrivial task. One potential avenue for future work is to track topo-

logical features in time-varying plant-pollinator communities, perhaps using tools such

as zigzag persistence [16]. These techniques would also be applicable to the analysis of

plant-pollinator communities a�ected by disturbances such as natural disasters.
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7.3.8 Simulating sampling variation

Field observations are approximations of the true set of plant-pollinator inter-

actions present in a community. For example, interactions involving rare species may

be di�cult to document. We could explore the e�ect of incomplete sampling on the

foraging �ltration topology by starting with a comprehensive dataset and simulating

less complete sampling by removing infrequently observed interactions.

7.3.9 Potential niche variables

An important characteristic of our analysis is that we did not require coordinate

information for any of the 
ower types or visitor types. We just need to know which

interactions occur. However, there are datasets which contain additional information

about some or all of the mutualists in a community. If some of the additional informa-

tion re
ects potential niche variables, it would strengthen our analysis to incorporate

that information into the resource complex structure in some way. In addition, we

could analyze sets of plant-pollinator interactions generated by niche-based models.

This would have the additional advantage of allowing us to modify the model to test

hypotheses about the causes of observed topological features.

7.3.10 Citizen science collaborations

In Section 6.1, we identi�ed an interaction which was observed but not every

year, and whose absence had a large topological e�ect. Interactions like this are par-

ticularly interesting. Under what conditions do they occur? Why are they not always

observed, even in comprehensive datasets? If we can quickly discover such a potential

interaction, and if the data collection sites or comparable areas are open to the public,

we can enlist assistance. Asking citizen scientists to be on the lookout for potential

interactions would help us interpret the results of our topological analysis.
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7.3.11 Migratory pollinators

So far, we have generated foraging complexes using data from a single location.

This is not an e�ective representation for understanding animal pollinators which need

resources in a range of locations. In particular, some pollinators are migratory [83]. It

is not enough for them to have access to 
oral resources in one region. They need these

resources in their summer and winter habitats as well as at stopover locations along

their migratory route. A multi-institution collaboration to collect plant-pollinator data

for all the habitat types of a migratory pollinator would generate necessary information

to understand these pollinators. We would need to explore how to adjust the foraging

complex construction to account for the range of locations.

7.3.12 Comparative studies

So far, all of our conclusions are observational. What happens if we experimen-

tally modify the presence of a mutualist in a community, for example by planting a

certain plant species or providing suitable nesting habitat for a certain animal species?

Does the topology actually change? How does this a�ect the larger community? Are

topologically important species also important for ecosystem resilience, and should

they be targeted in conservation e�orts? The answers to these questions could have

signi�cant practical consequences.
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Chapter 8

ROOSTRINGSEARCH

In this chapter, we discuss the Python module RoostRingSearch, developed in

collaboration with the University of Delaware Aeroecology Lab. We provide the code,

instructions, and examples online [59]. Section 8.1 includes background information on

roost rings. Section 8.2 provides an introduction to NEXRAD weather radar. Section

8.3 outlines the RoostRingSearch module. Section 8.4 presents results from our analysis

of data from a weather radar station in Delaware. Section 8.5 describes a potential roost

in Michigan identi�ed using RoostRingSearch. Section 8.6 discusses our conclusions

and opportunities for future work.

8.1 Introduction to roost rings

Before migration, birds such as purple martins gather in communal roosts which

can contain hundreds of thousands of individuals [82]. The martins gather together in

the evening, and start 
ying away from the roost before sunrise [81]. For su�ciently

large aggregations, weather surveillance radar can detect the collective 
ight that occurs

in the morning [81]. When birds leave the roost in fairly uniform directions, the

aggregation can create a ring shape on weather radar [81]. When there is selection for

a certain direction, such as a preference for heading south as migration begins, this can

create an arc [81].

The National Oceanic and Atmospheric Administration (NOAA) collaborates

with organizations such as Amazon Web Services (AWS) to make Next Generation

Weather Radar (NEXRAD) data openly available online [5, 66]. This presents an
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opportunity for using weather radar not just for weather forecasting and related ap-

plications, but also for studying animals like the purple martin. Automated tools for

detecting biological phenomena will facilitate the use of this large dataset. Research

in this area has included work by [17] to identify roost rings using machine learning.

We focus on developing interpretable tools tailored for the detection of roost rings on

weather surveillance radar.

8.2 NEXRAD overview

The full mechanics of weather radar operation are beyond the scope of this work.

Diehl and Larkin discuss aspects of NEXRAD data as they relate to the study of birds

in the airspace [30]. During normal operation, each radar station collects a sequence of

volume scans. Each volume scan consists of several 360� sweeps. Sweeps are collected at

several angles of elevation of the radar beam. Higher elevation sweeps may fail to detect

some birds which are not 
ying at a su�cient altitude, but they may also contain less

clutter (signal which is not created by birds or precipitation). The radar can operate

in either clean-air mode or precipitation mode. The mode a�ects the resolution, the

choice of sweeps in each volume scan, and the time interval between successive scans.

The primary quantity measured by weather radar is re
ectivity factor, which we simply

refer to as re
ectivity. The purpose of weather radar is not to identify single objects,

but rather to detect collections of many small objects such as raindrops in a given

region of the airspace. We quantify these collections of objects using re
ectivity, a

measure of how much electromagnetic energy from the radar beam is returned to the

station. Doppler radars such as those in the NEXRAD system can measure the mean

radial velocity of objects in a region of the airspace. This only includes the component

of motion which is directed at or away from the radar station [30].

In this work, we only use the lowest angle of elevation, so in our exposition
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we do not di�erentiate between a sweep and a scan. We do not adjust our algorithm

based on the mode of operation of the radar. In future work we may consider higher

elevations or take into account the radar mode.

A NEXRAD upgrade completed in 2013 provided additional capabilities; we

focus on the signi�cance of the upgrade for detecting biological signals, as described

by Stepanian et al. [86]. Originally, NEXRAD radars sent and received waves with a

horizontal orientation, or polarization. Now, NEXRAD radars have dual-polarization

technology, so they send and receive waves with both horizontal and vertical orien-

tations. This generates a correlation coe�cient comparing the two waves. In regions

of the airspace containing raindrops, the objects are very uniform and the correlation

coe�cient is close to one. In a biological aggregation such as a 
ock of birds, the shapes

of the objects are irregular and the correlation coe�cient is lower [86].

8.3 The RoostRingSearch module

Here we give an overview of the module. Section 8.3.1 outlines the requirements

for using RoostRingSearch. Section 8.3.2 describes how a typical user can screen radar

data for roost rings. Section 8.3.3 covers the data �elds which are utilized by Roost-

RingSearch. Section 8.3.4 gives an overview of the linear �lter search algorithm. Section

8.3.5 describes the e�ect of each parameter.

8.3.1 Requirements

RoostRingSearch is written in the Python 3 programming language and utilizes

the packages Astral, Boto3, botocore, datetime, haversine, Matplotlib [46], NumPy

[43], pandas [70, 64], Py-ART [44], pytz, scikit-image [91], SciPy [92], temp�le, time-

zone�nder, and warnings. Scans are obtained from AWS [66] as needed.
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Figure 8.1: 143 NEXRAD stations in the contiguous United States which have scan
data for 6/15/2023 available on AWS

8.3.2 User work
ow

RoostRingSearch includes convenience functions for choosing date and time

ranges during which purple martins are most likely to be leaving their roosting lo-

cations. The user provides the four letter identi�er for the NEXRAD station. Figure

8.1 shows the locations of NEXRAD stations in the contiguous United States with

scan data available on AWS for June 15, 2023, the �rst day of the 2023 search window.

The maps in this dissertation are generated using the GeoPandas package [52] and

shape�les from the Census Bureau [89].

The main function of the module isfind_roost_rings . Given identifying in-

formation for a radar scan, it will obtain the appropriate data and look for roost rings.

It accepts two input formats. Here, we show two ways to display the output shown

in Figure 8.2. The �rst option is to provide a string with the �le path (as stored on

AWS):

import RoostRingSearch as rrs

101



rrs.find_roost_rings(`2021/08/10/KDOX/KDOX20210810_1015',
display_output = True)

The second option is to provide the name of the station and the datetime of the scan:

import RoostRingSearch as rrs
import datetime
rrs.find_roost_rings((`KDOX', datetime.datetime(2021, 8, 10, 10, 15,

tzinfo = datetime.timezone.utc)),
display_output = True)

Note that the �gure titles display the local time while the �le path uses Coordinated

Universal Time.

find_roost_rings returns a dictionary with the following keys:

ˆ `success': True if the function ran successfully

ˆ `latlon coords': Latitude and longitude of the centers of potential roost rings

ˆ `re
ectivity array': Re
ectivity data, interpolated to a regular grid with a 1 km

by 1 km resolution

ˆ `�ll value': Value used for unavailable data in the re
ectivity scan

ˆ `results mask': Masks out elements of the re
ectivity array which are not con-

tained in a roost ring

ˆ `ring center pixels': Array elements which could correspond to the center of a

roost ring

ˆ `re
ectivity scan time': Date and time of the re
ectivity scan

ˆ `scan pre�x': File path for the given scan

If find_roost_rings encounters a problem while processing a scan, it indicates this

by returning a success value of False rather than producing an error. This behavior

allows users to run large sets of scans without supervision.

In general a user does not know the speci�c times for which scans are available.

The morning_exodusfunction runs find_roost_rings for several scans, and requires
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only a station code and a date as input. The latitude and longitude of the chosen radar

station determine the local sunrise time. Two optional parameters,minute_offset and

minute_duration , determine the window of time for scans to use. It can take more

than an hour for purple martins to leave a roost in the morning [82]. The default

behavior ofmorning_exodus is to check scans during a 90 minute window starting 30

minutes before sunrise. Most scans are 4-10 minutes apart; with the default parameter

values,morning_exoduschecks an average of around 13 scans a day.

The following code looks for roost rings detected from the KDOX station on the

morning of August 23, 2020:

import RoostRingSearch as rrs
rrs.morning_exodus(`KDOX', [2020, 8, 23])

The output is a pandas [70, 64] DataFrame. The �rst two columns are the latitude and

longitude of the center of each roost ring. The next six columns are the center x, center

y, minimum x, maximum x, minimum y, and maximum y of the location of each roost

ring in terms of array elements. The next column is the time of the re
ectivity scan on

which each roost ring is �rst detected. We use the �rst detection because this location

estimate should be closest to the actual ground location of the roosting site. The next

four columns are the station name, the year, the month, and the day. It is helpful

to include these in the output DataFrame so we can concatenate several DataFrames

without losing the information necessary to generate a particular result. The next

column is the �le path, which can be used as an input tofind_roost_rings . The �nal

four columns are thecutoff_distance , min_reflectivity , max_background_noise,

and min_signal parameter values used to obtain the given output. We will discuss

these in Section 8.3.5.

As a convenience, the functionlist_season_dates lists all the dates from

June 15 to September 15 for a given year. The functionslist_season_dates and
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Figure 8.2: Figure generated by RoostRingSearch, identifying a potential roost ring
caused by birds such as purple martins

morning_exodus facilitate checking scans which are most suitable for the appearance

of roost rings caused by purple martins. In the United States, roost rings detected in

the fall or winter are likely to be caused by tree swallows [17].

8.3.3 Data �elds

See Figure 8.2 for an example of a ring likely caused by birds such as purple

martins leaving their communal roosting site. This is a typical �gure displayed by

RoostRingSearch. The left plot shows the re
ectivity data for the given scan. The

right plot shows a masked re
ectivity array, keeping only the portions of the array

which are likely contained in a roost ring. The estimated center of each ring is marked

with an \x". In this section, we discuss some of the available data types in a radar

scan, and how these are currently utilized or could be included in future work. These

quantities are all shown in Figure 8.3. Figures 8.2 and 8.3 correspond to the same set

of scan data.
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Figure 8.3: Four radar �elds which are potentially useful for identifying roost rings

105



Figure 8.4: Variable data availability at large distances from the radar

RoostRingSearch can function using only re
ectivity data, but relying on re
ec-

tivity data alone can generate a large number of false positives when precipitation or

other clutter is present. RoostRingSearch also uses the correlation coe�cient and clut-

ter �elds when these are available. Some quantities are not available at large distances

from the radar. See Figure 8.4 for an example; note that the bottom right corner of

the scan contains re
ectivity data but not correlation coe�cient data.

Purple martins create successively wider rings on re
ectivity scans, with larger

re
ectivity values indicating larger densities of birds in the airspace [81]. We start

by interpolating the provided re
ectivity data to a regular grid with a 1 km by 1

km resolution. We threshold the re
ectivity array to obtain a Boolean array. The

default threshold is a re
ectivity of 0 dBZ. Note that since re
ectivity is measured

here in decibels, or in other words using a logarithmic scale, re
ectivity values can be

negative. RoostRingSearch utilizes re
ectivity data detected at a 0.5 degree elevation,

the lowest elevation available; other work such as [17] has also included 1.5 degree

re
ectivity. We may include 1.5 degree re
ectivity data in future work.
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By 2014, the earliest year included in our data analysis, the correlation coe�-

cient �eld is available. Correlation coe�cient values greater than 0.95 are suggestive

of precipitation [31], allowing us to remove re
ectivity signals which are likely due to

precipitation. Without this screening, precipitation can create patterns which could

be inadvertently identi�ed as roost rings.

Beginning with the 2021 season, a \clutter �lter power removed" �eld for clutter

in the re
ectivity �eld became available. This �eld has shown potential for separating

roost rings from other other signals in the re
ectivity scan. RoostRingSearch utilizes

this clutter information when it is available. Since roost rings could be considered noise

from a meteorological perspective, there is no guarantee that roost rings will not be

identi�ed as clutter. Future work to investigate the e�ectiveness of this �eld would be

bene�cial to researchers interested in weather radar detection of roost rings.

A signi�cant radar �eld we have not used is the mean Doppler velocity. For

a complete roost ring, the Doppler velocity can show a characteristic pattern across

the ring. This occurs because birds in one half of the ring are moving towards the

radar while birds on the other half of the ring are moving away from the radar. Some

potential roost rings, such as the partial ring shown in Figure 8.5, do not generate a

strong Doppler velocity signal. Due to the variable utility of Doppler velocity data,

we do not utilize this �eld in the current version of RoostRingSearch. It may be

bene�cial to include in future work. Alternatively, we could consider tracking size and

density changes of rings on consecutive scans to determine movement patterns without

depending on the velocity data.

8.3.4 Algorithm overview

Here, we describe the RoostRingSearch detection pipeline. Section 8.3.4.1 dis-

cusses how we obtain a Boolean array from the NEXRAD scan data. Section 8.3.4.2
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Figure 8.5: Partial roost ring which primarily shows bird movement toward the radar
station rather than departures in all directions

describes how we identify array elements which correspond to potential roost ring

centers. Section 8.3.4.3 outlines how we aggregate these results to obtain estimated

coordinates of roost locations. The code is openly available [59] and includes further

details.

8.3.4.1 Producing a Boolean array

Once we have selected a scan to process, we obtain the relevant data �elds.

The minimal requirement is availability of 0.5 degree re
ectivity data. We interpo-

late the re
ectivity data to obtain values located in a regular grid. The result is

a 2*cutoff_distance + 1 by 2*cutoff_distance + 1 array. We threshold the re-


ectivity array to produce a Boolean re
ectivity array with true values indicating

re
ectivity quantities greater than the min_reflectivity parameter value. If the

clutter_filter_power_removed �eld is available, then we set elements contained in

the clutter �eld equal to false .

When the correlation coe�cient �eld is available, we use this information to
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screen out precipitation. This requires some additional processing. The top plot in

Figure 8.6 shows correlation coe�cient values in a region containing precipitation.

Most of the elements of this correlation coe�cient array are greater than 0.95, as

shown in the second plot in Figure 8.6. If we screen out the corresponding elements

from the re
ectivity array, we obtain the array shown in the third plot of Figure 8.6.

These scattered areas of re
ectivity likely still represent precipitation, but they were

not screened out because the correlation coe�cient was not high enough. If there

is some variation in the correlation coe�cient, then we can leave behind re
ectivity

patterns which could be mistaken for roost rings.

We address this complication with some additional processing. We produce

a Boolean correlation coe�cient array whose elements aretrue if the corresponding

element of the original correlation coe�cient array is greater than 0.95, andfalse

otherwise. We adjust this array using the SciPy [92]median_filter function and the

scikit-image [91]dilation function. When we apply a median �lter to an array, we

replace each element with the median of all the elements in some neighborhood around

the original element. Figure 8.7 shows an example of an array before and after applying

a median �lter for which the neighborhood is a disk of radius two. This �lter has the

e�ect of \smoothing" the array. In RoostRingSearch, we also use a neighborhood

consisting of a disk of radius two. After applying the median �lter, we apply dilation

to extend the areas marked as precipitation; this helps address potential low correlation

coe�cient values at the edge of a precipitation region. Dilation replaces each element

of an array with the maximum of the elements in some neighborhood containing the

original array element (treating the elements of a Boolean array as ones and zeros).

Figure 8.8 shows an example of an array before and after applying dilation. In Figure

8.8, we use a disk of radius three as our neighborhood. For the correlation coe�cient

processing in RoostRingSearch, we use a disk of radius ten. This means that any
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Figure 8.6: Using the correlation coe�cient to screen out re
ectivity caused by precip-
itation
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Figure 8.7: Applying a median �lter to a Boolean array

portion of a roost ring within 10 km of a region of precipitation may be screened out.

The �nal plot of Figure 8.6 shows the result of applying a median �lter and dilation to

the Boolean correlation coe�cient array. The corresponding elements of the Boolean

re
ectivity array will be set equal to false . In addition, if an element of the original

correlation coe�cient array is greater than 0.95, then the corresponding element of

the Boolean re
ectivity array will be set equal to false regardless of the results of

applying the median �lter and dilation.

8.3.4.2 Searching the biological signal array

After performing the steps outlined in the previous section, we obtain a Boolean

array. Each true array element corresponds to an area of su�ciently high re
ectivity

which was not 
agged as potential precipitation or clutter. We refer to this array as

the biological signal array. We now discuss how we search this array for roost ring

signals.

We search the biological signal array using several trios of linear �lters. Each
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Figure 8.8: Applying dilation to a Boolean array

trio of linear �lters consists of a target �lter, an outer penalty �lter, and an inner

penalty �lter. An example of such a trio is shown in Figure 8.9. Each trio of �lters is

determined by the quantitiesr , wr , wb, and wp. The target �lter consists of an annulus

whose inner radius isr and whose outer radius isr + wr . The outer penalty �lter is an

annulus whose inner radius isr + wr + wb and whose outer radius isr + wr + wb + wp.

The inner penalty �lter is a disk whose radius isdr=2e.

Since roost rings vary in size, we use several values ofr . Speci�cally, we use the

values 3, 4, 5, 6, 7, 8, 9, 12, 15, 18, 21, and 24. It is possible that the largest value ofr

is too small to detect some large roost rings, but these rings could still be detected on

earlier scans. Similarly, we use several values ofwr , namely 3, 4, 5, 6, 7, 8, 9, 12, 15,

and 18. We enforce the additional requirement thatwr be at most twicer . We used

�xed values of wp = 2 and wb = 1. These options result in 102 di�erent trios of �lters.

The measurements refer to both number of array elements and kilometers (since the

arrays have a 1 km by 1 km resolution). These values were su�cient for our inaugural

version of RoostRingSearch, but these quantities could be optimized in future work.
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Given a single element of the biological signal array and a single trio of �lters,

we determine whether the array element meets certain requirements to be considered

a potential roost ring center. We center the �lters about the selected array element

and determine the ratio of true elements to total elements which are in the region

de�ned by each �lter. We require that the ratio of true values to total values in the

target �lter region be at least min_signal , the ratio of true values to total values in

the outer penalty region be at mostmax_background_noise, and the ratio of true

values to total values in the inner penalty region be at mostmax_background_noise.

Sometimes, birds may generate arcs rather than complete rings [15]. Therefore, we

recommend setting themin_signal parameter low enough to allow detection of a

partial ring.

Figure 8.9 shows an example of this process. Here, 74% of the array elements

in the target region aretrue , 2% of the array elements in the outer penalty region are

true , and 3% of the array elements in the inner penalty region aretrue . Using the

default parameter values, this would qualify as a potential roost ring center.

In practice, we don't check the biological signal array elements one at a time.

Instead, we use the SciPy [92] convolve function to check the entire array at once. We

aggregate the results for all �lter trios. We designate an array element as a potential

roost ring center if it meets the requirements for at least one trio of �lters.

8.3.4.3 Estimating ring centers

Each scan generates a Boolean array, in which eachtrue element was 
agged

as a potential roost ring center during the linear �lter search. Each roost ring may

generate severaltrue elements in a single array. In addition, themorning_exodus

function checks several scans, generating several arrays with potential roost centers. A

roost ring may be detected on multiple scans. We aggregate all of this information to
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Figure 8.9: Using linear �lters to look for ring or partial ring signals in the biological
signal array
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produce a single location estimate for each potential roost.

We begin by producing an integer-valued array. Each positive element corre-

sponds to an element which was 
agged as a roost ring center during the linear �lter

search of at least one scan. The numerical value gives the index of the scan for which

this array element was �rst 
agged (starting at 1). The top plot of Figure 8.10 shows

an example.

We need to cluster these positive array elements. We do this by dilating the array

and then labeling each connected component of positive values. The neighborhood used

for the dilation is a disk of radius three. This matches the smallest inner radius of any

of the target �lters. In future work, we may consider matching the dilation radius

to the inner radii of the target �lters corresponding to a given detection. For each

label, we �nd the center of mass of the array elements with the smallest scan index

(corresponding to the earliest scan). The earliest detection likely generates the most

accurate location estimate, since the birds are closest to the roost. These steps are

illustrated in Figure 8.10. Finally, we convert the ring center estimates to latitude and

longitude coordinates.

8.3.5 Parameter e�ects

The RoostRingSearch parametercutoff_distance controls what part of the

available array we screen for roost rings. We consider x and y values which are within

cutoff_distance km from the radar. Larger values can reveal more rings, as shown

in Figure 8.11. The complete ring which would be formed by closing an arc needs to lie

inside the array for us to detect it. The disadvantage of using a largercutoff_distance

value is that we obtain larger arrays, so the run time can increase. Some radar �elds

which we use to remove noise will not extend to the corners of the array for large

cutoff_distance values, as shown in Figure 8.4.

115



Figure 8.10: Producing ring center estimates from combined linear �lter search results
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(a) Roost ring not detected with default parameter value cuto� distance = 150

(b) Roost ring detected with parameter value cuto� distance = 200

Figure 8.11: E�ect of RoostRingSearch parameter cuto�distance
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The RoostRingSearch parametermin_reflectivity controls which array el-

ements are considered to have high re
ectivity. In other words, this is the level at

which we threshold the re
ectivity array to obtain a Boolean array. The best choice of

min_reflectivity depends on the ring, as shown in Figure 8.12.

The RoostRingSearch parametermin_signal determines the required ratio of

positive array values to total array values in the target region. Themin_signal pa-

rameter should be low enough to allow the detection of partial rings. The default value

of min_signal is 0.3. Lower values ofmin_signal allow for the detection of sparse

roost rings, but this can also increase the number of false positives. See Figure 8.13

for an example.

The RoostRingSearch parametermax_background_noise determines the al-

lowed ratio of positive array values to total array values in the penalty regions. The de-

fault value of max_background_noiseis 0.05. Higher values ofmax_background_noise

allow for the detection of roost rings on scans with more noise, but also increase the

number of false positives. See Figure 8.14 for an example. Increasing the value of

min_reflectivity is another potential strategy for detecting roost rings on noisy

scans.

8.4 Roost rings detected from Delaware

We used RoostRingSearch to screen nine years of data, consisting of 11,414

scans, from the KDOX radar station in Delaware. The following code will reproduce

our results.

import RoostRingSearch as rrs
import pandas as pd

station_str = `KDOX'

for scan_year in range(2014, 2023):
season_dates = rrs.list_season_dates(scan_year)
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(a) Roost ring detected with default parameter value of min re
ectivity = 0

(b) Roost rings detected with parameter value of min re
ectivity = 10

Figure 8.12: E�ect of RoostRingSearch parameter minre
ectivity
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(a) Roost ring not detected with default parameter value min signal = 0.3

(b) Roost ring detected with parameter value min signal = 0.25

Figure 8.13: E�ect of RoostRingSearch parameter minsignal
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(a) Roost ring not detected using default parameter value maxbackground noise = 0.05

(b) Results for parameter value max background noise = 0.15

Figure 8.14: E�ect of RoostRingSearch parameter maxbackgroundnoise
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