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Abstract: High-resolution imaging in clinical X-ray CT is essential for accurate diagnosis,
yet its performance is constrained by focal spot dynamics, which dominate image degradation
under modern detector technology and low-dose acquisition protocols. We introduce dynamic
focal spot diffusion CT (DFSD-CT), a reconstruction framework that jointly estimates both
the tomographic image and the stochastic, time-varying focal spot profile. By leveraging a
conditional forward operator integrated with a generative diffusion prior, DESD-CT accounts for
instantaneous and view-dependent source distortions, eliminating reliance on post hoc deblurring.
Experiments with varied anatomical regions and challenging sampling conditions demonstrate
improved modulation transfer function (MTF) and reconstruction fidelity by up to 3 dB with
respect to state-of-the-art diffusion algorithms, narrowing the resolution gap between clinical and
micro-CT imaging in low-dose settings, and thus offering a pathway toward enhanced diagnostic
accuracy while maintaining safe radiation levels.
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1. Introduction

X-ray computed tomography (CT) is among the most widely used imaging modalities in clinical
medicine, providing critical information for diagnosis, treatment planning, and image-guided
interventions. The diagnostic value of CT depends strongly on its spatial resolution, as the
identification of subtle anatomical features such as microcalcifications, small vascular lesions,
or early bone erosions can greatly influence clinical decisions. Spatial resolution in CT
imaging depends on many controllable factors, such as the number of angular projections, the
reconstruction algorithm, the source trajectory, and the scanning geometry. Yet, beyond these
adjustable parameters, two intrinsic physical constraints remain: the detector cell size and the
X-ray focal spot size. Recent advances in detector technology have reduced cell dimensions to the
sub-millimeter scale [1], leaving the focal spot as the dominant limitation in low-dose applications.
In clinical settings, focal spots can reach up to 2 mm in size [2], creating a more than 20-fold
mismatch with detector resolution, which justifies the investigation of better reconstruction
techniques to address X-ray sources under non-ideal models since the finite extent and instability
of the focal spot introduce a range of optical distortions [3,4]. Even slight shifts or broadening
during high-magnification scans can degrade fine details and introduce artifacts. Particularly,
at high tube currents or low voltages, focal spot blooming further degrades the modulation
transfer function (MTF) by enlarging the focal emission area, while scanners with dynamic
focal-spot control exhibit noticeably sharper images [3]. Similarly, focal spot drift or wobble,
often caused by thermal expansion of the X-ray tube, leads to projection misregistration and edge
blurring, which can be partially mitigated by optical tube tracking [5]. Additionally, the stochastic
characteristics of the X-ray generation process play a fundamental role during the sampling
routine. Since X-ray production can not be deterministically replicated due to the quantum nature
of both Bremsstrahlung and characteristic radiation, the overall source dynamics are bound to
fluctuate while acquiring angular projections [6]. When simplifying the forward model of the

#581152 https://doi.org/10.1364/OE.581152
Journal © 2026 Received 7 Oct 2025; revised 23 Nov 2025; accepted 10 Dec 2025; published 2 Jan 2026


https://orcid.org/0000-0003-1601-934X
https://doi.org/10.1364/OA_License_v2#VOR-OA
https://crossmark.crossref.org/dialog/?doi=10.1364/OE.581152&amp;domain=pdf&amp;date_stamp=2026-01-02

Research Article Vol. 34, No. 1/12 Jan 2026/ Optics Express 251 |

Optics EXPRESS

X-ray process, the aggregation of these effects produces a mismatch between the underlying
physical sensing and the mathematical model given by the X-ray transform. Figure 1(a) presents
an overview of the sampling mechanism in a typical X-ray scanner: electrons are ejected from
the cathode and travel toward the anode while spreading due to electrical repulsion; quantum
interactions between the electrons and the anode’s nuclei result in a stochastic X-ray emission;
then, the focal spot or emission area will have a dynamic center and spread that varies according
to the source statistics.

(a) cathode detector (b) Top-down view
-

i
A focal spo

L

focal spot positions

Fig. 1. Sampling from a non-ideal X-ray source. (a) Electrons are emitted from the cathode
and spread along the focal spot area while the anode rotates to prevent melting. Diverse rays
transverse a voxel, casting a blurred version of it into the detector due to optical distortions.
(b) Flying focal spot shifts the emission area per view using sequences such as A-B, A-C, or
A-B-C-D.

Unlike micro-computed tomography, which can use micro-focus X-ray sources, medical
imaging requires higher penetration power. As a result, it cannot eliminate the blooming effect
at the X-ray anode, which is essential for proper heat dissipation. This intrinsic dependency
on the use of non-punctual sources becomes particularly important in low-dose settings. As
evidenced by Hofmann et al., by using overabundant angular projections, the impact of the
focal spot on the achievable spatial resolution can be ameliorated, but at the cost of higher dose
requirements [7]. Thus, low-dose configurations such as sparse angle tomography necessitate of
alternative approaches to combat resolution limits. Besides the stochastic effects mentioned that
contribute to the dynamics of the X-ray source, some modern CT scanners employ a deliberate
focal spot deflection technique called flying focal spot (FES) to improve sampling [8,9]. For
example, dual-position z-flying focal spot alternates the X-ray focal point by a fraction of a
detector element between exposures. This doubles the sampling density along the z-axis, halving
the effective slice thickness. Kyriakou et al. found that the z-flying mode reduced the slice
profile FWHM by ~1.4 and resolved 0.4 mm bars in comparison with 0.6 mm without using the
flying spot [9]. Such intentional wobbling improves resolution but also complicates the forward
model, since each view effectively has a slightly shifted source as depicted in Fig. 1(b) and
sequence A-C. Taken together, these dynamic and stochastic focal spot effects act as an unknown,
variable point-spread function (PSF) during data acquisition. If unmodeled, they impose a hard
limit on the achievable resolution. Therefore, explicitly accounting for focal spot blur has long
been recognized as critical for super-resolution CT. In our previous work, we tackled focal spot
blooming by assuming a symmetric and static Gaussian focal spot profile while sampling from a
generative diffusion prior [10]. While effective, we recognize the limitations of this approach
and in this work, we propose a more comprehensive model that captures the full dynamics of
X-ray generation, coined dynamic focal spot diffusion CT (DFSD-CT). By leveraging a joint
optimization framework, we propose the use of a conditional forward operator with respect to
the focal spot profile. Here, we demonstrate that sampling from the data manifold learned by
a generative diffusion model enables the recovery of data-consistent reconstructions guided by
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tomographic measurements and the simultaneous estimation of the overall X-ray focal emission
profile down to a view-by-view basis. This strategy eliminates the need for postprocessing steps
such as end-to-end deblurring networks that compensate for geometrical inaccuracies in the
image domain. We present a flexible forward operator capable of modeling all known sources
of optical distortions in a broad range of acquisition protocols and lay down the mathematical
foundations that enable the joint estimation of the image reconstruction and X-ray focal spot
profile. Experiments based on the architectures of the Siemens SOMATOM Definition AS+
and the Siemens SOMATOM Definition Flash CT scanners have proven the effectiveness of
our methodology on an image-to-image basis and through the overall system MTF. With the
use of challenging synthetic focal spot dynamics modeling time-dependent variability, we have
rigorously tested the adaptability and suitability of the proposed reconstruction framework for
real applications. Our study has found gains of up to 8 dB compared to classical reconstruction
methods such as filtered backprojection (FBP), 6 dB compared to end-to-end neural networks,
and 3 dB compared to state-of-the-art open-source diffusion models. Additionally, we discuss the
potential of using our focal-spot-aware reconstruction algorithm to handle dual-energy and 3D
applications. Since the power settings for a dual-energy CT system and the geometrical constraints
to fit two sets of source-detector pairs into the scanner’s gantry generate two subsets of projections
with different effective resolutions, DFSD-CT could help better couple the reconstructions for
image-based material characterization algorithms. Ultimately, DFSD-CT aims at narrowing the
gap in spatial resolution between medical imaging and micro computed tomography applications,
enhancing diagnostic accuracy while maintaining safe radiation levels.

2. Related work

Both hardware and algorithmic strategies have been pursued to mitigate focal spot blur and push
CT resolution. Notable approaches include increased sampling and offset methods: by effectively
oversampling, one can average out focal spot blur. Flying focal spot or focal spot deflection are
widely used: scanners operating in high-resolution (HR) mode use dual-position or dithering of
the focal spot between views, acquiring extra projections per rotation. It has been shown that on a
GE CT750 HD scanner, an HR mode with focal spot deflection and increased views significantly
boosted MTF, especially off-isocenter [11]. In particular, focal spot deflection doubled the
azimuthal sampling, yielding up to ~30—40% higher MTF cutoffs away from isocenter. Similarly,
shifting the detector readout by a quarter pixel each view, in what is called quarter-detector-offset
acquisition, effectively sharpens sampling by the same idea [12]. Aperture and collimation
techniques: Some systems introduce an aperture collimator to partition a large focal spot into
many virtual micro-spots. For example, Zhu et al. designed a segmented aperture so that each
tiny region of the focal spot produced a narrow fan-beam [13]. The reconstruction was split
into subproblems: estimating the intensity from each micro-spot and then reconstructing under
the assumption of known micro-projections. In simulation, this segmented focal spot approach
yielded higher resolution than conventional FBP. Related methods use physical or digital apertures
to reduce the effective source width at the cost of flux [14—16]. Small-focus X-ray tubes and
cooling: On the hardware side, using micro-focus X-ray tubes with spots smaller than 100 um is
standard in high-resolution CT. Improved tube cooling and thermal management through liquid
metal or heat pipes also reduces spot drift and bloom. Water cooling the tube can reduce focal
spot drift by ~80%, and using low expansion materials can further stabilize the focus [17]. Some
experimental scanners include active electron beam centering and moving target mechanisms to
maintain spot position. Notwithstanding, the overall mutability of the focal spot can’t be totally
suppressed by these expensive technologies, and medical applications’ requirements, such as
holding large samples and offering high penetration capabilities, can’t be satisfied with the use
of micro-focus sources. Iferative reconstruction with focal spot modeling: Projection models
treating the observed blurred measurements as the integral of an ideal point-source projection
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over the focal spot’s support have been derived [4]. By discretizing this model, they established
an approximate linear relation between blurred and ideal projections, and then solved a projection
recovery problem to estimate what the projection would be from a point source. A standard
FBP on these recovered projections yielded higher resolution images in both simulations and
experiments. In essence, this deconvolution-based approach inverts the blur if the spot profile
is known or well-estimated. Others have similarly modeled source blur and detector blur in
iterative MBIR methods or deep networks to sharpen images [18-22]. Tracking and calibration:
In precision industrial CT, external fiducials or optical tracking have been used. Bircher et al.
attached laser-illuminated CMOS sensors to the X-ray tube to monitor and correct for sub-micron
focal spot shifts [5]. Other works have used stationary targets in the field of view to detect focus
drift and apply geometric corrections [23,24] or aim to find optimal firing source sequences
and blocking patterns [25]. These techniques effectively stabilize the geometry to compensate
for stochastic movements, though they add complexity and are less common in clinical CT.
Diffusion-based priors: In our previous work, we introduced a simplified finite source model to
account for angular spreading in the focal spot [10]. In combination with manifold constraint
priors and data-driven updates, we arrived at partial estimates of the object that were unblurred
through a CNN-based module. Due to the assumption that the focal spot profile had a static
Gaussian envelope, additional postprocessing steps with a refinement network were needed to
adjust for geometry mismatch, making the solution suboptimal.

Despite these advances, all of the above methods have limitations. Sampling-based approaches,
such as FFS, require special hardware and compromise on dose by increasing the data acquired
in order to statistically mitigate the effects of the focal spot. Aperture methods sacrifice X-ray
flux or add system complexity. Iterative deblurring methods require an accurate focal spot kernel,
which is most likely varying dynamically. In practice, all of these techniques result in residual
focal spot blur that hinders resolution improvements. DFSC-CT presents a novel approach to
focal spot mitigation thanks to the integration of a complete focal spot profile estimation on a
view-by-view basis. Instead of fixing reasonable estimates or assuming statistical properties
on the emission area, aiming at improved spatial resolution, we employ data-driven generative
diffusion sampling for the joint estimation of the object and the source profile.

3. Preliminaries
3.1. Ideal sampling geometry

Let y/(p) denote the linear attenuation coefficient of the object at a spatial location p € R3. The
intensity measured at a detector element, I, is related to the initial emitted intensity, Iy, through
Beer-Lambert’s law as I, = I exp*fr‘”@d’; , where the integral is taken along the straight-line
path r of the X-ray beam. Rearranging this relation yields a log-normalized formulation,
y = log(ly/1,) = /r W(p)dp, which enables a discrete and linear forward imaging model,

y =Fy, (D

where y is the vector of log-normalized detector readings, F is the system matrix with entries
corresponding to the intersection lengths between each X-ray path and the voxels, and x represents
the voxelized attenuation values of the object. Traditionally, the solution of the inverse problem
is carried out by solving the regularized optimization problem.

% = argmin ||Fx — y|| + AR(x), )
X

where A and R correspond to the regularization weight and function, respectively, and can be
designed to induce desirable properties in the sample, such as smoothness or sparsity, through
custom score functions or well-known regularizers such as the TV or L;-norm.
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3.2. Diffusion models for inverse problems

Consider a latent representation x; € R” of an initial clean signal, xo, at a time step # € [1, 7]
within a Gaussian diffusion process. The forward dynamics of this process are described by
the conditional distribution q(x;|x,—1) = N(x; s, %), where y, and o, correspond to the mean
and standard deviation at step ¢, respectively. In the noising procedure, the mean is defined as
a scaled copy of the previous state, y, = /1 — 8; x,—1, while the variance is set to 0',2 = B,
with B, € [0, 1] denoting the noise schedule that regulates the growth of variance. Introducing
a=1-6and a; = ngl ay, the forward process can be expressed directly in terms of the

original signal, xg, using € ~ N(0, ) as [26]:
xt=\/5z_,xo+\/l—d',e. 3)

Equation (3) allows sampling x; at any time step without sequential propagation, since @,
can be precomputed. As observed by Nichol et al., provided that the noise schedule is chosen
carefully and the process runs for a sufficient number of steps, the latent state x; approaches an
isotropic Gaussian distribution [27]. Reversing this diffusion then gradually recovers samples
from the data distribution underlying xg. Starting with pure Gaussian noise, the reverse process
denoises iteratively until the output lies on the data manifold of the training set. The reverse
distribution is modeled as:

pe(xt—l|xt) = N(xt—l;ﬂe(xh t)aEG(xt’t)) » (4)

where ug(x;, t) and Zg(x;, 1) can be realized by neural networks. Training involves maximizing
a variational lower bound on the likelihood of the training data, which has been proven to
be equivalent to learning the noise prediction function [27], €g(xs, ), yielding the following
parametrization of the reverse process for a model with fixed variance:

Zo(x1, 1) = B, )

_ 1y B
Mo (X1, 1) = Var (xt —‘/1——@[ €9(xz, t)) > (6)

Xi_1] = \/La_t (x, - VlL—t—d/f €9(xy, t)) + \/Ee . @)

To apply diffusion models for solving inverse problems, the reverse process is augmented with
additional data-consistency terms. Several works have shown that conditioning on the sampling
geometry during denoising can yield reconstructions consistent with measurements [28-30].
However, Chung et al highlighted that such iterative schemes may deviate from the true data
manifold and accumulate error [31]. To address this, the reverse update is decomposed into two

stages:

, 1 B 9 A
= e 1_’0_169@,,0 +VBie —a g [IWO = i)l ®)

X1 = Ax_, +b, )

where W, H, A, and b depend on the specific acquisition geometry and a weights the contribution
of the consistency term. The last term in Eq. (8) incorporates physical measurement constraints
derived via Bayes’ rule on the posterior p(x|y). The single-step estimate of the clean image,
Xo0(x;), is computed using Tweedie’s formula [31,32]:

So(x,) = Blxoley) = TV~ @rolnd) (10)

v,
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3.3. Blind inverse problems

In blind imaging, elements of the forward model, such as the blur kernel, super-resolution kernel,
mask, noise level, or PSF, are unknown. Solutions in a blind inverse problem must then recover
both the latent image, x, and unknown operator parameters, ®, of a forward model Ag, from
a set of measurements. Challenges include non-identifiability, the need for strong priors, and
the requirement for convergence-safe alternating schemes. Diffusion models have emerged
as state-of-the-art priors for blind inverse problems by leveraging their generative capacity to
regularize highly ill-posed recovery tasks. Early non-blind frameworks such as DDRM [33] and
DPS [34] laid the foundation by integrating diffusion priors with measurement guidance, and
subsequent blind extensions followed three main directions: (1) Alternating posterior sampling or
EM-style updates, as in GibbsDDRM [35] and Fast Diffusion-EM [36], which alternate between
sampling or denoising-based image updates and operator/kernel estimation; these approaches
are flexible and unsupervised but often computationally expensive due to heavy sampling or
sensitive to local minima in MAP-style updates. (2) Parallel priors, exemplified by BlindDPS
[37], which learn and deploy separate diffusion models for both the image and the operator
and run their reverse processes in tandem, ensuring joint likelihood agreement; while effective
for blind deblurring and blind super-resolution, this strategy requires additional training or
tuning of operator priors, limiting scalability to unstructured operators. (3) Plug-and-play and
block-coordinate schemes (BC-PnP) [38], which treat diffusion denoisers as proximal operators
within alternating optimization frameworks; these methods enjoy convergence guarantees and
broad applicability but require delicate parameter balancing and can still converge to degenerate
operator estimates if the image prior dominates. More recent theoretical works, such as robust
DPS formulations [39] and evaluations like InverseBench [40], extend these ideas to settings with
non-Gaussian noise or adversarial perturbations, though stability and guidance tuning remain
open challenges. Across applications, including blind deblurring, blind super-resolution, and
general linear operator estimation, diffusion-based methods consistently outperform classical
blind priors by better balancing realism and data fidelity, yet they face enduring trade-offs among
computational cost, robustness, and the difficulty of harmonizing image and operator updates.

4. Proposed method
4.1. Instantaneous sampling geometry

Even though simple and effective, the linearization of the sensing geometry in Eq. (1) introduces
an approximation that limits the achievable resolution of a CT system once the effect of the focal
spot becomes dominant. To address this issue, we propose the utilization of an instantaneous
discrete focal spot that accounts for the contribution of neighboring voxels over the central X-ray
path for each detector element. Let S be the number of point sources to distribute along the

focal spot area and s’ the emission ratio from the i focal spot point. The contribution to the n"

. . ; i = [ w(p)dp L - ;
detector is then given by I, = Iys' exp J v @i and the overall emitted intensity is lo; = Zle Ios".

The total intensity measured is given by I, = Zfz | I', and the corresponding log-normalized
projections by

1

n

(IOT) Yo Ios'
y=log|—]=1Io —
A S

Figure 2(a) depicts the structure of the proposed instantaneous forward projector F; : y — y for
a 3-point discretization. Contrary to parametric formulations of the focal spot profile, assigning
a degree of freedom to each irradiating location generalizes the search space and enables a
comprehensive characterization of the source dynamics. By introducing an additional variable,
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we focus on solving a joint optimization framework given by

%,3 = argmin ||F,x — y[|5 + 4R (x) + LRy(s), (12)

where the two sets of regularization terms are explicitly formulated. A; and R; inject prior
knowledge with respect to the sample, while A, and R, fulfill an analogous role for the focal spot
profile. In our reconstruction framework, R; is implicitly realized by sampling from the data
manifold learned through a diffusion model, while R, is implemented to exploit variance in the
intensity and spatial domains.

(a) i (b)
St,a
+ d(Sta)
st

2

Oq (S,
Stl o B I a( t,a:)

Fig. 2. (a) Example of a 3-point discrete forward model parameterized by an instantaneous
focal spot profile s;. (b) Spatial and intensity regularizers for the focal spot estimation
at projection angle @. z represents the spatial coordinate along the focal spot, s;, their
respective contribution to the overall projection, and m,, the center of mass.

4.2. Joint reconstruction

We adhere to the two-step iteration routine described in Egs. (8) and (9), but propose to
complement them following the two sequential update rules from Eqgs. (13) and (14) for the
instantaneous profile estimation at time ¢, where vy is the gradient step size, L defines a cost
function to guide the recovery of the source profile and $, represents a projection step into the
set of valid distributions.

, 0
S, =8~ ya—stL, (13)
si-1 = Pals;_y), (14)
S, g B N N
L=|ly+log » sie 12+ A, " Talsia) + Ao ) $lsra), (15)

s [ s \?
Talsia) = ) (s;,a - sf,ﬂ) (16)
J

i

o,
Z,’ S;,Q(Zi - ma/)z

P(S1.a) = - (17)
le Sta
P
my = ZS—S“ (18)
i “ta

In our methodology, L is defined by including a data consistency term and two regularizers,
where N is the number of acquired angular projections, o (s; ) is proportional to the variance of



Research Article Vol. 34, No. 1/12 Jan 2026/ Optics Express 257 |

Optics EXPRESS

the intensity levels for each angular profile, s, o, and ¢(s; o) captures the spatial spread relative to
the center of mass of each angular profile, m,, along the spatial coordinate z;, analogous to the
radius of gyration in mechanical physics. The data consistency term guarantees compatibility
between the forward model, the partial clean estimate xp(x;), and the measurements. Upon setting
a negative coefficient, A, 0 (s ) aims at pushing focal contributions toward extreme values,
thus zeroing out rays uncorrelated with physical measurements while emphasizing correlation
matches. On the other hand, by using a positive coefficient A4, ¢(s; o) directs the profile toward
a concentrated distribution with continuous support with respect to its center of mass. Both
regularization terms contribute explicitly to the operator R, from Eq. (12). Their magnitudes
affect the relative importance of an accurate intensity level map and a compact focal spot with
respect to the data consistency term. A visual representation of their meaning is illustrated
in Fig. 2(b). Particularly, having larger 44 would penalize broad distributions as measured by
&(s1.o ), and having larger | A, | helps to better match the correct intensity levels of the distribution.
Additionally, we define the missing terms in Eqgs. (8) and (9) as:

H=F,, 19)
W =F], (20)

A =1-FI(F,F)'F,, @n
b=F.(F,F))Ty, (22)

where F;, is our proposed conditional forward model, T is the transpose, and { represents
the filtered backprojection operation. Such backprojection is defined over the dominant ray
of the profile. Also, Egs. (21) and (22) are set to replicate an iteration step of the algebraic
reconstruction technique (ART) [41]. Our overall reconstruction framework is particularly unique
in that it exploits alternating updates of the image and the forward operator without imposing
high computational costs. The added computational complexity for the calculation of a focal
spot profile coming from a D-long detector and N angular projections can be bounded by O(ND)
since both regularizing terms can be computed in quadratic time. Furthermore, since training a
dedicated diffusion prior for the focal spot profile is unfeasible due to the lack of sufficient pinhole
images of X-ray sources [37], we bypass this restriction with a flexible data-driven prior. On
top of this, the appropriate selection of hyperparameters A, and A4 provide protection against
degenerate forward operators. In summary, our proposed methodology can then be described as
follows:

1. Train offline a diffusion model using data from a target domain, e.g., full-dose high-
resolution CT reconstructions.

2. Acquire a set of X-ray projections from a sample that belongs to the target domain.

3. Sample from the trained diffusion model by guiding the reverse diffusion process using the
measurements and the sampling geometry while adjusting the forward operator. This is
done by starting with random Gaussian noise, a uniform profile, and following the 4-step
iterative process from Egs. (8), (9), (13), and (14).

4.3. Robustness and stability considerations

It is possible to define an alternative data consistency term in the loss L, by linearizing the
model as a ratio of the overall X-ray flux. That is, instead of comparing with respect to the
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log-normalized projections, we can work with the expression

/ > [ w(®)dp

n Z i~/ 7]

s = = se i > (23)
Y Ior

which is linear with respect to the spot profile
ys = As . (24)

In this formulation, the columns of A represent the marginal projections from each of the focal
points. Thus, s should correspond to the linear combination coefficients that better match the
measurements. After this new interpretation of the profile recovery problem, we identify the
following potential issue with the structure of A: many of the values in y, may be clipped to
zero or one, thus creating redundant and linearly dependent equations since complete attenuation
is possible under improper exposure and unattenuated radiation can reach the detector by
following off-sample trajectories. We hypothesize that removing such measurements may help
the convergence of the focal spot. For this, we rank all the rows of A in descending order based
on their variance and progressively build the matrix back up by adding the rows one at a time
from top to bottom. The reduced version of A using up to k percent of rows is denoted by
Ag. Although suboptimal with respect to our proposed update rules, applying Ridge regression
is useful in analyzing the convergence stability for the modified matrix Ay, as its closed-form
solution provides a quick and versatile estimation.

§i = argming ||y’ — As;|[; + Alls:| |5 (25)
where,
y =e” (26)
§ = (AAT + A,D7'ATy (27)
5. Results

The backbone of our generative diffusion model follows the architecture and training strategy of
our previous work [10]. Specifically, this model was trained on The American Association of
Physicists in Medicine (AAPM) dataset [42] during 200 epochs and validated on 400 held-out
images from around 3000 available reconstructions, while training hyperparameters were set
following the recommendations from [31], among them, we use a noise schedule of 7' = 2000
diffusion steps, but during sampling, we employed only 200 through CCDF acceleration [30].
Additionally, we employed the Low Dose CT Image and Projection Data from the Mayo Clinic
[43] to verify our proposed joint reconstruction methodology using both full-dose reconstruction
baselines and sparse real projection data. When taking synthetic projections of available
reconstructions as the starting point for our computational experiments, we employ a pixel grid
that doubles the density of the target reconstruction, which effectively alleviates inverse crime
concerns. Consequently, our reconstruction will then be compared with a downsampled version
of the full-dose ground-truth image in order to match the imposed sampling resolution limits. In
these experiments, two different scanner architectures are considered; that is, for simulations, we
use the characteristics of the Siemens SOMATOM Definition AS+ CT, while for real projections,
we employ the Siemens SOMATOM Definition Flash. Specific characteristics are as follows:
source to object distance = 595 mm, source to detector distance = 1085 mm, detector spacing =
1.29 mm, detector count = 736, tube voltage = 120 kV, tube current = 275 mA, and exposure time
= 285 ms. Since medical applications can present focal spot sizes up to 2 mm [2], we developed
4 synthetic X-ray dynamics that cover this focal length while exhibiting focal spot blooming,
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drifting, and flying focal spot modulation. These dynamics are presented in Fig. 3. Notice that
only 33 angular activations are shown and that the focal area is composed of 11 punctual sources.
Tracking of the focal spot center is possible by looking at the dark red square in Figs. 3(a) and
3(c), and by looking at the central brightest value in Figs. 3(b) and 3(d). Drifting is evident
through linear and sinusoidal displacements, blooming spreads the effective emission area, and
flying focal spot is captured by abrupt jumps in the focal spot. These profiles are specifically
designed to emulate challenging conditions that surpass the complexity of real scenarios and
test the precision of our reconstruction framework in these extreme cases. An overall flux of
10° photons per projection is assumed, and 180 angular projections are used in all cases. For all
cases, @ in Eq. (8) is set to 0.1, v in Eq. (13) is set to 1074, while Ao, and Ay from Eq. (15) are
adjusted for each reconstruction.

(a)

0.5

angle
angle

0.25

fs point fs point fs point fs point

Fig. 3. Normalized focal spot activation for sampling dynamics with (a) linear drift, (b)
blooming, (c) flying focal spot modulation and drifting, and (d) sinusoidal drifting with
blooming. The 2 mm focal area is discretized using 11 points, and only 33 out of 180 angular
projections are shown.

We compare the performance of DFSD-CT with FBP, RED-CNN (an end-to-end network for
FBP enhancement [44]), and MCG (a diffusion-based reconstruction with an ideal projector [31]).
Figures 4 and 5 show the reconstruction of different chest scans while using a linearly drifting
focal spot and spot blooming, respectively. The ground truth employed 1152 angular projections,
while the reconstructions used only 180. The regularization parameters are set to A, = —50
and Ay = 0.03 for Fig. 4 and A5, = —30 and A4 = 0.02 for Fig. 5. Besides offering sharper
details than FBP and RED-CNN, the diffusion-based models are superior with respect to PSNR,
NRMSE, and SSIM. Notably, however, MCG presents subtle deformations in the overall contours
inside the object, which are remedied by our focal-spot-aware strategy. The effectiveness of our
methodology can be further validated by observing the proper alignment between the underlying
focal spot dynamics and the recovered focal spot profile. As shown in Figs. 6 and 7, additional
computational experiments are carried out using abdomen samples with different focal spot
dynamics. Again, the ground truth provided by the CT scanner employs 1152 angular projections,
while the reconstructions used only 180. In Fig. 6, the zigzag pattern represents a combination of
linear drifting with flying focal spot transitions, while Fig. 7 contains a smooth sinusoidal spot
wobbling with blooming. The regularization parameters are set to A, = —40 and A4 = 0.03 for
Fig. 6 and A5, = =30 and A4 = 0.02 for Fig. 7. Consistent with the previous results, our method
is successful in modeling the X-ray source dynamics and, not surprisingly, outperforms the other
reconstruction alternatives by a significant margin across all performance metrics.
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FBP RED-CNN 1 GT Recovered 1
: 0.75 0.75
30.910.139 | 0.74 05 05
0.25 0.25
35.12 | 0.080 | 0.91 37.13 | 0.064 | 0.93 0 0
MCG DFSD-CT
Fig. 4. Reconstruction using FBP, RED-CNN, MCG, and DFSD-CT when sampling from
a 2 mm linearly varying focal spot. The corresponding PSNR, NRMSE, and SSIM are
presented under each reconstruction. Additionally, the Wasserstein distance of the recovered
focal spot profile is also displayed.
FBP RED-CNN 1 GT Recovered 1

29.12 | 0.167 | 0.64 31.56 | 0.126 | 0.76

35.57 | 0.075 | 0.91 37.44 ] 0.061 | 0.93
MCG DFSD-CT

Fig. 5. Reconstruction using FBP, RED-CNN, MCG, and DFSD-CT when sampling from
a 2 mm focal spot with blooming. The corresponding PSNR, NRMSE, and SSIM are
presented under each reconstruction. Additionally, the Wasserstein distance of the recovered

focal spot profile is also displayed.
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34.32 | 0.068 | 0.89 37.66 | 0.046 | 0.93 0
MCG DFSD-CT

Fig. 6. Reconstruction using FBP, RED-CNN, MCG, and DFSD-CT when sampling from a
2 mm focal spot with flying spot modulation and linear drifting. The corresponding PSNR,
NRMSE, and SSIM are presented under each reconstruction. Additionally, the Wasserstein
distance of the recovered focal spot profile is also displayed.

FBP RED-CNN 1 GT Recovered 1
0.57

34.84 | 0.047 | 0.87 37.17 | 0.036 | 0.90 o
MCG DFSD-CT

Fig. 7. Reconstruction using FBP, RED-CNN, MCG, and DFSD-CT when sampling from a
2 mm focal spot with blooming and sinusoidal drifting. The corresponding PSNR, NRMSE,
and SSIM are presented under each reconstruction. Additionally, the Wasserstein distance
of the recovered focal spot profile is also displayed.
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Furthermore, real projections from a spiral scan are rebinned to fan beam and employed for the
reconstructions in Fig. 8. The original spiral measurements were sampled at a rate of 1152 angular
projections per rotation, but the rebinned measurements are subsampled to 180 projections per
slice to emulate low-dose conditions from sparse views. The regularization parameters are set
to Ay, = =30 and A4 = 0.03, and two different focal spot discretizations are used, revealing a
slightly off-center focal spot profile. Both 11 and 51-point source modeling generate a stable
and concentrated distribution partially off-center, and the performance metrics clearly favor
DFSD-CT over the alternatives. To quantify the stability of our focal spot estimations, we re-run
the experiments from Figs. 4 through 7 by randomly initializing the starting profile 100 times.
Figure 9 presents the statistics of this experiment and confirms that the profile estimation is stable
and exhibits low variability. A complementary ablation study was carried out to understand the
influence of the regularizers R and R and is presented in Table 1. This study used the conditions
from Fig. 4 to run 10 reconstructions under different random focal profile initializations.

FBP RED-CNN

11-point 51-point 1

27.13]0.239 | 0.71

32.82 | 0.163 | 0.90 34.46 | 0.097| 0.91
MCG DFSD-CT

Fig. 8. Reconstruction from real projections using FBP, RED-CNN, MCG, and DFSD-CT.
The corresponding PSNR, NRMSE, and SSIM are presented under each reconstruction.
The focal spot profile recovered is presented twice using discretizations of 11 and 51 points,
revealing a slightly off-center profile.

Table 1. Ablation study for Ry and Rs.
Each case reports the mean Wasserstein
distance after DFSD-CT is seeded with 10

randomly initialized focal spot profiles.

Ry | R, | Wasserstein distance |
Case 1 X X 1.90
Case2 | X 1.71
Case 3 X 1.53
Case 4 0.98

The table presents the mean Wasserstein distance with respect to the ground truth for each
case. Not using R; is implemented by using FBP instead of the diffusion model. Not using
R, is implemented by setting A, and A4 to zero. In order to properly assess the resolution
improvement of our method, the modulation transfer function (MTF) of the system with a linear
focal spot dynamic represented in Fig. 3(a) was computed and is shown in Fig. 10. The MTF
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Fig. 9. Wasserstein distance between the focal spot estimation and the ground truth for the
experiments described in Figs. 4 through 7 after 100 randomly initialized runs. The mean
and standard deviation are written close to each box.

at 50% improved 0.24 lp/cm compared with its closest contender and improved 1.21 Ip/cm
compared to FBP, further asserting the superiority of DFSD-CT against the other options.

MTF

FBP
RED-CNN
MCG
FSD-CT
DFSD-CT

Normalized amplitude
o
o

0 05 1 15 2 25 3
Ip/cm
Fig. 10. Modulation transfer function of the system with focal spot dynamics represented

in Fig. 3(a). We include comparisons with FBP, RED-CNN, MCG, and our previous work,
FSD-CT.

Finally, stability insights are gained by linearizing the focal spot recovery problem and using
the reduced matrix A; from Section 4.3. After following the proposed rank-based method to
systematically build A, we can track the condition number of Ay as we increase k from 1 to 100.
It is noted from Fig. 11(a-b) that using a reduced matrix leads to better conditioning of the overall
problem. Particularly, by fixing the ground truth, taking synthetic projections with the dynamics
depicted in Fig. 3(a), and solving for the profile using Eq. (27), a more stable reconstruction is
achieved by setting k = 10, see Fig. 11(c). It is important to notice, however, that the integration
of this linearized profile recovery into DFSD-CT did not offer additional performance gains,
despite helping to improve its robustness and convergence stability.
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Fig. 11. Condition number of A while varying the percentage of the ranked rows used
in the linearized focal spot recovery problem. The matrices for the angular profiles of (a)
72° and (b) 145° are shown. (c) Recovered profile using Ridge regression while varying
its regularization parameter, A, from 10° to 1075 The reduced matrix A g offers a more
stable behavior in comparison with the full matrix Aqg.

6. Additional insights and future work

The potential of DFSD-CT can not only be realized in the presence of unstable X-ray sources with
highly dynamic profile emission, but also with steady focal spots as seen from the results with real
measurements from Fig. 8. In this case, a subtle geometrical misalignment due to the rebinning
algorithm was revealed and automatically compensated by our methodology, which would
have been unnoticed under standard reconstruction routines. This flexibility adds robustness
against approximate or inaccurate system descriptions for the parametrization of the sampling
model. By better understanding the underlying sampling process due to the joint recovery of
the view-dependent X-ray profile and the tomographic reconstruction, we enable the potential
for higher resolution limits in medical applications and circumvent the need for expensive
high-end control and focusing systems for the X-ray source. By testing with different anatomical
regions, scanners, and source dynamics, we have validated the adaptability of DFSD-CT to
real and challenging scenarios, achieving successful reconstructions in around 4 minutes of
wall-clock time while using an Nvidia Quadro RTX5000 GPU. The overhead time penalty from
the stabilizing routine based on the reduced matrix Ay was close to 25%, resulting in a rise in
recovery time of approximately 1 minute. Such an increment is due to the on-the-fly ranking and
decomposition of the matrix at every step in the reverse diffusion process. Since this alternative
focal spot modeling does not introduce new geometrical information, the image quality does
not improve with respect to the originally proposed model. Because of this, we suggest its use
for robustness and stability only in harsh conditions, such as with low SNR measurements. In
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addition to this, we recognize the limitations of a 2D approach to CT and plan on further exploring
the implications of this work in a fully 3D reconstruction pipeline compatible with standard
helical tomography. Due to the impossibility of realizing a complete 3D diffusion prior, 3D
tomography has been tackled by decomposing the problem into 2D slices, coupling them with a
regularizing function/model that smooths the reconstruction along the direction perpendicular to
the axial sections [45,46], so properly tracking optical distortions along the sampling, rebinning,
and reconstruction process may prove beneficial for the overall sample resolution. Moreover, the
effectiveness in tracking different spot profiles from DFSD-CT could potentially be applied to
dual-energy CT systems with dual sources or kV-switching [47]. Dual-source systems have two
sets of source-detector pairs with different spectral signatures mounted into a rotating gantry,
which, due to spatial constraints inside the gantry, must be designed with different FOV and
effective resolutions. Meanwhile, kV-switching applies two combinations of voltage and current
to the X-ray source to differentiate spectral features inside the sample, which ultimately changes
the focal spot size and the corresponding achievable spatial resolution. This work has the
potential to match the spatial resolution in both dual-source and kV-switching cases by having a
focal-spot-aware channel reconstruction.

7. Conclusion

We introduced dynamic focal spot diffusion CT (DFSD-CT), a joint reconstruction framework
for the estimation of the sample and focal spot profile based on generative diffusion models. Our
findings show superior performance of our methodology compared to classical reconstruction
methods, end-to-end neural networks, and state-of-the-art diffusion models. DFSD-CT offers
enhanced image quality in terms of PSNR, NRMSE, and SSIM, and improved spatial resolution
resulting from a broader system MTF. Performance proved to be stable across varied target
reconstructions and challenging focal spot profiles, and robustness and stability considerations
were addressed through an alternative linearized profile recovery. Reconstructions from real
data validate the effectiveness of our methodology for low-dose medical imaging applications,
narrowing the resolution gap between medical and micro-CT imaging, and motivating its
extrapolation to 3D scenarios for its incorporation into broader clinical settings.

Disclosures. The authors declare no conflicts of interest.

Data availability. Data underlying the results presented in this paper are available in [43]. Data underlying the
training of the diffusion model are available in [42].
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