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ABSTRACT

Point clouds are a popular representation of 3D data collected from 3D or multiple-

2D sensors. Non-sensor-based data, such as the 3D arrangement of atoms in enzymes, can

also be represented as point clouds. Unlike 2D data that �t into grids and make application

of Convolutional Neural Networks (CNNs) easier, 3D data, particularly point clouds being

irregular and sparse, are challenging to apply CNNs. However, with the advent of Point-

Net, which directly processes raw point clouds, the popularity of deep neural networks has

increased for 3D point cloud processing, particularly for classi�cation.

3D point cloud classi�cation is a high-level Computer Vision task with applications

in autonomous driving, robotics, AR/VR, surveillance, and medical treatment. Recent deep

learning models for 3D point cloud classi�cation depend on how well they capture points

from the surface patches called local neighborhoods. Standard techniques in these models,

such as neighborhood querying, data augmentation, views (in view-based methods), and lo-

cal features, are crucial to achieving higher classi�cation accuracy. However, neighborhoods

hold different geometric complexities, and applying the same augmentation techniques at

the object level is less effective in augmenting complex local structures. Furthermore, ex-

isting view-based methods for point clouds lose accuracy at lower view resolutions due to

losing �ner details. Despite the availability of 3D (or multiple 2D) sensors, the availability

of 3D datasets to train data-hungry deep learning models is scarce. Moreover, while learning

discriminative features, existing methods need more focus on better capturing local neigh-

borhood points. This dissertation presents comprehensive novel local neighborhood-focused

techniques in classi�cation frameworks and introduces the largest mobile phone-based 3D

point cloud grocery dataset.

In this dissertation, a neighborhood information-based strategy is applied to achieve

higher accuracy in 3D point cloud classi�cation. First, focusing on local neighborhood
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querying, I present re-oriented ellipsoid querying to capture meaningful geometrical points

from the local neighborhoods. Then, I scale these ellipsoids to capture varying proportions of

local neighborhoods. Next, focusing on data augmentation, I present PatchAugment, which

applies different augmentations to local neighborhoods. Then, focusing on point cloud-

based views, I present neighbor projections to alleviate the loss of �ner details at lower

resolutions of views to achieve higher accuracy or considerably regain lost accuracy. Next,

I present the largest mobile phone-based point cloud grocery dataset called 3DGrocery100

and benchmark it with six recent deep-learning models for 3D point cloud classi�cation.

Then, I present four additional local features for 3D point cloud classi�cation and show their

impact on state-of-the-art methods. Finally, I again present re-oriented ellipsoid querying

to better capture local neighborhoods in modeling point cloud sequences for human activity

recognition.
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Chapter 1

INTRODUCTION

1.1 Motivation

Over the past decade, the application of deep neural networks to computer vision has

evolved tremendously. It achieved state-of-the-art (SOTA) results for several computer vision

tasks previously addressed by traditional computer vision algorithms. A few problems that

have received signi�cant attention include detecting, classifying, tracking, and segmenting

real-world objects in 2D representations (such as 2D images) and 3D representations (such as

3D point clouds). Convolution Neural Networks (CNNs) have been very successful with 2D

images. Also, 2D images have a well-de�ned structure with a �xed number of neighboring

pixels allowing CNNs to use convolutional �lters and achieve better generalization with

fewer parameters. However, CNNs can not be applied directly to 3D data, such as point

clouds, because of their inability to �t into lattice grids, unlike 2D images. Additionally, 3D

point clouds are irregular in structure and sparse. These challenges make 3D point clouds

unsuitable for applying CNNs to solve 3D computer vision tasks.

3D Point cloud classi�cation is an important problem in 3D Computer Vision. The

availability of depth cameras, for example, Kinect, Intel RealSense, and iPhones with Light

Detection and Ranging (LiDAR) or TrueDepth, have increased the availability of 3D data.

Multiple 2D sensors also contributed to the 3D data. Although LiDAR has wide applications

in autonomous driving, its introduction in iPads and, subsequently, in iPhones has resulted

in great demand for collecting and processing 3D point clouds for several diverse consumer

applications. Despite the availability of 3D sensors (and multiple 2D sensors that contribute

to 3D data), only a few real-world point cloud datasets are available, limiting the design

of robust models for 3D point cloud classi�cation. The design of deep learning models

1



for 3D point cloud classi�cation is primarily driven by two datasets, i.e., ModelNet40 and

ScanObjectNN, with a smaller number of classes (40 and 15, respectively) and data samples

(12,311 and 14,510 samples, respectively).

PointNet [14] was the �rst deep learning model to process raw point clouds for

classi�cation, and several models were introduced, including the popular successor Point-

Net++ [1]. Unfortunately, several models [14, 1, 18, 19, 8, 16, 15] that achieved higher 3D

classi�cation accuracy on time-tested datasets, such as ModelNet40 [3], performed poorly

on new real-world datasets like ScanObjectNN [20]. Existing deep learning methods mainly

focus on de�ning complex deep learning modules but keep the underlying sampling and

grouping layers of PointNet++. Furthermore, many of these models used ball or k-Nearest

Neighbor (kNN) querying introduced in PointNet++ to capture local neighborhoods. Also,

these models applied �xed data augmentations at object levels ignoring complex local geo-

metric structures in the neighborhoods.

To my knowledge, no comprehensive thesis focusing on local neighborhood-based

3D point cloud classi�cation is available. I present a comprehensive local neighborhood-

focused dissertation that offers novel local neighborhood querying, neighborhood data aug-

mentation, neighbor-level views, and local neighborhood features. My dissertation intro-

duces broadly applicable techniques such as Ellipsoid querying [21] and its variant [4] (based

on the local neighborhood) and patch-level data augmentation [22]. These techniques im-

prove classi�cation accuracy on real-world datasets. Furthermore, existing view-based meth-

ods for 3D point cloud classi�cation use object-level views and tend to lose �ne-grained

geometrical details of the neighborhoods at lower resolutions. My work introduces neigh-

borhood projections/views [5] into view-based methods. These novel techniques can also be

quickly adopted into current models to boost their 3D classi�cation accuracy and eventually

achieve state-of-the-art (SOTA) results, especially on real-world datasets. Finally, my disser-

tation also provides the largest (with 100 classes and 87,898 samples) mobile phone-based

3D point cloud grocery dataset to alleviate the scarcity of 3D point cloud datasets.
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1.2 Contributions
I present the contributions of this dissertation to the current state of 3D point cloud

classi�cation frameworks enumerated below:

• Re-oriented ellipsoid querying:For quite some time, kNN and ball querying were the
default choices for neighborhood querying in point cloud classi�cation frameworks. I
present Ellipsoid querying [21], a better alternative to the ball and kNN querying.

• Dynamically re-oriented and scaled ellipsoid querying:The default querying method
uses a �xed radius ball. I present the dynamic scaling [4] of a ball into an ellipsoid
using the Eigenvalues from the Eigen-Decomposition of neighborhood points. Then
re-orient the ellipsoid using the Eigenvectors for re-querying the neighborhood.

• Patch Augmentation: Conventional data augmentation (CDA) techniques are �xed
and are often applied at the object level, ignoring the object's local geometry. How-
ever, local neighborhoods hold different geometric complexities on an object's surface.
Therefore, applying the same CDA techniques at the object level is less effective in
augmenting local neighborhoods with complex structures. I present a neighborhood-
focused PatchAugment [22] to apply different augmentations to different neighbor-
hoods.

• Neighborhood Projections: Existing multi-view-based methods use different views
of 3D point clouds to achieve signi�cant 3D classi�cation results. However, in the
case of lower resolutions, the performance of these methods degrades considerably,
indicating that the �ne details of the object are essential in learning distinctive features.
Therefore, I present the use of neighborhood projections/views [5] to learn distinctive
features at lower resolutions and regain lost accuracy.

• 3DGrocery100 Point Cloud Dataset:Following the hierarchical structure of [23], I
present a comprehensive 3D point cloud grocery dataset named 3DGrocery100 with
100 classes divided between Fruits, Vegetables and Packages categories. In addition, I
present details on bench-marking the dataset using six recent SOTA methods.

• Local neighborhood features for 3D Point Cloud Classi�cation: I present four
neighborhood-level features [24] to enhance the performance of the recent SOTA
model. Among the four features, one is the Euclidean distance from the anchor point
to the neighborhood points, and three are the directional vectors between the anchor
and neighborhood points. These features further boost the classi�cation results for
multiple models trained on synthetic and real-world datasets.

• Neighborhood �lling in the 3D Point Cloud Sequence Classi�cation:Ball querying
is also a default to capture local spatial information for activity recognition in the case
of 3D point cloud sequence processing. Finally, for generality, I also apply re-oriented
ellipsoid querying to human activity recognition in modeling 3D point cloud sequences
to show promising results.
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1.3 Outline

My dissertation is chronologically ordered, following my exploration and general re-

search into the broader 3D point cloud classi�cation topic. In Chapter 2, I present ellipsoid

querying, a better neighborhood querying method to replace ball or kNN querying to boost

classi�cation accuracy. In Chapter 3, I present the extension of ellipsoid querying to scaled

ellipsoid querying and demonstrate improved accuracy on a real-world dataset. In Chapter 4,

I present PatchAugment, a neighborhood-level augmentation for models that rely on query-

ing the local neighborhood for local features. In Chapter 5, I present neighborhood views to

take advantage of neighborhood-level views of an object for 3D point cloud classi�cation. In

Chapter 6, I present 3DGrocery100, the largest point cloud grocery dataset, and benchmark

the dataset on six recent 3D point cloud classi�cation models. In Chapter 7, I present four

other local neighborhood features that bene�t 3D point cloud classi�cation methods at min-

imal additional cost. In Chapter 8, I present the extension of Ellipsoid querying to human

activity recognition in 3D point cloud sequences. Finally, in Chapter 9, I summarize the

dissertation.

1.4 3D Point Clouds

Figure 1.1: 3D point clouds expect the learned representations to be a) Permutation invariant
b) Robust to rigid transformations.

3D point clouds are an unordered set of points (�gure 1.1) that demand permuta-

tion invariance for any learned representation. Transforming these 3D point clouds to other

formats, such as multi-view images or voxels, has proven to increase complexity due to the
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sparse nature of volumetric datasets and would lose valuable inherent geometric features.

Another challenge is how to vary the sampling density of the points from the underlying

shape to pick points to generate 3D pointsets. Also, the varying distribution of the 3D point

clouds affects the robustness of the deep networks. However, 3D data, particularly point

clouds carry rich geometrical information that represents the shape of the objects. 3D point

clouds have several applications in autonomous driving, robotics, virtual reality applications,

and large-scale 3D reconstruction. Among several applications, machine-trained enzyme

classi�cation may accelerate scienti�c discoveries by representing the 3D arrangement of

atoms in enzymes into point clouds. However, extracting features related to the shape of an

object from these point clouds is challenging.

Recent deep learning models have achieved state-of-the-art results on numerous com-

puter vision tasks such as object classi�cation, segmentation, object detection, and object

retrieval. The ability to extract task-relevant features makes deep learning methods popu-

lar. These advances can also be attributed to the increased availability of annotated 2D and

3D data from autonomous driving, robotics, extended reality, 3D reconstruction, etc. While

CNNs achieved better generalization on 2D datasets, even surpassing human-level perfor-

mances on a few tasks, their application directly to 3D datasets is challenging. Recent deep

learning models [14, 1] directly consume and process raw 3D data to achieve state-of-the-art

performance.

1.5 Related Works

In this section, I provide background work related to deep learning on 3D data.

1.5.1 View-based and volumetric methods

Image-based 3D representation networks [7, 25] perform well but are slower in ren-

dering, require more memory, and lose useful geometric information. For feature learning,

volumetric models [26, 3] apply 3D convolution on volumetric grids converted from point

clouds. Volumetric models, being successful in feature learning, suffered from quantization

loss of geometric shapes due to the lower resolution of the 3D grid. Further, they require
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higher computational resources. OctNet [27] addressed the quantization loss issue but could

not resolve the higher memory occupancy issue. Also, these models depended heavily on

high-resolution grids to retain the representation quality. Methods [28, 29] that convert 3D

data into 2D RGB-D images to exploit CNNs failed to capture proper geometric relation-

ships between 3D points because the neighboring pixels in a 2D image could be spatially

away in a 3D point cloud. Deep learning models that used voxels to replace 3D point sets re-

quired high-resolution grids to keep quality representation and suffered from higher memory

consumption.

1.5.2 Deep Learning on Point Cloud Analysis

The PointNet [14] model pioneered using a raw 3D point cloud without incurring

any pre-processing overhead. It popularized max-pooling in deep learning models for 3D

point set classi�cation. Although max-pooling failed to capture local features, it did consid-

erably better in capturing global features than average pooling. Using multi-layer perceptrons

(MLP) for 3D classi�cation, proposed initially in [30], proved to improve the results when

combined with max-pooling in the PointNet model. However, neither application of MLP to

individual points nor the max-pooling of features would signi�cantly capture neighborhood

information. PointNet [14] uses raw point sets to extract features but ignores local patterns

losing semantic information. PointNet++ [1] partitions point sets producing common hier-

archical structures and applying pointnet recursively to learn contextual representation. The

neighborhood's contextual information is lost due to the max-pooling operation. Several

methods [31, 32] attempted to capture local geometry. PointGrid [33] proposed an integrated

point and grid hybrid 3D CNN model to better represent the local geometry.

PointCNN [34] usesX -operator to transform the input points. It weighs and per-

mutes the input features associated with the points generalizing CNNs. Point Convolutional

Neural Networks (PCNN) [35] proposed a �exible framework extending the idea of vol-

umetric convolution on the point cloud over an ambient space. Geometric information is

lost in SPLATNet [36] that computes hierarchical and spatially-aware features. It applies

bilateral convolution to a sparse input point cloud. A novel learnable operator introduced
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in Deep parametric continuous CNNs [37] computes relations among points missed on lo-

cal to global learning. PointConv [38] uses non-uniform sampling, performs convolution on

3D pointsets, and re-weighs the continuous function learned using an inverse density scale.

Deep kd-network model [39] partitions the bounding volume instead of partitioning the lo-

cal geometric shape and is memory inef�cient. PointWeb [40] captures context information

between all pairs of points by capturing the interaction between points in the local neighbor-

hood region.

PCNN [35] uses an extended version of volumetric convolution on the point cloud,

providing a �exible framework. PCNN maintains the point cloud format and extends it

over an ambient space into a continuous volumetric function. Deep parametric continuous

CNNs [37] introduced a new learnable operator called parametric continuous convolution.

Its deep neural network is based on computable relations among points, but the network does

not explicitly learn from local to global like classic CNN.

PointConv [38] performs convolution on 3D pointsets by using non-uniform sam-

pling and then compensates using a technique called PointConv, which uses an inverse den-

sity scale in order to re-weight the continuous function learned. PointCNN [34] is unable to

achieve the desired permutation-invariance for point clouds. Deep kd-network models such

as [39] achieve results comparable to PointNet++ [1] but are memory inef�cient mainly be-

cause they depend upon partitioning the bounding volume instead of partitioning the local

geometric shape. PointWeb [40] uses the interaction between points in each local neighbor-

hood region by exhaustively capturing context information between all point pairs. Although

Dynamic Graph Convolutional Neural Networks (DGCNNs) [15] capture better local geo-

metric features by an innovative approach called EdgeConv, in many cases, it is unreliable

in maintaining permutation invariance.

1.6 Datasets

In this section, I list different datasets used in the experiments, i.e., ModelNet40 [3],

ModelNet10 [3], SHREC'16 [41], and ScanObjectNN [20] along with other popular 3D

datasets (refer table 1.1). Among them ModelNet40, ModelNet10 [3], and SHREC'16 [41]
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datasets are synthetic datasets and the ScanObjectNN [20] dataset is a real-world dataset.

ModelNet40 dataset has 40 categories of objects comprising a total of 12,311 shapes. The

of�cial split of the benchmark dataset is 9843 objects for training and 2468 for testing. I

have retained this of�cial split as is in the training and testing of the PointNet++ model.

ModelNet10 dataset has ten categories (a subset of ModelNet40) of objects comprising 4,899

shapes. The of�cial split of the benchmark ModelNet10 dataset is 3991 objects for training

and 908 for testing.

Table 1.1: Details of datasets for 3D object classi�cation along with the year of publica-
tion. PCs = Point Clouds, S = Synthetic, RW = Real-World, GCN = Graph Convolutional
Networks, CNN = Convolutional Neural Networks, FDG = Faster Dynamic Graph, SVM =
Support Vector Machine, and DI = Dual Input.

Dataset Year Classes Samples Train Test Type Format Acc. Model

McGill Benchmark [42] 2008 19 458 190 268 S Mesh 83.7 SVM [43]
Syndney Urban [44] 2013 14 588 - - RW PCs - -

ModelNet10 [3] 2015 10 4899 3991 605 S Mesh 97.5 Grid-GCN [45]
ModelNet40 [3] 2015 40 12311 9843 2468 S Mesh 95.4 PointView-GCN [46]
ShapeNet [47] 2015 55 51190 - - S Mesh - -
SHREĆ16 [41] 2017 55 51162 35764 10265 S PCs 90.9 View-GCN [12]
ScanNet [48] 2017 17 12283 9677 2606 RW PCs 85.2 Sim2real [49]

ScanObjectNN [20] 2019 15 2902 2321 581 RW PCs 91.3 ReCon [50]
3D-Future [51] 2020 34 9992 6699 3293 S Mesh 73.7 AttWalk [52]

RobustPointSet [53] 2020 40 12308 9840 2468 S PCs 92.5 DGCNN [15]

ScanObjectNN is a more robust real-world object dataset based on 700 unique scenes

with 2902 objects distributed into 15 classes. ScanObjectNN is based on two popular scene

meshes datasets, i.e., SceneNN [54] with 100 objects and ScanNet [48] with 1513 objects.

ScanObjectNN dataset comes with several variants, of which I am considering the six promi-

nently used variants for the evaluations. These variants represent different levels of dif�culty.

OBJ ONLY variant is the closest to the dataset extracted from CAD models. OBJBG in-

cludes background elements or parts of nearby objects. PBT25 refers to perturbed objects

with 25% translation. PBT25 R refers to perturbed objects with 25% translation and rota-

tion. PB T50 R refers to perturbed objects with 50% translation and rotation. PBT50 RS

refers to perturbed objects with 50% translation and involves rotation and scaling. Each of

the perturbed variants (with pre�x PB) consists of �ve randomly sampled objects from the
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original ground truth objects resulting in an overall 14,510 perturbed objects in ScanOb-

jectNN. SHREC'16 [41] is the largest data with over 36,000 training samples, the highest

number of classes, i.e., 55. Unlike Other datasets [3, 20] where the data split is only training

and testing sets, SHREC'16 is the only dataset with an of�cial validation set.
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Chapter 2

ELLIPSOID QUERYING

2.1 Introduction

Increased 3D point sets data has also increased the focus on learning features from

3D point sets. PointNet++ [1] introduced ball querying and kNN querying to capture neigh-

borhoods to learn features hierarchically for 3D point cloud classi�cation. The ball query

repeats the centroid point if it fails to capture the required number of points from the neigh-

borhood due to the limited radius. Since the inception of PointNet++, several models have

attempted to capture the local geometry of 3D objects. However, capturing local geometry

using geometric shapes such as ellipsoids instead of balls/spheres needs to be explored more.

In this dissertation, I present ellipsoid querying (�gure 2.1) to capture the local geometry of

objects for 3D object classi�cation. The idea is to exploit the ellipsoid's re-orientation capa-

bility compared to the uniform ball-based querying, capturing more geometrically meaning-

ful points from the local neighborhood.

2.2 Method

In this section, I demonstrate the drawbacks of ball querying and present the re-

oriented ellipsoid querying [21]. I use a �xed-sized ellipsoid for querying neighborhoods

around different centroids, as shown in �gure 2.2. From the input point cloudxyz1, I select

a point(x i ; yi ; zi ), if it is within a distance of radiusr from the center (x j , yj , zj ). In this

case, the center (x j , yj , zj ) is one of the points from the farthest point sampled setxyz2. I

calculate the Euclidean distancedsi between the point from the center of the sphere using

equation 2.1. The point is inside the sphere if the Euclidean distancedsi is less than 1, and

the point is on the surface of the sphere if the distance is equal to 1. Then I select all points

(x i ; yi ; zi ) with distancedsi that is less than or equal to 1, resulting in ball queried points.
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Figure 2.1: Input 3D point cloud (green colored points), farthest point sampled (FPS) points
(red colored points), ball queried and re-oriented ellipsoid queried points (blue colored
points) visualization at one of the FPS points on a 3D point cloud object.

dsi =

r
(x i � x j )2 + ( yi � yj )2 + ( zi � zj )2

r 2
(2.1)

Similarly, using equation 2.2 I calculate the distancedei of the point from the ellipsoid

center and select points(x i ; yi ; zi ) from the input point setxyz1 that are within the volume

of the ellipsoid with axis-lengthsa, b, c and center(x j ; yj ; zj ).

Points at a distancedei less than 1 from the center of the ellipsoid are within the

ellipsoid, and equal to 1 are on the surface of the ellipsoid. Such points with distancedei less

than or equal to 1 are selected and are ellipsoid queried points.

dei =

r
(x i � x j )2

a2
+

(yi � yj )2

b2
+

(zi � zj )2

c2
(2.2)
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(a) (b) (c) (d) (e)

Figure 2.2: Visualization of ball querying and re-oriented ellipsoid querying.(a) Input points
(green color) with two centroid points (red color)(b) Ball query at two centroid points(c)
Neighborhood points from ball querying (blue color)(d) Re-oriented ellipsoid querying at
the two centroid points(e)Neighborhood points from ellipsoid querying (blue+pink color).

Instead of re-orienting the ellipsoid, my implementation rotates the object points and

checks to see if these points lie within the ellipsoid using the ellipsoid formula (equation 2.2).

Eigendecomposition of the co-variance matrixcov(x; y; z) j computed from the unique point

setN j (x; y; z) of ball queried pointsGj (x; y; z) at a centroid. The Eigenvectors represent the

required rotation matrix to rotate the object points around the centroid for ellipsoid querying

(re-oriented).

Choosing ellipsoid semi-axis lengths comparable to the radius of the ball. I �rst

demonstrated an improvement in the overall classi�cation accuracy of the PointNet++ single-

scale model. Then based on the improvement in accuracy, I present a method to re-orient

the ellipsoid to capture maximum local neighborhood points and then take a union of local

points captured from both queries. Each centroid point(x j ; yj ; zj ) is used twice to query

points around it. The �rst query is either a ball or an ellipsoid query, whereas the second one

is always re-oriented.

Figure 2.3 shows the surface area of a 3D object that overlaps the ellipsoid volume is

greater than or equal to the surface area overlapping the volume of the sphere. This is true

when one assumes both the sphere and the ellipsoid are centered at the same point(x j ; yj ; zj ).

Also, at least two of the axis lengths of the ellipsoid are less than or equal to the radius of the

sphere, irrespective of the ellipsoid orientation. I keep this assumption ofb = c = r anda =

2r , wherer is the sphere's radius in de�ning the ellipsoid's axis lengths. For example, as in
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Figure 2.3: Visualization of the ball, random ellipsoid, and re-oriented ellipsoid with the cen-
troid (x j ; yj ; zj ), givena = 2r andb = c = r . The red point is the centroid, blue points are
ball queried points, blue+brown points are queried by random orientation ellipsoid, and a
re-oriented ellipsoid captures blue+brown+pink points. A random orientation ellipsoid rep-
resented by dashed lines captures lesser points unless its orientation is the same as the re-
oriented ellipsoid (Best viewed in color).

�gure 2.3, if the radius of the sphere isr = 0.2 and the axis-lengths of the ellipsoid area =

0.4,b= 0.2 andc = 0.2 with the center of both the sphere and the centroid as(x j ; yj ; zj ), then

the neighborhood around the centroid queried by using ellipsoid querying is bigger than or

as big as the neighborhood queried by using the sphere. With this understanding, I applied

ellipsoid querying around the centroid and observed improvements in accuracy.

The sphere with no speci�c orientation gets a lesser overlap with the object to capture

neighboring points around the centroid. An Ellipsoid, unlike a sphere, has an orientation

that can be exploited to re-orient it in a way that the maximum number of points on the

object overlaps within the volume of the ellipsoid for querying. Also, for each centroid, the

orientation of the ellipsoid can be made different in order to maximize the neighborhood

coverage with more relevant points, further improving the 3D classi�cation accuracy.

I adopted the PointNet++ network as shown in �gure 2.4 and further developed the

grouping layer in the set abstraction levels. It is intuitive that the increase in the number of

points by using re-oriented ellipsoid boosts the existing PointNet++ framework in learning

a better representation. The sampling layer employs farthest point sampling(FPS) to sample

out a �xed number of points from the original point set(xyz1). These sampled points are

called the centroids(xyz2). The grouping layer uses the input point set and the centroids for
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Figure 2.4: Ellipsoid querying for grouping in detail: Points selected by ellipsoid query-
ing are used to create a covariance matrix. Eigenvectors are calculated from the covariance
matrix to derive a rotation matrix. The Ellipsoid is re-oriented using a rotation matrix to re-
capture more points. A union of points obtained by querying the local neighborhood twice
is processed by pointnet. More captured points (blue) are visible on the bottom rightmost
airplane (Best viewed in color).

ball querying (equation 2.1). Querying results in a subset of input 3D points set around each

centroid representing its local neighborhood.

Pointnet++ limits the number of points (samples) for querying in the local neighbor-

hoods. Unlike k-nearest neighbors (kNN) that query k points every time, the ball queries

a varying number of points. Hence, grouping results in a range of[1; samples] of unique

points. Re-oriented ellipsoid querying increases the number of relevant points queried from

the local neighborhood. For a single-scale model, each set abstraction layer queries points

in two stages. In the �rst stage, ball querying around a centroid(x j ; yj ; zj ) gives a subset of

pointsGj (x; y; z) from the input 3D point set within the ball. At least three unique points

are required to compute a 3� 3 co-variance matrix. A covariance matrixcov(x; y; z) j is com-

puted for each of the centroids(x j ; yj ; zj ) that have at least three unique queried points.

I adjust the co-variance matrix computation function COVARADJMATX (in algo-

rithm 1). I used the centroid itself as the mean of the unique grouped pointsN j (x; y; z) if the
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Algorithm 1 Compute Adjusted Co-variance Matrix

function COVARADJMATX (Gj (x; y; z); (x j ; yj ; zj ); a)
. InputGj (x; y; z) , matrix of grouped points
. Input x j ,yj ,zc is a centroid point
. Inputa is the major axis-length of the ellipsoid
. Outputcov(x; y; z) j is a 3x3 symmetrical matrix

N j (x; y; z)  unique(Gj (x; y; z))
nj  count(N j (x; y; z))
�x j ; �yj ; �zj  

P n
i =1 x i

n j
;

P n
i =1 yi

n j
;

P n
i =1 zi

n j

dist i  
p

(�x j � x j )2 + (�yj � yj )2 + (�zj � zj )2)
if dist i � a=4:0 then

N (x i ; yi ; zi )  N (x i ; yi ; zi ) � (x j ; yj ; zj )
else

N (x i ; yi ; zi )  N (x i ; yi ; zi ) � (�x j ; �yj ; �zj )
end if
cov(x; y; z) j  

N j (x;y;z )T �N j (x;y;z )
n j � 1 . * is matmul

return cov(x; y; z) j

end function

Euclidean distance between the centroid(x j ; yj ; zj ) and actual mean (�x j ; �yj ; �zj ) of grouped

points is greater than or equal to one-fourth the length of the major axis as threshold else I

used the actual mean of the grouped points. The threshold can be greater than or equal to half

the radius (which is also one-fourth the major-axis length). If a threshold is less than half the

radius, then the actual mean of grouped points is closer to the centroid adjusting, and hence

the ellipsoid re-orientation is less effective. The primary reason behind this adjustment is to

orient the ellipsoid in the direction of grouped pointsGj (x; y; z), mainly when all grouped

points occur on one side of the centroid. E.g., in the left part of �gure 2.1, all grouped

points from the ball query (blue points) are to the left of the centroid (red point). Each cen-

troid has a co-variance matrixcov(x; y; z) j . Eigenvalues and Eigenvectors are computed by

the Eigendecomposition of the symmetric covariance matrix using the Jacobi method [55].

Eigenvectors corresponding to the descending ordered Eigenvalues are used as the rotation

matrixR� to re-orient the input points centered at the centroid(x j ; yj ; zj ) using equation 2.3

wherexyz1 represents the input point cloud, andxyz2 are the centroids from the sampling

layer. The second stage captures re-oriented points that are on or inside the ellipsoid.
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Each centroid goes through the above-explained steps (algorithm 2), i.e., ball/ellipsoid

querying, co-variance matrix computation, Eigendecomposition, rotation of input points

around the centroid, and capturing rotated points within the ellipsoid. These newly captured

points are additional points to the �rst query points by taking a union set that has all of the

�rst ball/ellipsoid query points and a few or all of the re-oriented ellipsoid query points. If the

total number of points in the union is less than or equal to the samples requested in querying,

then the union set itself is the new query point. However, if the total number of points in

the union is more than the samples requested, then the difference in the number of samples

and the number of ball query points are added into the union from the re-oriented ellipsoid.

These enriched grouped points have a better representation of the local neighborhood. The

pointnet layer encodes these grouped points into local feature vectors used in classi�cation.

2.3 Experiments

In this section, I present the evaluation of ellipsoid querying techniques for the 3D

point set classi�cation task on a benchmark dataset, i.e., ModelNet40 [3]. ModelNet40 has

40 different classes totaling 12,311 shapes. The benchmark dataset has 9843 objects in its

training set and 2468 objects in its testing set. In training and testing the PointNet++ model

with re-oriented ellipsoid querying, I have retained this of�cial split of train and test sets

of the dataset. The reason to do so is to have a fair comparison with PointNet++[1] and

other deep learning models such as Relation-Shape CNN [2]. Recent deep learning models

uniformly sample 1,024 points from the 3D object's mesh faces into a point cloud, i.e.,

(x,y,z) coordinates. Mesh faces are discarded after sampling. The point cloud is then re-

scaled to �t into the unit sphere.
As a pre-requisite step, I reproduced the 3D classi�cation results of PointNet++ for

single and multi-scale models. Following are the alternative techniques to ball querying that
I present for the grouping layer of PointNet++.
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Algorithm 2 Re-oriented Ellipsoid Querying

function ELLIPSOIDQRY((a; b; c); xyz1; xyz2; samples)
. Input: ellipsoid semi-axis lengths (a,b,c), input point set (xyz1), Farthest Point Sampled
points(xyz2); samples
. Output:idx; pcount

idx; pcount  query(a; b; c; xyz1; xyz2; samples)
G  group point(xyz1; idx)
for each centroidcj in xyz2 do

if pcounti � 3 then
cov(x; y; z) j  COVARADJMATX (Gj )
�; R �  Eigendecompose(cov(x; y; z) j )
for eachpi in xyz1: do

p
0

i = R� � (pi � cj )T . * is matmul

de  
q

p0
xi

a2 +
p0

yi

b2 + p0
zi

c2

if de � 1:0 & pcount < samplesthen
idx c  idx c [ idx (pi )
pcount  pcount+ 1

end if
end for

end if
end for
return idx; pcount

end function

• Firstly, use a �xed orientation ellipsoid for querying in place of a sphere.

• Secondly, use a ball query-based re-oriented ellipsoid querying. Then use re-oriented
ellipsoid query points for further processing, and discard ball query points.

• Thirdly, use a combination of a �xed orientation ellipsoid (points discarded after com-
puting rotation matrix) with a re-oriented ellipsoid (similar to the second technique
processed further).

• Fourth technique is similar to the second technique, except the ball queried points are
considered as a primary set of points, and points queried by the re-oriented ellipsoid
as additional points. i.e., perform a union of the ball and re-oriented ellipsoid query
points limited by the number of samples of the set abstraction layer.

• Fifth technique is similar to the fourth but uses a �xed orientation ellipsoid for the �rst
querying, and the re-oriented ellipsoid query points are considered additional points.
All techniques except the �rst involve the Eigendecomposition of the �rst query points.

• Sixth and Seventh techniques are similar to the fourth and �fth but with Eigenvalues
as additional features.
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The primary challenge in using ellipsoid querying for a given model that previously

used ball query with radiusr is in de�ning the axis lengths (a, b, c) of the ellipsoid. I sim-

pli�ed the problem in the case of single-scale models by considering two of the three axis

lengths of the ellipsoid to be equal to the radius of the ball (i.e.,b = c = r ). I followed the

technique of doubling the radius in PointNet++ and used multiples ofa, b, andc from the �rst

set abstraction in the second set abstraction. I used PointNet++ with a single scale grouping

model to accommodate the ellipsoid querying technique with ellipsoid axis lengths as pa-

rameters, replacing the radiusr from the ball querying method. Although, the architecture

for single-scale grouping has three set abstraction layers, only the �rst two support sampling,

and grouping.

Table 2.1 is my adaptation of the single-scale grouping model in PointNet++. I have

used the ellipsoid semi-axis lengthsb = c = r anda = 2r wherer is the radius used for ball

querying in PointNet++ while I doubled the sample sizes in the set abstraction step. I also

observed that doubling the radius of the sphere (equal to the major axis of the Ellipsoid) and

doubling the sample size in the set abstraction layers of the PointNet++ single-scale model

would not improve over the classi�cation accuracy of 90.7%.

Table 2.1: PointNet++ [1] model with two set abstraction (SA) layers for single-scale group-

ing with re-oriented ellipsoid.

SA FPS semi-axis[a,b,c] sample MLPs

1 512 [0.4, 0.2, 0.2] 64 [64,64,128]

2 128 [0.8, 0.4, 0.4] 128 [128,128,256]

Similarly, Relation-Shape CNN architecture has been modi�ed in the single scale

grouping sections to accommodate ellipsoid querying with ellipsoid semi-axis lengths as

parameters, replacing the radiusr from the ball querying method. The architecture for single

scale grouping (SSG) has three set abstraction (SA) layers, with the �rst two supporting

sampling and grouping as described in table 2.2. For Ellipsoid Querying in the single scale
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grouping of PointNet++, I have used a sample size twice the sample size of the original

PointNet++ SSG model, while I used the exact sample sizes in the RS-CNN SSG model.

Table 2.2: RS-CNN [2] model with two set abstraction layers for single-scale grouping with

re-oriented ellipsoid.

SA FPS semi-axis[a; b; c] sample MLPs

1 512 [0.25, 0.15, 0.15] 48 [input c,128]

2 128 [0.5, 0.3, 0.3] 64 [128,512]

During the training, I retain the data augmentation techniques of PointNet++ and RS-

CNN in the experiments involving the respective model, which are random scaling of objects,

perturbing the object and point locations. The size of the input point cloud is 1024 points.

A 50% dropout rate is applied to fully connected layers. Both models use adam optimizer.

During the testing phase, PointNet++ uses a majority voting of 12 votes, while RS-CNN uses

ten votes.

2.4 Results

Table 2.3 gives an overview of the comparison of ellipsoid querying results with

recent deep neural networks for the classi�cation of 3D point sets on ModelNet40, a bench-

mark dataset. My implementation of querying in PointNet++ with the union of points from

ellipsoid querying followed by re-oriented ellipsoid querying with the concatenation of Eigen-

values as additional features (i.e., seventh technique) performs as good or even better than a

few of the models such as [14, 1, 32, 39, 62, 63, 57, 56, 59, 61, 18, 64, 58, 60]. Primarily, I

borrowed the PointNet++ model architecture to show how ellipsoid querying has improved

3D classi�cation results. A signi�cant 1.1% increase in accuracy was achieved for the Point-

Net++ single-scale grouping model. Figure 2.5 shows improvements in 3D classi�cation

results with the seven techniques described in the experiments section.

Expecting similar improvements for the deep learning models which use ball query-

ing in the grouping layer, I had chosen the state-of-the-art (SOTA) model Relation-Shape
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Table 2.3: Recent Deep learning models with accuracies on ModelNet40 [3] dataset for 3D
Object classi�cation.X indicates SSG model with ball querying.

Method SSG Acc
PointwiseCNN [18] X 86.1

Deep Sets [56] - 87.1
PointNet (vanilla) [14] - 87.2

PointNet [14] - 89.2
MO-Net [57] - 89.3

3D Capsule Networks [58] - 89.3
JustLookUp[59] - 89.5

Kd-Net(depth 10) [39] - 90.6
PointNet++ [1] X 90.7

MC Convolution [60] - 90.9
KCNet [32] - 91.0
SFCNN [61] - 91.4

SRN-PointNet++ [62] X 91.5
PAT [63] - 91.7

ConvPoint [64] - 91.8
Kd-Net(depth 15) [39] - 91.8

DGCNN [15] - 92.2
PCNN [35] - 92.3

PointWeb [40] - 92.3
Relation-ShapeCNN [2] X 92.7

KPConv(rigid) [65] - 92.9
InterpCNN [66] - 93.0
DensePoint [67] X 93.2

GS-Net [68] X 93.3
Geo-CNN [69] X 93.4

Ours
Ellipsoid PointNet++ [21] X 91.0

Ellipsoid RSCNN [21] X 93.0
Re-oriented Ellipsoid PointNet++ [21] X 91.8

Re-oriented Ellipsoid RSCNN [21] X 93.5

CNN [2] to test. I observed a 0.8% improvement over the 92.7% accuracy of RS-CNN for

a single scale model, as shown in �gure 2.6. Ellipsoid-based re-oriented ellipsoid querying

implementation of single scale grouping RS-CNN model outperforms recent SSG models

such as [68, 67]. For RS-CNN, the accuracy did not improve by concatenating Eigenvalues

as additional features. Finding axis lengths for up to six ellipsoids for multi-scale models
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Figure 2.5: Improvements in accuracy of PointNet++ (SSG model). Two passes, P1: pass 1,
and P2: pass 2.

is challenging. It remains open mainly because of the number of combinations of ellipsoid

dimensions for different scales. Searching for the right combination requires a signi�cant

number of trials, which is time and resource expensive.

Figure 2.6: Improvements in the accuracy of Relation-Shape CNN (SSG model). Two passes,
P1: pass 1, and P2: pass 2.
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2.5 Conclusion

In this Chapter, I presented ellipsoid querying, a novel approach to capturing the

local geometry of 3D point cloud objects. I also introduced seven techniques that involve

ellipsoid querying for better coverage of the local neighborhood. I demonstrated that neigh-

borhood querying using the re-oriented ellipsoid gives better coverage of local neighbor-

hoods in the grouping layer of the PointNet++ model than ball querying. Re-oriented el-

lipsoid querying also improved the classi�cation results of the Relation-Shape CNN model

with single-scale grouping. With a boost in the 3D classi�cation accuracy for PointNet++ by

1.1% and Relation-Shape CNN by0.8%, the Ellipsoid-based re-oriented ellipsoid query-

ing method is promising in improving the 3D point cloud classi�cation results of models

that use ball querying. The code is available athttps://github.com/VimsLab/

EllipsoidQuery.git .

22



Chapter 3

DYNAMIC SCALING OF ELLIPSOID FOR QUERYING

3.1 Introduction

In this section, I present scaled and re-oriented ellipsoid querying, using the Eigen-

values to scale the ellipsoid and Eigenvectors to re-orient it before querying the neighbor-

hood. Although ellipsoid re-oriented [21] in the direction of the neighborhood's principal

axis achieves a considerable improvement in accuracy, the �xed size of an ellipsoid is not

ideal in capturing varying geometric information from complex surfaces of the object. Hence,

I present to capture varying local geometric information using varying size ellipsoids. While

the Eigenvectors de�ne the orientations, the Eigenvalues de�ne the ellipsoids' size. Eigen-

vectors and Eigenvalues are obtained from the Eigen-Decomposition of unique points from

ball querying. The dynamically oriented and scaled Ellipsoid-based querying captures crit-

ical points in the neighborhood of a given centroid. As shown in Figure 3.1, the idea is

to capture geometrically meaningful points from the local neighborhood's surface. The key

contributions of this chapter are as follows:

• Dynamically oriented and scaled ellipsoid querying: I use Eigenvalues from the Eigen-
Decomposition of neighborhood points to dynamically scale the ball into an ellipsoid.
Then I orient the ellipsoid using the Eigenvectors before querying the neighborhood.

• ReducedPointNet++: I also introduce a single scale grouping model with a single set
abstraction layer to sample more neighborhood points.

• I �nally evaluate the approach on a synthetic and a real-world dataset, i.e., Model-
Net40 [3] and ScanObjectNN [20], respectively. I also conduct experiments to show
the impact of dynamic local geometry capture.
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Figure 3.1: Visualization of input 3D point cloud (turquoise color), three farthest point sam-
pled (FPS) points (red color), ball query points (green color), dynamically oriented and
scaled ellipsoid query points (green+blue color) around FPS points. Ellipsoids' size varies
signi�cantly along the major axis. All spheres are of the same radius.

3.2 Related Works

3.2.1 Geometry-based Point Cloud Analysis

KCNet [32] captured neighborhood information by mining local points that share

similar geometric structures and measuring geometric af�nity between these points using

kernel correlation. Different convolution operations [70] were applied to point sets, capturing

geometric information from surface deformations. Structural Relation Network model [62]

reasons between geometrical and relational features by processing the sub-cloud features

twice. Dynamic Graph Convolutional Neural Networks (DGCNNs) [15] though unreliable

in maintaining permutation invariance, use a novel technique called EdgeConv to capture

local geometric features. Relation Shape CNN [2] proposed a novel method to learn the

geometric topology constraints among points. To learn the underlying shape of an object,

DensePoint [67] learns suf�cient contextual semantic information through the recursive con-

catenation of features over several MLP modules.
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3.2.2 Eigen decomposition in Point Cloud Analysis

Though Geometric Sharing Network [68] also proposed the Eigen-Decomposition of

grouped points, it does so on a �xed number of points queried using the k-Nearest Neigh-

bor(kNN) method. Ball querying results in varying unique points, making tensor operations

to compute covariance matrix challenging. The use of geometric shapes such as ellipsoid [21]

instead of a sphere has improved accuracy; the �xed size of ellipsoid limits both explor-

ing and capturing the local neighborhood's geometry. Since PointNet++, models have used

�xed-sized shapes to capture the local geometry of 3D objects. I extend the idea of using

ellipsoid-based geometry capture from the objects' local neighborhood by dynamically vary-

ing the ellipsoid size using the Eigenvalues from the Eigen-Decomposition. I explored the

impact of dynamic ellipsoids in local geometry capture on synthetic (ModelNet40 dataset)

and real-world (ScanObjectNN dataset) 3D point sets for 3D object classi�cation.

3.3 Method

Figure 3.2: 3D Classi�cation network with a single set abstraction layer (ReducedPoint-
Net++). The grouping layer has four additional features, Eigenvalues (3) and Euclidean dis-
tance (1) between the centroid and its neighborhood points.

3.3.1 ReducedPointNet++

PointNet++ [1] constitutes two set abstraction layers (SA) in its single scale grouping

(SSG) architecture. I present ReducedPointNet++, an SSG model with a single SA layer, as

shown in Figure 3.2 to reduce the number of parameters of PointNet++. In the grouping layer,
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at each centroid, Eigen-Decomposition [55] of ball queried points results in Eigenvalues and

Eigenvectors. I concatenate Eigenvalues and the centroid's distance to each point queried

from within the ellipsoid as additional features. Table 3.1 has the architecture details of

Pointnet in the single SA layer of the ReducedPointNet++ model.

Figure 3.3: Visual algorithm: Ellipsoid is dynamically oriented and scaled using Eigenvectors
and Eigenvalues.

Table 3.1: ReducedPointNet++ [4] model's single SA level's Pointnet layer con�guration.

SA FPS Samples MLPs
1 512 96 [96,96,128]

3.3.2 Dynamic scaling

The DynamicScale method uses dynamically oriented and scaled ellipsoids for query-

ing local neighborhoods around the centroids. My intuition behind this technique is that
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different local neighborhood regions contribute to different amounts of local geometry. Dy-

namic scaling of spheres introduces varying-sized ellipsoids to query different local neigh-

borhoods. In �gure 3.3, consider the turquoise points represented asxyz1. They represent lo-

cal neighborhood points from the input point cloud around the red points represented asxyz2

and called centroids of a �xed size sphere of radiusr . A covariance matrix is constructed at

each centroid from the green points, i.e., ball-queried points. Eigen-Decomposition of the

covariance matrix results in Eigenvectors and Eigenvalues; Eigenvectors orient the ellipsoid,

and Eigenvalues scale the sphere into an ellipsoid. Hence the name is dynamically oriented

and scaled. Equation 3.1 (same as 2.2 with rede�ned a, b, c) checks if a neighborhood point

(x i ; yi ; zi ) 2 xyz1 is inside or on the ellipsoid around the centroid(x j ; yj ; zj ) 2 xyz2. If the

distancedei is less than or equal to 1.0, then the point(x i ; yi ; zi ) is queried by the oriented

and scaled ellipsoid. The relevant points queried from the centroid's local neighborhood are

shown in Figure 3.3. Points queried from the local neighborhood pass through a multi-layer

perceptron (MLP) to learn local geometrical features.

From the Eigenvalues (� 1; � 2; � 3), where� 1 > � 2 > � 3, � 1 represents the direction of

maximum variance of the ball queried points. Therefore I present that� 1 be the scale factor

of the major axis -a = f (� ), wheref is the scaling function - of the ellipsoid centered at

the centroid. Similarly,� 2 can be one of the minor axes. I ignore� 3 mainly because its value

is minimal; it most likely represents the thickness of the object's surface. Also, it represents

the direction of the least variance of points. I �rst dynamically vary the ellipsoid size along

the major axis and establish its impact on capturing the local geometry keeping minor axes

lengths �xed to the radiusr . In the experiments listed in Table 3.4, I infer that varying the

major axis length and one minor axis would maximize the results.

dei =

r
(x i � x j )2

a2
+

(yi � yj )2

b2
+

(zi � zj )2

c2
(3.1)

wherer = radius, a = f (� 1) = 2� 1=c2 andb= c = r by only the major axis of the ellipsoid

is scaled. And,a = f (� 1) = 2 � 1=c2, b = f (� 2) = 2� 2=c2, andc = r when the major-axis

and �rst minor-axis of the ellipsoid are scaled. Table 3.4 lists a few ways of scaling the

Eigenvalues to represent the scale functionf .
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3.4 Experiments

For the evaluation of the presented model, I used two datasets, a synthetic dataset,

i.e., the ModelNet40 [3] and a real-world dataset, i.e., the ScanObjectNN [20] for 3D point

cloud classi�cation. As stated earlier, the ModelNet40 dataset has 40 categories of objects

comprising 12,311 shapes. For the experiments involving dynamically oriented and scaled

ellipsoids, I retain the of�cial split of 9843 objects for training and 2468 objects for testing.

ScanObjectNN is a more robust real-world object dataset based on 700 unique scenes

with 2902 objects distributed into 15 classes. The dataset comes with several variants, of

which I considered the six prominently used variants in my evaluations. Each variant rep-

resents different levels of dif�culty. OBJONLY refers only to ground-truth objects that are

closer to the CAD models. OBJBG refers to ground-truth objects with background ele-

ments or parts of nearby objects. PBT25 refers to perturbed objects with 25% translation.

PB T25 R refers to perturbed objects with 25% translation and rotation. PBT50 R refers to

perturbed objects with 50% translation and rotation. PBT50 RS refers to perturbed objects

with 50% translation and involves rotation and scaling. Each of the perturbed variants (with

pre�x PB ) consists of �ve randomly sampled objects from the original ground truth objects

resulting in an overall 14,510 perturbed objects in the dataset.

Similar to [14], I have uniformly sampled 1024 input points. I evaluate with a majority

voting of 12 votes and train PointNet++ and ReducedPointNet++ models on both datasets

while incorporating dynamically oriented and scaled ellipsoids. A learning rate of 0.01, a

batch size of 32, a dropout rate of 50%, and an adam optimizer are used in training.

3.5 Experimental Results

3.5.1 3D Classi�cation on ModelNet40 Dataset

Table 3.2 lists results on ModelNet40 along with the recent deep neural networks

for 3D object classi�cation. The model ReducedPointNet++ with dynamically oriented and

scaled ellipsoid querying presented here performs better than a few of the models such

as [14, 1, 21, 32, 39, 62, 63, 57, 56, 59, 61, 18, 64, 58, 60]. I have primarily redesigned

the PointNet++ model architecture by using only one set abstraction layer (more details in
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Table 3.2: Few Recent Deep learning models with accuracies on ModelNet40 dataset for 3D
Object classi�cation.X indicates single scale grouping (SSG) model.

Method SSG Acc. (%)
PointNet++ [1] X 90.7

ReducedPointNet++ [4] X 91.4
Dynamic scaling in PointNet++ [4] X 91.9

Dynamic scaling in ReducedPointNet++ [4] X 92.1

Table 3.3: Comparison of 3D Object Classi�cation accuracies (%) of ReducedPointNet++ [4]
(RPNet++) with recent state-of-the-art models (columns 2-7), trained and tested on the
dataset variants (column 1) of a real-world ScanObjectNN dataset. Columns 8 and 9 rep-
resent RPNet++ and RPNet++ with Dynamic Scaling (DS), respectively.

Variants OBJ ONLY OBJ BG PB T25 PB T25 R PB T50 R PB T50 RS

3DmFV [71] 73.8 68.2 67.1 67.4 63.5 63.0
PointNet [14] 79.2 73.3 73.5 72.7 68.2 68.2

SpiderCNN [72] 79.5 77.1 78.1 77.7 73.8 73.7
PointNet++ [1] 84.3 82.3 82.7 81.4 79.1 77.9
DGCNN [15] 86.2 82.8 83.3 81.5 80.0 78.1

PointCNN [34] 85.5 86.1 83.6 82.5 78.5 78.5

Ours(RPNet++ [4]) 87.2 86.6 84.6 82.7 81.4 81.1
Ours(DS [4]) 87.5 88.5 85.1 84.5 82.1 82.0

table 3.1) with dynamically oriented and scaled ellipsoids to improve 3D classi�cation re-

sults. The presented model, ReducedPointNet++, achieved a 3D classi�cation accuracy of

91.4% on the ball query and 92.1% on dynamically oriented and scaled ellipsoid querying.

ReducedPointNet++ achieved comparable results on ModelNet40 but competitive results

(next section) on ScanObjectNN with fewer classes.

3.5.2 3D Classi�cation on ScanObjectNN Dataset

Table 3.3 compares the performance of the single scaled, single set abstraction layer-

based ReducedPointNet++ model with recent state-of-the-art models (row 2-7, accuracies

presented in [20]), trained and tested on ScanObjectNN dataset variants (�rst row). The

Eighth and ninth rows of the table 3.3 are results from ReducedPointNet++ and Reduced-

PointNet++ with Dynamic Scaling.

In the case of a more robust real-world dataset ScanObjectNN, ReducedPointNet++
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Table 3.4: Comparison of 3D Object Classi�cation results (%) of ReducedPointNet++ [4]
model with Dynamic Scaling (DS), with recent state-of-the-art models on the hardest variant
PB T50 RS of ScanObjectNN dataset. Abbreviations: OA (Overall Accuracy), ACA (Aver-
age Class Accuracy), '-' means not available, RPNet++ (ReducedPointNet++).

Methods OA ACA bag bin box cabinet chair desk display door shelf table bed pillow sink sofa toilet

#shapes - - 298 794 406 1344 1585 592 678 892 1084 922 564 405 469 1058 325

3DmFV [71] 63 58.1 39.8 62.8 15.0 65.1 84.4 36.0 62.3 85.2 60.6 66.7 51.8 61.9 46.7 72.4 61.2
PointNet [14] 68.2 63.4 36.1 69.8 10.5 62.6 89.0 50.0 73.093.872.6 67.8 61.8 67.6 64.2 76.7 55.3

SpiderCNN [72] 73.7 69.8 43.4 75.9 12.8 74.2 89.0 65.3 74.5 91.4 78.0 65.9 69.1 80.0 65.8 90.5 70.6
PointNet++ [1] 77.9 75.4 49.4 84.4 31.6 77.4 91.3 74.0 79.4 85.2 72.6 72.6 75.5 81.080.890.5 85.9
DGCNN [15] 78.1 73.6 49.4 82.4 33.183.9 91.8 63.3 77.0 89.0 79.377.464.5 77.1 75.0 91.4 69.4

PointCNN [34] 78.5 75.1 57.8 82.9 33.1 83.6 92.6 65.3 78.4 84.8 84.2 67.4 80.0 80.0 72.5 91.9 71.8
Dense-Res [73] 80.3 - - - - - - - - - - - - - - - -
Geometric [74] 80.5 77.8 59.0 84.4 44.4 78.2 92.1 6691.2 91.086.7 70.482.7 78.1 72.592.4 77.6

DI-PointCNN [75] 81.3 - - - - - - - - - - - - - - - -

Ours(RPNet++ with DS [4])82.0 79.9 61.4 88.4 46.682.8 94.3 78.0 82.8 88.6 78.8 72.2 76.184.8 80.8 92.4 90.6

with dynamic scaling achieved SOTA 3D classi�cation accuracy on all six variants. Partic-

ularly in comparison with PointNet++ the improvements are signi�cant, i.e., OBJONLY

(3.2%" ), OBJ BG (6.2%" ), PB T25 (2.4%" ), PB T25 R (3.1%" ), PB T50 R (3.0%" ),

and PBT50 RS (%4.1" ). The model would be more effective in classifying 3D objects from

ScanObjectNN dataset variants with background and perturbations such as translation, rota-

tion, and scaling. The ReducedPointNet++ with dynamically scaled and re-oriented ellipsoid

querying achieved82.0% accuracy on the hardest variant of ScanObjectNN.

Table 3.4 shows class-wise accuracies for the most challenging variant of the ScanOb-

jectNN dataset, i.e., PBT50 RS, in comparison with recent SOTA models. Dynamic Scale

based, single-scaled grouping, ReducedPointNet++ model achieved SOTA results on 9 out

of 15 classes (bag, bin, box, chair, desk, pillow, sink, sofa, and toilet). The overall accu-

racy (OA) and the average class accuracy (ACA) achieved are the highest among the SOTA

models.

3.5.3 Ablation Study

The Eigen-Decomposition of the co-variance matrix results in three Eigenvalues

� 1; � 2; and� 3 where� 1 > � 2 > � 3 along with the Eigenvectors.� 3 is too small and repre-

sents the thickness of the object's surface. Hence, in the experiments, I use� 3 = r , the ball's
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radius as the length of the second semi-minor axis. I also use different scales of� 1 and� 2 to

de�ne the ellipsoid size as listed in Table 3.5.

Table 3.5: Combinations of a, b, c in equation 3.1 with ReducedPointNet++ [4] on ScanOb-
jectNN classi�cation; wheref = 2�=c 2 is a scale function andsum = ( � 1 + � 2 + � 3).

Ellipsoid axes lengths Acc.(%)

a = f (� 1); b= c = r 81.0
a = f (� 1); b= f (� 2); c = r 82.0
a = f (� 1); b= a=2; c = r 81.3

a = � 1=sum, b= � 2=sum, c = r 80.9
a = [0:7; 0:9], b= a=2, c = r 81.4

3.5.4 Complexity Analysis of ReducedPointNet++

Compared to few recent deep neural network models, the ReducedPointNet++ [4]

model has fewer trainable parameters while still achieving comparable 3D classi�cation ac-

curacy. The reason for lesser parameters is the reduction in the number of SA layers from

two to one. Due to additional features, i.e., Eigenvalues and Euclidean distance, the number

of FLOPs during training is slightly more, as shown in Table 3.6.

Table 3.6: Number of network parameters, FLOPs/sample, and test accuracies.

Model #params #FLOPs/sample Acc. (%)

3DmFV-Net [71] 45.77M 48.57B 91.6
PointNet [14] 3.5M 43.82B 89.2
PCNN [35] 8.2M 6.49B 92.3

SpecGCN [37] 2.05M 49.97B 92.1
DGCNN [15] 1.84M 131.37B 92.9

PointNet++ [1] 1.48M 68.15B 90.7

ReducedPointNet++ [4] 1.39M 70.3B 92.1

3.6 Conclusion

In this Chapter, I presented a novel technique of dynamically re-oriented and scaled

ellipsoids to capture the local geometry of 3D point cloud objects. The intuition behind this
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technique is that different local neighborhoods contribute in different amounts to an ob-

ject's geometry. The experiments demonstrated that dynamically varying ellipsoid size is an

effective alternative for neighborhood querying relevant points. I also present ReducedPoint-

Net++, a single-set abstraction layer-based model architecture with fewer learnable param-

eters. The presented model and the novel technique of oriented and scaled ellipsoid-based

querying achieved comparable results on the ModelNet40 dataset on several recent state-of-

the-art models. I also validate the approach on the real-world ScanObjectNN dataset con-

taining background and perturbations. The state-of-the-art results on all six variants of the

ScanObjectNN dataset would demonstrate the broad applicability of the presented method.

The code is available athttps://github.com/VimsLab/DynamicScale.git .
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Chapter 4

PATCH AUGMENTATION

4.1 Introduction

Figure 4.1:Where does PatchAugment �t in?Deep neural networks whose layers contain
neighborhood querying step(s) can plugin PatchAugment. After sampling points from the
input, neighborhood points are queried and grouped. Note: (c) has 12288 points which are
equivalent to 12 whole objects with 1024 points in each. The sample object is a lamp from
the ModelNet40 dataset.

One of the important reasons behind promising results from deep learning methods

on 3D point cloud classi�cation is the availability of 3D datasets to train these deep neu-

ral networks. Most 3D datasets are available as CAD models requiring some preprocessing.

Although several 3D datasets [47, 48, 44, 3, 20, 51, 42, 41, 53] as listed in Table 1.1 are avail-

able to train deep learning models, the datasets are not close enough in scale when compared

to 2D Datasets (e.g. ImageNet [76]). Table 1.1 also lists the of�cial split of the datasets into

training and testing sets. Existing 3D datasets are limited by the number of samples (ranging
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from 500 to 50,000) and have a small number of classes (10 to 55). Along with these limita-

tions, existing datasets are predominantly synthetic datasets [47, 3, 51, 42, 41, 53]. In recent

years, a few datasets from real-world scenarios [48, 44, 20] have been released. When trained

on synthetic datasets and tested using more complex real-world datasets, deep learning net-

works show a signi�cant drop in accuracy compared to the reported results. As mentioned

earlier, the limitations lead to major drawbacks such as over�tting, lesser generalizability,

and lack of robustness while evaluating neural networks for point cloud analysis.

When faced with the limited availability of samples in datasets, Data Augmenta-

tion (DA) is one of the most common techniques researchers use to tackle the associated

problems. DA avoids over�tting, alleviates class imbalance problems, makes deep neural

networks more robust, and achieves better generalization. DA also diversi�es and enlarges

the datasets, enabling the deep learning models to learn better from the dataset. However, ex-

isting models apply �xed data augmentations to entire objects and make this dataset enlarge-

ment less effective. For example, for an object with fewer or no local complex curvatures,

a random scaling of the object would have the same effect on all local structures. However,

at an object level, random �xed scaling would not be enough to enlarge its complex local

neighborhoods in effectively capturing local geometry. Hence, Conventional DA techniques

used in training existing state-of-the-art deep learning network models are not suf�cient for

effective training.

This section of the dissertation focuses on augmenting each sample's different local

neighborhoods. I enhance the overall augmentation of the sample object, thereby improving

the learning of local geometry by the deep neural network to achieve better 3D Classi�ca-

tion. Figure 4.1 illustrates the set abstraction level of a single scale grouping PointNet++ [1]

model. The number of unique points increases by several folds after applying PatchAugment.

Check for the points from the grouping layer in Figure 4.1(b) and the points after patch aug-

mentation in Figure 4.1(c). Figure 4.1(c) shows the visual robustness of PatchAugment.

PatchAugment augments the neighborhood points as follows; �rst, it randomly drops
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a small fraction of the queried neighborhood points. Second, it randomly scales these neigh-

borhood points, followed by a random perturb rotation by small angles and a random rota-

tion along the up-axis direction. Then, it randomly translates each augmented neighborhood

group. Note that this random translation is common to all points within a patch neighborhood

but different for points belonging to different neighboring patches/grouped points. Finally, it

adds random jitter to the points at the individual point level. Jittering makes points to move

randomly within a neighborhood space. Although these six types of augmentations are the

same as conventional DA, they are not �xed and are applied to each grouped neighborhood.

In this chapter of the dissertation, I present the following:

• PatchAugment:Augment each local neighborhood with random points drop, random
scale, random rotations, random translation, and random jitter.

• Impact of PatchAugment: I also show the effectiveness of PatchAugment on Point-
Net++ [1] and DGCNN [15].

• Evaluation: I evaluate the method of patch augmentation using synthetic (Model-
Net40 [3], ModelNet10 [3], and SHREC'16 [41]) and real-world (ScanObjectNN [20])
datasets.

4.2 Related Works

Applying data augmentation techniques to datasets (2D and 3D) is a rich and exten-

sive area of research.

4.2.1 Data Augmentation on 2D Datasets

Random transformation [77, 78] of input samples is a well-known DA technique for

2D data. Other DA techniques are interpolation [79, 80, 81] of images within the image

feature space using simple transformations and Generative Adversarial Networks (GANs)

based methods [82, 83] generate augmented samples using the input data. However, these

methods produce data different from the original data resulting in unreliable samples. Other

interpolation-based techniques [77, 78, 84] involve pixel-wise interpolation for images. Par-

ticularly, Smart Augmentation [84] generates augmented data by merging samples from the
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same class. Unlike their application on 2D images with the regular grid structure, these meth-

ods cannot be applied to point clouds because of their unordered property and irregular struc-

ture.

MixMatch [85] guesses low-entropy labels for data-augmented unlabeled examples.

It mixes labeled and unlabeled data using MixUp [78]. Between-Class Learning (BCL) [86]

generates between-class images by mixing two images belonging to different classes with

a random ratio. The primary argument in BCL is that CNNs treat input data as waveforms;

since BCL works on sound datasets, they infer that BCL must also work on images. Au-

toAugment [87] generates symbolic transformation operations using reinforcement learning

to learn DA policies from the data. However, for large-scale problems, AutoAugment is

not computationally practical. Based on density matching, Fast AutoAugment [88] �nds ef-

fective augmentation policies via a more ef�cient search strategy. For augmentation, a few

hyper-parameter optimization methods [88, 89], though see best transformations, are limited

to �nding a �xed augmentation strategy for all training samples.

4.2.2 Data Augmentation on 3D Datasets

3D datasets or representations are four types; voxels, multi-view camera projections,

meshes, and point clouds. While voxels suffer from insuf�cient resolution and memory costs,

the meshes are not directly acquired from 3D sensors. Multi-view camera projections are 2D

images of the 3D object from multiple views. Both PointNet [14] and PointNet++ [1] use

the same DA techniques of random rotation about the up-axis scaling, random rotation with

perturbations, random shifting, and random jittering of points on the input object sample.

Several state-of-the-art models such as RS-CNN [2], and DensePoint [67] followed similar

DA strategies with minor variations.

PointMixUp [90], a model-agnostic data augmentation method that uses interpolation

on a 3D dataset for augmentation. PointAugment [91], a new auto-augmentation framework

for 3D point clouds, jointly optimizes augmentation along with the classi�cation network

for training and produces transformation functions during training. PointPatchMix [92] does

the mixing of point clouds at the patch level. PolarMix![93] is another plug-and-play data
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augmentation technique that enriches the distribution of point clouds and preserves their

�delity. Though SageMix [94] preserves salient local structures/regions, it is limited to the

extraction of salient regions from only two point clouds while combining them to get a

continuous shape sample.

Part-aware [95] extends 2D image patches to 3D partitions and 3D partitions to 3D

point clouds. Although Part-aware [95] applies �ve types of DAs to different partitions,

makes the network robust, and improves performance, its application is unexplored beyond

3D object detection. More recently, several augmentation methods [96, 97] generalize for

more than one representation of data.

4.2.3 Deep learning on point cloud

PointNet [14] applied data augmentation at the object level while processing raw

point sets to extract features. PointCNN [34], along with random scaling and point shuf-

�ing, usesX -operator to transform the input points while weighing and permuting the input

features associated with the points generalizing CNNs. With non-uniform sampling, Point-

Conv [38] performs convolution on 3D pointsets and applies inverse density scale on learned

weights to overcome the effect of non-uniform sampling. Unlike the above works, patchaug-

ment employs data augmentation at neighborhood levels by augmenting the points captured

from kNN querying before feeding them into MLPs. These augmentations are not �xed and

differ from neighborhood to neighborhood.

4.3 Method

I have considered PointNet++ [1] model with single scale grouping as the baseline

model. PatchAugment can be plugged at the neighborhood level into models where the

grouping of points is done. The placement of PatchAugment in such models can be made

right after the grouping step, as depicted in Figure 4.1. In patch augmentation, a sample ob-

ject, as shown in Figure 4.2(a), undergoes a series of DA techniques at the patch level, i.e.,

37



random points dropout (� ), random scale (S), random rotations (both perturbedR and up-

axis rotationsR � ), random translation (T ), and random jittering (J ) as shown in part (b) to

(g) of Figure 4.2 respectively.

PatchAugment applies the DA techniques mentioned above to each neighborhood

obtained after grouping points in a set abstraction level setting (particularly in models that

borrow the sampling and grouping steps into their model architectures). I do not de�ne a

new deep neural network model but introduce the PatchAugment technique (algorithm 3)

into models after neighborhood querying to boost 3D classi�cation accuracy. PatchAugment

is straightforward to plug in the models similar to PointNet++ or the models that group

neighborhood points in the �rst or subsequent layers.

Figure 4.2 shows the application of the PatchAugment technique to queried neighbor-

hood points obtained at the grouping layer in a set abstraction level of PointNet++. Neigh-

borhood points can be queried by k-NN or ball querying as mentioned in [1]. I denote the

output of the grouping layer byPg 2 Rm� k� 3. Herem denotes the number of farthest sam-

pled points from the input in the sampling layer.k represents the number of points queried

around each of the farthest sampled points. Hence, there arem groups, withk points in each

group. For each of the queried neighborhood group points ofm farthest sampled points, the

PatchAugment technique applies random point drop. Then, it performs random scaling, ro-

tations, translation, and jitter on the remaining group points, augmenting the object at the

neighborhood level. The resulting patch augmented neighboring points are denoted byP 0
g.

I denote the grouped point cloud in each step of Figure 4.2 (a-g) by notations as

described next. Observe changes to both the object and the patch in Figure??. The ob-

ject changes signi�cantly due to neighborhood augmentations, while the changes to the

patch appear very small to negligible.Pg represents the original grouped points from the

grouping layer. They visually appear as just 1024 unique input points, as shown in Fig-

ure 4.2(a).Pgd represents grouped points after points drop at the neighborhood level as

shown in Figure 4.2(b)(different to points drop at the object level, visually still appear as

1024 points due to overlapping neighborhoods).Pgds represents scaled group points. The
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Figure 4.2: PatchAugment module takes (a) original grouped points as input and applies (b)
random point drop, (c) random scale, (d & e) random rotations (perturbed and up-axis), (f)
random translation, and (e) random jitter augmentations to each of the neighborhood/group
differently to generate augmented grouped points. Note: The points are not queried at each
step. They are the same points queried before (a) but are augmented at each step.

points in each neighborhood are scaled with different small-scale factors altering the posi-

tions of points slightly. Due to its presence in multiple neighborhoods, each point is scaled

separately within that neighborhood, resulting in smaller lumps of points around such point

as shown in Figure 4.2(c).Pgdsr represents points after perturbed rotations along all axes

as shown in Figure 4.2(d).Pgdsr� represents points after up-axis rotations as shown in Fig-

ure 4.2(e). A signi�cant change in the points' positions is visible at the object level due to

patch augmentation. The rotations further move the scaled points around their original posi-

tion. Pgdsr�t represents translated grouped points as shown in Figure 4.2(f).P 0
gd represents

jittered grouped points (also, the �nal Patch Augmented points) as shown in Figure 4.2(g).

Both translation and jitter displace the points randomly, resulting in a denser point cloud with

augmented neighborhoods.

I used a random drop factor of� to drop the grouped pointsPg to get grouped points

after droppingPgd (Eq. 4.1).

Pgd = Drop(Pg; � ); (4.1)
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These pointsPgd are scaled using different scale factorsS 2 Rm� 1� 1 to getPgds

(Eq. 4.2).

Pgds = Pgd � S (4.2)

The perturbed rotation matrixR [98](Eq. 4.6) is formed by the multiplication of

rotation matrices for rotation along x, y, z axes represented by Eq. 4.3, Eq. 4.4 and Eq. 4.5

respectively. ThePgds points are rotated using the rotation matrixR to get perturbed rotated

grouped pointsPgdsr (Eq. 4.7) . Rotation angles�; �; 
 are used for rotations along the x, y,

and z axes respectively.

R x =

2

6
6
6
4

1 0 0

0 cos� � sin�

0 sin� cos�

3

7
7
7
5

(4.3)

R y =

2

6
6
6
4

cos� 0 sin�

0 1 0

� sin� 0 cos�

3

7
7
7
5

(4.4)

R z =

2

6
6
6
4

cos
 � sin
 0

sin
 cos
 0

0 0 1

3

7
7
7
5

(4.5)

R = ( R z � R y � R x ) (4.6)

Pgdsr = ( R � P T
gds )T (4.7)

ThesePgdsr points are rotated along the up-axis by an angle� using up-axis rotation

matrixR � (Eq. 4.8) to getPgdsr� (Eq. 4.9). Here,R , R x , R y , R z , R � 2 Rm� 3� 3. Rotations

are performed as per the right-hand rule.
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R � =

2

6
6
6
4

cos� 0 sin�

0 1 0

� sin� 0 cos�

3

7
7
7
5

(4.8)

Pgdsr� = ( R � � P T
gdsr )T (4.9)

ThePgdsr� points withm groups are translated usingTr 2 Rm� 1� 1 (Eq. 4.10) to get

Pgdsr�t points.

Pgdsr�t = Pgdsr� + Tr ; (4.10)

The jitter factorJ 2 Rm� 1� 3 is added toPgdsr�t (Eq. 4.11) to get �nal patch aug-

mented group points represented byP 0.

P 0 = Pgdsr�t + J ; (4.11)

Algorithm 3 PatchAugment

function PATCHAUGMENT(Pg)
. Input: grouped pointsPg

. Output: augmented grouped pointsP 0
g

. Size ofPg ! B; m; k; 3

. Size ofP 0
g ! B; m; k 0; 3 . k 0 = (1 � � ) � k

. batch size, FPS points, sampled points, 3D co-ordinates
S; �; �; 
; �; T ; J  uniformsampler ()
Pgd  Drop(Pg; � ) . � constant dropout ratio
Pgds  Pgd � S . � is scalar mul
R  R z (
 )R y (� )R x (� )
Pgdsr  (R � P T

gds )T . * is matmul, T is transpose
Pgdsr�  (R � � P T

gdsr )T

Pgdsr�t  Pgdsr� + Tr . Tr is translation factor
P 0

g  Pgdsr�t + J
return P 0

g
end function
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Figure 4.3: Difference between Ball-query-based Patch Augmentation and k-NN query-
based Patch Augmentation. (a) Input point cloud (stairs), (b) Farthest Point Sampled (FPS)
Points, (c) ball-queried and patch augmented points (lumps of points occur due to repetition
of centroid point when ball-query falls short of the required number of points within the ball
volume) and (d) k-NN queried, and patch augmented points (no lumps because k-NN always
returnsk points from the neighborhood).

4.4 Experiments

In this section, I discuss the use of k-NN querying (instead of ball querying), neigh-

borhood augmentation parameters, the benchmark datasets used in our experiments, and

other training-testing details.

4.4.1 Comparison of Ball and k-NN querying for PatchAugment

Ball query restricts querying of points within the ball volume of radiusr , and in many

cases, ball querying does not fetch the speci�edk number of points from the neighborhood.

In such cases, the centroid point used for querying the neighborhood is repeated to ful�ll the

k points count to keep tensor shapes suitable for operations. However, these repeated centroid

points upon patch augmentation result in lumps of closer points as shown in Figure 4.3(c)

affecting the geometry of the local neighborhood. Unlike the ball, k-NN fetchesk distinct

neighborhood points, and patch augmentation on these points results in meaningful points

within the neighborhood as shown in Figure 4.3(d).
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4.4.2 Neighborhood Augmentation Parameters

To explore local neighborhood-level augmentation in our experiments, I have used�

= 0.25 to drop 25% of the randomly selected points from the grouped neighborhood points.

Small scale factor values are randomly sampled to scale the grouped neighborhood points,

i.e., S 2 [0.95, 1.05]. The rotation angles are in radians sampled from small (�; �; 
; � 2

[-0.1, 0.1]) ranges to avoid larger distortions to neighborhood geometry. The translation fac-

tor values are sampled randomly from the rangeT 2 [-0.05, 0.05]. Jitter factor values are

sampled randomly from the range such thatJ 2 [-0.01, 0.01]. The translation and jitter val-

ues are small to keep the grouped points within the neighborhoods. Also, from the ablation

studies (shown later in Table 4.7) I found smaller ranges for these parameters were effective.

These augmentation parameters are sampled randomly from the uniform distribution within

the above-de�ned ranges.

4.4.3 Experimental setup

I have uniformly sampled 1024 points as input to the models in our experiments for

each of the datasets mentioned earlier. I accommodated PatchAugment in PointNet++ and

single-set abstraction PointNet++ models and trained for 200 epochs. DGCNN is trained

for 400 epochs. For PointNet++-based models, I use a learning rate of 0.001, a batch size

of 24, a dropout rate of 40%, and an Adam optimizer during training, and I have evaluated

these models with a majority voting of 12 votes. For DGCNN experiments, I follow the

experimental setup as described in [15], i.e, a learning rate of 0.1 reduced by cosine annealing

till 0.001, SGD optimizer, momentum 0.9, and a batch size of 32. For a fair comparison with

DGCNN results majority, voting is not used in DGCNN with PatchAugment experiments.

4.5 Experimental Results

I conducted extensive experiments with PatchAugment using a single scale group-

ing(SSG) PointNet++ [1], DGCNN [15] and single Set Abstraction-based SSG PointNet++

(demonstrated in [4] to improve 3D point cloud classi�cation accuracy) models. Our ex-

perimental results constitute 3D classi�cation accuracies of PointNet++ and DGCNN with
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Table 4.1: Improvement in 3D object classi�cation accuracy by using PatchAugment tech-
nique in Pointnet++, DGCNN, and PointNet++ with a single Set Abstraction layer models
on CAD models based datasets i.e., SHREC16, ModelNet40, ModelNet10 and OBJONLY
variant of ScanObjectNN. Accuracies reported here are obtained by training the models from
scratch.

Method SHREC16 ModelNet40 ModelNet10 ScanObjectNN

# Training Samples 35764 9843 3991 2309
# Testing Samples 10265 2468 908 581

# Classes 55 40 10 15

PointNet++ 85.1 90.7 94.1 84.3
DGCNN 87.0 92.2 94.7 86.2

PointNet++(with single SA) 84.5 91.3 95.0 82.4

with PatchAugment [22]

PointNet++ 86.9(" 1:8) 92.4(" 1.7) 95.1(" 1.0) 87.1(" 2.8)
DGCNN 87.2(" 0.2) 93.1(" 0.9) 95.6(" 0.9) 86.9 (" 0.7)

PointNet++(with single SA) 87.4(" 2.9) 93.0(" 1.7) 95.6(" 0.6) 85.7 (" 3.3)

PatchAugment on four benchmark datasets. i.e., ModelNet40 (synthetic), ModelNet10 (syn-

thetic), SHREC'16 (synthetic), and ScanObjectNN (real-world).

Table 4.2: Comparison of Various augmentation techniques by evaluation accuracy with sin-
gle scale grouping for PointNet++ on ModelNet40 (M40) and ModelNet10 (M10). '-' not
available.

Method M40 (Acc. %)M10 (Acc. %)
Conventional DA [1] 90.7 -

RSMix [99] 92.1 94.4
PointMixUp [90] 91.7 -

PointAugment [91] 92.9 95.8
PatchAugment [22] (Ours) 92.4 95.1

4.5.1 Experiments Using Synthetic Datasets

Table 4.1 shows a boost in the 3D classi�cation accuracy by using the PatchAugment

technique in PointNet++ by 1.7%, DGCNN by 0.9%, single set abstraction PointNet++ by

1.7% on ModelNet40 dataset. Similarly, the improvement of accuracies for these three mod-

els on SHREC16, ModelNet10, and the CAD-based variant of ScanObjectNN (referred to
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as OBJONLY) are shown in Table 4.1. Table 4.2 shows the comparable performance of

PatchAugment as a DA technique with other recent DA techniques accommodated in single

scale grouping based PointNet++ model.

Table 4.3: Improvements in 3D Object Classi�cation accuracy (%) by using PatchAugment
technique in the single scale grouping PointNet++ model, trained and tested on six vari-
ants(row 1) of the real-world ScanObjectNN dataset.

Models/Variants OBJ ONLY OBJ BG PB T25PB T25 R PB T50 R PB T50 RS
PointNet++[1] 84.3 82.3 82.7 81.4 79.1 77.9

PointNet++ w/ PatchAugment [22] 87.1 85.4 84.6 84.7 79.6 81.0
% " from PointNet++ 2.8 3.1 1.9 3.3 0.5 3.1

DGCNN[15] 86.2 82.8 83.3 81.5 80.0 78.1
DGCNN w/ PatchAugment [22] 86.9 84.2 84.3 82.3 80.7 79.7

% " from DGCNN 0.7 1.4 1.0 0.8 0.7 1.6

Table 4.4: Improvements in 3D Object Classi�cation accuracy (%) by using PatchAugment
technique in PointNet++ and DGCNN models on the hardest variant, i.e., PBT50 RS of
ScanObjectNN benchmark dataset. Abbreviations: OA (Overall Accuracy), ACA (Average
Class Accuracy), '-' means not available.

Methods OA ACA bag bin box cabinet chair desk display door shelf table bed pillow sink sofa toilet

#shapes - - 298 794 406 1344 1585 592 678 892 1084 922 564 405 469 1058 325

PointNet++ [1] 77.9 75.4 49.4 84.4 31.6 77.4 91.374.0 79.4 85.2 72.6 72.6 75.5 81.0 80.8 90.5 85.9
DGCNN [15] 78.1 73.6 49.4 82.4 33.1 83.9 91.8 63.3 77.0 89.0 79.3 77.4 64.5 77.1 75.0 91.4 69.4

with PatchAugment [22]

PointNet++ [1] 81.0 79.7 66.3 81.1 63.5 80.3 91.9 69.4 91.2 93.8 80.6 65.8 84.2 76.6 71.4 93.4 85.4
DGCNN [15] 79.7 76.4 56.5 83.0 57.3 82.1 91.0 61.1 90.3 95.0 79.9 72.8 79.8 69.3 75.1 89.1 64.1

4.5.2 Experiments Using Real-World Dataset

In the case of a more complex real-world dataset ScanObjectNN, our PatchAug-

ment technique boosted the classi�cation accuracy of PointNet++ on all six variants. i.e.,

OBJ ONLY (2.8%" ), OBJ BG (3.1%" ), PB T25 (1.9%" ), PB T25 R (3.3%" ), PB T50 R

(0.5%" ), and PBT50 RS (3.1 %" ) as shown in Table 4.3 along with improvement in perfor-

mance of DGCNN [15] model due to PatchAugment. Table 4.4 shows class-wise accuracies

of models with PatchAugment for the most challenging perturbed variant of the ScanOb-

jectNN dataset, i.e., PBT50 RS, in comparison with the same models with conventional DA

techniques.
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Table 4.5: An ablation study on different patch augmentations with a random drop (� ) in
PointNet++ on ModelNet40.R andR � represent perturbed and up-axis rotations respec-
tively.

Scaling R R � TranslationJitter
Acc.(%) 91.6 92.092.0 91.9 91.8

Table 4.6: An ablation study of data augmentations PointNet++ SSG model on ModelNet40.

Jitter+ShiftRotationScalingRandDropPatchAug Acc.(%)
91.5

X 92.4(" 0.9)
X 91.7
X X 91.8 (" 0.1)
X X 91.9
X X X 92.0 (" 0.1)

X X 90.5
X X X 90.8 (" 0.3)
X X X 91.0
X X X X 90.9 (#0.1)

X X X 90.2
X X X X 90.7 (" 0.5)
X X X X 90.6
X X X X X 90.8 (" 0.3)

4.5.3 Ablation Studies

Table 4.5 shows a brief ablation study on a few augmentations at patch level combined

with patch level random points drop with a drop ratio of� . Further I follow [99] for ablation

studies using ModelNet40 and ModelNet10 datasets as shown in Table 4.6 and Table 4.7 on

single scale grouping PointNet++ [1] and DGCNN [15] models respectively. Table 4.8 lists

an ablation study with different ranges of values for scale factors and rotation factors (both

perturbed and up-axis rotations) while keeping random point drop, random translation, and

jitter at 25%, [-0.05, 0.05] and [-0.01, 0.01] respectively.

4.6 Conclusion

In this Chapter, I presented PatchAugment, a novel neighborhood-level data augmen-

tation framework. The framework samples out data augmentation parameters for each of the

neighborhoods. I used these parameters to drop points randomly, scale, rotate, translate, and
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Table 4.7: An ablation study for DGCNN on ModelNet40 (MN40) and ModelNet10 (MN10).
Random scaling augmentation was applied as ConvDA.

ConvDARandDropPatchAug Acc(%) Dataset
92.5 MN40

X 93.1(" 0.6) MN40
X 92.6 MN40
X X 92.8 (" 0.2) MN40
X X 92.2 MN40
X X X 93.0 (" 0.8) MN40

94.6 MN10
X 95.6(" 1.0) MN10

X 94.8 MN10
X X 95.2 (" 0.4) MN10
X X 94.7 MN10
X X X 95.4 (" 0.7) MN10

Table 4.8: An ablation study on different ranges of scaleS and different ranges of rotation
angles represented byR 0 = f �; �; 
; � g. PointNet++ trained on ModelNet40.

S # R 0 ! [-0.1, 0.1][-0.2, 0.2][-0.3, 0.3][-0.4, 0.4][-0.5, 0.5]
[0.95, 1.05] 92.4 91.5 91.7 92.1 92.2
[0.90, 1.10] 91.7 92.0 91.8 91.2 91.6

jitter different point patches or neighborhoods differently. I demonstrated that PatchAug-

ment is straightforward to include in deep network models similar to the PointNet++ net-

work model, i.e., models that involve neighborhood querying. I also evaluated the impact of

PatchAugment on PointNet++ and DGCNN using various synthetic and real-world datasets,

i.e., ModelNet40, ModelNet10, SHREC'16, and ScanObjectNN. The experimental results

encourage the use of PatchAugment for neighborhood augmentation in models that involve

neighborhood querying. The code is available athttps://github.com/VimsLab/

PatchAugment.git .
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Chapter 5

NEIGHBORHOOD PROJECTIONS

5.1 Introduction

Recent advances [6] in the development of view-based methods learn camera po-

sitions and use several auxiliary factors, such as data augmentation techniques, evaluation

schemes, and loss functions. While consolidating varying auxiliary factors used in various

point-based deep learning methods, a recent SimpleView [100] model has proposed a sim-

ple perspective projection-based six orthogonal views of 3D objects. SimpleView names

combinations of these auxiliary factors as protocols based on three models, PointNet++ [1],

DGCNN [15], and RSCNN [2]. SimpleView processes the six orthogonal views through a

Resnet18 [101] network to learn discriminative features as shown in �gure 5.1. For each

of the views, features from Resnet18 [101] are fused, and a fully connected (FC) layer is

employed to categorize into 3D object classes.

Although most of the recent point-based methods query neighborhoods to learn local

neighborhood features, view-based methods only rely on convolution �lters to roll over the

object-level views to capture the local geometry of the object in the view. Moreover, several

neighborhood parts of the objects are part of the object-level view but get occluded by other

complex parts of the object's projections. In this work, I use neighborhood views to alleviate

this problem and give a better view of the object through a 2.5� zoom of the neighborhood

and a 2� size of the points in the neighborhood.

Another signi�cant issue not addressed with view-based methods is the choice of res-

olution size of views. Most view-based methods use 224� 224 resolution images of the ob-

jects. SimpleView reduced the resolution by choosing 128� 128 while still achieving higher

accuracy. When lower resolutions are used, the performance of all these methods degrades
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considerably. For example, SimpleView's classi�cation accuracy across protocols on Mod-

elNet40 drops by more than 1% as the resolution is halved to 64� 64 drops by more than

3% with one-fourth resolution, i.e., 32� 32. This accuracy drop is more signi�cant across

protocols on real-world ScanObjectNN dataset, i.e., by more than 2% to 6% with 64� 64 and

32� 32 resolutions, respectively. These drops in performance strongly indicate that the �ne

details of the object are essential in learning distinctive features.

Figure 5.1: SimpleView++ combines views of an object with the respective view of a patch
(neighborhood points around a farthest point sampled point) and passed to Resnet18. Fea-
tures from Resnet18 and pointnet are concatenated and fed to an FC layer.

The neighborhood-level views help in capturing �ne details of the 3D objects. The
key contributions of this chapter of the dissertation are fourfold:

• NeighborViews: I adopt the sampling and grouping procedure from PointNet++ [1]
and generate NeighborViews with each neighbor queried using k-NN-based querying.

• Evaluation: I evaluated the method using synthetic (ModelNet40 [3]) and real-world
(ScanObjectNN [20]) datasets.
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