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ABSTRACT

Modern exoplanet searching heavily relies on the generalized Lomb-Scargle peri-

odogram (GLS) to ascertain the frequency domain representation of unevenly sampled

radial velocity measurements. The GLS su�ers from strong statistical biases, making it

di�cult to correctly extract planetary signals. We introduce to the astronomical com-

munity a novel frequency-domain analysis technique by adapting the Bronez (1988)

multitaper method for radial velocity (RV) planet searches around 55 Cancri (55 Cnc).

Using archival 55 Cnc RV measurements, we present multitaper power spectrum esti-

mates (MPSE) and compare these with their Lomb-Scargle counterparts. We investi-

gate the e�ects of detrending the RV data by 2 di�erent methods - a Gaussian Process,

and a Gaussian �lter. We further �t Keplerian orbits to the RV data with periods

informed by our GLS and MPSE plots, and optimize via a Markov-Chain Monte Carlo

(MCMC) simulation. Using the stellar activity markers H� and S-index, we con�rm

prior estimates of the 55 Cnc magnetic cycle. We also con�rm the 5 previously dis-

covered planets, while using both a novel periodogram estimator and Gaussian �lter

detrending technique. Spectral window analysis demonstrates that the MPSE sup-

presses an order of magnitude of power at the frequency of the lunar artifact, making

it less biased from observation cadences correlated with the lunar cycle. This corre-

lation is often unavoidable for ground-based RV observations. Overall, our MPSEs

exhibit improved conditions for the identi�cation of planetary signals over the GLS,

and we emphasize its reduced susceptibility to false-positive planet detections.

ix



Chapter 1

MOTIVATION TO MULTITAPER

Like all ground-based astronomical observations, planet-search data are beset

by weather-related interruptions and both daytime and seasonal observing gaps. As a

result, the Lomb-Scargle periodogram was introduced to handle this irregularly sam-

pled time-domain data and produce frequency-domain representations (Lomb, 1976;

Scargle, 1982). Zechmeister & K•urster (2009) then extended this algorithm to allow

for a 
oating mean in the time series. The resulting periodogram has been termed the

generalized Lomb-Scargle periodogram (GLS), and is widely used in the astronomical

literature. Since its inception, the GLS has become the primary method of frequency

domain analysis in the astronomical community, especially in the search for exoplanets.

However, the GLS su�ers from signi�cant statistical biases that hinder our abil-

ity to identify planetary signals (see VanderPlas (2018) for a thorough analysis of the

GLS). The GLS su�ers from strong spectral leakage, where power at any given fre-

quency gets contaminated by power belonging to other frequencies. In other words,

signals tend to \leak" across the frequency domain, and this leakage can even be from

relatively far-away frequencies. Moreover, spectral leakage causes the GLS to have

relatively poor dynamic range, which is the range of power over which signals can be

detected. This is important for planet searching, as the Doppler shift caused by an or-

biting Earth-like exoplanet can be an order of magnitude lower than oscillatory signals

caused by stellar activity (Vanderburg et al., 2016). The GLS also has a high variance

that is not reduced with increasing number of observations (Percival, 1994; Dodson-

Robinson & Haley, 2022). High variance can be particularly challenging because it can

shroud the relatively weak signal of a low-mass planet in noise, or produce a spurious

signal that gets misinterpreted as a planet detection.
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1.1 Tapering

Tapering, also known as windowing, is the process of pre-multiplying the time

series of interest by a taper function before computing a periodogram. Tapers reduce

spectral leakage by confronting the source of the leakage itself - the �nite time series

length. For any observation campaign of �nite duration, there exist many periodic sig-

nals that must extend beyond the beginning or end of the time series to complete their

periodicity. This extension leads to a discontinuity, which causes any given periodic

signal to leak acrossmultiple di�erent basis functions used in spectral decomposition

(each with di�erent frequencies). This is the cause of spectral leakage. By multiplying

our time series by a taper, or weighting function, we mitigate the discontinuity arising

at the bounds of the observation window. This is done by having the taper smoothly

approach zero at the beginning and end of the observing window such that many orders

of the taper derivative are approximately zero at these bounds. We highly encourage

readers unfamiliar with tapering to read Harris (1978) for a holistic review of the many

motivations, applications, and e�ects of tapering.

The source of spectral leakage can also be seen through the convolution be-

tween the true power spectrum and the frequency domain representation of the taper

function. When we compute the power spectrum (often called a periodogram in as-

tronomical literature) of a time series, we are only computing anestimate of the true

power spectrum. To see this, letx t and wt represent the time series and taper, respec-

tively. For simplicity, we will assumex t is a stationary process1 of zero mean with unit

sampling. Let Ff :g denote a Fourier transform,Ef :g represent an expectation value,

and â denote an estimate ofa. In the continuous time regime, the expected value of

1 A stationary process is one whose covariance is invariant under a shift in time. See page 26 of
Percival & Walden (2020) for a strict mathematical treatment.
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our power spectrum estimate,Ef Ŝ(f )g, is then,

Ef Ŝ(f )g = EfjFf x twtgj2g = E

( �
�
�
�
�

Z 1

�1
x(t)w(t)e� i 2�f t dt

�
�
�
�
�

2)

=
Z 1

�1

Z 1

�1
Ef x(� )x(s)gw(� )w(s)e� i 2�f (� � s)d�ds

=
Z 1

�1

Z 1

�1

 (� � s)w(� )w(s)e� i 2�f (� � s)d�ds

=
Z 1=2

� 1=2
S(g)ei 2�g (� � s)dg

Z 1

�1

Z 1

�1
w(� )w(s)e� i 2�f (� � s)d�ds

=
Z 1=2

� 1=2
S(g)

Z 1

�1

Z 1

�1
w(� )w(s)e� i 2� (f � g)( � � s)d�dsdg

=
Z 1=2

� 1=2
S(g)

�
�
�
�
�

Z 1

�1
w(� )e� i 2� (f � g)� d�

�
�
�
�
�

2

dg

=
Z 1=2

� 1=2
S(g)W(f � g)dg � (S ? W)(f );

(1.1)

where? denotes convolution and� , s, and g are dummy variables.W(f ) is the spectral

window of the taper wt , or its frequency domain representation,

W(f ) � jFf wtgj2 =

�
�
�
�
�

Z 1

�1
w(� )e� i 2�f � d�

�
�
�
�
�

2

: (1.2)

Note that we used the identity Ef x � xsg = 
 (t � s), where 
 (t � s) is the stationary

autocovariance function2. An identical argument using discrete sums holds for the case

of discrete time (e.g. Percival & Walden (2020) pg 186). See Chapter 4 of Percival &

Walden (2020) for more information about the spectral analysis of stationary functions.

The impact of Equations 1.1 and 1.2 cannot be overstated. It becomes imme-

diately apparent that the optimal taper is the Dirac delta functionw(t) = � (t), as this

would cause the spectral estimateEf Ŝ(f )g to equal the true power spectrumS(f ).

However, this taper could only arise from an in�nitely long observing window, so the

2 
 (� ) � covf x(t + � ); x(t)g = covf x(� ); x(0)g
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principle concern becomes what choice of taper mitigates the convolution e�ect from

its frequency domain representationW(f ). It is common to overlook the fact that any

periodogram is really an estimate of the true power spectrum, de�ned by the above

convolution. One cannot avoid this by choosing to \not taper" our time series before

computing the power spectrum estimate. To \not use a taper" is akin to using a rect-

angular (boxcar) taper of unit magnitude over the observing duration, and zero outside

this window. If one computes the spectral window of a rectangular taper, one would

obtain a so-called Fej�er kernel

W(f ) =
sin2(N�f � t)
sin2(�f � t)

; (1.3)

whereN is the length of the time series with discretization �t.

As a simple demonstration, let us compare this \untapered" case with a Gaus-

sian taper applied to a sinusoid of lengthN = 1000 and unit sampling

x t = sin (2�f t ) + N (0; 0:2); (1.4)

whereN (0; 0:2) denotes Gaussian noise. We choose the frequency of oscillation to be

f = 0:23. Our taper will be the following Gaussian distribution of unit amplitude and

standard deviation � = 100

wt = e� (t � tN= 2 )2 =2 � 2
; (1.5)

wheretN=2 is the midway point of the time seriesx t . The time and frequency domain

e�ects of tapering in this example can be seen in Figure 1.1. The Gaussian taper

outperforms the Fej�er kernel by� 100 dB (5 orders of magnitude), signi�cantly better

approximating a delta function. The GLS implicitly uses the rectangular taper, biasing

its power spectrum estimate via convolution with the Fej�er kernel. Both the Fej�er

kernel, and its square root known as the Dirichlet kernel, decay on either side of the

central frequency, but have relatively large sidelobes. This makes the spectral window

of a rectangular taper a far cry from the desired delta function. Therefore, the essence

4



of tapering is �nding a taper function in the time domain whose frequency-domain

representation most closely resembles a Dirac delta function, thus minimizing the bias

in the resultant periodogram.

Many di�erent tapering techniques exist. See Section 5 of Harris (1978) for a

review of many classic tapering techniques, such as the Hamming taper, Blackman-

Harris taper, and many others3. In a famous series of papers by David Slepian and

others, Slepian showed that there are so-calledprolate spheroidal wave functionsthat

are the eigenfunctions of the Dirichlet kernel, and prove to be fundamental to the study

of time and frequency limited phenomena (Slepian & Pollak, 1961; Landau & Pollak,

1961, 1962; Slepian, 1964, 1978). The time-domain counterpart to these functions

are known as Slepian sequences, and are designed to minimize the spectral leakage

outside of a user-de�ned frequency bandwidth. Thomson (1982) later introduced an

elegant method to compute the multitaper power spectrum estimate (MPSE) based on

uniformly sampled time series tapered by the Slepian sequences. Moreover, Stoica &

Sundin (1999) showed that this MPSE is approximately a maximum-likelihood power

spectrum estimator. Bronez (1988) extended the Thompson periodogram to unevenly

sampled time series by creating a new set of tapers for each frequency in the peri-

odogram. This signi�cantly increases computational intensity, but allows us to apply

this multitaper technique to ground-based RV observations. The Thompson multitaper

method wasn't introduced in the astronomical literature until very recently by Spring-

ford et al. (2020), but they interpolated the Slepian sequences and therefore introduced

additional bias. The Bronez method however has seen no astronomical publications to

date. In this paper we compute MPSEs of non-uniformly sampled RV measurements

using the Bronez multitaper method. See Chapter 2 for the mathematics of the Bronez

tapers.

The MPSE displays many attractive qualities for frequency domain represen-

tation. The Bronez tapers are orthonormal, providing the necessary property that

3 There are also interesting data segmentation techniques such as the Welch method (Welch, 1967).
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Figure 1.1: Top Panel - Simple demonstration of the time-domain e�ects of ta-
pering using a Gaussian function.Bottom Panel - Spectral window
comparison between the rectangular taper (Fej�er kernel from Equation
1.3) and the Gaussian taper. The GLS implicitly uses the rectangular
taper, biasing its power spectrum estimate via convolution with the Fej�er
kernel shown in black.
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their corresponding power spectrum estimates are statistically independent. Since the

MPSE generates a number of statistically independent power spectrum estimates equal

to the number of tapersK , we can average over theK estimates, achieving a variance

reduction of 1=K . Therefore, for the �rst time ever in the astronomical literature, we

achievecontrol over a bias versus variance trade-o� when computing power spectra.

One is able to choose a larger number of tapersK if one wishes to further reduce

variance, at the cost of introducing more bias (see Chapter 2). We can additionally

average over these spectral estimates in a leave-one-out fashion to generate a jackknifed

con�dence interval. A periodogram con�dence interval can be extremely valuable in

depicting the potential for the true power spectrum to cross a particular signi�cance

threshold. We will be particularly interested in peaks in the periodogram where the

lower bound of the con�dence interval surpasses the threshold of interest, and can be

more cautious in our analysis when the lower con�dence bound lies below the threshold.

Bronez (1988) showed that the computation time on contemporary machines for the

Bronez periodogram is on the order of hundreds of minutes. With improved hardware

on modern computers and fast computing software such asJulia , we have lowered

the computation time for a single Bronez periodogram of a time series with length on

order 103 to just a few minutes.

A good example of the MPSE improving both spectral leakage and dynamic

range comes from Thomson & Haley (2014) and is displayed in Figure 1.2. The time

series data used here is 1000 uniformly sampled barometric pressure readings from the

Black Forest Observatory located in Germany. This �gure depicts the MPSE having

both a much larger dynamic range than the standard periodogram, as well as a lower

variance. The MPSE is suppressing leaked power by a factor of 103 for much of the

frequency domain and as much as 107 for high frequencies. Again, this improvement

of dynamic range is particularly attractive for planet hunting, as planet signals can be

relatively weak compared to stellar activity.

Readers new to the concept of tapering may be uncomfortable that we are un-

equally weighting equally valid data. There are multiple responses to this contention.
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The Fourier transform of a �nitely-observed time series implicitly extends the signal

into a 2� periodicity, causing discontinuities at the beginning and end of the obser-

vation campaign. These edge e�ects are captured in the window function described

by Equation 1.2 and propagate bias into the power spectrum via the convolution in

Equation 1.1. One of the main purposes of tapering is to mitigate the edge e�ects

by down-weighting data close to the beginning and end of the time series. However,

another major advantage to the multitaper method is that higher order tapers begin to

up-weight data near the beginning and end of the time series, e�ectively recovering any

loss of information by initial down-weighting. Put simply, barring pathological choices

of a taper function, one is almost certain to improve upon the spectral properties of

the rectangular taper implicitly used by the GLS.

1.2 History of 55 Cancri

There is a rich and complex history of exoplanet detections using RV techniques

in the binary star system 55 Cancri. All planets discovered in this system orbit the

G8 dwarf 55 Cnc A (V = 5:95, d = 12:3pc, M = 0:9M � ), which we will hereafter

simply denote as 55Cnc4 (von Braun et al., 2011). The strongest periodogram signal,

a 14:6 day wobble from a Jupiter-sized planet, was �rst detected by Butler et al.

(1997) and was among the �rst ever exoplanet detections. Additional observations

yielded another Doppler shift with P � 14 years and was attributed to another gas

giant, orbiting around � 5:5 AU (Marcy et al., 2002). This marked the �rst extrasolar

observation of a gas giant that was not a hot Jupiter. Further analysis by the same

team saw a signal of 44:3 days due to a third planet, another Jupiter sized planet

orbiting at a much closer separation of 0:25 AU. A fourth, super-Earth planet, was

found at a period of 0:74 days by Dawson & Fabrycky (2010), correcting the initial

alias detection ofP = 2:8 days by McArthur et al. (2004). Analias is a spurious signal

that arises in the power spectrum estimate of a time series due to its convolution with

the spectral window. Aliases are therefore solely the byproduct of sampling cadence.

4 The companion star 55Cnc B is an M dwarf with M = 0 :26M � (Alonso-Floriano et al., 2015).
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To see this, let us follow a simple demonstration by McClellan & Schafer (1999). Let

s1(t) be a in�nitely long, continuous sinusoid of oscillation frequencyf and g1(t) be

the observedversion ofs1(t), uniformly sampled at a frequencyf s:

s1(t) = sin (2 �f t )

g1[n] = s1(n=f s) = sin (2 �fn=f s);
(1.6)

wheren is an integer. The observed signalg1[n] is indistinguishable from the observed

signal g2[n] of a di�erent sinusoid s2(t) with oscillation frequency (f + mf s):

s2(t) = sin (2 � [f + mf s]t)

g2[n] = sin (2� [f + mf s]n=f s) = sin (2 �fn=f s);
(1.7)

wherem is an integer. The same is true for an observed sinusoid of frequency (f � mf s).

Therefore, the power spectrum estimates of bothg1[n] and g2[n] will have spurious alias

peaks at frequenciesmf s � f surrounding the true signal peak atf . In the case of 55

Cnc, Dawson & Fabrycky (2010) showed that the original detection of planet e with

P = 2:8 days su�ered from the aliasing of thef = 1 cycle/day spectral window artifact:

1=2:8d = 1=0:74d � 1=d.

With the con�rmation of planet e, the 55 Cancri system was the �rst extrasolar

system known to harbor 4 planets. Just a few years later, independent observations of

a 260 day period implied the existence of a �fth planet (Wisdom, 2005; Fischer et al.,

2008). With the smaller, revised period (P = 0:74 days) of the innermost planet, teams

were motivated by the relatively high geometric transit probability of� 25% to conduct

an intense photometric observation campaign of 55 Cancri (Dawson & Fabrycky, 2010).

This endeavor was successful, initially announced by Demory et al. (2011); Winn et al.

(2011). At this time this was the only transiting super-Earth orbiting a star visible to

the naked eye. The Rossiter{McLaughlin (RM) e�ect for in-transit RV measurements

was initially undetected by L�opez-Morales et al. (2014) and predicted to be negligible

by Bourrier & H�ebrard (2014) as the modulation is< 0:5 m/s. A recent paper by Zhao
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et al. (2022) using the Extreme Precision Spectrograph (EXPRES) corroborates this

prediction by detecting an RM amplitude of 0:41+0 :09
� 0:10 m/s, about an order of magnitude

less than the instrumentation jitter present in our analysis. For those interested, an

impressive amount of research has been conducted to ascertain the composition of this

inner planet and whether or not it harbors water (Endl et al., 2012; Ehrenreich et al.,

2012; Esteves et al., 2017; Demory et al., 2016b,a; Ridden-Harper et al., 2016; Bourrier

et al., 2018).

Of particular interest to this work, Bourrier et al. (2018) has recently done a

reanalysis of the 55 Cancri system using 2 decades of archival RV data from Endl et al.

(2012); Fischer et al. (2008); Butler et al. (2017); L�opez-Morales et al. (2014), as well

as their own additional observations from SOPHIE. Their velocimetric analysis of 55

Cancri was the �rst to model the solar-like magnetic cycle alongside planetary Keple-

rian orbits. As a result, the major deviation between their results and the published

literature was that of the outermost planet, favoring a period of 5574+94
� 89 days over

previously published values of 4909� 30 and 5285� 4:5 days by Endl et al. (2012) and

Fischer et al. (2008), respectively.

In this paper, we will introduce the mathematics of the MPSE algorithm in

Chapter 2, as well as how we assess statistical signi�cance. We then apply the MPSE

method to the 55 Cnc system in Chapter 3 along with a detailed breakdown of our

detrending process (Section 3.2), Keplerian �tting (Section 3.3), and stellar activity

analysis (Section 3.4). Finally, we will make concluding remarks and discuss future

ambitions in Section 3.6.

10



Figure 1.2: Power spectrum comparison between the standard periodogram (blue)
and the MPSE (red) for uniformly sampled barometric pressure data.
The MPSE has both a much larger dynamic range and less spectral leak-
age than the standard periodogram. The MPSE suppresses leaked power
seen in the GLS power estimation by a factor of 103 for much of the
frequency domain and as much as 107 for higher frequencies. This �gure
is taken from Thomson & Haley (2014).
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Chapter 2

MATHEMATICS OF MULTITAPERING

The Nyquist frequency� of a time series is the maximum frequency for which the

time series is likely to contain accurate information, and is well-de�ned for a uniform

sampling of � t: � = 1
2� t . Suppose instead that we have a discrete time seriesx t of

length N with irregular sampling. In this case there is no formal de�nition of the

Nyquist frequency. We estimate the Nyquist frequency as� = 1
2� tc

, where � tc is

the characteristic time interval between observations. There is some ambiguity in the

determination of � tc because there is a distribution of �t 's for an irregularly sampled

time series. In the case of 55 Cancri, this distribution spans� 6 orders of magnitude

and is displayed in Figure 2.1. In this work, we take �tc as the median � t of the

time series1. In Section 3.6, we discuss the need for an improved heuristic in the

determination of the Nyquist frequency for irregularly sampled time series.

We now choose two parameters before computing our MPSE:K (the number of

tapers) and 
 (the frequency bandwidth), subject to the requirement that K � 2N 
.

For K > 2N 
, spectral leakage starts to become a major concern. See Thomson

(1982) for further discussion regarding the restriction on the number of tapers. As was

brie
y explained in Chapter 1, we choose 
 and K depending on our preference in

the bias versus variance trade-o�. One can choose a larger number of tapers,K , to

reduce variance, but this comes at the cost of introducing more bias to the periodogram.

Alternatively, one can minimizeK in favor of minimizing bias-causing spectral leakage,

1 We recommend that one analyzes multiple di�erent formulations of what the characteristic � tc could
be before computing the MPSE (i.e. mean, median, 10% trimmed mean, 20% trimmed mean, etc.).
This allows one to quantify the irregularity of the temporal cadence and thus get an understanding
of how challenging the data set will be.
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Figure 2.1: Distribution of � t 's for the 55 Cnc RV time series. The distribution spans
6 orders of magnitude, making the determination of a suitable Nyquist
frequency very challenging.

but beware that con�dence intervals cannot be computed withK < 3. The choice of

bandwidth 
 also dictates our spectral resolution: � f = K
N � 2
 Thomson (1982).

One can therefore also interpret the trade-o� as one between variance reduction and

improved spectral resolution. For the choice of an optimal bandwidth, see Haley &

Anitescu (2017).

2.1 The Bronez Algorithm

We implement a speci�c set of tapers called generalized prolate spheriodal se-

quences (GPSS) that were introduced by Bronez (1988). These tapers are the general-

ization to irregularly sampled time series of the discrete prolate spheriodal sequences

(DPSS) �rst introduced by Slepian (1978), also known as Slepian sequences. The low-

est orderK = 2N 
 tapers form a complete basis set for Fourier decomposition. These

Slepian sequences are designed to maximize the power in the frequency bandwidth

of interest, f 2 [� 
 ; 
]. To �nd these Slepian sequences, which will serve as our

frequency-dependant tapers, we solve the generalized matrix eigenvalue equation given

13



by Equation 2.1,

A wk(f ) = � k(f )B (f )wk
t (f ); (2.1)

where we de�ne

A n;m �
sin[2� 
( tn � tm )]

� (tn � tm )
; (2.2)

and

B n;m (f ) � e� i 2�f (tn � tm ) sin[2�� (tn � tm )]
� (tn � tm )

: (2.3)

Here, wk
t (f ) is the k th taper computed at the frequencyf . The explicit frequency

dependence onwk
t (f ) is to remind the reader that we generate a new set ofK tapers at

each frequency, but those tapers are truly sequences in time.� k(f ), the eigenvalue of

Equation 2.1, is called thespectral concentrationof the taper wk
t (f ), and represents the

fraction of power concentrated within the frequency bandwidth [� 
 ; 
]. See Section

3.1 for plots of both � k(f ) and wk
t (f ) using 55 Cnc RV data. MatricesA and B(f )

here are Hermitian and positive-de�nite, so we use Cholesky factorization to solve for

the eigenvectors and eigenvalues of Equation 2.1,wk
t (f ) and � k(f ), respectfully2. The

GPSSwk
t (f ) reduce to the DPSS proposed by Thomson (1982) in the special case of a

uniformly sampled time series (Bronez, 1988).

Once we obtain the taperswk
t (f ) for all frequencies, we compute their corre-

sponding eigenspectrâSk(f ) in standard fashion,

Ŝk(f ) =

�
�
�
�
�

N � 1X

t=0

x twk
t (f )e� 2�if t

�
�
�
�
�

2

; (2.4)

with the overall power spectrum estimate as

Ŝ(f ) =
1
K

K � 1X

k=0

� k(f )Ŝk(f ); (2.5)

2 Time series with pronounced irregularity in the � t distribution can cause Cholesky factorization to
fail due to numerical instabilities. We are in the process of investigating more stable methods to solve
our eigenvector equation.
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representing the arithmetic average over the independent eigenspectra, weighted by

their corresponding spectral concentrations� k(f ). It is important to note that weight-

ing the eigenspectra only by their eigenvalues� k(f ) assumes a white noise power spec-

trum. We believe that this condition is satis�ed after proper detrending (see Section

3.2). See Equation 3.5 from Thomson & Haley (2014) for the more general weighting

term. For Equation 2.4, we use the Flatiron Institute packagefiNUFFT to compute

a non-uniform fast Fourier transform (NUFFT) of the tapered data (Barnett et al.,

2018).

In order for accurate direct comparisons between the GLS and MPSE, we use an

identical frequency grid and normalization process. We normalize all power spectrum

estimates in accordance with Parseval's theorem such that the integral of our power

spectrum re
ects the underlying time series variance

X
Ŝ(f ) � � f = V̂ar[x t ] =

N � 1X

t=0

(x t � � )2=(N � 1); (2.6)

where� is the time series mean.

2.2 Assessing Statistical Signi�cance

Because Equation 2.5 is a weighted average over independent power spectrum

estimates, we can instead average over these eigenspectra in a leave-one-out fashion

to generate a jackknifed con�dence interval. See Section 2.4 of Dodson-Robinson &

Haley (2022) for a thorough description of computing MPSE con�dence intervals. The

con�dence interval greatly aids our ability to assess the signi�cance of a peak in the

periodogram above a given signi�cance threshold. To compute false-alarm thresholds

empirically, we perform aN = 10; 000 iteration bootstrap simulation. In this bootstrap

simulation, we �rst generate N scrambled RV time series by randomly sampling the

true RV time series with replacement. Any periodic signals contained within these

scrambled time series are spurious and due to random chance. We then compute the
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MPSE of each scrambled RV time series, yieldingN such estimates. The frequency-

dependent false-alarm probability (FAP)p% is then given by the (100� p) percentile of

the N bootstrap MPSEs. To be clear, if the MPSE of our actual time series surpasses a

1% FAP threshold at a given frequency, it doesnot tell us that this frequency is a true

signal contained within the time series; it only tells us that there is a 1% chance that

this signal is due to random chance. Although bootstrapping is very computationally

intensive for the MPSE, it is currently our preferred method of generating a statistical

signi�cance threshold. The harmonic F-test is the standard method for assessing the

statistical signi�cance of periodic signals in a MPSE, but in our case is complicated

by the frequency-dependent spectral window, and we leave its adaptation to unevenly

spaced time series for future work (Thomson, 1982).

After identifying a statistically signi�cant signal from the MPSE that cannot be

explained by stellar activity, we would like to construct a model of its Keplerian orbit.

But for multiple signi�cant periodocities, each with their own Keplerian orbit, we must

also quantify the legitimacy of adding additional degrees of freedom to the model to

avoid over�tting. To do so, we compute the the Bayesian Information Criterion (BIC)

(Schwarz, 1978),

BIC = k ln (N ) � 2 ln (Lmax ); (2.7)

where k is the number of parameters in the model,N is the time series length, and

Lmax is the maximum likelihood of the model. We favor models that minimize the

BIC. A more complex model with therefore only be allowed if the increase in explained

variance outweighs the penalty of increasing the number of parameters. If the BIC

increases after adding a Keplerian to the model, this likely represents over-�tting and

is therefore rejected from the model (Schwarz, 1978).
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Chapter 3

ANALYSIS OF 55 CNC

We use the same archival data used by Bourrier et al. (2018), which combines

multiple telescope observations (HARPN, HARPS, HRS, KECK, LICK, SOPHIE,

TULL), binned over a timescale of 30 minutes. The RV binning helps to average out the

short-timescale stellar activity sources such as stellar oscillations and high-frequency

granulation (Dumusque et al., 2011). The time series had lengthN = 1552 and me-

dian � t = 0:124 days before binning and lengthN = 783 and median � t = 1:031 days

post-binning. We display the binned RV time series shown in Figure 3.1. To generate

this plot we initially use kepmodel from DACE to �t for di�erent RV o�sets between

the instruments.

Our general methodology is as follows: (1) Fit for instrument o�sets, (2) detrend

RVs, (3) �t detrended RVs with Keplerian orbits with a frequency corresponding to

the global maximum of our power spectrum estimate, (4) subtract the Keplerian from

the RV time series, and (5) compute residual and repeat steps 3-4 until no signals are

statistically signi�cant. Many of the following steps use the publicly available �tting

tools of the Data & Analysis Center for Exoplanets (DACE1). A Jupyter notebook

explaining the general RV �tting process can be found here.

3.1 The MPSE in Practice

As we recommended in Chapter 2, we have shifted the time array such thatt0 =

0 and scaled it such that the median �t is unity. This yields � = 1=2 cycles/day, the

highest frequency for which time series yields accurate information. We chooseK = 3

1 https://dace.unige.ch/dashboard/
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Figure 3.1: Radial velocity (RV) curve (before detrending) for the 55 Cnc archival
data from Bourrier et al. (2018). The error bars shown here are likely
over-con�dent, as they do not represent a �t for instrumentation jitter.
The RV time series has a length ofN = 783.
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and N 
 = 3 cycles/day for this data set. With a time series of length N = 783, our

taper count of 3 satis�es our condition ofK � 2N 
. Although mathematically allowed,

increasing the number of tapers aboveK = 3 has diminishing returns beyond just

increasing compute time, as each additional taper has a lower spectral concentration

than the previous taper. Additional tapers will reduce the power spectrum variance

and increase its precision, but their low spectral concentrations will reduce the overall

accuracy of the power spectrum.

Before computing our power spectrum estimate via Equation 2.5, it is helpful

to visualize the tapers at various frequencies to ensure expected behaviour. In Figure

3.2, we display the �rst K = 3 MPSE tapers plotted as sequences in time for 3 arbi-

trarily chosen frequencies. The tapers smoothly reach zero at the beginning and end

of our time series, thus mitigating the bias-inducing edge e�ects explained in Chapter

1. Keeping in mind that these tapers are pre-multiplied with our RV data before com-

puting our NUFFT, one can also observe the practical function of the tapers. Each

taper preferentially scales the RV data by its speci�c sensitivity at the given frequency,

e�ectively deciding which RV measurements are more relevant for the power estima-

tion at this frequency. For the frequencies shown in Figure 3.2, the tapers appear to

be sensitive to the high-cadence observation campaigns of HRS and TULL (see Figure

3.1).

As demonstrated in Chapter 1, the rectangular taper implicit to the GLS pro-

duces the Fej�er kernel in the frequency domain, which has undesirably large side-lobes

about the 0 frequency, causing much of the bias in the resulting power spectrum. With

this in mind, we plot the spectral windows of our MPSE tapers with the inclusion of

the rectangular taper from the GLS in Figure 3.3, forf � 0. We urge users of any

power spectrum estimator to view the spectral window in both linear and logarithmic

frequency space to fully capture the in
uence of tapers on the overall periodogram.

Viewing the spectral windows on a linear frequency axis allows one to see the sharp

drop-o� of the window function outside the frequency band of interest 
, as well as a

clear view of the window function behaviour for large frequency values. Viewing the
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Figure 3.2: The �rst 3 MPSE tapers plotted as sequences in time for 3 arbitrarily
chosen frequencies. At these frequencies, the tapers appear to be sensitive
to the high-cadence observation campaigns of HRS and TULL (see Figure
3.1).

same plot on a logarithmic frequency axis allows one to get a more accurate view of

the window function behaviour for small frequencies within the bandwidthf � 
, as

well as the drop-o� behaviour just outsidef = 
. Both the MPSE and GLS spectral

windows drop by� 2 orders of magnitude immediately outside the bandwidth 
, but

the GLS window displays signi�cant unwanted variation forf � 
. The MPSE also

does not su�er from the signi�cant GLS spectral window artifact at P = N=2 days.

Throughout the rest of this Chapter, this artifact will go on to bias all subsequent GLS

power spectra, producing a corresponding spurious peak atf = 2=N cycles/day.

The MPSE also suppresses a signi�cant GLS peak at the lunar frequency, as

shown in the left panel of Figure 3.3. Averaging over theK = 3 MPSE spectral window

functions, we �nd an order of magnitude of suppressed power at the lunar artifact when

compared to the GLS window. This suppression of the lunar artifact by the MPSE

is very important. Ground-based RV measurements are biased toward lunar bright

time, the few day interval about the full Moon, since RV planet-search teams typically
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Figure 3.3: Window functions of the 3 MPSE tapers compared to the rectangular
window function of the GLS. All windows have been normalized such that
their integral is unity. The vertical line labeled "false planet e" depicts
the aliasing of the true planet e frequencyf e with the 1 cycle/day spectral
window artifact, yielding the spurious signal at (f e � 1) cycles/day. The
MPSE window uses tapers computed atf = 0:35 cycles/day.

observe relatively nearby and bright stars. Astronomical teams that are observing

much more distant and faint objects will be assigned the lunar dark observing times,

since they bene�t more from the mitigation of the Moon's re
ected sunlight. Therefore,

the ground-based RV teams that are observing relatively bright stars within our stellar

neighborhood are often assigned the majority of lunar bright time. For the case of

55 Cnc, we �nd that lunar bright time encompasses a disproportionate 21% of the

RV measurements while lunar dark time encompasses only 5% of measurements. This

explains the peak at the Moon's orbital frequency in the GLS and MPSE spectral

windows and subsequent RV power spectra. The ability of the MPSE to suppress

this unwanted lunar artifact is yet another attractive property of the technique; it

demonstrates the suppression of an artifact due to the timing of observations, something

astronomers have a limited ability to control.
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Figure 3.4: Spectral concentrations of the 3 MPSE tapers compared to the analogous
spectral concentration of the GLS. The plot demonstrates that the MPSE
tapers are doing a better job at reducing bias-causing spectral leakage
than the simple rectangular window of the GLS.
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We also want to observe the spectral concentration of the tapers and compare

this with the rectangular taper of the GLS. Recall that the spectral concentration of

the GPSS tapers is simply their eigenvalue� k(f ) from Equation 2.1. We compute an

analogous spectral concentration for the GLS by taking the ratio of the power contained

within the frequency bandwidth 
 to the remaining power outside the bandwidth. In

Figure 3.4 we achieve improved spectral concentrations over the GLS for the �rst taper

across the frequency domain, and portions of domain for the other 2 tapers. Despite

tapers 2 and 3 not outperforming the GLS at most frequencies, they are important

for variance reduction of the MPSE. The overall improvement represents the MPSE

suppressing bias-causing spectral leakage better than the GLS.

3.2 Detrending RV Data

There is considerable evidence that stellar activity can masquerade as a plane-

tary signal (Desidera et al., 2004; Carolo et al., 2014; Saar & Donahue, 1997; Hatzes,

2002; Desort et al., 2007; Boisse et al., 2011; Robertson & Mahadevan, 2014; Robertson

et al., 2014; Newton et al., 2016; Su�arez Mascare~no et al., 2017; Rajpaul et al., 2021).

For 55 Cnc, we are mainly concerned with the long-term magnetic cycle, for which RV

perturbations are on the order of� 10 m/s (Gomes da Silva et al., 2012; Meunier &

Lagrange, 2013). See Dumusque (2012) for a detailed review of the sources of stellar

activity.

Detrending RV data is the process of separating out periodic signals of two

fundamentally di�erent timescales - the long-term behavior (P � 1000 days) from

shorter-term 
uctuations ( P 2 [1; � 100] days). Typical stars have a long-term trend

due to magnetic variation of the star, and this signal can dominate the overall power

spectrum, making signal identi�cation at higher frequencies very di�cult. To have

any hope of probing higher frequency behavior, like that of planets, one must remove

this dominating trend from the RVs. This process is complicated by relatively poor

knowledge of the underlying physics governing the long-term variation. How does one

mathematically account for and remove a process that one does not fully understand?
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A popular method used in the astronomical community has been �tting a Gaussian

Process (GP) to the long-term variation (Haywood et al., 2014; Foreman-Mackey et al.,

2017). While the relevant mathematics of GPs are described later in this section, the

general idea behind using GPs is to provide a 
exible and tractable mathematical

framework for Bayesian inference modeling of various phenomena. Moreover, GPs are

particularly enticing when the user desires joint modeling of stochastic process along

with rigorous error propagation, even with limited knowledge of the underlying process

(Rajpaul et al., 2015). We investigate this method, along with a potentially less volatile

method of using a moving Gaussian �lter (GF) to extract long-period behavior. The

GF acts as a high-pass �lter, yielding a smoothed version of the time series.

Bourrier et al. (2018) detrend the RVs by �tting a Keplerian orbit of amplitude

� 15 m/s and period P = 10:5 � 0:3 years prior to their planetary �tting. How-

ever, ana priori assumption of strictly periodic stellar activity is not only physically

unfounded, but has signi�cant contradictory evidence of its quasi-periodic nature (Du-

musque, 2012; Gomes da Silva et al., 2012). Worse still, unevenly-sampled sinusoids are

not orthonormal and when subtracted from the data can induce spurious harmonics of

the sinusoid, thus biasing further power spectra away from true signals (Tuomi et al.,

2014). Therefore, choosing to model the 55 Cnc magnetic cycle with a Keplerianbefore

�tting for the planets poses the catastrophic risk of introducing enough bias into the

RV power spectra to create spurious signals.

As our primary detrending technique, we instead construct a moving Gaussian

�lter of �xed width � = 400 days2. We chose this �lter width as it produces a simple,

well-behaved long-term trend without any nonphysical short-term 
uctuations. This

trend changes only marginally for a �lter width range of� 2 [300; 500] days, giving us

con�dence that our long-term trend is not acutely sensitive to the choice of �lter width,

as long as that choice is within a reasonable range. Our trend estimate,ytrend [i ], is then

2 A �xed Gaussian �lter width may be inappropriate for datasets with large gaps in observation. In
this case, a segmented averaging
system may be preferable. An example can be seen in Dodson-Robinson et al. (2022).
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computed by simply applying the Gaussian �ltergt [i ] centered att i and averaging over

the product of the RVs and the Gaussian �lter:

gt [i ] = exp
n

� (t � t i )=2� 2
o

ytrend [i ] =
P N � 1

t=0 gtyt
P N � 1

t=0 gt

:
(3.1)

Using Equation 3.1 we compute the estimated long-term trend displayed in the top

panel of Figure 3.5.

The e�ects of the Gaussian �ltering described in Equation 3.1 can be better

understood in the frequency domain. Recalling that the Gaussian distribution is its

own Fourier transform allows us to easily understand its e�ects on subsequent power

spectrum estimates. Rather than desiring a delta-like function as our taper, here we

purposefully want a wide �lter in order to average over any short-term 
uctuations

resulting from planets, thus extracting only variation with long timescales. The GLS

and MPSE of the extracted long-term trend is displayed in Figure 3.6. The MPSE's

variance reduction improves the display of the long-term trend at the low-frequency

part of the power spectrum. Moreover, the MPSE does not su�er from the GLS

spectral window artifact at P = 391 days, which clearly appears in the GLS power

spectrum of the long-term trend in Figure 3.6. We con�dently claim that this signal

is a spectral window artifact not only because it solely appears in the GLS spectral

window displayed in Figure 3.3, but it also corresponds to exactly half of the time

series length,N=2.

We seek to compare the GF detrending results to that of a GP, which is more fa-

miliar to the astronomical community. Using thePython package George, we construct

a quasi-periodic GP model as informed by Equation 27 from Rajpaul et al. (2015):

kQP (t i ; t j ) = exp

(

�
sin2 [� (t i � t j )=P]

2� 2
p

�
(t i � t j )2

2� 2
e

)

; (3.2)

where P is the period of oscillation,� p is the dimensionless length scale of periodic
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Figure 3.5: Top - Long-term trend computed using a Gaussian �lter (GF) via Equa-
tion 3.1 and a quasi-periodic Gaussian process (GP) via Equation 3.2,
superposed onto the 55 Cnc RV time series. The Gaussian �lter used here
has a width of � = 400 days. The GF long-term trend represents the
moving average of RVs across this high-pass �lter.Middle - Residual
RV time series with the GF long-term trend removed.Bottom - Resid-
ual RV time series with planets b, c, e, and f removed. The long-period
variation here likely represents the magnetic cycle of 55 Cnc, as well as
a possible planet d with a period of� 5000 days.
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Figure 3.6: Power spectra comparison between the GLS and MPSE of the extracted
long-term trend using a Gaussian �lter (GF). Only the GLS power spec-
trum su�ers from the GLS spectral window artifact of P = N=2 days.

variation (often called a correlation time scale), and� e is an evolutionary time scale.

The �rst term in Equation 3.2 captures periodic variation through the non-stationary

exponential-sine-squared kernel kernel and amplitude modulation though the station-

ary exponential-squared kernel. The major di�culty in implementing a GP to model

out the long-term trend in RV data is that the parameters listed above need to be

optimized in order to �t the data, which is often done using a Markov-Chain Monte

Carlo (MCMC) algorithm to minimize the log-likelihood function corresponding to the

GP. However, in practice this routine simply seeks to minimize variance within the RV

data, and will over�t the model by removing short-term 
uctuations in addition to the

long-term variation. We have counteracted this in our GP model by heavily restricting

the GP parameter space, but one still does not receive a desirable �t optimization, as

parameters will still get forced to one of their imposed bounds in the goal of minimizing

RV variance. In short, GP models have a dangerous tendency to over�t and require
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Figure 3.7: MPSEs of the extracted long-term trend using a Gaussian �lter (GF),
quasi-periodic Gaussian process (GP), and a simple linear regression to
a 4th -order polynomial. The shaded region represents the con�dence
interval for the MPSE of the GF trend.

careful attention to optimize. It is for this reason that we prefer the less volatile Gaus-

sian �lter, as we only need to choose one parameter, the �lter width� , which can be

easily tuned to a reasonable choice when plotting the trend �t given by Equation 3.1.

In Figure 3.7 we compare the detrending e�ects in the frequency domain of the

GP and the GF �lter, alongside a simple 4th -order polynomial �t via linear regression,

serving as a benchmark. We display the power spectra of the extracted long-term tend

computed using the GLS and the MPSE. We observe that for any detrending technique,

we are mainly removing the large power contribution forf / 10� 2:5 cycles/day (or

P ' 300d), with a small, yet undesirable loss of power at shorter term signals such as

that of planet b. We quantify the power loss at the frequency of planet b at� 6%

using the MPSE, which we consider acceptable in light of removing the dominating

power of the long-term trend. After detrending, planet b remains the strongest signal

in the power spectrum.
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The proposed planet d withP = 5574+94
� 89 days by Bourrier et al. (2018) lies

within the frequency range a�ected by the GF detrending. It also lies within the zero-

frequency bin of both the GLS and MPSE, as its separation from the zero-frequency

is less than 2 Rayleigh resolutions. Twice the Rayleigh resolution 2R, analogous to its

counterpart in optics, is the minimum frequency separation required to distinguish two

signals as separable, as well as the smallest frequency detectable for oscillatory signals

Godin (1972); Dodson-Robinson et al. (2022):

R =
1

tN � t0
; (3.3)

wheretN and t0 are the �nal and initial timestamps of the time series, respectively. For

this reason, we are initially hesitant to declare it a planet, and also hesitant to assess its

planetary validity in the frequency domain. Rather, we decide to �t Keplerians in the

time domain for the other 4 planets, as they remain the statistically signi�cant signals

contained within the GF detrendedRV time series. After �tting for these 4 planets,

we then add back the GF long-term trendytrend (see Equation 3.1) displayed in the

top panel of Figure 3.5 to the residual time series to investigate the long-period signals

contained therein. This long-period residual is displayed in the bottom panel of Figure

3.5, and exhibits remarkably well behaved sinusoidal variation. It is for this reason

that we feel comfortable �tting Keplerians to this residual time series in attempt to

quantify long-period variation arising from the magnetic cycle, as well as a potential

planet d. This �tting is again done using DACE, but we focus primarily in the time

domain residuals for reasons explained above.

Our DACE �t to the long-period residual �nds 2 statistically signi�cant signals

since a single Keplerian is likely to be an inadequate model for the quasi-periodic nature

of the magnetic cycle. The �rst isP1 = 5296� 18 days and the second isP2 = 3318� 18

days, very likely re
ecting planet d and the magnetic cycle, respectively. It is important

to note that these signals were �tted for in isolation from the other 4 planets, and

therefore do not re
ect our �nal �t values for these signals. We will compute a �nal
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Keplerian �t using the above signals as priors, along with the other 4 planets,without

the use of any detrending technique. Our methodology here is instead to avoid an

a priori assumption of sinusoidal variation due to the magnetic cycle. It is possible

that the long-period behavior displayed in Figure 3.5 only represents a quasi-periodic

magnetic cycle of 55Cnc, and a potentially spurious detection of a planet d with period

P � 5000 days arises from the inappropriate �tting of strictly periodic functions to

a quasi-periodic variation. This possibility is further discussed in Section 3.6, where

we propose alternative methods for future study. In short, without a more robust

model for the 55 Cnc long-term variation, we are unable to disentangle the degeneracy

between the magnetic cycle and the proposed planet d.

3.3 Keplerian Fitting

Alongside planetary �tting, we simultaneously �t for the RV o�set and jitter

for each instrument. While the RV o�sets simply account for di�erent zero-points in

telescope spectroscopy, jitter refers to the stochastic RV perturbations that arise from

photospheric activity (Luhn et al., 2020). Our best-�t results for these instrumentation

parameters can be seen in Table 3.1. Using DACE, we then �t a Keplerian orbit to

the frequencies corresponding to the maximum of the power spectrum. We de�ne

a Keplerian orbit using the following 5 orbital parameters: the periodP, RV semi-

amplitude � v, eccentricity e, argument of periastron! , and mean longitudeL0 at t = 0.

We then subtract this signal in the time domain, and compute another power spectrum

of the residual. We repeat this process until no statistically signi�cant signals remain.

Our metrics for statistical signi�cance are as follows: the power spectrum maximum

must have a FAP< 1% and the BIC of the new model must be less than the previous

(Schwarz, 1978). We compute the maximum likelihood of the model,Lmax , through

the DACE algorithm, which usesL-BFGS-Bnonlinear optimization routine during the

�tting process (Byrd et al., 1995; Zhu et al., 1997). After the model �tting stage, we

optimize our �t by updating the Keplerian parameters to the median values of each
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marginalized posterior distribution given by an MCMC3 simulation of 106 iterations.

A panel of phase-folded Keplerian orbits for each signal within the model can be

seen in Figure 3.8. For each Keplerian orbit plotted, we subtracted the Keplerian model

for all other signals from the RV time series, and superpose the best-�t Keplerian model

for the non-subtracted signal. This �gure corroborates the �ndings and analogous

Figure 6 from Bourrier et al. (2018). The GLS and MPSE of each RV residual, as

well as the �nal time series residual after all 5 planets and the magnetic cycle are

removed, are shown in Figure 3.9. In order of removal, we �t Keplerians to planet b,

d, magnetic cycle, planet c, f, and e. The �nal model �t is computed on all parameters

simultaneously at each step, so the chosen �tting \order" is only to produce the most

illustrative power spectra plots4. For the binned RV time series, the planet e frequency

of f e = 0:736550 d� 1 lies above the Nyquist frequency� = 0:5 d� 1. For this reason,

we only display the planet e aliasf = 1=2:8d = 0:357 d� 1 in the second-to-last power

spectrum in Figure 3.9. This alias is nonetheless the strongest signal at this step, and

gets removed along with the Keplerian of true planet e frequency. Validation of planet

e is also not of particular concern, since it has transit con�rmation (Demory et al.,

2011; Winn et al., 2011).

At each step of the Keplerian �tting process, we observe an improvement in

BIC for the model. Our �nalized model hask = 44 parameters, 5 for each of the 6

Keplerians and 2 for each instrument (jitter and RV o�set). The model has a BIC of

5365, with a corresponding log-likelihood log (Lmax ) = � 2278:6. Planets b, c, e, and

f are all found to be statistically signi�cant in the frequency domain with FAP< 1%

using a bootstrap simulation of 106 iterations. This metric isn't applicable for planet

d and the magnetic cycle, which lie only� 2R from the zero-frequency bin, making

their detection using a power spectrum extremely challenging.

3 https://github.com/dpthorngren/Sam

4 The chosen �tting order produces the most illustrative power spectra because initially planet b
is the strongest signal. After �tting for planet b, the power spectrum is dominated by long-period
behaviour, so we choose to �t for planet d and the magnetic cycle next. Subsequent �tting order is
dictated by the frequency associated with the maximum in the residual power spectrum.
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Figure 3.8: Best-�t Keplerian models for all signals modeled in the 55Cnc RVs. Each
plot represents the phase-folded RV residual after subtracting all Keple-
rian signals other than the corresponding signal shown in the top left of
each plot. The black curve is the best-�t Keplerian model to the residual.
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