
EFFICIENT GENERAL-PURPOSE COMPUTATION

WITH FULLY HOMOMORPHIC ENCRYPTION

by

Charles Gouert

A dissertation submitted to the Faculty of the University of Delaware in partial
fulfillment of the requirements for the degree of Doctor of Philosophy in Electrical and
Computer Engineering

Summer 2024

© 2024 Charles Gouert
All Rights Reserved



EFFICIENT GENERAL-PURPOSE COMPUTATION

WITH FULLY HOMOMORPHIC ENCRYPTION

by

Charles Gouert

Approved:
Jamie Phillips, Ph.D.
Chair of the Department of Electrical and Computer Engineering

Approved:
Levi T. Thompson, Ph.D.
Dean of the College of Engineering

Approved:
Louis F. Rossi, Ph.D.
Vice Provost for Graduate and Professional Education and
Dean of the Graduate College



I certify that I have read this dissertation and that in my opinion it meets the
academic and professional standard required by the University as a dissertation
for the degree of Doctor of Philosophy.

Signed:
Nektarios G. Tsoutsos, Ph.D.
Professor in charge of dissertation

I certify that I have read this dissertation and that in my opinion it meets the
academic and professional standard required by the University as a dissertation
for the degree of Doctor of Philosophy.

Signed:
Xiaoming Li, Ph.D.
Member of dissertation committee

I certify that I have read this dissertation and that in my opinion it meets the
academic and professional standard required by the University as a dissertation
for the degree of Doctor of Philosophy.

Signed:
Andrew Novocin, Ph.D.
Member of dissertation committee

I certify that I have read this dissertation and that in my opinion it meets the
academic and professional standard required by the University as a dissertation
for the degree of Doctor of Philosophy.

Signed:
Rui Zhang, Ph.D.
Member of dissertation committee



ACKNOWLEDGMENTS

I would like to thank my advisor, Nektarios Tsoutsos, for his unwavering guid-

ance throughout my years of graduate study. I have learned so much under his tutelage

and he has played an enormous role in helping to shape me into the researcher that I

am today. Additionally, I express my gratitude to my committee members: Xiaoming

Li, Andrew Novocin and Rui Zhang. I owe my passion for cybersecurity and applied

cryptography to Dr. Novocin, who opened my eyes to a whole new world when I was

an undergraduate student on his VIP (Vertically Integrated Projects) team.

I had the opportunity to spend two amazing summers during my graduate career

working as a research intern with the Programming Systems and Applications group

of NVIDIA Research. I would like to extend a special thanks to Michael Garland for

giving me these opportunities and for his insight and support throughout both of my

internships. I would also like to thank Vinu Joseph, my mentor, who worked with me

closely and was instrumental in the success of our pursued research projects.

From the Trustworthy Computing Group, I would like to thank my friends and

co-authors Lars Folkerts, Omar Ahmed, and Rostin Shokri. I would also like to extend

a big thanks to my long-time friend and collaborator Dimitris Mouris. I look forward

to everything that the group and its members (both current and past) accomplish in

the future!

Finally, I couldn’t have completed this journey without the continuous love and

support of my wonderful parents, who encouraged me every step of the way. I would

also like to thank the rest of my family and friends for their encouragement.

This work was made possible by the support of the University of Delaware

Research Foundation (Grant #21A01012), the National Science Foundation (Grants

iv



#2239334 and #1931916), Discover Bank, the US Department of Energy (Grant #DE-

EE0008768-006), NVIDIA Corporation, the Graduate College of the University of

Delaware, and the Electrical and Computer Engineering department at the Univer-

sity of Delaware.

v



TABLE OF CONTENTS

LIST OF TABLES : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : xii
LIST OF FIGURES : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : xiv
ABSTRACT : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : xxi

Chapter

1 MOTIVATION : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : 1

2 PRELIMINARIES : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : 7

2.1 Homomorphic Encryption : : : : : : : : : : : : : : : : : : : : : : : : 7
2.2 The CGGI Cryptosystem: : : : : : : : : : : : : : : : : : : : : : : : : 12

3 NEW INSIGHTS INTO FULLY HOMOMORPHIC
ENCRYPTION LIBRARIES VIA STANDARDIZED
BENCHMARKS : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : 15

3.1 T2 Universal Compiler : : : : : : : : : : : : : : : : : : : : : : : : : : 17

3.1.1 EncInt , EncFP , and EncBin Encodings : : : : : : : : : : : 18
3.1.2 Arithmetic Operations for HE Benchmarks: : : : : : : : : : : 21
3.1.3 Comparison Operations for HE Benchmarks: : : : : : : : : : 22
3.1.4 Avoiding Termination Problems with MUX : : : : : : : : : : 23
3.1.5 Automated Noise Maintenance for FHE : : : : : : : : : : : : 24
3.1.6 T2dsl Programming Language : : : : : : : : : : : : : : : : : 24

3.2 Algorithms in T2 Benchmark Suite : : : : : : : : : : : : : : : : : : : 25

3.2.1 T2 Arithmetic Benchmarks : : : : : : : : : : : : : : : : : : : 26
3.2.2 Bitwise Benchmarks : : : : : : : : : : : : : : : : : : : : : : : 29

vi



3.2.3 Relational Benchmarks: : : : : : : : : : : : : : : : : : : : : : 31

3.3 Experimental Evaluations : : : : : : : : : : : : : : : : : : : : : : : : 32

3.3.1 Selected Arithmetic Benchmarks : : : : : : : : : : : : : : : : 34
3.3.2 Selected Bitwise Benchmarks: : : : : : : : : : : : : : : : : : 35
3.3.3 Relational Benchmarks: : : : : : : : : : : : : : : : : : : : : : 36

3.4 Extended Experimental Results: : : : : : : : : : : : : : : : : : : : : 37

3.4.1 Arithmetic Benchmarks : : : : : : : : : : : : : : : : : : : : : 37
3.4.2 Bitwise Benchmarks : : : : : : : : : : : : : : : : : : : : : : : 40

3.5 Programming inT2dsl : : : : : : : : : : : : : : : : : : : : : : : : : 41
3.6 Related Works: : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : 42
3.7 FHE Parameter Selection: : : : : : : : : : : : : : : : : : : : : : : : : 46
3.8 Future of Standardized FHE Benchmarks: : : : : : : : : : : : : : : : 47
3.9 Concluding Remarks : : : : : : : : : : : : : : : : : : : : : : : : : : : 48

4 JULIET: A ROBUST AND CONFIGURABLE ENCRYPTED
PROCESSOR : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : 49

4.1 Framework Overview : : : : : : : : : : : : : : : : : : : : : : : : : : : 51

4.1.1 Evaluating Juliet Instructions : : : : : : : : : : : : : : : : : : 52
4.1.2 Juliet I/O: Communicating with Users : : : : : : : : : : : : : 53
4.1.3 Juliet's Heterogeneous Processor Design: : : : : : : : : : : : 54

4.2 Juliet Assembly Language: : : : : : : : : : : : : : : : : : : : : : : : 55

4.2.1 Encrypted Logical and Relational Operations : : : : : : : : : 56
4.2.2 Encrypted Arithmetic Operations : : : : : : : : : : : : : : : : 57
4.2.3 JAL Encrypted Multiplexing : : : : : : : : : : : : : : : : : : : 58
4.2.4 GPU-accelerated Functional Units: : : : : : : : : : : : : : : : 59

4.3 Juliet Front-End : : : : : : : : : : : : : : : : : : : : : : : : : : : : : 60

4.3.1 Design of eJava Language: : : : : : : : : : : : : : : : : : : : 60

4.3.1.1 Operations in the Encrypted Domain: : : : : : : : : 61

vii



4.3.1.2 Inputs from Public and Private Tapes : : : : : : : : 62

4.3.2 eJava Compiler for Juliet: : : : : : : : : : : : : : : : : : : : : 62

4.3.2.1 Type Checking : : : : : : : : : : : : : : : : : : : : : 62
4.3.2.2 JAL Assembly Generation: : : : : : : : : : : : : : : 63

4.4 Experimental Evaluations : : : : : : : : : : : : : : : : : : : : : : : : 65

4.4.1 Evaluation using Microbenchmarks: : : : : : : : : : : : : : : 66
4.4.2 Evaluation using Real-Life Benchmarks: : : : : : : : : : : : : 67
4.4.3 Experimental Comparisons with Previous Works: : : : : : : : 70

4.5 Related Work : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : 71
4.6 Concluding Remarks : : : : : : : : : : : : : : : : : : : : : : : : : : : 74

5 ROMEO: CONVERSION AND EVALUATION OF HDL
DESIGNS IN THE ENCRYPTED DOMAIN : : : : : : : : : : : : : 77

5.1 The Romeo Framework : : : : : : : : : : : : : : : : : : : : : : : : : 77

5.1.1 RTL Synthesis: : : : : : : : : : : : : : : : : : : : : : : : : : : 78
5.1.2 Combinational Circuit Conversion: : : : : : : : : : : : : : : : 78
5.1.3 Sequential Circuit Conversion: : : : : : : : : : : : : : : : : : 79
5.1.4 Circuit Veri�cation using Debug Mode : : : : : : : : : : : : : 82

5.2 Experimental Evaluation : : : : : : : : : : : : : : : : : : : : : : : : : 82

5.2.1 ISCAS Combinational Circuits: : : : : : : : : : : : : : : : : : 83
5.2.2 ISCAS Sequential Circuits: : : : : : : : : : : : : : : : : : : : 83
5.2.3 Encryption Circuits : : : : : : : : : : : : : : : : : : : : : : : : 84
5.2.4 Scheme Hopping on Cloud Servers: : : : : : : : : : : : : : : : 85
5.2.5 User Overhead for TFHE Encryption and Decryption: : : : : 86

5.3 Related Works: : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : 86
5.4 Conclusion: : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : 87

6 HELM: NAVIGATING HOMOMORPHIC ENCRYPTION
THROUGH GATES AND LOOKUP TABLES : : : : : : : : : : : : 88

6.1 Automatic Translation of Circuits to the Encrypted Domain : : : : : 89

6.1.1 RTL Synthesis: : : : : : : : : : : : : : : : : : : : : : : : : : : 90

viii



6.1.2 Preprocessing Verilog to an FHE-friendly Format: : : : : : : 91

6.1.2.1 Consideration 1: Constant wires.: : : : : : : : : : : 91
6.1.2.2 Consideration 2: Direct I/O connections.: : : : : : : 92
6.1.2.3 Consideration 3: Non-unique wire identi�ers. : : : : 92

6.1.3 A Strawman Approach to Encrypted Circuit Evaluation : : : 92
6.1.4 Combinational Circuit Conversion: : : : : : : : : : : : : : : : 93
6.1.5 Sequential Circuit Conversion: : : : : : : : : : : : : : : : : : 93

6.2 Oblivious Circuit Execution with FHE : : : : : : : : : : : : : : : : : 95

6.2.1 Gate-based Circuit Evaluation on CPUs : : : : : : : : : : : : 96
6.2.2 Gate-based Circuit Evaluation on GPUs : : : : : : : : : : : : 97
6.2.3 LBB LUT-based Circuit Evaluation : : : : : : : : : : : : : : : 98
6.2.4 LUT-Based Circuit Evaluation Without LBB : : : : : : : : : 100

6.3 Experimental Evaluation : : : : : : : : : : : : : : : : : : : : : : : : : 101

6.3.1 Implementation and Experimental Setup: : : : : : : : : : : : 101
6.3.2 ISCAS'85 and ISCAS'89 Circuits : : : : : : : : : : : : : : : : 102
6.3.3 Real-world Benchmarks : : : : : : : : : : : : : : : : : : : : : 103

6.3.3.1 Multi-bit Multipliers : : : : : : : : : : : : : : : : : : 104
6.3.3.2 Matrix Multiplication : : : : : : : : : : : : : : : : : 104
6.3.3.3 Cyclic Redundancy Check (CRC): : : : : : : : : : : 105
6.3.3.4 Chi-squared (� 2) : : : : : : : : : : : : : : : : : : : : 105
6.3.3.5 Squared Euclidean Distance: : : : : : : : : : : : : : 106
6.3.3.6 Image Filters : : : : : : : : : : : : : : : : : : : : : : 106
6.3.3.7 Scheme Hopping on Cloud Servers.: : : : : : : : : : 109
6.3.3.8 Privacy-Preserving Machine Learning.: : : : : : : : 110

6.3.4 User Overhead : : : : : : : : : : : : : : : : : : : : : : : : : : 111

6.3.4.1 Gates Mode: : : : : : : : : : : : : : : : : : : : : : : 111
6.3.4.2 LUT with LBB Mode : : : : : : : : : : : : : : : : : 111

ix



6.3.4.3 LUT without LBB Mode : : : : : : : : : : : : : : : : 111

6.3.5 Discussion: : : : : : : : : : : : : : : : : : : : : : : : : : : : : 112

6.4 Related Works: : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : 113

6.4.1 FHE Compilers & CPU Execution Engines: : : : : : : : : : : 113

6.4.1.1 General-Purpose Computation : : : : : : : : : : : : 115
6.4.1.2 Performance : : : : : : : : : : : : : : : : : : : : : : 115
6.4.1.3 Usability : : : : : : : : : : : : : : : : : : : : : : : : 116

6.4.2 FHE GPU-Accelerated Execution Engines: : : : : : : : : : : 116

6.5 Concluding Remarks : : : : : : : : : : : : : : : : : : : : : : : : : : : 117

7 HARDWARE-ACCELERATED ENCRYPTED EXECUTION OF
GENERAL-PURPOSE APPLICATIONS : : : : : : : : : : : : : : : 118

7.1 System Design for Accelerated Encrypted Execution: : : : : : : : : : 120

7.1.1 Optimal FHE Circuit Characteristics : : : : : : : : : : : : : : 121
7.1.2 Strategies for Developing HLS-Compliant Programs: : : : : : 124
7.1.3 Synthesizing FHE-friendly Circuits : : : : : : : : : : : : : : : 125

7.2 Novel Scheduling Algorithm for Scalable Evaluation: : : : : : : : : : 126

7.2.1 Strategies for Evaluating FHE Circuits : : : : : : : : : : : : : 126
7.2.2 ArctyrEX Runtime Library : : : : : : : : : : : : : : : : : : 127

7.3 A fully asynchronous cryptographic backend: : : : : : : : : : : : : : 130

7.3.1 Memory and Communication Considerations: : : : : : : : : : 131
7.3.2 Coordinating multiple devices: : : : : : : : : : : : : : : : : : 133
7.3.3 Batched kernels: : : : : : : : : : : : : : : : : : : : : : : : : : 134
7.3.4 NTT Implementation Details : : : : : : : : : : : : : : : : : : 136

7.4 Experimental Evaluation : : : : : : : : : : : : : : : : : : : : : : : : : 136

7.4.1 FHE Basic Linear Algebra Subroutines: : : : : : : : : : : : : 137
7.4.2 Encrypted Machine Learning Applications : : : : : : : : : : : 139
7.4.3 Private Information Retrieval : : : : : : : : : : : : : : : : : : 141

x



7.4.4 Security and Latency Tradeo�s : : : : : : : : : : : : : : : : : 142

7.5 Related Works: : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : 142

7.5.1 FHE Compilers : : : : : : : : : : : : : : : : : : : : : : : : : : 143
7.5.2 FHE Acceleration Frameworks: : : : : : : : : : : : : : : : : : 144

7.6 Concluding Remarks and Future Work : : : : : : : : : : : : : : : : : 145

8 CONCLUSION : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : 147

BIBLIOGRAPHY : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : 149

Appendix

A PUBLICATIONS INCLUDED IN THIS THESIS : : : : : : : : : : 162
B PERMISSIONS : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : 163
C ADDITIONAL PUBLICATIONS : : : : : : : : : : : : : : : : : : : : 165

xi



LIST OF TABLES

3.1 Noise growth and latency of core operations for integer, binary, and

oating-point encodings. Parameter sets have been judiciously
selected to be as equivalent as possible across libraries.: : : : : : : 31

3.2 Features and ease-of-use of FHE libraries.: : : : : : : : : : : : : : 46

4.1 Juliet's ISA encompasses a set of operations on both encrypted and
unencrypted data and can be used to develop any algorithm. Here,
r i ; r j ; r k ; r l represent registers,A represents either a register or an
immediate which can hold data in the plaintext domain and a register
holding a pointer to ciphertext data in the encrypted domain, whileI
represents an immediate that cannot be encrypted. The Domain
column speci�es whether the operation is supported in the plaintext
domain (p), in the encrypted domain (e) or both (e/p ). : : : : : : 75

4.2 GPU Acceleration: This table outlines benchmarks con�gured
with a wordsize of 16 bits. In each case, the GPU implementation of
Juliet's encrypted ALU is faster than the CPU-based version. Logical
operations, which are completely parallel, run e�ciently on the GPU,
hence the fast evaluation time of theSimon circuit, which achieves a
speedup of 8:6� compared to the CPU implementation. : : : : : : 76

4.3 Comparisons of FHE computation frameworks in terms of underlying
data type (integer, Boolean, or �xed point), support for mixed
operations between plaintexts and ciphertexts, whether or not the
underlying HE implementation is Turing complete, o�ine
computation without user involvement, compilation requirements,
bootstrapping e�ciency, whether memory accesses are constant-time
or scale with the size of the memory, semantic security, and lastly
GPU support. : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : 76

5.1 Evaluation times for standard encryption algorithms : : : : : : : : 85

6.1 Evaluation times for realistic benchmarks.: : : : : : : : : : : : : : 107

xii



7.1 Comparisons with existing backends for 32-bit arithmetic operations
(taken from Morshed et al. [99]). Other backends are con�gured for
80 bits of security, while ArctyrEX is con�gured for 128 bits of
security. All backends run on a single GPU besides the CPU-based
TFHE that runs on a single thread. For the GPU frameworks, a
technology scaling factor was introduced for fair comparisons (de�ned
as the number of SMs in our A100 GPU divided by the number of
SMs of the target GPU). : : : : : : : : : : : : : : : : : : : : : : : : 144

xiii



LIST OF FIGURES

1.1 A user has sensitive plaintext data (in blue), encrypts the data, sends
the ciphertext (in red) to a cloud server that computes analytics, and
returns encrypted results to the user, which the user decrypts. locally. 2

1.2 An overview of works encompassed in this dissertation.: : : : : : : 5

2.1 Key Switching: HE multiplication results in a larger product
ciphertext that is encrypted under the square of the secret key. Key
switching serves to reduce the dimensionality of the product as well
as remap the ciphertext back to a secret key. : : : : : : : : : : : : 8

2.2 Modulus Switching: This operation manipulates the chain of
primes (of size 64 bits in this �gure) composing the ciphertext
modulus. Each invocation removes a prime from the chain and hence
decreases the bit size of all coe�cients in the ciphertext. : : : : : : 9

2.3 Bootstrapping: Starting with a noisy ciphertext under secret key
S1, represented by a red circle, bootstrapping will add another layer of
encryption by encrypting the ciphertext under key S2 with less noise.
Next, the inner layer of encryption is stripped away by executing the
decryption function homomorphically. The result is a ciphertext
under key S2 encrypting the same message with reduced noise.: : 10

2.4 All two-input gates begin with linear operations between the input
LWE ciphertexts, followed by a bootstrapping procedure (executed by
the looped instructions), and lastly a keyswitching operation. The
steps in yellow represent operations associated with bootstrapping. 13

3.1 Our T2 compiler for �ve major FHE backends. : : : : : : : : : : : 17

xiv



3.2 Encodings Overview. (a) A single number (
oating-point or
integer) x is encrypted using only one slot. (b)Integer or

oating-point batching: all the slots are being used to encrypt
multiple numbers (
oating-point or integers) (e.g., x, y, z, etc.). (c)
Packing: utilizes multiple slots to encrypt an integer using a bitwise
representation (the number of slots used is equal to the word sizew of
x). (d) Vertical binary packing: utilizes w ciphertexts to encode
multiple integers (e.g.,x, y, z) by using a slot-wise binary
representation. : : : : : : : : : : : : : : : : : : : : : : : : : : : : : 19

3.3 Measured execution time for the LR benchmark for integer and

oating-point domains for an increasing number of attributes. TFHE
usesEncBin with a word sizew = 16. : : : : : : : : : : : : : : : : 34

3.4 Measured latency for the neural network benchmark in the integer
(EncInt ) and 
oating-point ( EncFP ) domains with increasing
numbers of hidden neurons.: : : : : : : : : : : : : : : : : : : : : : 35

3.5 Measured execution time for the CRC-8 and CRC-32 benchmarks in
the binary domain with EncBin for word sizes of 8 and 32 bits,
respectively. : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : 36

3.6 Measured execution time for the Manhattan distance benchmark for
both integer and binary domains for vectors with four and eight
elements. The integer domain usesEncInt for every library except
TFHE which usesEncBin , while the binary domain usesEncBin for
all libraries. For the binary domain we used word sizew = 4 as well
as a binary optimization for the computation of the absolute value. 36

3.7 Measured execution time for the Hamming distance benchmark for
both integer and binary domains for vectors with four and eight
elements. All libraries useEncInt for the integer domain except for
TFHE, which usesEncBin . All libraries in EncBin use a word size
w = 4. : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : 37

3.8 Measured execution time for the Matrix Multiplication benchmark for
square matrices ranging from 4� 4 to 16� 16. TFHE word sizew = 8. 38

3.9 Measured execution time for the BaPIR benchmark for integer and

oating-point domains for an increasing database size. TFHE uses
EncBin with a word size of 5 in the integer domain. : : : : : : : : 39

xv



3.10 Measured execution time for the Euclidean distance benchmark for
both integer and 
oating-point domains for vectors with 64, 128, and
256 elements. The integer domain usesEncInt for the backends,
except for TFHE which usesEncBin with word size w = 8. The

oating-point domain usesEncFP for the relevant backends. : : : 39

3.11 Measured execution time for the two oblivious sort benchmarks for
di�erent input array sizes with word size w = 4 in the binary domain
using EncBin for all libraries. : : : : : : : : : : : : : : : : : : : : : 40

3.12 Measured execution time for the BinPIR benchmark in the binary
domain with EncBin and word sizew = 5 for an increasing database
size. : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : 40

3.13 Squared Euclidean distance in T2DSL.: : : : : : : : : : : : : : : : 42

3.14 CRC-32 program in T2DSL.: : : : : : : : : : : : : : : : : : : : : : 43

3.15 Comparisons between T2, E3, EVA, and TenSEAL for the matrix
multiplication benchmark with 16 � 16 square matrices. The
compilers target SEAL BFV and CKKS, as well as PALISADE BFV
and CKKS for EncInt and EncFp , respectively. : : : : : : : : : : 44

3.16 Comparisons between T2, E3, EVA, and TenSEAL for the Euclidean
distance benchmark with input vectors of 128 elements. The
compilers target SEAL BFV and CKKS, as well as PALISADE BFV
and CKKS for EncInt and EncFp , respectively. : : : : : : : : : : 44

3.17 Comparisons between T2, Cingulata, E3, Google Transpiler, and
Romeo for the� 2 and the CRC-32 benchmarks targeting TFHE for
EncBin . : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : 45

4.1 Juliet Framework: The user supplies the cloud with a set of
instructions written in the Juliet Assembly Language (JAL) along
with an evaluation key (which is necessary to carry out the fully
homomorphic operations) and two tapes containing non-sensitive
data as well as encrypted data for use with the uploaded program.
After successful evaluation, the cloud sends the resulting ciphertexts
back to the user for decryption. The thick arrows represent
transferring ciphertext while the thin arrows represent control signals
and small data transfers (in the order of tens of bytes). : : : : : : 51

xvi



4.2 Processor Design: Juliet incorporates a dedicated ALU and
memory system for encrypted data. Plaintext operations are fully
supported for computation on non-sensitive values and can interface
seamlessly with encrypted values after trivial encryption with an
evaluation key. : : : : : : : : : : : : : : : : : : : : : : : : : : : : : 54

4.3 Indivisible Circuits: By substituting logic gates with a MUX, the
full adder and subtractor can successfully evaluate with only four
bootstraps. Compared to a standard adder/subtractor design, these
designs execute faster homomorphically because they require one
fewer bootstrap. Together with the 1-bit comparator, these units
serve as the basic building blocks for Juliet's functional units.: : : 58

4.4 Kogge-Stone Adder: This design for an 8-bit adder is used to
compute the carry for each step of the adder. To retrieve the sum
(not depicted), one simply needs to compute an XOR operation with
the generated output carry and the propogate signal generated in the
�rst stage of the adder. : : : : : : : : : : : : : : : : : : : : : : : : 59

4.5 Initialization of encrypted integers. : : : : : : : : : : : : : : : : : : 63

4.6 eJava example for multiplexing based on encrypted data. (a) Example
of illegal branching on encrypted data; (b) Same functionality as in
(a) but without branching on encrypted data; (c) Same functionality
as in (b) using a ternary operator; (d) JAL assembly code for (c).: 64

4.7 Microbenchmarks: This set of programs evaluates the performance
of core FHE operations in Juliet, namely addition, multiplication,
multiplexing and encrypted equality. To showcase the power of native
MUX gates, we also include a Fibonacci benchmark that implements
multiplexing via multiplication and addition (instead of a MUX). : 66

4.8 Comparisons between Juliet, T2, E3, and VSP. All frameworks were
con�gured using TFHE at 80 bits of security. Juliet with a
GPU-based ALU is at least an order of magnitude faster than all
CPU-based frameworks. The reported VSP timings exclude (a)
downstream network delays (incurred when the server sends a copy of
the entire encrypted memory to the user), (b) the user's decryption
time of the received ciphertexts, and (c) the upstream network delay
for the plaintext termination response to the server. Dashed lines
indicate expected timings; for instance, VSP is only con�gured to use
16-bit registers and can not readily support the wordsizes required for
larger Simon variants. : : : : : : : : : : : : : : : : : : : : : : : : 70

xvii



5.1 Romeo Outline. Verilog designs are converted to netlists and then
passed to theRomeo compiler. The compiler administers keys,
receives inputs from the user, and generates an encrypted circuit to
the cloud for outsourcing. When the cloud �nishes the circuit
evaluation, the resulting ciphertext is sent to the user. : : : : : : : 78

5.2 Encrypted circuit evaluation times for the ISCAS '85 benchmark
suite. : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : 83

5.3 Amortized evaluation time per cycle (over 10 cycles) for encrypted
circuits from the ISCAS '89 benchmark suite. : : : : : : : : : : : : 84

6.1 HELM Outline. Verilog designs are converted to netlists and then
passed to the HELM execution engine. The execution engine
administers keys, receives inputs from the user, and generates an
encrypted circuit for the cloud to evaluate (which can be either a
LUT-based or gate-based netlist). When the cloud �nishes the circuit
evaluation, the resulting ciphertext is sent to the user. : : : : : : : 90

6.2 HELM Modes. HELM can process both arithmetic and Boolean
circuits. Arithmetic circuits bypass the logical synthesis step provided
by Yosys and can be directly evaluated by HELM, which uses
non-LBB LUTs to evaluate them. On the other hand, circuits with
bitwise operations are synthesized by Yosys and then the resulting
netlist is processed by Yosys, which will evaluate them with LBB
LUTs or encrypted logic gates depending on the technology mapping
requested by clients. : : : : : : : : : : : : : : : : : : : : : : : : : : 95

6.3 Example of Lookup Tables (LUTs) Circuit. : : : : : : : : : : : : : 98

6.4 Encrypted circuit evaluation times for the ISCAS'85 benchmark suite.
We remark that the Google Transpiler is only compatible with
C/C++ programs and does not support Verilog circuits as inputs.: 102

6.5 Amortized evaluation time per cycle (over 10 cycles) for encrypted
circuits from the ISCAS '89 benchmark suite. The Google Transpiler
is only compatible with C++ programs and does not support Verilog
circuits as inputs. : : : : : : : : : : : : : : : : : : : : : : : : : : : : 103

6.6 Encrypted circuit evaluation times forf 16, 32, 64, 128g-bit
multipliers. : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : : 104

xviii



7.1 Practical Large-Scale Applications : Using our approach, a dot
product subroutine runs� 6� faster on a single A100 GPU and over
42� faster with an NVIDIA DGX A100 relative to an AMD EPYC
7742 baseline (with 256 threads), resulting in an end-to-end
application level speed up of 31� for MNIST classi�cation. : : : : : 119

7.2 System Overview: Our proposed system is composed of three
distinct layers that work together to realize an end-to-end framework
for scalable encrypted computation. The frontend converts high-level
programs to a logic circuit tuned for FHE. In turn, this logic circuit is
parsed by the middle layer, which executes a coordination algorithm
that partitions each level of the circuit into shares and assigns them
to multiple GPUs. The back-end enables outsourcing computationally
expensive FHE operations in each share to the GPUs.: : : : : : : : 121

7.3 HLS functions for General Matrix to Matrix Multiplication (GEMM),
which is synonymous with matrix multiplication, and Logistic
Regression (LR) Inference.: : : : : : : : : : : : : : : : : : : : : : : 122

7.4 Circuit-level parallelism : Visualizing the circuit topology (i.e., the
width of the circuit at all points) of GEMM versus LR inference shows
that GEMM is ideal for parallel evaluation, while LR is less suitable. 123

7.5 Partial Matrix Multiplication HLS Kernel : : : : : : : : : : : : : : 124

7.6 Mapping gates to devices : Gates are dispatched in independent
waves, which are split across di�erent processing units. In this
example, we extract 5 waves which are spread over 3 GPUs that
receive a similar workload.: : : : : : : : : : : : : : : : : : : : : : : 129

7.7 Vector Algebra Benchmarks : All dot products are performed
with 16-bit encrypted elements and the vector addition is performed
with 32-bit elements. The speedup bars are relative to the CPU
implementation with 256 threads. jvj indicates the vector length. : 136

7.8 Matrix Algebra Benchmarks : All products use 16-bit encrypted
elements. The speedup bars are relative to the CPU implementation
with 256 threads. jvj indicates the vector length andM refers to the
dimensions of the matrices. : : : : : : : : : : : : : : : : : : : : : : 136

xix



7.9 Topology of Linear Algebra Benchmarks : Vector addition is
better suited for circuit for encrypted evaluation as it exhibits wide
levels and a short critical path. The matrix-vector product and
matrix multiplication benchmarks exhibit ample parallelism, with
matrix multiplication being consistently twice as wide for most levels. 137

7.10 Logistic Regression Inference : We employ 32-bit words for the
small approximation (i.e., evaluating four terms of the Maclaurin
series) and a 64-bit wordsize for the large approximation that
evaluates six terms of the Maclaurin series to avoid over
ow. We
observe a better scaling trend for the higher accuracy LR because it
exhibits wider levels. : : : : : : : : : : : : : : : : : : : : : : : : : 138

7.11 Neural Network Inference : The encrypted weight variant
represents the scenario where the computing party does not own the
model, unlike the variant with plaintext weights. We observe a
roughly 2� speedup when plaintext weights are used.: : : : : : : : 139

7.12 Topology of Machine Learning Benchmarks : For LR inference,
the large variant uses a more accurate sigmoid approximation. It is
much deeper due to a larger word size and more polynomial terms
evaluated. The neural network plaintext weight variant exhibits a
shorter critical path and is composed of much fewer gates overall.: 139

7.13 Private Information Retrieval : We measure the query cost over a
key-value storage with 64-bit words. : : : : : : : : : : : : : : : : : 139

7.14 Private Information Retrieval Topology : Increasing the size of
the database linearly increases the critical path, and widens the �rst
few layers of the circuit. : : : : : : : : : : : : : : : : : : : : : : : : 140

xx



ABSTRACT

Fully homomorphic encryption (FHE) is a powerful type of cryptography that

allows for meaningful computation directly on encrypted data. This unique property

has important rami�cations for secure outsourced computing and allows FHE to solve

key con�dentiality issues in a cloud computing context. However, the technology has

seen little adoption outside of research circles due to its slow speeds relative to plaintext

computation and complex, non-intuitive programming model. The novel methodologies

encompassed in this dissertation overcome the shortcomings of FHE and pave the way

for widespread adoption of the technology.

First, initial strides are presented that solve both key issues in FHE in the

form of two end-to-end frameworks for general-purpose FHE computation leveraging

the CGGI cryptosystem. Additionally, a standardized benchmark suite and univer-

sal compiler targeting state-of-the-art FHE libraries are introduced to allow users to

rapidly compare di�erent FHE implementations in order to �nd the best suited library

and scheme for their applications.

Next, the HELM framework is presented, which utilizes two distinct oblivious

lookup table mechanisms and a bridging technique to dynamically change the underly-

ing plaintext space of FHE ciphertexts is proposed to achieve e�cient general-purpose

computation. HELM can consume o�-the-shelf HDL designs to generate and execute

FHE applications, achieving a speedup of 1-2 orders of magnitude relative to prior

works. Lastly, a hardware-accelerated, bespoke system for arbitrary encrypted compu-

tation called ArctyrEX is introduced that allows programmers to express their intents

in a high-level language and seamlessly scales to multi-GPU architectures. ArctyrEX

achieves speedups of over 40� relative to the current state-of-the-art for a variety of

realistic workloads.
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Chapter 1

MOTIVATION

Cloud service providers, such as Amazon Web Services (AWS), Microsoft Azure,

and Google Cloud, o�er on-demand computing platforms through a pay-as-you-go

model leveraging their vast computing resources. The minimal capital expenditures

and low yearly costs of this model have compelled companies to shift from maintaining

private data centers and computing hardware to adopting the cloud computing-as-

a-service for their operations [62]. This paradigm o�ers far more than simply cloud

storage: complex calculations such as data classi�cation and analytics can be performed

on outsourced data without any involvement from the customer.

While cloud computing o�ers great 
exibility for many industries, various con-

cerns are raised regarding the privacy of outsourced data. Since the data resides on

servers controlled by the cloud service provider, there is nothing stopping a curious

cloud from observing the data. As the popularity of cloud computing grows and data

from numerous customers reside on shared servers, cloud hardware and software have

become increasingly targeted by sophisticated attackers. Side-channel attacks [32, 82],

cross-VM attacks [134, 128], speculative execution attacks [94, 20, 121], and hardware

Trojans in the supply chain [85, 86, 119] have demonstrated that it is possible to leak

data-in-use from remote servers.

A standard and widely deployed method to protect data con�dentiality for data-

in-transit and data-at-rest is the use of cryptography [50, 117]. While standard encryp-

tion algorithms such as AES can e�ectively mitigate a variety of eavesdropping attacks

by preventing curious cloud providers from accessing plaintext data, such schemes are

mostly limited to data storage and network transmissions [110, 109]. To perform any

computation on outsourced data, clients must download the encrypted data, decrypt
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Figure 1.1: A user has sensitive plaintext data (in blue), encrypts the data, sends the
ciphertext (in red) to a cloud server that computes analytics, and returns encrypted
results to the user, which the user decrypts. locally.

it, perform the intended operation, re-encrypt, and then re-upload the ciphertexts to

the cloud. Obviously, this defeats most bene�ts of adopting cloud computing in the

�rst place if sensitive data is involved.

Candidate cryptographic protocols for privacy-preserving computation include

homomorphic encryption, multi-party computation (MPC), and zero-knowledge proofs.

MPC allows multiple parties to jointly compute an algorithm over private data [129,

130], but has a somewhat weaker threat model as colluding servers may be able to

decrypt the users' data. On the other hand, zero knowledge proofs allow one party

to obliviously prove to another party that a statement is true, without revealing any

additional information [18, 100, 126]. Finally, fully homomorphic encryption (FHE)

enablesoblivious computation on the cloudand protects data-in-use. In more detail,

FHE allows the cloud to apply arbitrary oblivious algorithms on encrypted data and

perform meaningful computations without ever exposing the plaintext data. Figure

1.1 depicts an outsourced computation scenario with FHE where a client encrypts

sensitive data and uploads the ciphertexts to the cloud. The cloud then takes this data

and executes an algorithm on the encrypted data that produces an encrypted result.

Lastly, the client downloads the result and performs a decryption procedure to receive

the plaintext outcome of the computation. However, adopting FHE is easier said than
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done; many considerations need to be made in order to e�ectively leverage its power for

a given application. Additionally, encrypted operations with FHE are slow; relative to

plaintext computation, state-of-the-art FHE solutions are several orders of magnitude

slower when running equivalent algorithms.

There are several major FHE schemes that can be used to compose an arbi-

trary algorithm as a netlist of arithmetic operations in the encrypted domain [67], and

each scheme has multiple open-source implementations using state-of-the-art crypto-

graphic libraries. Notably, each FHE scheme has unique characteristics, including how

data is encoded and the types of operations available. For instance, schemes such as

Brakerski-Gentry-Vaikuntanathan (BGV) [26] and Brakerski/Fan-Vercauteren (BFV)

[63] encrypt integers reduced by a chosen plaintext modulus, while others encrypt


oating-point numbers or even individual bits. Such encoding determines the nature

of the operations, since ciphertexts encoding 
oating-point and integer values allow

multi-bit addition and multiplication, while ciphertexts encoding bits support Boolean

logic operations instead. Therefore, expressing an algorithm in the encrypted domain

requires di�erent techniques depending on the underlying plaintext data types.

To complicate things further for developers, FHE schemes require users to track

the unavoidable noise growth in homomorphic ciphertexts and runtime decisions are im-

possible when the control values are encrypted. For the former, modern FHE schemes

o�er one or more mechanisms to manage this noise, with each technique having dif-

ferent capabilities in terms of noise reduction as well as computational overhead. For

the latter, if a loop termination condition remains encrypted, a server executing an

encrypted program may not be able to decideif or whenthe execution ends (i.e., there

exists a \termination problem" [29, 135, 40, 101, 124]).

Even after overcoming these challenging hurdles, an FHE developer will be left

with an encrypted program that will result in incredibly high latency that may be

infeasible for actual deployment in real-time systems. Since the early days of FHE,

it has been plagued by both high memory requirements and enormous computational

overheads. However, initial strides have been made to reduce these runtime costs
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in the form of softwware-level and hardware-level optimizations. First, new homo-

morphic encryption schemes have been developed with more e�cient bootstrapping

constructions, such as DM [61] and CGGI [46]. Additionally, various algorithmic and

software optimizations have yielded signi�cant speedups in encrypted computation,

such as HE-friendly number theoretic transform (NTT) [56] for certain core operations

and utilization of the residue number system (RNS) to enhance parallelism and avoid

large integer arithmetic [77, 42, 12]. Lastly, CPU-based acceleration techniques were

also adopted, including AVX and FMA extensions [21]. However, the algorithmic level

performance gains have recently stagnated and further speedups are coming only from

hardware acceleration.

Custom ASICs for accelerating homomorphic operations have been proposed

that strive to bridge the gap between plaintext and encrypted computation speeds.

These ASICs include works such as F1 [114] and coFHEE [102]. However, these chips

have signi�cant downsides; they are optimized for small cryptographic parameters that

allow for only simple and limited applications.

The most prominent hardware platforms for encrypted computation with FHE

are GPUs, which have been thoroughly demonstrated to be particularly suited for the

types of arithmetic required by modern FHE constructions. Most encrypted opera-

tions expose ample parallelism and are computationally intensive [92]; therefore, FHE

applications can leverage the high degrees of parallelism a�orded by these devices. For

instance, a 10� 10 matrix multiplication in the encrypted domain using the CGGI

cryptosystem, in gate bootstrapping mode [46], requires hundreds of millions of large

polynomial arithmetic operations and NTTs. Open-source nuFHE [104] and cuFHE

[57] libraries expose an API akin to an assembly language, requiring programmers to

compose their algorithms as Boolean circuits and their goal was to maximize the per-

formance of individual homomorphic operations, as opposed to end-to-end encrypted

applications themselves.

The topic of this thesis involves addressing both of these shortcomings and

making FHE more accessible to non-experts as well as improving FHE performance
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Figure 1.2: An overview of works encompassed in this dissertation.

for arbitrary applications. Chapter 2 outlines necessary preliminary information that

constitutes the theoretical foundations upon which the following chapters are built.

Chapter 3 introduces a toolchain designed to allow developers to quickly compare ex-

isting state-of-the-art FHE libraries and schemes to choose the ones best suited for their

applications. This is accomplished through a universal compiler that maps high-level

programs to all supported backends as well as a standardized benchmark suite that

showcases the strengths and weaknesses of each library. Chapter 4 introduces a design

for an encrypted processor that executes programs written in an intuitive, high-level

domain-speci�c language (DSL). This processor can mix both plaintext and encrypted

computation with multiple cryptographic backends. Conversely, Chapter 5 discusses

foundational work for optimizing FHE applications that consists of a methodology

for converting synthesizable Verilog HDL designs to highly optimized FHE programs.

Chapter 6 outlines an evolution that expands upon Chapter 5 to greatly improve per-

formance and proposes two additional unique modes of operation that include oblivious

lookup tables. This chapter also introduces a key technique for converting between dif-

ferent computational domains in the CGGI cryptosystem. Chapter 7 represents the

culmination of the usability and acceleration thrusts of this thesis and introduces an

end-to-end framework for accelerated FHE tailored for HPC systems and a robust

frontend that allows programmers to express their intent directly in C++. Lastly,
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Chapter 8 brie
y summarizes each of the works presented in the preceding chapters

and concludes the thesis.
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Chapter 2

PRELIMINARIES

2.1 Homomorphic Encryption

Homomorphic encryption comes in three distinct forms that each have their own

set of pros and cons. The weakest form of HE ispartially homomorphic encryption

(PHE). These cryptosystems allow for unlimited multiplication [112]or addition [108]

on ciphertext data. However, PHE does not exhibit functional completeness; it is

not possible to implement any arbitrary algorithm with only one type of arithmetic

operation. Indeed, only relatively simple algorithms, such as aggregation, are feasible

with PHE techniques.

Leveled HE (LHE) is the next step up from PHE in terms of computational abil-

ity. Instead of supporting only a single type of arithmetic operation, LHE is capable

of supporting both addition and multiplication with ciphertext data. Therefore, this

class of HE is considered functionally complete and can be used to implement any algo-

rithm, with one exception: The algorithm must have abounded depth. LHE schemes,

unlike standard PHE algorithms, derive their security from variants of thelearning

with errors problem [111]. E�ectively, this means that when a plaintext is encrypted,

a small amount of noise is injected to make the encryption harder to break without

knowledge of the secret key. An unfortunate side e�ect is that as ciphertexts are used

in more and more computations, the noise grows. When two ciphertexts are added, the

noise grows linearly, while multiplication causes the noise to increase exponentially. If

the noise exceeds a certain threshold, it will no longer be decryptable and is e�ectively

rendered useless. If the depth of the HE arithmetic circuit, typically determined by

the number of multiplications performed successively on ciphertext data, is bounded,
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Figure 2.1: Key Switching: HE multiplication results in a larger product ciphertext
that is encrypted under the square of the secret key. Key switching serves to reduce
the dimensionality of the product as well as remap the ciphertext back to a secret key.

it is possible to choose parameter sets that will allow the LHE scheme to successfully

evaluate the circuit without exceeding the noise threshold.

The three most prevalent LHE schemes include BFV [63], BGV [27], and CKKS

[43]. The �rst two encrypt integers modulo a user-de�ned plaintext modulus while the

latter encodes 
oating point values. In these schemes, a ciphertext is encoded as a tuple

of high-degree polynomials with large coe�cients over a prede�ned ring. The size of

the coe�cients is constrained by a ciphertext modulusq, which is a product of primes.

Each polynomial is de�ned modulo anirreducible cyclotomic polynomialof order m,

which limits the maximum polynomial degree. In practice,m de�nes the number of

coe�cients present in each polynomial andq de�nes the sizes of each coe�cient. As a

result, the size of the ciphertexts scales with bothq and m.

These LHE schemes also support batching, which allows for vector-like process-

ing that can vastly improve the throughput of homomorphic operations since you can

evaluate many multiplications or additions for the price of a single operation. If chosen

carefully, parameter sets can allow a single ciphertext to hold potentially thousands of

independent plaintext elements.

The simplest operation on ciphertext data is addition, which just becomes an

addition of polynomials. Conversely, multiplication is more expensive in terms of both

execution time and noise accumulation. Multiplication involves multiplying the pairs

of polynomials together, which results in the unwanted side e�ect of introducing a third
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Figure 2.2: Modulus Switching: This operation manipulates the chain of primes
(of size 64 bits in this �gure) composing the ciphertext modulus. Each invocation
removes a prime from the chain and hence decreases the bit size of all coe�cients in
the ciphertext.

large polynomial to the ciphertext tuple. Consequently, each multiplication will cause

the ciphertext to become larger and larger and take up increasing amounts of memory.

Luckily, there is a mechanism to deal with this and e�ectively constrain the ciphertexts

to their original sizes: key switching. The name of this operation is derived from the

fact that the product ciphertext is actually encrypted under thesquare of the secret

key. This must be switched back to the original secret key, or a di�erent secret key

to avoid assuming circular security. Key switching will output a ciphertext with only

two polynomials and more noise. This operation after a multiplication is illustrated in

Figure 2.1.

A modulus switching operation (shown in Figure 2.2) will always follow a mul-

tiplication (and subsequent key switch). This operation solely a�ects the ciphertext

modulus q, which can be thought of as a chain of prime numbers. By removing one

of the primes from the chain, the ciphertext modulus will correspondingly decrease

by the bit size of the removed prime. This e�ectively scales down the magnitude of

the ciphertext coe�cients, which also serves to scale down the magnitude of the noise.

However, because there are a �nite number of primes in the chain, this operation can

only be done a limited number of times. Even with batching and mod switching, LHE

becomes infeasible for complex algorithms as the ciphertext sizes will scale with the
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Figure 2.3: Bootstrapping: Starting with a noisy ciphertext under secret key S1,
represented by a red circle, bootstrapping will add another layer of encryption by en-
crypting the ciphertext under key S2 with less noise. Next, the inner layer of encryption
is stripped away by executing the decryption function homomorphically. The result is
a ciphertext under key S2 encrypting the same message with reduced noise.

number of multiplications required to evaluate it. For these algorithms with a large

depth, or algorithms with an unbounded number of operations, it is more appropriate

to use the next, most powerful form of HE.

Fully homomorphic encryption (FHE) is identical to LHE besides the inclusion

of the most e�ective (and expensive) form of noise reduction:bootstrapping. Consider

the following scenario in an LHE context: the cloud computes on a ciphertext until

it becomes noisy and then asks the user to refresh the noise. The user can do this

by downloading the ciphertext, decrypting it, and then sending the cloud a fresh en-

cryption of the underlying plaintext value in the original ciphertext. Now, the cloud

can proceed to do more operations with the ciphertext. However, this is a suboptimal

solution as it requires the user to be active during the computation and increases the

communication overhead associated with sending a large ciphertext from the cloud

server to the user and vice versa. Bootstrapping takes the intuition from this scenario

and allows it to happen entirely on the cloud server without any interaction from the

user.

Bootstrapping performs a decryption procedurein the encrypted domain, as

illustrated in Figure 2.3. In order to accomplish this, the user sends the cloud an

encryption of the secret key referred to as the evaluation key. One can envision this

as happening inside another layer of encryption (i.e., the green circle), so the plaintext

value is never exposed. The resulting ciphertext encodes the same underlying value
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as the noisy ciphertext, but the noise magnitude is reduced to a level that allows

for more HE operations to be executed. It is important to consider the depth of

the decryption circuit, which adds noise before it can be reduced, and thus requires

some remaining noise budget to work correctly. Additionally, the complexity of the

decryption circuit will a�ect the amount of noise capable of being removed by the

bootstrapping procedure. Generally, the larger the plaintext modulus, the deeper the

decryption circuit becomes.

Unlike other noise reducing techniques like mod switching, bootstrapping can

be invoked an unlimited number of times, allowing FHE schemes to execute algo-

rithms with unbounded depth. It can also be combined with mod switching, where

mod switching is used as a �rst noise mitigation technique until no more primes can

be removed, and then bootstrapping can be invoked. Bootstrapping will regenerate ci-

phertext primes, so modulus switching can be used in between subsequent bootstraps.

All LHE schemes can become FHE schemes with the inclusion of bootstrapping.

Unfortunately, this ability comes with a steep cost: bootstrapping is the major bottle-

neck in all FHE schemes. For BGV, CKKS, and BFV, this procedure can take dozens

of seconds to several minutes depending on parameters. However, while newer schemes

have improved bootstrapping latency, these schemes maintain the highest throughput

per bootstrap due to batching capabilities.

The �rst e�cient bootstrapping scheme is FHEW [61], which introduced a much

faster bootstrapping mechanism that takes less than a second to evaluate on a CPU.

This scheme encrypts single bits of plaintext as individual ciphertexts and allows users

to evaluate homomorphic Boolean gate operations. Contrary to prior schemes, boot-

strapping plays a key role in evaluating the logic gates, so each gate operation requires

a bootstrap. Further, this scheme was improved by TFHE [46], which accelerated

bootstrapping to approximately ten milliseconds.
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2.2 The CGGI Cryptosystem

Unlike most FHE constructions that spawned from existing LHE constructions,

both the DM [61] and CGGI cryptosystems [46] were built entirely with FHE in mind.

Both schemes possess bootstrapping mechanisms that can be evaluated on the order of

tens of milliseconds on a CPU using modern open-source implementations such as Con-

crete [47] and OpenFHE [7]. Also, while other FHE schemes encrypt vectors of integers

and 
oating point numbers, CGGI and DM are typically used to encrypt individual

bits into a single ciphertext. The core encrypted operations take the form of Boolean

gates as a consequence of this encoding, which are more 
exible in terms of general

computation than arithmetic operations over integers (e.g., encrypted comparisons are

easily implemented using encrypted bits).

As discussed, to support unlimited computation depths, the FHE scheme must

periodically invoke a bootstrapping operation to decrease/reset the amount of noise

in the ciphertext. In the case of CGGI, which evaluates Boolean gates, bootstrapping

must be performed after every gate. As a result, evaluating a single homomorphic

gate requires on the order of 2,000 polynomial multiplications [46], which are typically

accomplished using the Discrete Fourier Transform (DFT). While this is an e�cient

algorithm for a single polynomial multiplication, even a small application could require

billions of DFTs. For example, the computation graph for a single inner product

of two vectors comprising 16 encrypted 16-bit numbers each contains nearly 25,000

encrypted logic gates. Evaluating this circuit results in over 75 million invocations of

the DFT. DM [61] was the �rst cryptosystem to introduce a functional bootstrapthat

can refresh ciphertext noise while simultaneously evaluating a non-linear operation on

the encrypted bits. In fact, this bootstrap is a necessary component of the computation

for logic gates such asNAND.

CGGI improves upon this construction and generalizes it for all logic gates, in-

cluding an encrypted multiplexer that is capable of obliviously choosing between two

encrypted bits dependent on the underlying value of an encrypted selector bit. For all

gates except for the trivial inverter gate, which is noiseless and composed of strictly
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Figure 2.4: All two-input gates begin with linear operations between the input LWE
ciphertexts, followed by a bootstrapping procedure (executed by the looped instruc-
tions), and lastly a keyswitching operation. The steps in yellow represent operations
associated with bootstrapping.

linear operations, the bootstrapping operation comprises the majority of the gate's

latency [84]. In turn, the core bottleneck of bootstrapping is the numerous polynomial

multiplications between the encrypted secret key components and input ciphertexts.

All state-of-the-art FHE libraries opt to perform these high-degree polynomial multi-

plications as element-wise multiplications in the DFT domain, which is asymptotically

faster than textbook polynomial multiplication [41] [51]. Both the number theoretic

transform (NTT) and fast fourier transform (FFT) can be used to facilitate the for-

ward and inverse domain conversions for these purposes. However, the NTT is typically

preferred over the FFT due to its ability to operate directly over integers. Moreover,

using the FFT requires additional type conversions between integers and 
oating point

numbers as FHE ciphertexts contain strictly integer coe�cients. As a result, the FFT

introduces small computation errors due to its reliance on 
oating point arithmetic.

Contrary to other FHE cryptosystems, CGGI employs di�erent types of cipher-

texts, each with di�erent characteristics. The �rst type, known as LWE ciphertexts,

serve as the inputs and outputs of each homomorphic gate evaluation from a user

perspective. LWE ciphertexts are the smallest type that CGGI uses; at 128 bits of
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security, they consist of a single 630-degree polynomial with 32-bit coe�cients and an

extra 32-bit scalar term. However, these ciphertexts can not be used for nonlinear

encrypted operations and are incapable of being used to evaluate a standard encrypted

logic gate function (with the trivial NOTgate being the sole exception). Instead, they

must be transformed to RLWE ciphertexts (i.e., Ring-LWE) that are larger in size.

Typically, RLWE ciphertexts are composed of a tuple of 1024-degree polynomials with

32-bit coe�cients. The third type is RGSW ciphertexts, which are the largest and

can be viewed as an array of RLWE ciphertexts. The bootstrapping key, which is

an encryption of the secret key, is composed of this type of ciphertexts. Importantly,

RGSW ciphertexts can be multiplied directly with RLWE ciphertexts, which is used in

bootstrapped gate evaluations. An overview of a homomorphicNANDgate is presented

in Figure 2.4. All bootstrapped gates are evaluated in a similar way and only di�er in

the preliminary linear operations (i.e., the top green box in the �gure).

Overall, the CGGI cryptosystem is an optimal candidate for achieving e�cient

general purpose computation for a variety of reasons. First, the parameters used by

CGGI are often signi�cantly smaller than other FHE schemes, which yields smaller

ciphertexts. Thus, the underlying polynomial arithmetic operations are relatively fast,

which is not always the case for schemes such as CKKS [43], BFV [63], and BGV [27]

that can utilize ciphertexts on the order of several megabytes [122] with tens of thou-

sands of coe�cients in the ciphertext polynomials. Notably, certain classes of encrypted

operations used for general purpose computation are implemented directly with CGGI,

but are non-trivial using other cryptosystems that adopt multi-bit plaintext encodings.

For instance, comparison operations, bitwise manipulations like shifting, and nonlinear

functions such as the ReLU activation function in machine learning applications, can

be computed directly without the need of costly polynomial approximations [24] [80].
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Chapter 3

NEW INSIGHTS INTO FULLY HOMOMORPHIC ENCRYPTION
LIBRARIES VIA STANDARDIZED BENCHMARKS

There are several major FHE schemes that can be used to compose an arbi-

trary algorithm as a netlist of arithmetic operations in the encrypted domain [67], and

each scheme has multiple open-source implementations using state-of-the-art crypto-

graphic libraries. Notably, each FHE scheme has unique characteristics, including how

data is encoded and the types of operations available. For instance, schemes such as

Brakerski-Gentry-Vaikuntanathan (BGV) [26] and Brakerski/Fan-Vercauteren (BFV)

[63] encrypt integers reduced by a chosen plaintext modulus, while others encrypt


oating-point numbers or even individual bits. Such encoding determines the nature

of the operations, since ciphertexts encoding 
oating-point and integer values allow

multi-bit addition and multiplication, while ciphertexts encoding bits support Boolean

logic operations instead. Therefore, expressing an algorithm in the encrypted domain

requires di�erent techniques depending on the underlying plaintext data types.

To complicate things further for developers, FHE schemes require users to track

the (unavoidable) noise growth in homomorphic ciphertexts and runtime decisions

are impossible when the control values are encrypted. For the former, modern FHE

schemes o�er one or more mechanisms to manage this noise, with each technique having

di�erent capabilities in terms of noise reduction as well as computational overhead.

For the latter, if a loop termination condition remains encrypted, a server executing

an encrypted program may not be able to decideif or when the execution ends (i.e.,

there exists a \termination problem" [29, 135, 40, 101, 124]).

The main goal of this work is to provide new insights on choosing the correct

homomorphic scheme for a given application, and analyze the explicit advantages and
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disadvantages of di�erent popular open-source implementations. More speci�cally, this

chapter aims to answer the following questions related to FHE applications:

ˆ What scheme is most appropriate for a given algorithm?

ˆ What techniques and methodologies can be utilized to maximize e�ciency in

each scheme?

ˆ How do the existing libraries compare to each other in terms of performance?

At �rst glance, one could attempt to gather insights about the various FHE im-

plementations using popular general computation benchmark suites, such as the SPEC

benchmark suite [81]. However, existing benchmarks likebzip2 and mcf intended solely

for plaintext computation do not consider the existence of FHE constructions, and do

not address FHE termination problems in the algorithm design. These benchmarks es-

sentially make control 
ow decisions that depend on the value of program data; when

implemented in the encrypted domain, it is impossible for the machine executing the

program to make a decision based on values encoded inside ciphertexts as it does not

have access to the decryption key. As such, a direct translation of these pre-existing

benchmarks to the encrypted domain is not meaningful.

To this end, we introduce a novel benchmark suite, dubbedTerminator 2, which

mitigates termination problems and is tailored for FHE-friendly computation. A key

observation in the design of our benchmarks is that we can speculatively evaluate all

alternative execution paths before judiciously combining the results in the encrypted

domain. Terminator 2 includes 12 real-life applications suitable for secure cloud com-

puting, including private machine learning classi�cation and private information re-

trieval. This benchmark suite allows us to explore and expose the di�erences and the

bene�ts between various FHE schemes and their implementations, while enabling us to

rigorously test all aspects of encrypted computation. Notably, we employ benchmarks

that invoke core arithmetic operations between ciphertexts, mixed operations between

ciphertexts and constants, relational operations, as well as essential mechanisms for

noise mitigation (like modulus switchingand bootstrapping).
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Figure 3.1: Our T2 compiler for �ve major FHE backends.

A key consideration in our analysis is theuniformity of benchmark implemen-

tations to inform fair comparisons across di�erent libraries. While tailored implemen-

tations of encrypted programs for a certain FHE library can help �ne tune runtime

performance, this does not translate among di�erent FHE schemes (often with incom-

patible con�gurations). Further, subjective factors, such as programmers' experience

on one library can further skew the comparisons. Therefore, our methodology relies on

automated compilationof each benchmarking algorithm using multiple FHE libraries.

To achieve such uniformity, our Terminator 2 benchmarks are implemented in

a domain-speci�c language (DSL), dubbedT2, which includes specialized types for

encrypted integers, bits, and 
oating-point numbers. T2 can compile arbitrary algo-

rithms into their corresponding encrypted form using �ve state-of-the-art FHE libraries

as backends (Fig. 3.1). Our compiler maps high-level code to functional blocks that im-

plement identical arithmetic/Boolean circuits for given operations across all backends.

We have analyzed all common FHE operations and developed optimized implementa-

tions using individual features of each scheme, which the T2 compiler uses to generate

encrypted programs. While other works have investigated theoretical di�erences be-

tween FHE schemes [52], our work systematically compares the di�erences among FHE

libraries.

3.1 T2 Universal Compiler

This section introduces design choices for implementing our T2 universal com-

piler to map the same high-level code to a variety of HE backends. Notably, our com-

piler generates optimized code for a broad range of FHE operations and is designed for
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uniform implementations across HE libraries. Towards that end, we introduce:

3.1.1: judicious encodings that leverage batching capabilities of the underlying schemes,

3.1.2: optimized encrypted arithmetic operations for all backends,

3.1.3: encrypted comparison operations,

3.1.4: oblivious conditional assignment for encrypted values,

3.1.5: automatic noise mitigation strategies for FHE,

3.1.6: our T2dsl high-level language that incorporates all innovations from Sections

3.1.2{3.1.6.

While we have integrated backends corresponding to �ve state-of-the-art libraries, our

T2 compiler is future-proof and new backends can be added based on the proposed

universal encodings.

3.1.1 EncInt, EncFP, and EncBin Encodings

We identify four potential types of ciphertext encodings that encompass a range

of computational models in FHE, depicted in Fig. 3.2. We remark that a plethora

of other potential encoding strategies exist, such as the encoding used by Gazelle's

privacy-preserving machine learning (PPML) framework [91]. However, these strate-

gies are typically tuned towards niche applications instead of general computation.

For encoding single integers or 
oating-point numbers, one can simply encrypt them

directly in the �rst slot of the ciphertext, as shown in Fig. 3.2 (a). Encoding a single

plaintext element per ciphertext is ine�cient for schemes that support batching; in-

stead,s independent inputs can �t inside a single ciphertext as illustrated in Fig. 3.2

(b). This allows for higher occupancy of the available slots to take advantage of SIMD-

style computation. Depending on the underlying data type of the scheme, we refer to

encodings (a) and (b) asEncInt and EncFP . Alternatively, a single value can be

decomposed intow binary digits and each digit is encrypted in a separate slot (Fig. 3.2

(c)). This row-wise encoding approach is useful for encrypting integers greater than the

plaintext modulus and representing an integer in binary format. Finally, as shown in
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X � : : : � : : :

Slot 0 Slot 1 : : : : : : Slot s� 1

(a) Ciphertext of 1 number (EncInt or
EncFP ).

X Y : : : Z : : :

(b) Ciphertext of s batched numbers (EncInt
or EncFP ).

X 0 X 1 : : : X w � 1 : : :

(c) Ciphertext of 1 integer using horizontal bi-
nary packing.

X 0 Y0 : : : Z0 : : :

X 1 Y1 : : : Z1 : : :

: : :

X w � 1 Yw � 1 : : : Zw � 1 : : :

(d) Ciphertext of s integers using vertical bi-
nary packing (EncBin ).

Figure 3.2: Encodings Overview. (a) A single number (
oating-point or integer) x
is encrypted using only one slot. (b)Integer or 
oating-point batching: all the slots are
being used to encrypt multiple numbers (
oating-point or integers) (e.g.,x, y, z, etc.).
(c) Packing: utilizes multiple slots to encrypt an integer using a bitwise representation
(the number of slots used is equal to the word sizew of x). (d) Vertical binary packing:
utilizes w ciphertexts to encode multiple integers (e.g.,x, y, z) by using a slot-wise
binary representation.

Fig. 3.2 (d), we can encrypt each digit into a separate ciphertext and take advantage of

the slots of each ciphertext to �t s independent elements (column-wise encoding across

multiple ciphertexts). We refer to the encoding in Fig. 3.2 (d) asEncBin . Below, we

delve into the bene�ts and drawbacks of each encoding.

Integer and Floating-point Batching: Depending on the choice of parameters for

HE schemes that support batching, ciphertexts have a number of available slots, which

can range from one to several thousand. If extra slots are available, they can be oc-

cupied by additional plaintext values instead of resorting to creating new ciphertexts.

This reduces memory consumption and enables SIMD-style computation; the key ben-

e�t in terms of the latter approach is that HE arithmetic operations take the same

amount of time regardless of how many slots are occupied. Therefore, this approach,
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also highlighted in Fig. 3.2 (b), signi�cantly improves throughput without negatively

impacting latency.

To maintain consistency and a universal syntax, we simulate batching for schemes

that do not naturally support it. We allow the user to supply vectors of plaintext ele-

ments to be batched, regardless of the scheme that the compiler targets. For instance,

using the EncInt encoding to compile a program for SEAL's BFV implementation

(which supports batching), the T2 compiler utilizes the library's capabilities to en-

code the vector into a single ciphertext. However, to target the TFHE library which

only supports operations over encrypted bits and does not support batching natively,

the T2 compiler automatically translates the batching syntax into a two-dimensional

array (i.e., one dimension for each integer and one dimension for each bit of every

integer). We note that such translation can be slower than actual batching due to the

increased number of FHE operations and larger functional units, but rather re
ects

the capabilities of the non-batchable schemes and allows for uniform implementation.

Horizontal & Vertical Binary Packing: The two primary methods for encod-

ing binary arrays into packed ciphertexts involve utilizing the slots of one or more

ciphertexts, as shown in Fig. 3.2 (c) and (d). The row-wise approach introduces a

more straightforward encoding that only uses one ciphertext, however, the downside

to this approach is that the digits are inherently dependent for most operations. For

instance, addition and multiplication can not be done digit-wise as these operations

are sequential and the output for the current digit depends on the computation from

the previous digit (such as accounting for carries). Therefore, to perform an addition

using this encoding, each slot needs to be isolated and then fed into an adder circuit,

which requires convoluted and expensive slot rotations. In fact, slot extraction is used

in the bootstrapping procedure and is one of the core bottlenecks of this operation

[79]. While this form of batching is the most intuitive and straightforward, we do not

consider this encoding in the design of the T2 benchmarks as it is inappropriate for

most types of computation.

Our EncBin column-wise approach (i.e., Fig. 3.2 (d)) does not su�er from the
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same issues as the horizontal binary encoding, yet still bene�ts from e�cient SIMD

computation. The key insight is that now all slots across a given ciphertext are com-

pletely independent since all digits are separated acrossw ciphertexts, wherew is the

plaintext word size. This allows one to directly evaluate binary arithmetic circuits in

FHE, such as adders, multipliers and comparators,without having to perform any digit

extraction procedures.As such, all of the advantages provided by the standard integer

batching technique apply to this case as well. A potential trade-o� with this approach

is the additional memory overhead of dealing withw ciphertexts instead of one.

3.1.2 Arithmetic Operations for HE Benchmarks

Arithmetic in EncInt and EncFP: All libraries that implement integer or 
oating-

point schemes naturally support addition and multiplication by encoding the values

in separate slots as shown in Fig. 3.2 (b) (i.e.,EncInt or EncFP ); These libraries

also support negation, which further enables converting an addition operation into a

subtraction. As such, the T2 compiler maps theseT2dsl operations directly to the

underlying library calls (e.g., ciphertext addition/multiplication in SEAL, HElib, etc.).

Arithmetic in EncBin: For binary encoding, these operations are not naturally sup-

ported by most libraries. Instead, we construct optimized Boolean circuits composed

of primitive logic gates to facilitate these operations for every cryptosystem (with the

exception of 
oating-point schemes). For CGGI, we minimize the number of logic gates

in the circuit and prioritized the nearly free NOTgate where possible. This e�ectively

reduces the total number of bootstraps required to evaluate the circuit. Conversely, for

LHE schemes, we introduce two circuit variants that deviate depending on the value

of the plaintext modulus p. In the ideal binary case, wherep = 2, addition operations

are equivalent to XORgates while multiplications are equivalent toANDgates. Since

multiplication is far more expensive in terms of execution time and noise growth, we

utilize circuits with as few subsequentANDoperations as possible and prioritize the

nearly freeXORoperations in the T2 compiler.
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However, it is impossible to achieve a high number of slots withp = 2 and for

this reason all implementations of BFV and BGV do not allow batching at all with

this setting, with the exception of HElib. To enable higher degrees of batching with

EncBin , we include a second set of functional units that provides a trade-o� between

available slots and more expensive operations. Even under these circumstances, the

user must choose between batching capabilities and more expensive operations when

selecting a plaintext modulus forEncBin . These operations forp > 2 are costly

because emulating logic gates is far more complicated than in thep = 2 case. As long as

the underlying plaintext values are constrained to [0; 1], multiplication is still equivalent

to AND, while addition is no longer equivalent toXORsince, for instance, 1 + 1 = 2

(mod p) instead of 0 (modp). Thus, we compute theXORoperation by performing

(X �̂ Y)2, which requires a homomorphic subtraction followed by a multiplication

(squaring). This XORvariant is more expensive than both theXORwith p = 2 and the

ANDoperation. As a result, the T2 arithmetic functional units forp > 2 prioritize AND

over XOR, while the functional units for p = 2 prioritize XORand NOT.

3.1.3 Comparison Operations for HE Benchmarks

Comparisons in EncInt and EncFP: Comparing two multi-bit values in the en-

crypted domain remains an active area of research and is generally considered to be

quite ine�cient. For EncInt and EncFP encodings, we employ Fermat's Little The-

orem to compute equality, which becomes (X �̂ Y)p� 1 mod p, wherep is a prime [83].

The computational bottleneck involves computing the powerp � 1, which requires ap-

proximately log2 p multiplications. Nevertheless, in applications that require a large

plaintext range (or require a high degree of batching), this method may be ine�cient

as it can consume multiple multiplicative levels.

To accomplish a homomorphic \less-than" in T2, we adopt the polynomial in-

terpolation over a prime �eld proposed by Iliashenko and Zucca [83]. Speci�cally, we

evaluate:

X <̂Y :=
P � 1

a= � p� 1
2

�
1 �̂ (X �̂ Y �̂ a)p� 1

�
mod p; (3.1)
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which outputs 1̂ if X <̂Y and 0̂ otherwise. This operation is more expensive than the

FHE equality due to the larger number of addition/subtraction operations; still, the

multiplicative depth remains the same. Lastly, by swappingX and Y in Eq. 3.1 and

then negating the result, we achieve \less-than-or-equal" [i.e.,X �̂ Y , 1 �̂ (Y <̂X )]

for approximately the same cost as less-than.

Comparisons in EncBin: Similarly to the arithmetic operations in EncBin , we

construct Boolean circuits to accomplish encrypted comparison functions. The natural

conclusion to solving this problem is to adapt a full-
edged single-bit FHE comparator

circuit that outputs three signals (one for less-than, equality, and greater-than) and

then cascade them to achieve multi-bit comparisons. However, we observe that this

approach is sub-optimal if only one of the signals is needed; instead, we compose

separate, more optimal circuits for each functionality. For equality, we performw XNOR

operations over each pair of bits of the two ciphertexts and thenANDthe partial results

together to get a single bit encrypted output. For less-than, we adopt an optimized

bit-level approach designed for use with homomorphic sorting [38]:

X <̂Y :=
P w

i =1

�
lt (X i ; Yi )

Q
i<j<w eq(X j ; Yj )

�
mod 2; (3.2)

where lt (x; y) := ( NOTx) ANDy and eq(x; y) := NOT(x XORy). Finally, to achieve

less-than-or-equal we employ the same technique as mentioned earlier, where we swap

X and Y in the less-than function and then invert the result.

3.1.4 Avoiding Termination Problems with MUX

One of the key concerns in encrypted computation is the inability to branch on

encrypted data. Since the cloud has no knowledge of the underlying plaintext value

of an encrypted condition, it is impossible to make a runtime decision based on this

value. Consequently, all possible branches must be evaluated and the correct result

must be selected using an HE multiplexing operation.

In the T2 EncInt encoding, we achieve this using the following equation:

MUX( S; X; Y ) := X �̂ S +̂ Y �̂ (1 �̂ S), where S is the encrypted selection bit
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and X and Y are the two outcomes of independent branches. InEncBin , we directly

translate these operations to logic gates, requiring twoAND, oneXOR, and oneNOTgate.

However, in the case of column-wise binary packing, the procedure needs to be executed

w times to cover all the bits of the inputs. For the TFHE library we use the built-in

multiplexing gate, which natively supports aMUXgate for the cost of two bootstraps as

opposed to the expected three bootstraps (two for theANDgates and one for theXOR).

3.1.5 Automated Noise Maintenance for FHE

Our compiler removesall noise maintenance complexitiesby judiciously insert-

ing noise checks after multiplications and ensures that all ciphertexts do not exceed

their noise budgets. Users can declare a bootstrapped context for libraries that support

bootstrapping just by passing a compiler 
ag { without changing the high-level code.

The T2 compiler uses the underlying backends to estimate the variance of the noise in

the ciphertext to determine when bootstrapping is necessary and automatically invoke

it if needed. The bootstrapping procedure itself consumes a number of levels before

refreshing, which a�ects the noise threshold; the multiplicative depth of the procedure

is dependent on the parameters, making it non-trivial for users to determine. Notably,

T2 leverages optimized thresholds for prede�ned parameter sets and uses existing HE

library features to select appropriate thresholds for custom parameters where applica-

ble.

3.1.6 T2dsl Programming Language

In order to support our proposed encodings (depicted in Section 3.1.1), we

introduce the T2dsl language, which is a strongly-typedC-like language that supports

two encrypted data types:EncInt and EncDouble. Together, these two data types can

represent our three ciphertext types (i.e.,EncInt , EncBin , and EncFP ). We note

that EncBin shares the same data-type asEncInt , but the compiler treats the former

as ciphertext arrays of encrypted bits and the latter as individual ciphertexts encrypting

modular integers. The actual encoding can be selected with a 
ag at compilation time
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without requiring any changes to theT2dsl program, making it very easy for users to

experiment with both encodings across the di�erent libraries.

In terms of operations, theT2dsl supports addition and multiplication for all

encodings, multiplexing and comparisons forEncInt and EncBin , bitwise shifts, as

well as standard logic gate operations (i.e.,NOT, XOR, etc.) for EncBin . For plain-

text values, all arithmetic operations supported inC are also supported inT2dsl ;

additionally, we support mixed operations between plaintexts and ciphertexts. This is

achieved by �rst encoding the plaintext as a \constant encryption". Constant (or

noiseless) encryptions can be generated without the user's private key and operations

between constant encryptions and secure ciphertexts are much faster than ciphertext

to ciphertext operations. These operations allow T2 to e�ciently execute algorithms

where some inputs are considered public and do not need to be securely encrypted,

like privacy-preserving machine learning constructions. When the compiler processes

an operation between encrypted and plaintext operands, it automatically generates

a mixed operation without any guidance required from the user. Lastly, we remark

that certain language constructs such as referencing/dereferencing are not supported

in T2dsl , which is also the case with other compilers such as E3 [45] and EVA [59].

3.2 Algorithms in T2 Benchmark Suite

In this section, we introduce our T2 benchmark suite comprising twelve privacy-

preserving benchmarks without early termination conditions and data-dependent branch-

ing (such as if/else statements and loops over encrypted data). As de�ned in [29], in

encrypted computation the host should remain oblivious to any termination conditions

of the algorithm, introducing the \termination problem". Thus, all FHE computations

should be made data-oblivious and any termination condition over encrypted data

should be transformed into its privacy-preserving counterpart that avoids runtime de-

cisions.

We divide our benchmarks into three distinct categories indicating the dominant

type of homomorphic operation:
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Arithmetic benchmarks contain additions and multiplication and operate in the in-

teger and 
oating-point domains.

Bitwise benchmarks are composed primarily of logic gate operations as well as shifts.

Relational benchmarks are those containing numerous comparisons over encrypted

data.

We remark that these benchmarks can run in one or morecomputational domains

(i.e., integer, 
oating-point, and binary) which indicate the type of operations in the

T2 DSL; not to be confused with the underlying data encodings used by the FHE

backends (i.e.,EncInt , EncFP , and EncBin ). More speci�cally, the EncInt and

EncBin encodings can be used for integer domain benchmarks, while binary domain

benchmarks exclusively use theEncBin encoding, andEncFP is only applicable to


oating-point benchmarks. We remark that the binary domain evaluation of certain

benchmarks can be high due to the noise cost of deep Boolean circuits, so the integer or


oating-point domain may be preferable. For this reason, we only show binary results

for all benchmarks using CGGI unless explicitly indicated. Moreover, while many

benchmarks utilize similar primitive instructions, they di�er in both their complexity

and the size of the encrypted operands as well as the depth required to evaluate them.

Lastly, most benchmarks are run with di�erent encodings which signi�cantly impact

the type and number of operations required to evaluate the algorithm.

3.2.1 T2 Arithmetic Benchmarks

Chi-Squared: The chi-squared (� 2) test is a statistical mechanism that can be used

to deduce whether a set of data aligns with an expected model; this statistic is useful

in a wide-range of applications, such as genomics [95]. First, the server receives the

encrypted genotype countsN0, N1, N2, then computesA := 4( N0 �̂ N2 �̂ N 2
1 )2, B1 :=

2(2N0 +̂ N 2
1 )2, B2 := (2 N0 +̂ N1) �̂ (2N2 +̂ N 1), and B3 := 2(2N2 +̂ N1)2 and �nally

returns the encrypted results to the client. Like [95], T2 does not implement costly

homomorphic division and leaves this �nal step as a cheap post-processing procedure

done on the client-side. The client decryptsA; B 1; B2; B3 and acquires�; � 1; � 2; � 3,
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respectively, which are then used to computeX 2 := �
2N ( 1

� 1
+ 1

� 2

1
� 3

), where N := N0 +

N1+ N2. We evaluate the� 2 benchmark both using theEncInt andEncFP encodings.

Machine Learning Inference: PPML is an emergent research area in encrypted

computation [65, 48]. The cloud can perform oblivious neural network inference proce-

dures with its own proprietary model on sensitive user data for classi�cation, and �nally

return a set of encrypted probability scores for each class. In this scenario, the cloud

has no knowledge of client inputs or the �nal classi�cation result. To demonstrate the

feasibility of FHE libraries for these types of applications, we utilize a feedforward neu-

ral network with two fully connected layers and the squaring (X 2) activation function.

For neural network inference, it is common in the literature to adopt the square activa-

tion function due to its low multiplicative depth, whereas other non-linear activations,

like ReLU, are much harder to evaluate in the encrypted domain since they require

expensive polynomial approximations [96, 60]. As the weights and biases for each layer

are known to the cloud, they do not have to be encrypted. Thus, homomorphic mul-

tiplications between ciphertext and plaintext values are performed faster and result

in moderate noise accumulation compared to multiplication between two ciphertexts;

however, operations between ciphertexts are still needed (e.g., in the square function).

We evaluate this benchmark with a constant image size for a variety of active neuron

sizes to show scalability for wider networks.

Logistic Regression (LR): This is an important PPML technique that is similar

in construction to a single layer neural network with a sigmoid activation function.

In practice, it is often used to classify data into one of two classes and is applicable

in areas such as natural language processing (NLP) [66]. In T2, we employ a Taylor

series expansion of the sigmoid function and evaluate the �rst three terms (i.e.,� (X ) :=

1=2 + X =4 + (X 3 )=48 + : : : ) [93]; using more terms yields higher accuracy at the expense

of more noise and slower execution times. Since none of the HE libraries supports

homomorphic division, forEncInt we scale the series up by the largest denominator

and evaluate� (X ) := 24 +̂ 12X +̂ X 3 + : : : ; at the end, the client can scale down

the �nal result. For EncFP , we pre-compute the coe�cients (i.e., encryptions of 0:5,
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0:25, and 0:02083) and perform homomorphic operations withX . For both PPML

benchmarks, we use bothEncInt and EncFP .

Matrix Multiplication: Matrix multiplication is a crucial computation in a wide

variety of �elds such as machine learning. This benchmark is multiplication-intensive

and poses a good test of the speed of homomorphic multiplication, relinearization, and

modulus switching procedures. In our matrix multiplication benchmark, we consider

multiplying two square matrices of varying sizes up to 16x16. We run this benchmark

in EncInt and EncFP .

Batched Private Information Retrieval (BaPIR): Private information retrieval

(PIR) allows a client to obliviously download an element from an encrypted database

without revealing the query (i.e., which element was downloaded) to the server [5, 10].

PIR has a plethora of applications in private computation, such as ad delivery [76],

friend discovery [23], and keyword search [107]. For a single query, the server iterates

over all database elements and obliviously selects the client's element, if present. We

assume a database of sizen where the keys are mapped to the indexidx of a desired

value and the key-index mapping is public knowledge. Using this structure, XPIR [5]

introduced an optimized PIR that trades bandwidth for performance as the client sends

a sizen vector that contains an encryption of 1 at the index of the requested element

i and fresh encryptions of 0 elsewhere. More speci�cally:Q = ( q1; q2; : : : ; qn ), where

qi = 1̂ for i = idx and qi = 0̂, otherwise. The server performs a pair-wise multiplication

betweenQ and the database elementsV = ( v1; v2; : : : ; vn ) and returns a sum of the

products
P n

i =1 (Q[i ] �̂ V [i ]), which is equivalent to the encryption of the requested

element.

This benchmark can exploit batching to reduce the number of encrypted oper-

ations and communication bandwidth. Instead of representingQ and V as vectors of

ciphertexts, they can be condensed into single ciphertexts with at leastn slots. Now,

one multiplication is required betweenQ and V and the product can be returned to

the user, which contains the desired value in slotidx . We evaluate PIR over a database

in both EncInt and EncFP .
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Squared Euclidean Distance: The squared Euclidean distance is a mathematical

formula used to compute the distance between twon-dimensional points and is also an

important statistical measure in cluster analysis [36] and facial recognition [97]. In our

case, we consider twon-dimensional pointsV = ( v1; v2; : : : ; vn ) and U = ( u1; u2; : : : ; un )

in Euclidean space. The squared Euclidean distance is calculated as the sum of the

squared di�erences between the points asE 2(V; U) :=
P n

i =1 (V [i ]� U[i ])2. Notably, this

procedure is more FHE-friendly than the standard Euclidean distance that requires a

square root, which is not possible to directly evaluate in the encrypted domain. As a

result, the user needs to compute the �nal square root in the plaintext domain after

decrypting the cloud's output. For this benchmark we useEncInt and EncFP .

3.2.2 Bitwise Benchmarks

Cyclic Redundancy Check (CRC): The CRC algorithm is commonly used to detect

errors in digital data and can also serve as a non-cryptographic hash. Notably, this

algorithm can perform meaningful work in the encrypted domain as well: for example

one could check whether two encrypted images are identical. CRC iterates over each

input bit and performs bitwise operations with an accumulate step. Its most expensive

operation is this accumulation, which is ann-bit addition where n can be up to 64 bits,

depending on the CRC variant used. T2 features the CRC-8 and CRC-32 algorithms

using EncBin , which represent good tests for bitwise operations such asXOR, shifting,

and binary addition. We remark that CRC-32 is much deeper as it requires 32-bit

additions.

Oblivious Sorting: Sorting algorithms are an interesting and open problem for en-

crypted computation; in all cases, one has to deal with the worst-case complexity. For

insertion sort, the worst-case complexity isO(n2) (wheren is the size of the array), due

to the termination problem. Ideally, one would use an asymptotically better sorting al-

gorithm such as merge sort, but this is data dependent. However, the Batcher odd-even

merge sort [14] is not data dependent and has worst-case complexityO(log2 n). We

incorporate both insertion sort and the Batcher sorting network into our benchmark
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suite. All sorting algorithms make frequent use of̂< for the conditional swap, making

them intensive comparison benchmarks that are impractical inEncInt for anything

other than restrictively small values ofp (as in Eq. 3.1). We also remark that the FHE

Boolean circuit forEncBin is incredibly deep as each element is updated continuously

with MUXgates (and each one increases the multiplicative depth). As such, we only

consider libraries with bootstrapping inEncBin (namely TFHE and HElib) for this

benchmark.

Binary Manhattan Distance: The Manhattan distance is a measure of the distance

between two pointsV = ( v1; v2; : : : ; vn ) and U = ( u1; u2; : : : ; un ) in an n-dimensional

space and is de�ned asM (V; U) :=
P n

i =1 (j V [i ] �̂ U[i ] j). The key di�erence between

Manhattan and Euclidean distance is the usage of a taxicab geometry as opposed to

Euclidean space. This benchmark di�ers slightly inEncBin as the absolute value can

be modeled as a multiplexing operation for each iteration betweenV[i ] �̂ U[i ] and

� (V [i ] �̂ U[i ]), where the select bit is the encrypted sign bit of the di�erence.

Binary Private Information Retrieval (BinPIR): Similarly to BaPIR, we assume

a databaseV = ( v1; v2; : : : ; vn ) of sizen where the keys correspond to the indexidx

of a desired value. In this binary version of PIR, the client does not perform any pre-

processing and solely sends an encrypted indexQ to the cloud. From an algorithmic

standpoint, the binary approach varies greatly from theEncInt and EncFP imple-

mentations as each encrypted element in the database is visited and an equality circuit

is used to check if the index is equal toQ. Then, the output of the equality is used as

the control input of a MUXwhich will select between the desired value or an encryption

of zero. Lastly, the results of theMUXfrom each element in the database areXOR-ed

together to compute the �nal result, which is returned to the user for decryption. This

benchmark trades e�ciency for bandwidth: while more HE operations are required to

complete the query, the client requests are constant in size and the client does not need

any details about the structure of the key/value storage.
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Table 3.1: Noise growth and latency of core operations for integer, binary, and 
oating-
point encodings. Parameter sets have been judiciously selected to be as equivalent as
possible across libraries.

Encoding Binary Encoding (EncBin) with word size 8* Integer Encoding (EncInt) * Floating-Point Encoding (EncFP) *

Operation
Noise

Add.
…

Mult. Eq. LT. ROT. Ctxt
Size¶

Add. Mult. Eq. LT. „ ROT. Ctxt
Size

Add. Mult. ROT. Ctxt
Size

HElib § 49.4 6.2 9.5
Lattigo 50.3 6.3 9.4
PALIS. 14.7 1.8 5.8
SEAL 14.6 1.8 4.5
TFHE 0.02 - - - - - - - - - -

Fastest TFHE TFHE TFHE TFHE TFHE # N/A PALIS. PALIS. PALIS. PALIS.
Lattigo
PALIS.

N/A PALIS. PALIS.
Lattigo
PALIS.

N/A

Slowest PALIS.
PALIS.,
SEAL

HElib,
PALIS.

PALIS.,
SEAL

HElib N/A SEAL HElib
HElib,
SEAL

HElib,
SEAL

HElib N/A Lattigo
HElib,
Lattigo

HElib N/A

* For integer and 
oating-point domain operations, we used a cyclotomic polynomial degree of 16k while binary domain operations were conducted
with a degree of 32k (with the exception of TFHE, which uses degree 1024).

„ The execution time scales exponentially with increasing plaintext modulus and is infeasible to compute with large plaintext moduli.
…Noise accumulation (or depth) relative to other HE operations, where the patterned bar indicates noise growth. For instance, binary addition results

in signi�cantly higher noise than integer addition (lower is better).
§ The number of bars indicates latency relative to other HE operations on a logarithmic scale starting from 100 ms. For instance, any operation< 100

ms is awarded one bar, 2 bars are< 1 second, and so on.
# These rotations are performed on the vectors holding the encrypted bits and are independent of the HE library.
¶ Ciphertext size in MBs using the smallest parameters for each library to encrypt an 8-bit number and achieve depth 10 at 128 bits of security.

3.2.3 Relational Benchmarks

Hamming Distance: The Hamming distance between two strings measures the min-

imum number of substitutions required to change one string into the other, and is

widely used for error detection in telecommunications, as well as to determine ge-

netic distance in biology applications. It has also been used as an FHE application

in prior works [125]. The Hamming distance over two vectors can be computed as

H (V; U) :=
P n

i =1 (V [i ] 6= U[i ]) and constitutes a critical benchmark for FHE since its

core operation is a comparison. This benchmark is executed using bothEncInt and

EncBin .

Relational Manhattan Distance: Instead of using the sign bit directly for theMUX

input to compute the absolute value of the di�erence ofV[i ]�̂ U[i ] (as presented in the

binary Manhattan benchmark), this benchmark takes a di�erent approach to determine

the sign, as each individual bit can not be easily extracted inEncInt . We employ

the encrypted \less than" operator<̂ to determine whether the di�erence is less than

0̂ and use the output as the selector of the multiplexer. Here, instead of theMUXand

additions being the core bottleneck, thê< is the most expensive operation.
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3.3 Experimental Evaluations

We run the T2 benchmarks using three di�erent encodings, i.e.,EncInt , EncBin ,

and EncFP , where applicable. ForEncInt and EncBin , we employ BFV where

possible as this is widely used in the research community [60, 45, 124] and BFV out-

performs BGV for smaller plaintext moduli up to between 32 and 64 bits [53], which is

the range used for the T2 benchmarks. The two exceptions to this are TFHE (which

only implements CGGI) and HElib (where the only option for integers is BGV). Lastly,

we utilize CKKS for EncFP as it naturally supports computation on encrypted real

numbers. The benchmarks from the Arithmetic and Relational categories are a better

�t for the EncInt and EncFP encodings, whereas the ones from the Bitwise category

can only be run inEncBin because they require operations (e.g., bitwise right rota-

tion) which are not possible under most circumstances in the two former encodings.

To investigate the e�ect that the target domain makes on the latency of a benchmark,

we run selected benchmarks from the Arithmetic and the Relational categories using

the EncBin encoding.

Finally, we carefully choose minimal FHE parameter sets for each library to

achieve at least 128 bits of security (using the \BKZ-beta" classical cost model pro-

vided by the LWE estimator [8]) to successfully evaluate each benchmark, and where

applicable, we varied the input length of the benchmark, and the word-sizew for

EncBin . We only consider the timings of server-side FHE operations, which consist of

all evaluation operations except key generation and encryption/decryption (which are

one-time costs for the user). We have evaluated the T2 translation methodology and

found that it is not only competitive with the state-of-the-art compilers, but it also

outperforms them in certain cases. While optimizing compilers usually target a single

library, T2 o�ers support for the largest number of backends, schemes, and encodings.

A quantitative evaluation with other compilers can be found in Section 3.6.

All experiments were performed on an AWS instance (c5.4xlarge) running Ubuntu

20.04, equipped with 16 vCPUs and 32 GBs of memory (however, our benchmarks do

not require more than 8GBs). Where applicable, we measured the runtime performance
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of our benchmarks with all encodings. Our T2 compiler targets the latest versions of

the FHE backends at the time of writing: HElib v2.2.1, Lattigo v3.0.2, PALISADE

v1.11.6, Microsoft SEAL v4.0, and TFHE v1.0.1. For TFHE, we used theSPQLIOS-FMA

FFT engine. Finally, PALISADE is con�gured to exploit multi-threading by default.

Thus, we allow PALISADE to utilize all the available machine cores since it is not opti-

mized for sequential evaluation. However, for completeness, we additionally conducted

single core experiments with PALISADE (depicted as PAL. 1C in the �gures), which,

to our surprise, had the same execution time in some cases with the multi-threaded

implementation, while in other cases the single core version was 2-3x slower. For the

benchmarks where the single-core implementation is slower, we overlay the PALISADE

bar with a non-patterned bar, as in Fig. 3.5. This provides a clear visual of how multi-

threading impacts the performance of PALISADE. Our evaluation does not add any

custom form of parallelization to HElib, Lattigo, SEAL, and TFHE as they only utilize

one core by default.

In addition to the three categories of benchmarks analyzed in this section,1

we also evaluate the timings of FHE primitive operations across all libraries in all

encodings where applicable. Our results are summarized in Table 3.1 and show the

relative speeds of each library for di�erent operations as well as the ciphertext sizes

generated by each library for a �xed depth and security level. We remark that similar

trends shown in this table in terms of ciphertext size also apply to the benchmarks;

while the total size of all ciphertexts will change, the ratio between the sizes shown

in this baseline is also observed in our benchmarks. We note that TFHE ciphertexts

are approximately three orders of magnitude smaller than the other FHE libraries,

yet they are non-batchable. The larger ciphertexts, however, may support thousands

of batching slots. Some libraries are unable to run certain benchmarks becausethere

aren't any allowable parameters to support the required noise depth(i.e., there is no

valid con�guration to support the noise budget while maintaining 128 bits of security).

1 The evaluations of matrix multiplication, batched and binary PIR, oblivious sorting,
and the squared Euclidean distance are included in Appendix 3.4.
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(a) Integer domain with EncBin for TFHE and EncInt for other
libraries.

(b) Floating-point domain with EncFP .

Figure 3.3: Measured execution time for the LR benchmark for integer and 
oating-
point domains for an increasing number of attributes. TFHE usesEncBin with a
word sizew = 16.

We indicate these cases as \Noisy" with a background color denoting the library (as

shown in Fig. 3.5).

3.3.1 Selected Arithmetic Benchmarks

Chi-Squared: As this benchmark mainly comprises additions and multiplications

with low-depth, the latency for all the libraries except TFHE for both EncInt and

EncFP is under 0.5 seconds. For TFHE, we use a word size of 8 bits and the runtime

is 44.3 seconds, which is due to the evaluation of binary adders and multipliers, which

require several addition, multiplication, and bootstrapping operations for every circuit.

LR Inference: The LR benchmark has competitive timings across all the libraries for

both EncInt and EncFP , save for TFHE, which is much slower, as shown in Fig. 3.3.

Moreover, taking into consideration that all the other libraries allow multiple inferences

in parallel using batching without incurring any execution time penalty, TFHE is not

a good �t for this benchmark. Between the other libraries, HElib is slightly slower, but

as the total execution time is around 1 second for every con�guration, this di�erence

is negligible.
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Figure 3.4: Measured latency for the neural network benchmark in the integer
(EncInt ) and 
oating-point ( EncFP ) domains with increasing numbers of hidden
neurons.

Feedforward NN Inference: Fig. 3.4 demonstrates the timings for our neural net-

work benchmark for bothEncInt and EncFP for varying numbers of active neurons.

This benchmark includes large numbers of ciphertext additions and multiplications

between a ciphertext and plaintext value (since we assume that the cloud owns the

network weights and can work with them in the clear). ForEncInt , we observe HE-

lib and SEAL being faster than Lattigo and PALISADE, whereas inEncFP , HElib

outperforms all the libraries by more than an order of magnitude. This performance

di�erence in EncFP is attributed to the way HElib always applies therescale op-

eration in the low-level instructions, whereas we can �nely control these operations in

the T2 operational units using the other four back-ends. Note that TFHE could not

evaluate this benchmark in less than eight hours and thus is omitted from Fig. 3.4.

These results are contrary to our expectations and to the trends depicted in Table 3.1,

which indicate that PALISADE should outperform the other libraries forEncFP and

EncInt . This emphasizes the importance of considering the performance of actual

applications instead of solely primitive operations.

3.3.2 Selected Bitwise Benchmarks

CRC: Fig. 3.5 presents the timings of CRC-8 and CRC-32 evaluations usingEncBin

as it is not possible to use the integer or 
oating-point encodings due to the bitwise

shift and XORoperations. All libraries were able to run CRC-8 without issues, yet

for CRC-32 only the libraries that support bootstrapping were able to �nish, namely

HElib and TFHE, due to the deep multiplicative depth needed to support large 32-bit

addition circuits. These results emphasize how much more e�cient the bootstrapping
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Figure 3.5: Measured execution time for the CRC-8 and CRC-32 benchmarks in the
binary domain with EncBin for word sizes of 8 and 32 bits, respectively.

Figure 3.6: Measured execution time for the Manhattan distance benchmark for both
integer and binary domains for vectors with four and eight elements. The integer
domain usesEncInt for every library except TFHE which usesEncBin , while the
binary domain usesEncBin for all libraries. For the binary domain we used word size
w = 4 as well as a binary optimization for the computation of the absolute value.

mechanism is in TFHE versus HElib, and additionally, the restrictions that all LHE

schemes have for deep algorithms. While the CRC-32 is theoretically executable with

LHE, all LHE libraries did not support parameters large enough to achieve the required

depth at 128 bits of security (i.e., depth is traded for security).

Binary Manhattan Distance: This benchmark includes a multiplexing operation

to calculate the absolute value as it is more e�cient to evaluate aMUXusing the sign

bit of the V[i ] �̂ U[i ] than it is to employ an <̂ followed by a MUX(as in the integer

domain). Fig. 3.6 shows the timings forEncInt and EncBin . We note that TFHE

performs better when using the binary-optimized algorithm while the other libraries

perform better using the relational variant.

3.3.3 Relational Benchmarks

Hamming Distance: For libraries with built-in support for binary arithmetic (i.e.,

HElib and TFHE), this benchmark is more e�cient using EncBin . However, for

other libraries, EncInt is faster and has a lower depth. Notably, TFHE drastically

outperforms all implementations for both domains, as depicted in Fig. 3.7.
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Figure 3.7: Measured execution time for the Hamming distance benchmark for both
integer and binary domains for vectors with four and eight elements. All libraries use
EncInt for the integer domain except for TFHE, which usesEncBin . All libraries in
EncBin use a word sizew = 4.

Relational Manhattan Distance: This di�ers from the binary case because sign

extraction with encrypted integers is expensive. The integer multiplexer follows the

same equation, however the control input must bê0 or 1̂. As shown in Fig. 3.6, Lattigo

and PALISADE are unable to evaluate this benchmark usingEncInt because they

require p � 1 to be a prime that evenly divides the cyclotomic polynomial degreem.

Since the circuit depth of theLT operation scales linearly with the size ofp, one needs

a small poly degree to allow for a smallerp. However, small poly degrees do not yield

enough multiplicative depth to evaluate the circuit, which requires larger parameters

and forces the user to employ a largerp.

3.4 Extended Experimental Results

For completeness, we report additional performance results for arithmetic and

bitwise benchmarks.

3.4.1 Arithmetic Benchmarks

Matrix Multiplication: For this benchmark, we use two square matrices inEncInt

and EncFP . Similarly to the � 2 benchmark, in Fig. 3.8 (a) we observe that all the

libraries are at least three orders of magnitude faster than TFHE since the latter has

to evaluate very expensive binary multiplication circuits to compute the product of

multi-bit operands. Contrary to Fig. 3.4, Lattigo and PALISADE are the two fastest

frameworks for integers. This showcases that these libraries have e�cient multiplication

implementations when multiplying two ciphertexts, while HElib and SEAL may be
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(a) Integer domain with EncBin for TFHE and EncInt for other
libraries.

(b) Floating-point domain with EncFP .

Figure 3.8: Measured execution time for the Matrix Multiplication benchmark for
square matrices ranging from 4� 4 to 16� 16. TFHE word sizew = 8.

faster at multiplying ciphertexts with constants. Finally, in Fig. 3.8 (b) we observe

that HElib is signi�cantly slower than all the other libraries, which contradicts our

results in Fig. 3.4. However, this performance di�erence is expected since in the matrix

multiplication benchmark there is no need to invoke therescale operation after every

multiplication, yet HElib invokes it automatically and su�ers a performance slowdown.

BaPIR: Fig. 3.9 shows the execution time for the batched PIR benchmark for databases

with 64, 128, and 256 entries. Notably, save for TFHE, all frameworks have approxi-

mately constant time for the di�erent database sizes since they all �t in the slots of one

ciphertext and therefore the number of operations is identical across all variants. Since

TFHE does not support batching, it incurs a signi�cant performance overhead, shown

with the blue bar in Fig. 3.9 (a). This benchmark highlights the two core advantages of

all the arithmetic schemes compared to CGGI (i.e., the underlying scheme in TFHE).

First, the schemes with batching capability perform only a single multiplication com-

pared to CGGI, which needs to perform as many multiplications as the database size.

Second, asEncBin has to perform binary multiplications, it incurs additional over-

head compared to the fast multiplications inEncInt and EncFP for all the other

libraries.
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(a) Integer domain with EncBin for TFHE and EncInt for other
libraries.

(b) Floating-point domain with EncFP .

Figure 3.9: Measured execution time for the BaPIR benchmark for integer and 
oating-
point domains for an increasing database size. TFHE usesEncBin with a word size
of 5 in the integer domain.

Figure 3.10: Measured execution time for the Euclidean distance benchmark for both
integer and 
oating-point domains for vectors with 64, 128, and 256 elements. The
integer domain usesEncInt for the backends, except for TFHE which usesEncBin
with word size w = 8. The 
oating-point domain uses EncFP for the relevant back-
ends.

Squared Euclidean Distance: This benchmark comprises one subtraction, one mul-

tiplication, and one addition for every two elements of the input vectors, rendering it a

representative benchmark for core arithmetic operations. Fig. 3.10 shows the runtime

performance for bothEncInt and EncFP with vector sizes of 64 and 128 elements.

Lattigo, PALISADE, and SEAL are the three fastest libraries, with HElib having com-

petitive performance and TFHE being orders of magnitude slower because of the large

binary circuits needed. Additionally, this benchmark can take advantage of batching

and compare multiple sets of vectors, further accelerating the amortized performance of
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(a) Insertion Sort

(b) Batcher Sorting Network

Figure 3.11: Measured execution time for the two oblivious sort benchmarks for di�er-
ent input array sizes with word sizew = 4 in the binary domain using EncBin for all
libraries.

Figure 3.12: Measured execution time for the BinPIR benchmark in the binary domain
with EncBin and word sizew = 5 for an increasing database size.

the baseline algorithm for all libraries except TFHE, which will incur a linear overhead

that scales with the total number of elements.

3.4.2 Bitwise Benchmarks

Oblivious Sorting: Oblivious sorting methods are very deep benchmarks in terms of

multiplicative depth. In the case ofinsertion sort, the �rst elements in the array require

a large depth as the algorithm iterates through each element and performs multiplexing

procedures with all prior elements during each iteration. Recall from Section 3.1.4 that

a multiplexing operation has depth marginally over one, (since two depth-1 ciphertexts

are added together, resulting in slightly more noise accumulation). Thus, as shown in

Fig. 3.11 (a), only HElib and TFHE were able to �nish this benchmark as they are

the only two libraries supporting bootstrapping forEncBin . TFHE is signi�cantly
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faster than HElib due to its fast bootstrapping speeds and the much smaller ciphertext

polynomial degrees. Although this benchmark incurs high overheads even for an array

of 16 elements, we emphasize the need of faster bootstrapping and enhanced comparison

units for all the libraries.

Similarly to the insertion sort, the Batcher sorting network requires a high

number of multiplications, and thus, Lattigo, PALISADE, and SEAL were not able to

decrypt successfully due to signi�cant noise accumulation. However, in Fig. 3.11 (b)

we observe that both HElib and TFHE are almost one order of magnitude faster for

Batcher sorting compared to insertion sort. We remark that the insertion sort perfor-

mance corresponds to itsO(n2) worst-case complexity during data-oblivious execution,

whereas the Batcher sorting network has a better worst-case complexity ofO(log2 n).

BinPIR: The binary PIR benchmark incurs a signi�cant overhead compared to the

batched version (BaPIR), as shown in Fig. 3.12. More speci�cally, we observe that

Lattigo, PALISADE, and SEAL can only run with a database of 8 elements due to

signi�cant noise growth, which is unrealistic. HElib and TFHE scale linearly to the

number of elements, with the latter being one order of magnitude faster than the

former. This experiment demonstrates the superiority of the BaPIR benchmark for

the libraries that support batching.

3.5 Programming in T2dsl

Our custom C-like language supports syntax familiar to developers that program

in high-level languages. Figures 3.13 and 3.14 show theT2dsl used to generate the

homomorphic programs for all supported backends for the squared euclidean distance

and CRC-32 benchmarks respectively. In both cases, the depicted code is intuitive and

mimics the way that programmers would implement these applications on plaintext

data.
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1 int main ( void ) {

2 EncInt dist , d;

3 EncInt [] v , u;

4 int i ;

5 v = { 10 , 15 , 3, 9 };

6 u = { 11 , 13 , 3, 10 };

7 dist = 0;

8 // dist = Sum( (v_i - u_i )^2 )

9 tstart () ; // Start t imer

10 for ( i = 0; i < (v. size ) ; i ++) {

11 d = (v[ i ]) - (u[ i ]) ;

12 dist += (d * d) ;

13 }

14 tstop () ; // Print execut ion time

15 print ( dist ) ; // Decrypt and print

16 return 0;

17 }

Figure 3.13: Squared Euclidean distance in T2DSL.

3.6 Related Works

To demonstrate how the T2 compiler performs relative to other state-of-the-art

works, we perform experiments with four T2 benchmarks across several compiler/back-

end combinations. Our goal with these comparisons is to show that T2 still performs

similarly to state-of-the-art HE compilers even though it is not an optimizing compiler

like EVA [59], TenSEAL [19], and Cingulata [33]. To that end, we selected a subset

of T2 benchmarks, implemented each algorithm across many popular compilers (EVA,

TenSEAL, Cingulata, E3 [45], Google Transpiler [70], andRomeo [75]), and allowed

the compilers to leverageall supported optimizations. The current compilers can be

divided into two classes: those that operate in the arithmetic domain (which is syn-

onymous with ourEncInt and EncFP ) and those that operate in the Boolean circuit

domain (i.e., EncBin ). E3 is the only other framework besides T2 that has support

for both computational domains. For fair comparisons, we con�gured the backends
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1 int main ( void ) {

2 EncInt crc , data , temp ;

3 int i , j ;

4 crc = 4294967295; // 0 xFFFFFFFF

5 data = 1717921090;

6 tstart () ; // Start t imer

7 for ( i = 3; i >= 0; i - -) {

8 temp = (data << ( i *8) ) ;

9 temp >>>= 24;

10 crc = crc ^ temp ;

11 print ( crc ) ;

12 for ( j = 0; j < 8; j++) {

13 temp = crc >>> 1;

14 crc = (crc ) ? ( temp ^ 3988292384) :

temp ;

15 }

16 print ( crc ) ;

17 }

18 crc = ~ crc ;

19 tstop () ; // Print execut ion time

20 print ( crc ) ; // Decrypt and print

21 return 0;

22 }

Figure 3.14: CRC-32 program in T2DSL.

and parameters to be constant across frameworks (at 128 bits of security) and ran all

experiments using a single CPU thread.

Figs. 3.15 and 3.16 illustrate comparisons with compilers supporting CKKS and

BFV using our matrix multiplication and Euclidean distance benchmarks, respectively.

For the former, we use square matrices of size 16 while for the latter we use two vectors

of 128 elements each. Overall, T2 performs on-par with the state-of-the-art and even

outperforms E3 for PALISADE BFV. TenSEAL and EVA yield the best performance for

most of the backends/schemes, which can be attributed to the fact that these compilers
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Figure 3.15: Comparisons between T2, E3, EVA, and TenSEAL for the matrix multi-
plication benchmark with 16� 16 square matrices. The compilers target SEAL BFV
and CKKS, as well as PALISADE BFV and CKKS for EncInt and EncFp , respec-
tively.

Figure 3.16: Comparisons between T2, E3, EVA, and TenSEAL for the Euclidean
distance benchmark with input vectors of 128 elements. The compilers target SEAL
BFV and CKKS, as well as PALISADE BFV and CKKS for EncInt and EncFp ,
respectively.

were designed speci�cally with encrypted tensors in mind and each will automatically

determine the best batching strategy for these tensor operations to minimize latency.

The only exception is TenSEAL for BFV in Fig. 3.16 which performed slower than T2

and E3, because it needed a bigger parameter set to avoid noisy results. In general, we

see a similar scaling between the two benchmarks (Figs. 3.15 and 3.16), which veri�es

that T2 is competitive with state-of-the-art optimizing compilers. We note that the T2

compiler is the only one of these works that has functional support for both HElib and

Lattigo and is the only compiler that has support for SEAL BFV, as well as CKKS

and PALISADE BFV (note: lack of support is indicated in Fig. 3.15 as \N/S" for not

supported).

Fig. 3.17 depicts comparisons with multiple compilers that support the TFHE

library as a cryptographic backend for both our chi-squared benchmark with an 8-bit
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Figure 3.17: Comparisons between T2, Cingulata, E3, Google Transpiler, and Romeo
for the � 2 and the CRC-32 benchmarks targeting TFHE forEncBin .

word size and CRC-32 with a 32-bit word size. T2 is faster than both E3 and Romeo

across both benchmarks and is only outperformed by the optimizing compiler Cingulata

by a small margin. While Romeo uses advanced logic optimizations to minimize the

FHE boolean circuits, it does not support mixed operations with constants and there-

fore it needs to encrypt all values used in a program, even those that are considered

public. Because both the chi-squared and CRC-32 algorithms incorporate numerous

public values, it performs poorly as ciphertext-ciphertext operations are signi�cantly

slower than ciphertext-plaintext counterparts. Interestingly, the Google Transpiler out-

performs all other compilers for the CRC-32 application, but exhibits poor performance

for chi-squared; this suggests that the Transpiler optimizes FHE circuits for applica-

tions that exhibit primarily bitwise operations like CRC-32, but produces suboptimal

circuits for arithmetic-heavy programs like chi-squared.

Summary: Our analysis indicates that T2 generates code with performance

analogous to state-of-the-art optimizing compilers. Therefore, enabling comparisons

between di�erent libraries with a general-purpose compiler like T2 is of signi�cant im-

portance as the runtime di�erences between di�erent backends indicate the strength

and weaknesses of each underlying library and rather than di�erences in the T2 com-

pilation for di�erent target libraries. This is also one of the foundations on which the

T2 compiler has been built on: using the same functional units and encoding method-

ologies across all supported libraries. For all alternative encodings, the comparisons
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with other works demonstrate that the T2 compiler indeed o�ers competitive perfor-

mance, and outputs programs of similar caliber to what can be generated by alternative

state-of-the-art compilers.

3.7 FHE Parameter Selection

While meticulously minimizing the parameters required in each library for our

T2 benchmarks, we have found that all libraries are not created equal when it comes to

selecting parameter sets. Table 3.2 depicts our �ndings with respect to four important

criteria related to parameter selection. The �rst consideration involves the ciphertext

modulusq; some libraries allow users to �ne-tune the sizes of individual primes as well

as the total bit size of q, which can a�ect both performance, security, and the num-

ber of levels. Next, automated ciphertext maintenance, referring primarily to modulus

switching/rescaling and bootstrapping, is vital for reducing the di�culty of developing

FHE applications, particularly for non-experts. For instance HElib, PALISADE, and

TFHE can fully automate these procedures and will invoke them behind the scenes.

Conversely, Lattigo and SEAL will require operations like key-switching and rescaling

to be invoked manually; while this could be useful in rare cases, it may become eas-

ier for a developer to schedule these operations sub-optimally and incur a signi�cant

performance hit. Con�gurable security refers to the ability to select parameter sets

at several security levels in order to allow users to balance security versus e�ciency

for their speci�c applications. Lastly, control of the cyclotomic refers to the ability to

directly manipulate the degree of the ciphertext polynomials; nearly all libraries allow

you to specify the ring-dimensionN , but we note that this parameter is related, but

Table 3.2: Features and ease-of-use of FHE libraries.

Library
Mod Chain

Control
Automated Ctxt

Maintenance
Con�gurable

Security
Arbitrary

Cyclotomics

HElib
Lattigo

PALISADE
SEAL
TFHE
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distinct from the actual cyclotomic order.

There will always be a trade-o� between ease of use and freedom when it comes

to parameterization. From a usability standpoint, we argue that although Lattigo and

SEAL may be beginner-friendly due to limited parameterization options, HElib and

PALISADE o�er the most 
exibility. In the case of PALISADE, it has a 
exible API

for instantiating FHE parameters with a number of optional parameters and settings

that users can tweak, which bene�ts both new users and experienced developers. The

downside is that it is impossible to directly set the cyclotomic order, and non-power

of 2 cyclotomic orders are not fully supported. For that matter, TFHE is also easy to

con�gure, but it is not straightforward to use for a non-expert as it does not include

any arithmetic functional units (e.g., multi-bit adder/multiplier).

3.8 Future of Standardized FHE Benchmarks

The T2 benchmark suite comprises a plethora of representative applications

of FHE at the time of writing. FHE is still in its infancy and continues to expand

and become more e�cient in terms of memory and computational overhead each year.

As new FHE schemes and accelerators are developed, the use-cases for this powerful

technology will inevitably continue to grow and branch into more industries. As such,

we have built the T2 compiler with extensibility in mind to incorporate new FHE

schemes as they ariseand we plan to expand T2 in the future to re
ect new trends in

FHE. Our goal with T2 is to provide a benchmark suite that enables easy comparisons

between FHE libraries and we foresee future research to signi�cantly bene�t from our

standardized benchmarks and their easy deployment for a variety of FHE back-ends.

We also aim to draw attention to open problems in FHE using T2, including

automated parameterization for general-purpose encrypted computation. Finding the

smallest parameter set that works for a given application and results in the fastest

execution time is a time-consuming process that requires a lot of trial and error to

get right. A mechanism to automate this process without actually running anything
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in the encrypted domain would go a long way to streamline the incorporation of new

benchmarks and make comparisons between schemes and libraries more fair.

3.9 Concluding Remarks

The goal of this chapter is to highlight the weaknesses of HE libraries and

draw more researchers to the problem of making HE practical for general computation

through standardized benchmarks. First, we establish the universal T2 compiler and

accompanyingT2dsl that can map to any arbitrary HE library and encoding. We

show that our compiler is fair across the board by expounding upon the design of the

optimized functional units that are employed uniformly in all supported backends. Us-

ing the compiler as a platform for meaningful comparisons, we employ a custom suite

of benchmarks that represents real use-cases of HE and covers a broad range of com-

putational patterns to analyze the performance of HE libraries. We remark that any

runtime di�erences between the libraries is due to the underlying cryptographic imple-

mentations themselves and the optimizations they exploit, rather than the compilation

process (which is identical across the board). Our goal for the T2 compiler and bench-

marks is to become instrumental in evaluating and improving new implementations of

both current and future HE schemes.
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Chapter 4

JULIET: A ROBUST AND CONFIGURABLE ENCRYPTED
PROCESSOR

The T2 framework allows users to compare state-of-the-art HE implementations,

but provides no guidance for con�guring the backend libraries and running them on

arbitrary hardware platforms. For instance, a popular open-source FHE library called

HElib [116] requires programmers to manually handle key generation, determine various

parameters, and initiate special noise maintenance procedures when the FHE ciphertext

become too noisy to use.

Likewise, FHE computations are a particularly unnatural �t for today's com-

puters, as existing processor designs are not developed with encrypted computation

in mind. For example, native word sizes are typically set to 32 or 64 bits, which are

ill-suited to e�ciently represent FHE ciphertexts that can be on the order of several

kilobytes, even for implementations with small parameters. Further, since FHE algo-

rithms are expressed as arithmetic circuits, constructing and optimizing FHE compu-

tations is a non-trivial problem. When working over encrypted bits, however, the same

techniques used in digital circuit design do not necessarily translate in the encrypted

domain. For instance, employing wider circuits is more desirable for HE circuits since

all gates at the same depth can be executed in parallel. In e�ect, the underlying hard-

ware used to run an HE circuit should also be taken into consideration when de�ning

the FHE computation: an HE adder built for a CPU with a small number of cores

should not be as wide as one designed to run on a GPU backend. Instead, it should

be fairly narrow and aim to minimize the total number of gates in the circuit.

To address the usability and performance limitations of FHE, we introduce a

new encrypted computer architecture that natively supports all FHE operations. Our
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approach is realized in a novel processor design, called Juliet, that is capable of run-

ning end-to-end FHE computations using both CPU and GPU hardware acceleration.

We complement our custom Instruction Set Architecture (ISA) with an optimized

abstract machine that implements native homomorphic computations. Moreover, to

signi�cantly improve the usability of FHE, we introduce a domain-speci�c high-level

programming language, called eJava, along with a compiler to translates high-level

code into Juliet's assembly language (JAL). Overall, our versatile framework enables

programmers and embedded system designers to leverage the numerous bene�ts of ho-

momorphic encryption and painlessly execute arbitrary programs on encrypted data.

Traditional FHE computation requires the target algorithm to be expressed as a

large arithmetic circuit [3], where the di�culty of optimizing such circuits bring signif-

icant usability restrictions to programmers. Our key observation to resolve this major

limitation is to express arbitrary programsas a sequence of FHE instructionson an

encrypted computer, and implement special FHE functional units for these instruc-

tions. The JAL assembly developed for this research enables a wide range of plaintext

operations along with their equivalent FHE counterparts to support encrypted com-

putation. Likewise, Juliet's I/O is enabled using two input streams (dubbedtapes):

A public tape is exclusively used for plaintext inputs, while the private tape is used

solely for encrypted inputs.

Our new JAL assembly instructions are evaluated in the encrypted domain using

an underlying FHE cryptosystem. In this work we selected the highly e�cientTFHE

scheme [46] that supports encrypted Boolean operations as logic gates on ciphertexts.

In particular, plaintext inputs are �rst converted to binary and then encrypted bit by

bit into ciphertext arrays. Then, the encrypted data are uploaded to a cloud service

that implements the Juliet abstract machine, along with a compiled JAL program. In-

ternally, Juliet invokes the standard TFHE library that is capable of evaluating approx-

imately 76 FHE logic gate operations per second. To support hardware acceleration

on a GPU, Juliet employs thecuFHE library to further achieve a 25� acceleration of

FHE operations compared to the CPU-only TFHE library. Notably, both the TFHE
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Execution Engine
Parse JAL Program

Evaluate Plaintext Ops
Public/Private Tapes

JAL Program

Evaluation Key

Decryption Engine

Homomorphic
Functional Units

Evaluate Encrypted Ops

Ciphertext & Plaintext
MemoryClient Cloud

IPC

Output Ciphertext(s)

Figure 4.1: Juliet Framework: The user supplies the cloud with a set of instructions
written in the Juliet Assembly Language (JAL) along with an evaluation key (which
is necessary to carry out the fully homomorphic operations) and two tapes containing
non-sensitive data as well as encrypted data for use with the uploaded program. After
successful evaluation, the cloud sends the resulting ciphertexts back to the user for
decryption. The thick arrows represent transferring ciphertext while the thin arrows
represent control signals and small data transfers (in the order of tens of bytes).

and cuFHE libraries are among the fastest fully homomorphic encryption implemen-

tations in existence today. Overall, our contributions in this work can be summarized

as follows:

ˆ We introduce a new Instruction Set Architecture and processor design tailored

to computations in the encrypted domain.

ˆ We propose an assembly language for encrypted processors and implement a

compiler to translate high-level programs to our domain-speci�c assembly.

ˆ We complement our design with a usable end-to-end framework for compiling

and executing JAL programs using FHE, leveraging both CPU- and GPU-based

hardware acceleration.

4.1 Framework Overview

The Juliet computer is designed to run on the cloud to enable secure outsourc-

ing with FHE. A high-level overview of the interactions between the client and cloud

is presented in Figure 4.1: A client generates the necessary cryptographic keys, com-

piles an encrypted program developed using our high-level eJava language or the Juliet
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Assembly Language, and loads both encrypted and uncrypted data into two �les repre-

senting the private and public tapes respectively. These steps are automated using one

of Juliet's supporting tools: the key generation module, the compiler, and the prepro-

cessor that reads sensitive data, encrypts the individual bits of these inputs, and loads

the ciphertexts into the private tape �le. Once the program, evaluation key, and two

tape �les are uploaded to the cloud, the Juliet execution engine can begin evaluation.

4.1.1 Evaluating Juliet Instructions

The cloud runs two concurrent modules to execute an encrypted program with

Juliet: an execution engine and an encrypted ALU. When the execution engine fetches

an instruction operating on ciphertexts, it signals the encrypted ALU which imple-

ments varioushomomorphic functional units as TFHE Boolean circuits. The ALU

will execute the desired algorithm on the data indicated by the execution engine, store

the result in a heterogeneous memory unit, and then signal the execution engine to

proceed. For instance, if an encrypted addition operation is encountered by the exe-

cution engine, it will send a signal to the ALU, which will run an implementation of

an encrypted ripple carry adder module using the inputs provided by the main pro-

gram. Similarly, to evaluate instructions on plaintexts, the execution engine employs

a standard plaintext ALU and stores the result in the memory unit.

From a programmer's perspective, there are two main data types supported

by Juliet: encrypted integers and unencrypted integers, which can both live in the

heterogeneous memory. In both cases, the size of the encoded values is always aligned

to Juliet's word size. The latter can also be con�gured since it informs a trade-o�

between the range of supported plaintexts versus performance and memory overheads.

Notably, Juliet supports encrypted computation on GPU platforms, which can

greatly improve the speed of certain homomorphic operations. We utilize functional

units constructed using the cuFHE library [57]. Since cuFHE lacks native support

for encrypted multiplexer gates, we have also expanded the library to incorporate

this functionality. The two primary challenges related to GPU acceleration are: (a)
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exploiting the parallelism in each functional unit to achieve high GPU utilization, and

(b) optimizing ciphertext transfers between the host running Juliet's execution engine

and the GPU accelerator. As such, our design considerations for GPU functional units

are substantially di�erent than for CPU implementations.

4.1.2 Juliet I/O: Communicating with Users

Users can upload inputs to the execution engine in two ways: the public tape

and the private tape. The public tape consists of plaintext constants that will be used

in the Juliet program and each value is read sequentially from the beginning of the tape

to the end. In e�ect, when a load from the public tapeinstruction is issued, the next

tape value is popped to a processing queue. To use these constants in computations

involving encrypted data, they must be encoded �rst. Unlike regular encryption of

sensitive data, instead constants can be encoded with a \constant gate" operation and

are treated as \trivial" ciphertexts. The underlying constants encoded by these special

ciphertexts are not private and no noise is injected during the encoding process. Thus,

all data placed in the public tape should be assumed to be readily accessible by all

parties. We remark that non-sensitive data should always be loaded in the public

tape, as mixed operations between public data and secure ciphertexts are cheaper than

operations only between ciphertexts.

The private tape is read in the same way as the public tape (i.e., it behaves like

a read-only queue). The key di�erence here is that the data stored in the private tape

are not the encrypted values themselves, but pointers to the actual encryptions stored

in Juliet's ciphertext memory. In this case, each memory location corresponds to a

ciphertext vector whose size is aligned to Juliet's con�gured wordsize. For instance,

if the processor wordsize is 16, the ciphertext memory unit comprises vectors of 16

TFHE ciphertexts (each encrypting one bit of the word), which amounts to a storage

size of approximately 2:2 � 16 = 35:2 kilobytes per encrypted word at 80 bits of FHE

security. Then, as soon as the computation terminates, the cloud returns the output

ciphertexts to the client for decryption.
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Figure 4.2: Processor Design: Juliet incorporates a dedicated ALU and memory
system for encrypted data. Plaintext operations are fully supported for computation
on non-sensitive values and can interface seamlessly with encrypted values after trivial
encryption with an evaluation key.

4.1.3 Juliet's Heterogeneous Processor Design

A design for an encrypted processor poses unique challenges and requires ad-

ditional considerations such as memory systems for large, kilo-byte sized ciphertexts,

merging both plaintext and encrypted operations for e�cient evaluation, and dealing

with the termination problem that is unique to encrypted computation [101]. Con-

trary to prior works, we propose the �rst dedicated heterogeneous processor architec-

ture (Figure 4.2) that can support both FHE computation as well as computation on

plaintext values while running e�ciently on modern hardware.

The intuition behind supporting plaintext operations is that, in many cases,

non-sensitive values will eventually be mixed with sensitive encrypted values. Without

plaintext support, all operations will need to be carried out in the encrypted domain,

regardless of the sensitivity of the data. Conducting expensive HE operations on public

data can drastically increase latency and waste computational resources and evaluation

time. To increase e�ciency, these values should only be encrypted when they are

scheduled in a computation with a previously encrypted value. Hence, non-sensitive

values can be processed and modi�ed with fast plaintext operations before encryption.

Therefore, we incorporate two ALUs in our design, where the operands of the plaintext
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ALU are aligned to the chosen wordsizeK , and the operands of the encrypted ALU

are vectors composed ofK ciphertexts.

Our processor adopts a Harvard architecture where data and instruction mem-

ories use di�erent address spaces, and features two distinct data memory regions: a

large encrypted memory bank and a memory for plaintext values. The encrypted re-

gion is used to store ciphertext vectors of sizeK while the plaintext region stores

integer entries ofK -bits. Juliet also features a register �le that can store plaintext

values directly, as well as ciphertexts through indirection. Speci�cally, indirection is

bene�cial so that our registers are aligned toK bits in all cases; when needed to refer

to ciphertext data, the registers store a pointer to a ciphertext vector stored in the

encrypted memory region.

Memory operations are facilitated by two load-store units (LSUs): a plaintext

LSU and encrypted vector LSU. The plaintext LSU stores and loadsK -bit data to and

from the plaintext memory. On the other hand, the encrypted vector LSU receives

pointers to ciphertext vectors from the registers, and processes inputs and outputs of

the encrypted ALU. The input addresses are used to locate and then load ciphertext

vectors directly into an encrypted vector bank whose entries correspond to the cipher-

text inputs of the ALU operations (Figure 4.2). When the encrypted ALU �nishes

an operation, the output ciphertext vector is sent back to the encrypted vector LSU,

which stores the output as a new entry in the encrypted memory and also stores the

pointer to the entry in the destination register.

In the next section, we present the instructions supported by our Juliet proces-

sor, along with the corresponding ALU functional units for each instruction, targeting

CPU and GPU backends.

4.2 Juliet Assembly Language

The Juliet Assembly Language (JAL) instructions are divided into two cate-

gories: operations on plaintext data and operations on encrypted data. Juliet supports

a robust set of functionally complete operations in both domains as shown in Table
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4.1. An e/p in the Domain column means that the instruction has both an encrypted

and plaintext variant, whereas ap or e indicates if the instruction is only possible on

plaintext data or encrypted data, respectively. Logical and arithmetic operations on

plaintext data are carried out in the plaintext ALU, while store and load operations

use the LSU to interface with plaintext memory; due to the small size of the values

(relative to encrypted values), the data itself can be held directly in the registers. In

the next subsections, we discuss the more complex case of encrypted logical, relational

and arithmetic operations, followed by the encrypted multiplexer operation that helps

resolve runtime decisions, as well as the intricacies of GPU acceleration.

4.2.1 Encrypted Logical and Relational Operations

Our encrypted ALU implements operations as a netlist of homomorphic gates

using the TFHE library on a target device (i.e., CPU or GPU). For encrypted bitwise

operations in Table 4.1, Juliet invokes the homomorphic gate operations directly to

operate over each encrypted bit of the operands. With wordsizes greater than a single

bit, this entails executing K gate evaluations in parallel. We remark that shifts and

rotations are notoriously noisy operations when using other FHE libraries that work

on encrypted integers instead of bits; for example, HElib's standard shifting operations

require the use of several automorphisms and key-switching operations [78], and can

accumulate more noise than a multiplication between two ciphertexts (depending on

the FHE parameters used). Conversely, shifts and rotations on encrypted dataare

essentially freewith TFHE because it represents encrypted integers as vectors of bit

encryptions. Since these ciphertexts are independent, shifting or rotating them is just

a matter of transforming their indices in the vector, just like one would transform a

plaintext bit array. Therefore, no computationally complex operations such as key-

switching, bootstrapping, or automorphisms are required.

A more complex case involves relational operations such as less-than, greater-

than, and equality. All Juliet's relational operations utilize the same area-e�cient
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comparator circuit [118], which supports arbitrary wordsizes through the use of cas-

cading. The comparator circuit has three output wires: a less-than output, an equality

output, and a greater-than output. Only one of these wires will be asserted at a time,

indicating the relation of the magnitude of one ciphertext to another. \Less than or

equal" or \greater than or equal" can be intuitively achieved byORing the less than or

greater than signal with the equality signal. Lastly, to align the desired output signal

to the word size, Juliet replicates the encrypted single bit valueK times (i.e., with a

wordsize ofK = 8, an output of encrypted \1" becomes ciphertext vector \11111111").

4.2.2 Encrypted Arithmetic Operations

The homomorphic arithmetic operations provided by Juliet for a CPU target

include multiplication, addition, and subtraction circuits implemented using TFHE

gates, and all circuits employ cascading techniques to support arbitrary wordsizes.

It is crucial that the underlying building blocks of these circuits (full adders, full

subtractors, and 1-bit comparators) are optimized in order to get good performance out

of the larger compound circuits. Towards that end, we opted for the designs depicted

in Figure 4.3, and we remark that the motivation behind our full adder design stems

from the fact that TFHE can execute a multiplexer circuit with the cost of only two

bootstraps. Therefore, this full adder design requires only four bootstrap operations

total, as opposed to a standard full adder design (with two XOR gates, two AND

gates, and an OR gate) that requires �ve bootstraps. Since bootstrapping remains

the primary computational bottleneck in FHE operations, our MUX-based full adder

evaluates faster in the encrypted domain, especially when used within larger, multi-bit

adders. Our full subtractor follows the same paradigm, with the inclusion of an inverter,

which can be evaluated without bootstrapping and introduces negligible overhead.

Addition and subtraction use the same circuit which takes a ripple carry ap-

proach. We chose a ripple carry design for CPU target, as opposed to carry look-ahead

or other fast adders, because it uses the least number of gate evaluations and there-

fore results in the fastest evaluation time in the encrypted domain without parallelism.
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Figure 4.3: Indivisible Circuits: By substituting logic gates with a MUX, the full
adder and subtractor can successfully evaluate with only four bootstraps. Compared
to a standard adder/subtractor design, these designs execute faster homomorphically
because they require one fewer bootstrap. Together with the 1-bit comparator, these
units serve as the basic building blocks for Juliet's functional units.

Multiplication involves computing partial products by left shifting the bits of the �rst

operandK times to produceK individual ciphertext arrays and thenANDing each with

its corresponding bit of the second operand. This way, the result isK ciphertext ar-

rays (each of sizeK ) that encode partial products where the corresponding bit of the

second operand is encrypted \1" and encryptions of zero otherwise. Lastly, the partial

products are summed usingK invocations of the adder.

4.2.3 JAL Encrypted Multiplexing

Making runtime decisions using ciphertexts is an important constraint when

computing on encrypted data [101]. Speci�cally, branching on encrypted data is not

possible as it would reveal information about the control value encoded in a ciphertext if

the cloud was permitted to actually resolve the branch outcome. As it stands, the best

solution to this problem is to use multiplexing techniques to evaluate either branches

and �nally choose the output of the correct branch with an encrypted selection bit

[101]. While this approach incurs higher complexity for applications such as sorting

and searching over encrypted data, it is quite powerful and remains the only viable

solution to making decisions in the encrypted domain without leaking information or
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Figure 4.4: Kogge-Stone Adder: This design for an 8-bit adder is used to compute
the carry for each step of the adder. To retrieve the sum (not depicted), one simply
needs to compute an XOR operation with the generated output carry and the propogate
signal generated in the �rst stage of the adder.

involving the user. The encrypted multiplexing operation in JAL takes four arguments:

the destination register, two source registers pointing to the encrypted data inputs of

the multiplexer, and a third source register pointing to the encrypted selection bit.

Depending on the value of the selection bit, the corresponding source ciphertext will

be propagated to the destination.

4.2.4 GPU-accelerated Functional Units

In terms of logical units, our GPU implementation follows the same methodol-

ogy as the CPU: TFHE logic gate operations computed across all operand bits. In this

case, however, these gates are evaluated concurrently using all available GPU streaming

multiprocessors. Relational functional units remain identical to the CPU counterparts

with the exception of the equality circuit. Instead of evaluating equality using a se-

quence of cascaded comparators (that limit parallelism due to data dependencies), we

adopt K 1-bit comparators that evaluate in parallel only the necessary logic to de-

termine the equality signal, and then perform encrypted AND operations between the

K outputs to get the �nal result. This circuit design allows Juliet to exploit as many

streaming multiprocessors as possible to carry out this instruction.

The circuit that deviates the most from its CPU equivalent is our adder design.

To e�ectively exploit GPU parallelism, it is more bene�cial to employ wider circuits

with a shorter critical path instead of the narrow carry ripple adder, which contains

59



the minimum number of gate evaluations, yet it is not readily parallelizable. Instead,

we opt for an adder that will minimize the critical path as well as allow for maximal

parallel execution, and we adopt a Kogge-Stone carry look-ahead design (Figure 4.4).

For a wordsize of 16 bits, this adder outperforms the ripple carry design by nearly 5�

even though the total number of gates is greater; this is due to the large width of the

early stages of the adder, which can achieve high utilization on a GPU. This design

is also employed for subtraction by adding one operand to the two's complement of

the other, which entails a simple inversion followed by an increment operation. Lastly,

our GPU multiplier generates partial products in parallel through the use of shifts and

AND operations and then sums the partial products using multiple invocations of the

Kogge-stone adder.

4.3 Juliet Front-End

In this section, we describe the front-end of the Juliet framework that comprises

a Java-like high-level language calledeJava, and a compiler to translate eJava code

to JAL instructions. Overall, eJava is a self-contained language that is tailored to

encrypted computation and enables expressing arbitrary programs that involve both

encrypted and unencrypted data types. In the following sections we elaborate on our

design choices for eJava and the JAL compiler.

4.3.1 Design of eJava Language

The primary goal of introducing a high-level language is to simplify the de-

velopment of JAL programs. Therefore, we created a strongly-typed object-oriented

language like Java that is judiciously designed for encrypted computation. In eJava,

classes may contain �elds and methods that have arguments and return types of basic

or other class types. Thenewoperator calls a default void constructor. Moreover, eJava

supports inheritance and its methods can be de�ned in a subclass if that subclass has

the same return type and arguments. The �elds in the derived class and in the base

class are di�erent �elds, even if they have the same names; however, eJava does not
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o�er support for inner classes and static methods or �elds. Thethis identi�er can

be used to access the methods of a class from another method of the same class. By

default, all methods are public and all �elds are protected. Thus, a method of a class

cannot access �elds of another class, except if it is inherited from that class. Local

variables can be de�ned at the beginning of a method, and if they have the same name

with a class �eld then they shadow that �eld. Finally, a eJava program begins with

a special main class that only contains the main method (i.e.,public static void

main(String[] args) ) and afterwards it may contain other classes that have �elds

and methods.

4.3.1.1 Operations in the Encrypted Domain

The basic types of eJava areint for K -bit integers, whereK is the word size,

int[] for arrays of integers, andboolean for logical values. For the encrypted domain,

eJava supportsEncInt for encrypted integers andEncInt[] for arrays of encrypted

integers. Operations between the encrypted and unencrypted domains are possible by

�rst encoding the variables from the unencrypted domain. Since the computation is

outsourced to a third party that only possesses the evaluation key (and not the decryp-

tion key), such operations involve encoding variables on-the-
y astrivial ciphertexts

without noise using the evaluation key. However, initializing encrypted variables with

plaintext data, such as in Fig. 4.5(a), and resorting to encrypting with the evaluation

key by the untrusted third party raises numerous concerns.

First, encrypting a sensitive value with the evaluation key adds no noise to

the generated ciphertext, so the underlying LWE problem becomes trivial to solve.

Nevertheless, if an FHE operation combines such a ciphertext without noise with a

regular ciphertext (i.e., one that was encrypted with the user's key), the resulting

ciphertext has su�cient noise and is secure. For example, if we add a secure ciphertext

(with su�cient noise) to a trivial ciphertext (with negligible noise), the following holds

for the noise of the result:

Nsuf f icient + Nnegligible ! Nresult � Nsuf f icient :
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Second, the cloud can read constants initialized in the outsourced JAL program

and perform static analysis to trace how their value a�ects the output of the program.

For example, in line 1 in Fig. 4.5(a) encrypted variablex is assigned the encryption of

constant 7; however, this is an illegal assignment and a violation of our threat model

since the contents ofx will be encrypted on-the-
y without noise, and the cloud can

learn meaningful information about a ciphertext. Thus, the only way to initialize the

EncInt and EncInt[] data types in eJava is through the private tape with secure

ciphertexts that were generated o�ine. For instance, in line 1 Fig. 4.5(b), the user

directly assigns a ciphertext to the encrypted variablex through the private tape.

Since this ciphertext has been generated by the user, the cloud server has no way of

inferring any information about it.

4.3.1.2 Inputs from Public and Private Tapes

In more detail, eJava supports both public and private inputs via two read-only

tapes. These built-in methods have a one-to-one correspondence with JAL instructions:

the public tape can be read sequentially using thepread instruction, while for the

private tape Juliet uses theeread instruction. In the public tape case, the next word

(K -bit integer) from the tape is consumed, while when the private tape is used as input,

a pointer to the next ciphertext array is read. We note that the input ciphertext arrays

pointed to by the private tape pointers are pre-loaded into the ciphertext memory by

the user, who uploads the memory structure to the cloud for further evaluation.

4.3.2 eJava Compiler for Juliet

We complement Juliet with a custom compiler to translate eJava code into

optimized JAL assembly instructions.

4.3.2.1 Type Checking

The �rst step in the compilation process is type checking by statically analyzing

the input program and verifying its type safety. Our compiler performs one �rst pass of

the source �le to gather the de�ned classes and then another pass to generate a symbol

62



1 EncInt x = 7 ; // x = enc (7)

2 x *= 2 ; // x = x * enc (2)

3 re tu rn x ; // x = enc (14)

(a) Illegal Initialization.

1 EncInt x = PrivateTape ( ) ; // x = enc ( ? )

2 x *= 2 ; // x = x * enc (2)

3 re tu rn x ; // x = enc ( ? )

(b) Correct way to initialize EncInt variables.

Figure 4.5: Initialization of encrypted integers.

table with all the classes, �elds, methods, and local variables [6]. In a third pass,

the compiler con�rms that all data types of expressions and variables are consistent.

As already mentioned, due to threat model constraints (Section 4.3.1.1), our compiler

does not allow direct assignment of constants in variables of encrypted type (like in

Fig. 4.5(a)). Additionally, operations between encrypted and unencrypted variables

are permitted if the destination is also declared as encrypted, as in Fig. 4.5(b). Lastly,

our compiler also throws an error if ananswer function is missing, as this is required

to halt the abstract machine.

An important consideration that our type checking system has to take into ac-

count is the inability to make runtime decisions based on encrypted data. For instance,

our compiler throws an exception if the source code includes branches based on en-

crypted values, like in Fig. 4.6(a). It is the programmers' responsibility to express such

statements obliviously (as in Fig. 4.6(b) lines 3-4), or using a ternary operator that

directly invokes the MUXJAL instruction (as in Fig. 4.6(c)). The corresponding JAL

assembly for Fig. 4.6(c) is presented in Fig. 4.6(d).

4.3.2.2 JAL Assembly Generation

After the type safety of the eJava source program has been veri�ed, our compiler

parses the high-level code, generates an intermediate representation (IR), and performs

various optimizations. First, the eJava compiler runs a static analysis phase to identify
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1 EncInt x = PrivateTape ( ) ; // x = enc ( ? )

2 EncInt r e s = PrivateTape ( ) ; // res = enc ( ? )

3 i f ( x == 0) f // Cannot branch on encryp ted

4 r e s += 7 ; // res = res + enc (7) ;

5 g e l s e f

6 r e s += 13 ; // res = res + enc (7) ;

7 g

8 re tu rn r e s ; // x = enc ( ? )

(a) Type-checking error: Illegal branch on encrypted
data.

1 EncInt x = PrivateTape ( ) ; // x = enc ( ? )

2 EncInt r e s = PrivateTape ( ) ; // res = enc ( ? )

3 EncInt s e l = x == 0 ; // enc (0) or enc (1)

4 r e s = s e l * ( r e s +7) + (1 = s e l ) * ( r e s +13) ;

5 re tu rn r e s ; // x = enc ( ? )

(b) Correct way to check for encrypted equality in eJava.

1 EncInt x = PrivateTape ( ) ; // x = enc ( ? )

2 EncInt r e s = PrivateTape ( ) ; // res = enc ( ? )

3 r e s = ( x == 0) ? ( r e s + 7) : ( r e s + 13) ;

4 re tu rn r e s ; // x = enc ( ? )

(c) Encrypted equality using ternary operators.

1 eread t0 // x

2 eread t1 // res

3 econs t t2 , 0

4 eseq t2 , t0 , t2 // t2 <= x == enc (0)

5 econs t t3 , 7

6 eadd t3 , t1 , t3 // t3 <= res + enc (7)

7 econs t t4 , 13

8 eadd t4 , t1 , t4 // t4 <= res + enc (14)

9 emux res , t2 , t3 , t4

10 e r e t t1 // res

(d) JAL assembly for (c).

Figure 4.6: eJava example for multiplexing based on encrypted data. (a) Example
of illegal branching on encrypted data; (b) Same functionality as in (a) but without
branching on encrypted data; (c) Same functionality as in (b) using a ternary operator;
(d) JAL assembly code for (c).
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constant- and copy-propagation optimizations, as well as live range analysis and dead

code elimination [6]. These optimizations signi�cantly reduce the size of the IR as

they remove intermediate variables and unused code blocks. Our compiler continues

performing static analysis and other optimizations until a threshold is reached, so that

two di�erent iterations result in the same output (i.e., no further optimizations are

possible). Finally, the eJava compiler maps the virtual registers to a prede�ned num-

ber of registers that the Juliet abstract machine supports by utilizing graph coloring

techniques [39], and the optimized JAL assembly is generated.

4.4 Experimental Evaluations

To encompass a wide range of use cases for encrypted computation, we employ

the TERMinator suite [101], which is a set of benchmarks speci�cally designed for en-

crypted architectures. In order to integrate TERMinator with Juliet, we made several

modi�cations. First, the original TERMinator benchmarks were designed for encrypted

computation based on partially homomorphic encryption and employed an oblivious

multiplexing function (dubbed G); the latter used a control input to select between

an encrypted input or an encryption of zero. Therefore, in this work we adopted the

TERMinator suite to employ FHE multiplexers instead ofG function calls, and ported

selected microbenchmarks to eJava to evaluate core operations on encrypted data with

Juliet.

Moreover, we performed experiments by evaluating two block ciphers in the en-

crypted domain, namelySimon and Speck [15]. These algorithms are packed with

binary and bit manipulation operations that help demonstrate important aspects of

our abstract machine, and the bene�ts of the underlying TFHE scheme. In addi-

tion, we evaluate Juliet using the multiplication-heavy Sieve of Eratosthenes (SoE)

algorithm, as well as the computationally-intensive logistic regression (LR) inference,

which corresponds to a realistic machine learning. We remark that while many prior

HE frameworks include proof-of-concept implementations of basic machine learning

applications, they almost exclusively employ leveled HE. Even though this approach
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Figure 4.7: Microbenchmarks: This set of programs evaluates the performance of
core FHE operations in Juliet, namely addition, multiplication, multiplexing and en-
crypted equality. To showcase the power of native MUX gates, we also include a
Fibonacci benchmark that implements multiplexing via multiplication and addition
(instead of a MUX).

can help the evaluation ofshallow circuits, it quickly becomes infeasible for the deeper

circuits that need complex applications and high accuracy. Therefore, in the case of

LR, the use of FHE (instead of leveled HE) allows us to compute a more accurate

approximation of the sigmoid function.

All CPU-based experiments were executed on an Amazon AWS r5.12xlarge in-

stance, which assumed the role of the cloud server (Fig. 4.1), and was used to ex-

clusively run the homomorphic operations using the Juliet execution engine with an

evaluation key; all key generation, encryption, and decryption operations were done

o�ine on a laptop (i.e., the client machine). For our GPU-based evaluation, the cloud

server used an NVIDIA Tesla M60 GPU hosted on an AWS g3.8xlarge instance.

4.4.1 Evaluation using Microbenchmarks

The class of microbenchmarks in TERMinator comprises a set of applications

that involve primarily encrypted additions or multiplications (or both). The Fibonacci

benchmark consists of many addition operations and computes theN th Fibonacci num-

ber whereN is an encrypted value. Likewise, the factorial benchmark, computes the

namesake valueN ! whereN is an encrypted input. In both of these programs, the cloud

has no knowledge of the returned output since a larger range of values is computed

�rst, and then the N th value is selected homomorphically through the use of either

multiplication or multiplexing. For our experiments, the eJava program computed the
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�rst 20 factorials and Fibonacci numbers, and the encrypted inputN selected a random

value from 1 to 20. Our third microbenchmark is private information retrieval (PIR),

which simulates an FHE database with 50 entries and performs a search operation

using encrypted equality checks. Since it is not possible to branch on encrypted data,

the PIR program cannot terminate early and must visit every entry in the database

while searching for a match to the input query. After all equality checks are computed,

a multiplexing operation helps select the matching result.

In Fig. 4.7 we report the evaluation times of our microbenchmarks on a CPU

using a wordsize from 8 to 64 bits. As expected, the factorial benchmark is slower and

scales worse than the Fibonacci benchmark due to the large multiplication circuits that

require far more gates for increasing word sizes, while our PIR benchmark scales lin-

early with increasing wordsizes. Moreover, a variant of the Fibonacci benchmark that

relies on an arithmetic approximation of a multiplexer (like Figure 4.6(b), line 4) is

far slower than its MUX-based counterpart. This approximation requires a large num-

ber of multiplication operations on secure ciphertexts and is therefore computationally

expensive. At a 64-bit wordsize, this ine�cient Fibonacci implementation takes ap-

proximately 57.5 minutes to evaluate, which is over an order of magnitude slower than

the implementation that employs MUXes to enable selection. At a high-level, this

radical di�erence in latency showcases that binary operations on ciphertext arrays are

much faster than arithmetic operations in the TFHE cryptosystem.

4.4.2 Evaluation using Real-Life Benchmarks

Simon/Speck: Compared to our microbenchmarks, theSimon and Speck block

ciphers, the Sieve of Eratosthenes, and the logistic regression inference are far more

complex programs and constitute realistic workloads on encrypted data. While the

block ciphers are predominantly composed of bitwise operations (and modular addition

in the case ofSpeck ), the Sieve of Eratosthenes and the logistic regression inference are

multiplication intensive. These benchmarks demonstrate the scalability of Juliet and,

in the case of the block ciphers, they also enable an exciting application of outsourced
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homomorphic computation called \transciphering" or \scheme hopping" [35, 75], which

enables e�cient compression of ciphertexts and can drastically reduce communication

overheads between client and server.

The idea behind scheme hopping is for the user to upload a set of symmetric

ciphertextsC generated by a secure block cipher (Simon or Speck in this case) instead

of an FHE scheme (so that the bitsize ofC is relatively small). Along with C, the user

uploads the FHE encryption of theSimon/ Speck decryption key. Then, the cloud uses

FHE to further encrypt each bit of C into C0, and employs the FHE implementation of

Simon or Speck to homomorphically decryptC0usingsk, which results in transforming

C0 into pure FHE ciphertexts (i.e., we \peel-out" the symmetric encryption layer)

[75]. From here, the cloud can conduct arbitrary computations using FHE operators.

The bene�t of this approach for programs that operate on large datasets is hard to

understate: TFHE expands each plaintext bit into 2.2 kilobytes of ciphertext data (at

80 bits of security), while a plaintext block is encrypted into a ciphertext block of the

exact same bitsize usingSimon or Speck . Therefore, scheme hopping can reduce the

communication overhead between client and server by several orders of magnitude.

SoE: The Sieve of Eratosthenes is used to �nd all prime numbers in a range. Our

benchmark begins with reading an array of encryptions of zero of length equal to the

desired range (in our case, we compute all prime numbers between 1 and 20). At

runtime, when a prime is detected at a given index, the corresponding encryption of

zero becomes an encryption of one. Finally, to generate the encrypted list of the primes,

all values of the array are multiplied with their index.

LR: The logistic regression algorithm is used to classify inputs, such as images or text

data, into di�erent classes. For our implementation, we employ the Iris dataset [64],

which classi�es 
owers into one of three species of irises. The dataset consists of 50


owers for each species, resulting in 150 unique 
owers. These 
owers are represented

as a sequence of characteristics, such as the sepal length and petal width. For our

experiments, we restrict the dataset to two species (setosa and virginica). Moreover,

we perform training with the dataset o�ine to generate the weights/coe�cients in
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order to properly tune the system.

For encrypted evaluation, we upload the ciphertexts encoding a 
ower's charac-

teristics to the cloud, which performs LR inference and returns ciphertexts correspond-

ing to the probabilities that input belongs to each possible class. The workhorse of

LR and a major challenge for FHE computation is the sigmoid function (speci�cally,

the standard logistic function), which is de�ned asf (x) = 1=(1 + e� x ). To evaluate this

function homomorphically, we employ a Maclaurin series approximation and compute

the �rst three terms as:

f (x) =
1
2

+
x
4

�
x3

48
+ : : :

In addition, to convert all of the terms into integers, we multiply both sides of the equa-

tion by 48. This presents a reasonable trade-o� between accuracy and performance,

as the execution time scales with the number of terms evaluated. After the inference

is completed and the cloud returns two encrypted probabilities (one for each class),

the user decrypts each one and divides by 48. Overall, our homomorphic inference

program is capable of classifying two 
owers at a time.

Discussion: Table 4.2 provides a comparison of the experimental evaluation of our

encrypted processor using a CPU-based and a GPU-based implementation. Both block

ciphers were con�gured with the same key size (64 bits) and block size (32 bits),

and were used to homomorphically \decrypt" a single ciphertext block. An internal

wordsize of 16 was chosen for Juliet, since both ciphers split the ciphertext block in half

during decryption. For our results, we observe thatSimon has a faster execution time

compared toSpeck . This is expected asSimon is composed entirely of fast bitwise

operations, while Speck contains both addition operations (which require Boolean

adder circuits) and bitwise operations. Thus, since these ciphers have many logical

operations that can be readily parallelized, the GPU implementation excels at both.

Both our LR inference and SoE benchmarks exhibit the longest execution times

because they are multiplication-intensive. LR requires 20 homomorphic multiplications

(12 for the sigmoid approximation and 8 for multiplying the trained coe�cients and

inputs), while SoE requires 20 homomorphic multiplications in order to compute all
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Figure 4.8: Comparisons between Juliet, T2, E3, and VSP. All frameworks were con-
�gured using TFHE at 80 bits of security. Juliet with a GPU-based ALU is at least an
order of magnitude faster than all CPU-based frameworks. The reported VSP timings
exclude (a) downstream network delays (incurred when the server sends a copy of the
entire encrypted memory to the user), (b) the user's decryption time of the received
ciphertexts, and (c) the upstream network delay for the plaintext termination response
to the server. Dashed lines indicate expected timings; for instance, VSP is only con-
�gured to use 16-bit registers and can not readily support the wordsizes required for
larger Simon variants.

primes up to the number 20 (one for each number from 1 to 20). The small discrepancy

in the execution times can be attributed to the fact that LR also requires several

homomorphic addition and subtraction operations.

4.4.3 Experimental Comparisons with Previous Works

We compare Juliet with three homomorphic computation frameworks targeting

TFHE that are both Turing complete (i.e., geared towards general computation) and

also 
exible, so that the whole framework does not have to be recompiled to evaluate

new programs (for instance, Juliet requires the cloud to compile the processor only

once to support arbitrary applications). These closely related frameworks are T2, E3

[45] and VSP [98], and we selected theSimon cipher as the underlying application

for comparisons, since it has strictly bitwise operations and thus it is naturally suited

to TFHE. In Fig. 4.8, we present the performance results for each framework with

increasing block and key sizes, which also increases the number of rounds required to

evaluateSimon.

All comparison experiments were run on a g3.8xlarge AWS server. In certain

experiments, the dashed lines indicate expected timings; for example, VSP was only

able to correctly evaluateSimon with a 16-bit wordsize (which is amenable toSimon
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32/64). Meanwhile, E3 was unable to compileSimon 128/128 in less than an hour,

so we report its expected performance based on the trend from smaller block sizes.

Additionally, we note that while VSP reports GPU support, is only con�gured to run on

two speci�c NVIDIA GPU models (conversely, Juliet is compatible with any arbitrary

NVIDIA GPU). Thus, with the NVIDIA M60 GPU on our AWS host platform, VSP

was unable to evaluateSimon. Instead, we report the expected timings based on the

clock cycle cost of 1.7 seconds, as reported by the authors for one V100 GPU [98].

Moreover, the reported times for VSP do not include the overhead incurred by sending

data to, and receiving data from the user after each clock cycle (as required by the

VSP protocol). Lastly, we remark that we allowed all frameworks to use the available

hardware resources of the host, but we did not modify them to add any parallelization

if the framework did not naturally support it (in this case, T2 and E3). Overall,

we observe that Juliet is the fastest framework using a CPU backend, while for the

GPU backend it is approximately an order of magnitude faster than other CPU-based

frameworks on the g3.8xlarge server, and nearly 5� faster than VSP on a single GPU.

Additionally, for Simon 32/64, Juliet achieves approximately 62 cycles per second on a

single GPU, while VSP achieves 0:8 cycles per second in its fastest con�guration with

eight V100 GPUs (which also have a compute capability of 7.0 versus the M60's 5.2

and 4� as many streaming multiprocessors). We conjecture that this is performance

di�erential is mainly attributed to the signi�cant cost of VSP's encrypted memory

accesses, which requires visiting all memory locations for each read/write.

4.5 Related Work

In recent years, many works have focused on making FHE viable outside of

research circles, from both an e�ciency and usability standpoint. Previous works fo-

cusing on general computation with FHE can be divided into two categories depending

on the type of HE circuit the underlying schemes use: arithmetic or Boolean. In Table

4.3, we present our comparisons of prior works encompassing both approaches.

Frameworks that use arithmetic circuits to evaluate algorithms in the encrypted
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domain use an integer or �xed point encoding for underlying plaintexts and utilize na-

tive HE addition and multiplication operations. This category encompasses works such

as ALCHEMY [55], RAMPARTS [11], and Porcupine [54] that introduce their own

DSLs that programmers can use to build HE applications leveraging BFV (or a variant

of BGV in the case of ALCHEMY). In addition, EVA [59] presents an intermediate

representation that uses the CKKS scheme (which operates over complex numbers) im-

plemented in the SEAL library. These solutions typically leverage batching capabilities

to pack multiple plaintexts into a single ciphertext and allow for vector processing. For

certain types of applications that can be orchestrated as shallow circuits, this strategy

can be bene�cial; however, the major drawback of arithmetic-based schemes like BFV

and CKKS is that the speed of bootstrapping is prohibitively slow. Therefore, these

schemes are typically used in leveled HE mode and su�er from scalability issues when

faced with deep, complex algorithms as the parameters required to support high depth

will result in signi�cantly slow speeds. Another limitation of these schemes involves the

inability to perform practical comparison operations and bitwise shifts in the integer

or 
oating point domains. As such, solutions that use solely arithmetic operations are

not Turing-complete. Juliet, on the other hand, is scalable and Turing-complete due to

the fast bootstrapping speeds of TFHE, and native support of comparison operations.

The other primary class of HE computation, Boolean circuits, o�ers key ad-

vantages compared to the arithmetic approach. While operations such as multi-bit

addition and multiplication require several low-level HE operations, the bootstrapping

speeds are orders of magnitude faster for Boolean circuit-based schemes (like TFHE

and FHEW), which makes them ideal for general-purpose computation. Juliet lever-

ages this computational model to allow the composition of arbitrary algorithms. Prior

works that also incorporate this approach include toolchains that take VHDL or Verilog

programs (or even high-level programs converted with High-Level Synthesis), perform

logic synthesis to generate a netlist of Boolean gates and perform a direct conversion

into an FHE circuit. Both Romeo [75] and Google's Transpiler [70] are frameworks that

are capable of converting arbitrary combinational and sequential circuits to equivalent
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TFHE code. Two potential limitations of these two approaches involve the need to

completely recompile the circuit from scratch if any small change needs to be made

to the algorithm, as well as the lack of support for plaintext operations. Because the

entire program is converted to an HE circuit, plaintext values must be encrypted on

the user side and then used for HE logic gate operations.

The VSP framework proposes an encrypted processor design for use with TFHE,

which requires the user to be involved in the computation in order to get around the

termination problem [98]. The user must decrypt an encrypted signal after a prede�ned

number of cycles to let the cloud know if it has �nished the computation or needs to

proceed further. This also poses a security risk for users, as the cloud can abuse this

mechanism to have the user decrypt any ciphertext (including encrypted key material

inside of the evaluation key). Additionally, VSP incorporates an encrypted memory

design that does not scale in the encrypted domain: whenever memory is accessed,

all memory locations need to be updated or read, followed by costly multiplexing

operations to isolate the correct memory region. Juliet, however, is completely o�ine,

it does not rely on expensive memory constructions and requires no interaction from

users besides encryption and decryption. Further, we note that VSP and Romeo do

not support mixed operations, which prevents the cloud from being able to supply their

own inputs; for instance, in a machine learning setting, the cloud would not be able to

provide their own weights to use in an encrypted classi�cation procedure.

Lastly, three prior works support both arithmetic and Boolean operations. In

the case of Cingulata [37], either BFV or TFHE is chosen prior to compilation; however,

Cingulata does not support GPU backends and must be recompiled for every program.

Likewise, E3 [45] is a C++ framework capable ofbridging, which involves switching

from binary to arithmetic ciphertexts. Whereas E3 only works with C++, any arbitrary

front-end can be constructed for Juliet. Additionally, we note that Juliet with a CPU

backend is an order of magnitude faster than E3 for the Simon benchmark (Fig. 4.8).

A third work is T2 [72] (presented in the previous chapter) which incorporates an HE

compiler with support for integer, binary, and 
oating point encodings; however, T2
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does not o�er GPU support, which is a major bene�t of Juliet.

4.6 Concluding Remarks

In this work, we propose a novel encrypted processor design and an execution

engine tailored to run general-purpose encrypted computation on CPUs and GPUs,

which enables secure outsourcing to cloud servers. Our processor is complemented

by an expressive assembly language targeting encrypted data and a bespoke com-

piler to convert high-level programs into our encrypted assembly. To demonstrate the

capabilities of the framework, we employ select homomorphic benchmarks from the

TERMinator Suite, as well as real-life algorithms on encrypted data, and demonstrate

signi�cant performance and 
exibility bene�ts compared to related works.
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Table 4.1: Juliet's ISA encompasses a set of operations on both encrypted and un-
encrypted data and can be used to develop any algorithm. Here,r i ; r j ; r k ; r l represent
registers,A represents either a register or an immediate which can hold data in the
plaintext domain and a register holding a pointer to ciphertext data in the encrypted
domain, while I represents an immediate that cannot be encrypted. The Domain col-
umn speci�es whether the operation is supported in the plaintext domain (p), in the
encrypted domain (e) or both (e/p ).

T Domain Op. Registers Description

B
itw

is
e

e/p and r i r j A r i = r j & A
e/p nand r i r j A r i = � (r j & A)
e/p or r i r j A r i = r j j A
e/p nor r i r j A r i = � (r j j A)
e/p xor r i r j A r i = r j � A
e/p xnor r i r j A r i = � (r j � A)
e/p not r i A r i = � A
e mux r i r j r k r l r i = r j � r l + r k � � r l

A
rit

hm
et

ic

e/p add r i r j A r i = r j + A
e/p sub r i r j A r i = r j � A
e/p mul r i r j A r i = r j � A, keep LSB
p div r i r j A r i = r j � A (unsigned)

e/p mod r i r j I r i = r j %I (unsigned)
e const r i A r i = Encrypt( A)

e/p sll r i r j I r i = r j <<I
e/p srl r i r j I r i = r j >>I
p mov r i A r i = A
p cmov r i r j A r i = A (if r j == 1)

C
M

P
&

Ju
m

p

p jmp I Set PC to I
p cjmp r i I Set PC to I (if r i == 1)

e/p seq r i r j A r i = ( r j == A)
e/p sgt r i r j A r i = ( r j > A ) (unsigned)
e/p slt r i r j A r i = ( r j < A ) (unsigned)
e/p sge r i r j A r i = ( r j � A) (unsigned)
e/p sle r i r j A r i = ( r j � A) (unsigned)

L/
S p sw r i I (r j ) mem[I + r j ] = r i

p lw r i I (r j ) r i = mem[I + r j ]

I/O

e/p read r i Consume word from tape
p print r i Output r i to stream

e/p ret r i Return r i

e/p cret r i r j Return r i (if r j == 1)
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Table 4.2: GPU Acceleration: This table outlines benchmarks con�gured with a
wordsize of 16 bits. In each case, the GPU implementation of Juliet's encrypted ALU
is faster than the CPU-based version. Logical operations, which are completely parallel,
run e�ciently on the GPU, hence the fast evaluation time of theSimon circuit, which
achieves a speedup of 8:6� compared to the CPU implementation.

Benchmark CPU Time (sec.) GPU Time (sec.) Speedup

Speck 69.8 19.4 3:6�
Simon 60.9 7.1 8:58�

LR Inference 273.1 260.7 1:05�
Fib. 364 329.5 1:10�

Fib. (MUX) 99.1 77.2 1:28�
Factorial 317 284.7 1:11�

Sieve of Erat. 245.5 230.2 1:07�
PIR 187 153.6 1:22�

Table 4.3: Comparisons of FHE computation frameworks in terms of underlying data
type (integer, Boolean, or �xed point), support for mixed operations between plaintexts
and ciphertexts, whether or not the underlying HE implementation is Turing complete,
o�ine computation without user involvement, compilation requirements, bootstrapping
e�ciency, whether memory accesses are constant-time or scale with the size of the
memory, semantic security, and lastly GPU support.

Framework Type
Fast

Bootstrap „
Mixed

Ops…
Turing

Complete
O�ine § Flexibility ¶ GPU

Support
Memory
Access

Semantic
Security

ALCHEMY [55] Int Const.
Cingulata [37] Bin Const.

E3 [45] Int, Bin, FP Const.
EVA [59] FP Const.

Google Transpiler [70] Bin Const.
Juliet (this work) Bin Const.

Porcupine [54] Int Const.
RAMPARTS [11] Int Const.

Romeo [75] Bin Const.
T2 Int, Bin, FP Const.

VSP [98] Bin Exp.*

„ Fast bootstrap refers to the bootstrapping e�ciency of the underlying HE scheme. indicates slow bootstrapping,
indicates that some of the supported schemes have fast bootstrapping, whileindicates fast bootstrapping.

…Mixed Ops refers to the capability of mixing plaintext and encrypted computation.
§ O�ine indicates whether or not the user needs to participate in the computation in any capacity.
¶ A framework is 
exible if it can support di�erent FHE applications without needing to recompile everything.
* The size of the encrypted memory in the open-source implementation is �xed. The access costs scales exponentially.

76



Chapter 5

ROMEO: CONVERSION AND EVALUATION OF HDL DESIGNS IN
THE ENCRYPTED DOMAIN

Prior chapters have addressed making the computational model of FHE easily

accessible to programmers. However, both T2 and Juliet do not focus on generating

optimal FHE programs and strictly translate input programs to an equivalent FHE

format. This chapter outlinesRomeo : a novel framework that automatically converts

arbitrary Verilog programs to equivalent homomorphic programs compatible with the

state-of-the-art TFHE library [46] that leverages decades of logic synthesis techniques

to optimize the resulting homomorphic circuit. Additionally, security parameters, key

generation and management, ciphertext generation, and freeing memory are handled

transparently and abstracted away from the user. Speci�cally, our contributions can

be summarized as follows:

ˆ Automated conversion of algorithms expressed in Verilog into equivalent, opti-

mal homomorphic circuits that enable privacy-preserving processing of encrypted

data on the cloud.

ˆ A novel compiler that translates combinational and sequential netlists into stan-

dard C++ code implementing equivalent fully homomorphic operations.

ˆ A versatile execution engine that enables homomorphic evaluation of state ma-

chines and sequential algorithms using encrypted clock signals.

5.1 The Romeo Framework

Romeo o�ers the following functionality: it consumes Verilog programs and

outputs a homomorphic circuit operating on encrypted data, which can be evaluated

by an untrusted remote party. To accomplish this, the �rst step is to usesynthesis
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Figure 5.1: Romeo Outline. Verilog designs are converted to netlists and then passed
to the Romeo compiler. The compiler administers keys, receives inputs from the
user, and generates an encrypted circuit to the cloud for outsourcing. When the cloud
�nishes the circuit evaluation, the resulting ciphertext is sent to the user.

to convert Verilog programs to netlists consisting of logic gates and primitive memory

structures like 
ip 
ops. Next, the generated netlist serves as an input toRomeo 's

special compiler that parses the circuit, determines the correct execution order of the

gates, and generates an equivalent and e�cient homomorphic program. An outline of

our framework is illustrated in Figure 5.1.

5.1.1 RTL Synthesis

To handle synthesis,Romeo 's back-end uses the Yosys Open SYnthesis Suite

[127], which is an open source toolchain performing RTL synthesis along with basic

circuit optimization functionality. Our framework receives Verilog source code �les as

input and instructs the Yosys back-end to apply the following:

1. perform optimizations including removing unused wires and replacing process

blocks with 
ip-
ops;

2. map cells to standard logic gates and small multiplexers;

3. write resulting netlist as an EDIF (Electronic Design Interchange Format) �le.

5.1.2 Combinational Circuit Conversion

Once an EDIF netlist is generated by Yosys,Romeo 's compiler transforms it

into a standard C/C++ program composed of homomorphic operations exposed by

TFHE's API. First, the EDIF netlist is scanned and the compiler identi�es all gates
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and wires in the circuit. On a second pass, connections between gates and wires are

made and the circuit detailed in the EDIF �le is now fully constructed. Finally, the

C/C++ source �le is created and all ciphertext structures required for the circuit (i.e.,

one ciphertext per wire) are initialized.

To begin conversion, our compiler takes plaintext inputs from the user in binary

and generates C++ code that calls TFHE functions to encrypt them. The now en-

crypted inputs are loaded into their corresponding input wires in the HE circuit using

TFHE's copy gate functionality, which introduces negligible overhead. Next,Romeo

constructs a Directed Acyclic Graph (DAG) to determine the execution order of all

gates in the HE circuit. This is necessary as homomorphic gate evaluations are se-

rialized and, for each gate, all dependent gate evaluations must be completed before

the current gate's input wires are assigned the correct ciphertext values. The DAG

construction is outlined in Algorithm 1: the graph is traversed until all gate operations

have been written consecutively to the generated C++ �le. Finally, the ciphertexts

corresponding to output wires are saved in a �le and all ciphertext structures are

destroyed.

5.1.3 Sequential Circuit Conversion

Evaluating sequential circuits in the encrypted domain requires a more involved

approach than purely combinational circuits. For one, the incorporation of a clock

signal poses an important challenge for homomorphic evaluation: before using the clock

signal as an input to an encrypted domain function, the current clock state must be

encrypted. It is not possible, however, to mix plaintext clock signals with ciphertexts,

and there are two approaches to address the requirement of encrypted clock signals:

the user could either encrypt a large number of 0's and 1's prior to circuit evaluation

and upload these values to the cloud, or instruct the cloud to encrypt these values as

needed on-the-
y. In this work, we employ the latter approach in order to minimize the

computation on the user side, as well as reduce the communication overhead between

the user and remote cloud server.

79



Algorithm 1: Determine Order of Gate Evaluations
for gate in circuit do

for wire in gate.inputs do
if wire is output from other gatethen

gate.dependsOn += wire.originator;
while unevaluated gates remaindo

if gate.evaluated == True then
continue;

for gate in circuit do
if gate.dependsOn == "" then

gate.evaluated = True;
write gate to �le(gate);

else
ready = True;
for prevGate in gate.dependsOndo

if prevGate.evaluated == Falsethen
ready = False;

if ready == True then
gate.evaluated = True;
write gate to �le(gate);

return ;
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In addition to the encrypted clock challenge, TFHE does not o�er support for

sequential circuit components such as 
ip 
ops (FFs). Thus, to incorporate FF func-

tionality into homomorphic circuits, Romeo implements agate re-evaluation technique

illustrated in Algorithm 2. First, we begin by instructing the cloud to generate an en-

crypted clock signal that initializes to '0' (and inverts after every complete pass through

the circuit). Then, the cloud proceeds to evaluate the circuit like a combinational cir-

cuit; when a FF is reached, the data input to the FF is stored for the next round

and the output takes on the FF input from the previous round. On subsequent passes

through the circuit, only gates that depend on the output of FFs and gates upon which

FFs are dependent are re-calculated. Purely combinational logic networks separated

from sequential components are only executed on the initial pass as their outputs will

not change over time.

Algorithm 2: Optimized Circuit Re-evaluation
Function re-eval( gate) :

if gate precedes 
ip-
op then

ag gate for re-evaluation;
for prevGate in gate.dependsOndo

re-eval(prevGate);
else if gate follows 
ip-
op then


ag gate for re-evaluation;
for nextGate in gate.nextdo

re-eval(nextGate);
return ;

Notably, the cloud remains oblivious to the number of clock cycles necessary to

�nish a circuit evaluation. This stems from the fact that the cloud has no knowledge

about the plaintext values assigned to wires and signals in the circuit. Thus, users

can de�ne in advance how many clock cycles are necessary for the circuit to com-

plete its evaluation. While Romeo 's compiler is generating the homomorphic circuit

for outsourcing, it will prompt the user for the number of timesteps required during

evaluation. The compiler will re-evaluate the necessary logic gates for each additional
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timestep. In Romeo , combinational circuits are treated as sequential circuits with a

single timestep.

5.1.4 Circuit Veri�cation using Debug Mode

The Romeo framework provides users with a convenient method for testing

the correctness of a homomorphic circuit before outsourcing to a third party. This

saves users from the cost and time required to deploy potentially faulty code to the

cloud. To add debugging functionality, the generated TFHE C++ code can contain

additional veri�cation elements: the user's private key is read in by the program to

assist with decryption and users are prompted to directly input plaintext values that

are immediately encrypted with the private key and loaded into the circuit's input

wires. Once the circuit evaluation has completed, the private key is used to decrypt

all output wires and to print the corresponding plaintext outputs.

To rapidly verify the accuracy of the circuit in debug mode,Romeo can encrypt

circuit inputs using the evaluation key instead of the private key. Normally, the former

key is used to encrypt non-sensitive constant values for computation with sensitive en-

crypted ciphertexts and TFHE treats such ciphertexts generated with the evaluation

key as \trivial", assuming that both the third party and the user know the correspond-

ing plaintext values. The executing overhead for FHE gates processing these \trivial"

ciphertexts is very fast at approximately 10 microseconds per gate evaluation. This is

three orders of magnitude faster than the typical FHE gate evaluation speed of 13 ms

[46]. Using this feature, users can evaluate correctness of FHE circuits very e�ciently.

We remark that Romeo 's debug mode can only be used locally, as it is insecure to

encrypt data with the evaluation key while outsourcing to the cloud.

5.2 Experimental Evaluation

The Romeo framework was used to convert all combinational and sequential cir-

cuits from the ISCAS '85 [30] and ISCAS '89 [31] benchmark suites to the encrypted do-

main. In addition, we converted �ve encryption benchmark circuits to demonstrate the
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Figure 5.2: Encrypted circuit evaluation times for the ISCAS '85 benchmark suite.

robustness of our framework. These benchmarks were chosen due to their widespread

use, the broad range of circuit sizes, and the inclusion of both combinational and se-

quential circuits. All experiments were performed on an Ubuntu 18.10 host with 8

GBs of RAM and an i7-8650U CPU. The TFHE security parameter (� ) was set at the

default value for 110 bits of security. Lastly, the reported times were averaged over 10

executions per circuit and each execution was assigned one exclusive processor core.

5.2.1 ISCAS Combinational Circuits

The homomorphic circuit evaluation times for the ISCAS '85 combinational

benchmarks are presented in Figure 5.2. Our results show an approximately linear

increase in execution time with the number of evaluated gates. Nevertheless, the eval-

uation time for di�erent gates are not the same: for instance, inverters are evaluated

much faster than other logic gates because no bootstrapping is required for this opera-

tion. As illustrated in the graph, the c5315 circuit incurs longer evaluation times than

the two largest circuits despite its smaller size. This deviation from expected behavior

is attributed to the proportion of inverter gates to the overall number of gates in the

circuit. Indeed, the two largest circuits contain approximately 34% inverters while

c5315 contains about 25% inverters.

5.2.2 ISCAS Sequential Circuits

The results for the ISCAS '89 sequential circuit benchmarks are presented in

Figure 5.3. These numbers show the amortized execution cost per cycle (i.e., one

complete circuit evaluation). This cost was amortized over ten clock cycles. As with
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Figure 5.3: Amortized evaluation time per cycle (over 10 cycles) for encrypted circuits
from the ISCAS '89 benchmark suite.

the combinational results, a roughly linear increase in execution time is observed with

increasing numbers of gates as anticipated. However, more variance is observed due

to the varying number of gates that need to be re-evaluated for each cycle. This is

entirely dependent on the circuit con�guration.

5.2.3 Encryption Circuits

To further illustrate the robustness of theRomeo framework, we tested its

performance using �ve circuits implementing the following well-known encryption al-

gorithms: DES [1], AES [2], Present [22], Simon and Speck [16]. The last three

algorithms arelightweight block ciphers and their circuits are suited for homomorphic

evaluation. In more details,Present has an 80-bit key and a 64-bit block size, while

Simon and Speck ciphers [16] support a variety of block and key sizes (in this work,

we implemented the 128/128 variants with 128-bit block size and 128-bit key size).

Moreover, DES uses 56 bit keys (with 8 parity bits added for a total of 64 bits) and

a 64 bit block size. Finally, AES, the most widely used encryption cipher today, uses

a 128 bit key and a 128 bit block size [2]. Our experimental results in Figure 5.1

show that the homomorphic evaluation ofPresent was the fastest, withSimon and

Speck being slightly slower. Conversely, the homomorphic evaluation of DES took

approximately 24 minutes and AES required 13.5 minutes due to the complexity and

larger size of these circuits. In the case of DES, we attribute the slow speed due to the

substitution step, which is implemented with look-up tables; since it is not possible

to branch on encrypted data, all possible outputs must be computed for each look-up

table evaluation.
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Table 5.1: Evaluation times for standard encryption algorithms

Cipher
Evaluation
Time (s)

Cycles
Gate

Evaluations
Input
Wires

Output
Wires

Present 107.35 31 12256 144 64
Simon 129.28 68 13698 256 128
Speck 152.70 32 17821 256 128
DES 1461.29 16 167058 120 64
AES 810.65 10 61113 256 128

5.2.4 Scheme Hopping on Cloud Servers

The lightweight ciphers in Section 5.2.3 enable practical applications of en-

crypted computation, such asscheme-hopping. With scheme-hopping, users �rst en-

crypt their sensitive data with a symmetric encryption algorithm (e.g., computeSimon

ciphertexts that are much smaller than TFHE ciphertexts) and then upload these en-

cryptions to a cloud server; in turn, the cloud server encrypts for a second time each

bit of these ciphertext with TFHE. The users also encrypt each bit of their symmet-

ric key (i.e., the Simon key) with TFHE and upload these encryptions to the cloud

server as well. UsingRomeo , the cloud server can generate and evaluate the FHE cir-

cuit corresponding tosymmetric decryption(e.g., Simon decryption) using the TFHE

ciphertexts of the symmetric key and the user data. This process \peels o�' the sym-

metric encryption and result in a TFHE ciphertext on the cloud server. Depending on

the size of the initial plaintext, this can drastically reduce the communication overhead

between the user and cloud, as uploaded user data are symmetrically encrypted (only

the key bits are encrypted with FHE).

To demonstrate this method, we utilized an Amazon EC2 instance with 48 vC-

PUs and 384 GiB of memory to perform scheme-hopping usingSimon. The local host

computed a Simon ciphertext for a 128-bit plaintext, as well as the TFHE encryption of

Simon's key (this resulted in a 128 * 2.2 KB ciphertexts). The TFHE-encrypted Simon

key and the 128-bit Simon ciphertext were uploaded to the EC2 instance (this step took

2.1 seconds) and the Amazon server was able to \peel-o�" the symmetric encryption

and compute a TFHE ciphertext corresponding to the original 128-bit plaintext. This
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evaluation took 19.63 seconds on the EC2 server, and minimized upload overhead of

the local host.

5.2.5 User Overhead for TFHE Encryption and Decryption

From the user's perspective, there is a one time cost to generate a keypair (which

can be used for multiple circuits) and encrypt inputs with the secret key. On average,

key generation takes approximately 770 milliseconds with 110 bits of security and the

cost of encryption is 22 microseconds per bit of plaintext. The decryption operation

time is negligible at less than 1 microsecond per bit.

5.3 Related Works

While fully homomorphic encryption has garnered a great deal of attention in

the years since its inception, the majority of research e�orts in this �eld focus on

acceleration, improving existing schemes, and speci�c applications of homomorphic

encryption. For instance, recent works have explored the potential of neural network

training and inferencing in the encrypted domain [103] [58]. To the best of the authors'

knowledge, there is no framework that supports complete conversion of arbitrary HDL

designs to encrypted circuits. However, past research e�orts have been made to make

homomorphic encryption more usable for the average programmer.

The E3 framework [45] provides users with an API that allows them to 
ag

sensitive variables as \secure" in C/C++ programs. These variables are homomorphi-

cally encrypted and each program statement involving these variables will generate a

corresponding homomorphic circuit. In addition, E3 o�ers users the choice of HElib,

FHEW, or TFHE 1.0. However, this approach requires users to modify their source

code and does not support arbitrary functionality (e.g., can't process conditionals on

encrypted data).

The Cingulata compiler toolchain [37] allows for conversion of C/C++ programs

to homomorphic circuits and provides similar functionality to E3 with some caveats. It

requires users to modify their programs to work with the toolchain and, while providing
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a simpler API than many homomorphic encryption libraries, it requires signi�cant

e�ort on behalf of the user to understand the nuances of the Cingulata library and its

associated structures and data types. Conversely,Romeo abstracts this complexity

and enables automated conversion of HDL code into C++ executables.

5.4 Conclusion

This chapter proposed a novel framework for automated conversion from arbi-

trary synthesizable Verilog HDL designs to encrypted circuits for privacy outsourcing

applications. First, Verilog designs are converted to netlists through the process of

synthesis. Next, theRomeo custom compiler creates an internal construction of the

circuit outlined in the netlist and determines the correct execution order for the ho-

momorphic gate evaluations. The resulting homomorphic circuit is written to a C++

source code �le that employs the TFHE library and can be sent to the cloud for eval-

uation along with encrypted inputs. For the user's peace of mind,Romeo provides

a debug mode capable of fully simulating the homomorphic circuit locally to verify

correct operation.

Romeo was tested with circuits from the ISCAS '85 and '89 benchmark suites

as well as �ve well-known cryptographic circuits. In all cases, we observed a roughly

linear increase in encrypted circuit evaluation time with a growing number of gate

evaluations. On a �nal note, it is possible for users to enhance the usability of this

framework further by incorporating high level synthesis (HLS) tools into the toolchain.

This would allow for assisted conversion from high level languages such as C/C++ to

homomorphic circuits. TheRomeo framework is open source and is available at the

following repository: https://github.com/TrustworthyComputing/Romeo .
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Chapter 6

HELM: NAVIGATING HOMOMORPHIC ENCRYPTION THROUGH
GATES AND LOOKUP TABLES

Frameworks such as Romeo and Juliet have focused exclusively on the CGGI

cryptosystem in order to leverage evaluation of encrypted Boolean gates. However,

the CGGI cryptosystem is also capable of encrypting low-precision integers in a sin-

gle ciphertext instead of single bits. In this scenario, it is possible to perform very

e�cient additions and multiplications with public constants compared to equivalent

computation with logic gates.

When encrypting Booleans, the bootstrapping procedure of CGGI is utilized

to both refresh the noise of the ciphertext as well as perform a �xed mapping of the

intermediate value that results from some number of linear computations of the two

input ciphertexts. This mapping, which generates the expected result of the logic gate,

can be viewed as a �xed lookup table that maps the linear combination of the two

input ciphertexts to a prede�ned output. When encrypting integers, this technique

generalizes to larger lookup tables of sizeN : N , where the input ciphertext encrypts

N bits of information. E�ectively, this allows the bootstrapping procedure to evaluate

arbitrary univariate functions.

In this chapter, this key functionality of the CGGI bootstrap is used in the con-

text of automatically accelerating encrypted circuit evaluation. To this end, we intro-

duce HELM: a framework that automatically converts synthesizable Verilog programs

into homomorphic algorithms and seamlessly integrates them with CGGI. Notably,

HELM requires no knowledge of the challenges imposed by encrypted computing from

users. HELM is designed to accelerate the encrypted evaluation of Verilog programs

while eliminating the challenging learning process associated with FHE. Verilog was
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chosen as a target front-end because it integrates seamlessly with RTL synthesis and

Boolean optimization frameworks, which allows for rigorous optimization of arbitrary

FHE programs that utilize CGGI, which exposes encrypted logic gate operations to

users. More speci�cally, HELM features three modes of operation (i.e., gate mode and

two look-up table modes that di�er in the plaintext encoding strategy) and a scheduler

to automatically dispatch the encrypted evaluation of any circuit across multiple CPU

threads in parallel. Regarding usability, HELM handles cryptographic parameteriza-

tion, key generation and management, ciphertext generation, and memory allocation

and deallocation in a transparent manner, shielding these complexities from the user.

To summarize, our contributions can be summarized as follows:

ˆ We bring to bear decades of hardware design research to optimize homomorphic

circuits and allow for e�cient privacy-preserving outsourced computation.

ˆ We exploit the inherent circuit parallelism in combinational and sequential netlists

to accelerate encrypted evaluation on multi-core systems.

ˆ We investigate multiple ciphertext encodings to evaluate arithmetic and Boolean

circuits with optimal formats.

6.1 Automatic Translation of Circuits to the Encrypted Domain

HELM o�ers the ability to transform hardware description language (HDL)

designs to an equivalent homomorphic circuit that performs computation on encrypted

data, which can be evaluated by an untrusted remote party. Many existing frameworks,

such as the Google Transpiler [70] and Concrete [47], allow users to program in high-

level languages such as C++ and Python. However, many standard language features

are incompatible with encrypted evaluation, such as external libraries, system calls, and

dictionaries. This can lead to frustration on behalf of the programmers, as they are

required to adhere to the restrictions imposed by encrypted computation. Additionally,

these frameworks typically do not work with o�-the-shelf or pre-existing codebases,

and need to be transformed to interface with the target framework. On the other

hand, Verilog programs can be transformed directly into Boolean circuits that can be
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evaluated with HELM, imposing no restrictions on the developer aside from the fact

that the program must be synthesizable. To accomplish this conversion, the �rst step

is to uselogic synthesisto convert Verilog programs to Boolean netlists consisting of

logic gates, lookup tables, and primitive memory structures (like 
ip-
ops). Next,

the generated netlist serves as an input to HELM's custom compiler that parses the

circuit, determines a correct execution order of the gates, and generates an equivalent

and e�cient homomorphic program. An outline of our framework is illustrated in

Fig. 6.1.

: : :
: : :

: : :
: : :

LUT 0

LUT 1

LUT 2

: : :

: : :

: : :

Lookup Table Netlist

: : :

: : :

: : :

: : :

Gate-Level Netlist

Verilog Program
module mult(a, b, p);

input [3:0] a, b;
output [3:0] p;
assign p = a * b;

endmodule

HE
Evaluation

µ 3

Input µ Output µ

Figure 6.1: HELM Outline. Verilog designs are converted to netlists and then passed
to the HELM execution engine. The execution engine administers keys, receives inputs
from the user, and generates an encrypted circuit for the cloud to evaluate (which
can be either a LUT-based or gate-based netlist). When the cloud �nishes the circuit
evaluation, the resulting ciphertext is sent to the user.

6.1.1 RTL Synthesis

To handle synthesis, HELM's back-end uses the Yosys Open SYnthesis Suite

[127], which is an open-source toolchain performing RTL synthesis as well as circuit

optimizations. Under the hood, many synthesis operations such as technology mapping

(the process of converting circuit cells to a speci�ed gate technology) are handled by

the ABC framework [28]. Importantly, ABC provides the ability to map circuits of

logic gates to multi-bit LUTs as this is a common use-case in other contexts, such as
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generating FPGA-compatible netlists. Our framework receives Verilog source code �les

as input and instructs the Yosys back-end to apply a series of algorithms. First, HE-

friendly logic optimizations are applied, such as minimization and removing redundant

wires. Next, all cells are mapped to standard logic gates and small multiplexers, or

many-to-one lookup tables and the resulting netlist is saved as a structural Verilog �le.

Importantly, due to the di�ering ciphertext formats required for logic gate eval-

uation and multi-bit LUTs, we do not support mixed circuits that consist of both

LUTs and Boolean gates; however, both types of circuits can contain sequential circuit

elements, such as 
ip-
ops.

6.1.2 Preprocessing Verilog to an FHE-friendly Format

The �rst step involves running the netlist through a preprocessor that trans-

forms it into a custom format for e�cient processing by the HELM execution engine.

Speci�cally, the gates and LUTs are formatted in a consistent manner with a unique

cell identi�er and all wire inputs appear before outputs. There are three primary con-

siderations when preparing a Verilog �le input to a format that can be properly parsed

by the HELM execution engine.

6.1.2.1 Consideration 1: Constant wires.

In Yosys, some wires are driven by constant signals (i.e.,1 or 0) after the syn-

thesis process. To capture this case, the preprocessor inserts two custom cells that

correspond to trivial encryptions of0 and 1. Generating trivial encryptions involves

encoding the bit as a polynomial of the same degree as the secure ciphertext inputs.

However, these trivial encryptions are noiseless and are not encrypted with the secret

key, so can be readily generated by the computing party. These noiseless ciphertexts

are necessary to allow the constant/non-secret value to serve as an auxiliary input

to homomorphic operations with securely encrypted data. Notably, operations that

mix trivial encryptions with secure encryptions result in a secure encryption and the

security of the user-supplied input is not impacted in any way. When the execution
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engine dispatches these two nodes to workers, the constant value can be used in gate

evaluations with secure ciphertexts. Since these node types have no inherent depen-

dencies, they are always among the �rst operations evaluated by HELM during circuit

evaluation.

6.1.2.2 Consideration 2: Direct I/O connections.

In some circuit designs, an input wire may directly route to an output. With

no intermediate node, HELM can miss the association between the two wires as no

operation exists between them. We utilize a similar strategy employed for constant

wires and introduce a bu�er cell that maps the input directly to the output. Internally,

HELM evaluates this cell by performing a ciphertext-ciphertext copy operation instead

of the trivial encryption needed for dealing with wires driven by constant signals. These

speci�c bu�er cells are also evaluated by HELM in the �rst set of cell evaluations since

they only depend on input wires, which are available as soon as evaluation begins.

6.1.2.3 Consideration 3: Non-unique wire identi�ers.

Yosys can generate chains of identical wires when synthesizing large and complex

programs, resulting in convoluted netlists. If the set of identi�ers referring to one wire

is not collapsed to a unique identi�er, HELM may miss the association between them

and attempt to treat each identi�er as a separate ciphertext object. To deal with

this problem, HELM iterates through all of the wire mappings provided by Yosys

and replaces all identical mappings with a single unique identi�er or an output wire

identi�er, if one is present at the end of the chain of identi�ers.

6.1.3 A Strawman Approach to Encrypted Circuit Evaluation

A straightforward way to evaluate a circuit homomorphically involves a direct

translation from the Yosys output netlist to an FHE program. With this method, the

netlist can be parsed and sorted topologically to resolve dependencies. Then, each

gate can be converted to a few lines of FHE code that invokes the corresponding

library functions to evaluate the operation. The resulting FHE code can be �nally
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executed by a third party, but the evaluation will be entirely sequential as there is no

notion of which gates can be executed concurrently. While this approach can perform

relatively well for thin circuits, wide circuits will result in prohibitive latencies as each

individual gate requires several milliseconds to execute. This approach represents a

baseline incorporated by prior work [75].

6.1.4 Combinational Circuit Conversion

First, the HELM execution engine creates associations between all cells and

wires. Importantly, the cells present in the graph representation generated by the

preprocessor are not sorted and appear in the same order as the raw Yosys output

(with the exception of bu�er gates, which are prepended to the start of the module).

Our execution engine performs a topological sort across the unordered set of cells and

divides the cells into sets oflevels (shown in Algorithm 3). Thus, after sorting, each

level in HELM consists of gates that can be evaluated concurrently. Each gate appears

in level N + 1 if it directly depends on a prior gate from levelN .

Before evaluation, the input wires of the circuit are loaded with encrypted data

supplied by the client. Additionally, any constant wires that are known at compile time

and are not secret values are loaded with trivial encryptions of0 or 1. To evaluate the

circuit, HELM iterates through all previously identi�ed circuit levels and dispatches the

homomorphic operations equally across all available CPU threads. We observe that

both LUT-based and gate-based circuits exhibit ample parallelism and most circuit

levels are wide enough to e�ectively utilize all CPU threads for our representative

benchmarks.

6.1.5 Sequential Circuit Conversion

Evaluating sequential circuits in the encrypted domain requires more consid-

erations than purely combinational circuits. For one, clock gating proves a di�cult

challenge; before the clock signal can serve as a homomorphic gate input, it must be

encrypted. This can be done on the client side, where a high number of ciphertexts
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Algorithm 3: Partition Circuit into Levels
Input: cells ; // An unordered set of gates.
Procedure Circuit-Sort( cells) :

// Find direct ancestors.
for gate in cellsdo

// Check origin of inputs.
for wire in gate.inputs do

if wire is output from another gatethen
gate.dependson  wire.originator;

level  0 ; // Counter for levels.
while unevaluated gates remaindo

if gate.evaluatedthen
continue ; // Gate exists in a level.

for gate in cellsdo
// Check for input gates.
if gate.dependson == None then

gate.evaluated True;
levels[level].append(gate) ; // Append gate.

else
ready  True;
for prev gate in gate.dependson do

if prev gate.evaluated == Falsethen
ready  False ; // Ancestor not ready.

if ready then
gate.evaluated True;
levels[level].append(gate);

level  level + 1;
return levels;
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Verilog Yosys Eval

Arith 3 LUT
Arith 7 Gates
Bool 3 LBB+LUT
Bool 3 Gates

LUT 0 LUT 1: : : : : :

Lookup Table (LUT)
Netlist with LBB

: : :

: : :

: : :

Gate-Level Netlist

LUT 0 LUT 1: : : : : :

Lookup Table (LUT)
Netlist without LBB

HELMYosys

Verilog Program
module mult(a, b, p);

input [3:0] a, b;
output [3:0] p;
wire 00, 01, ...;
not G0(a[0], 00);
...

endmodule

Arithmetic
Verilog Program
module mult(a, b, p);

input [3:0] a, b;
output [3:0] p;
assign p = a * b;

endmodule

Figure 6.2: HELM Modes. HELM can process both arithmetic and Boolean circuits.
Arithmetic circuits bypass the logical synthesis step provided by Yosys and can be
directly evaluated by HELM, which uses non-LBB LUTs to evaluate them. On the
other hand, circuits with bitwise operations are synthesized by Yosys and then the
resulting netlist is processed by Yosys, which will evaluate them with LBB LUTs or
encrypted logic gates depending on the technology mapping requested by clients.

encoding0 and 1 are generated prior to circuit evaluation. However, it is much more

e�cient in terms of both computational and communication overheads to have the

computing party that evaluates the FHE operations generate trivial encryptions of the

current value of the clock signal since this is not a secret value.

In addition to the clock-gating challenge, the CGGI cryptosystem does not

natively o�er support for sequential circuit components such as 
ip-
ops (FFs). Thus,

to incorporate FF functionality into homomorphic circuits, HELM e�ectively unrolls

the circuit for each requested clock cycle and propagates FF inputs to outputs at

the end of each cycle. Speci�cally, all gates are duplicatedC times, whereC is the

maximum number of cycles required to generate the expected output and is con�gurable

by the client.

6.2 Oblivious Circuit Execution with FHE

The HELM execution engine consumes a pre-partitioned circuit composed of

levels that indicate sets of gates that have no interdependencies and can thus be ex-

ecuted in parallel. HELM takes advantage of this and distributes gates (which are
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computationally expensive relative to plaintext evaluation) to di�erent CPU threads.

Assuming a con�guration with T threads and a circuit level with G gates, we can

achieve a speedup very close toT� compared to a single-threaded approach provided

G � T.

In the remainder of this section, we discuss the evaluation strategies and di�er-

ences between circuits consisting of primitive logic gates and those consisting of lookup

tables. An overview of the HELM evaluation modes that can be used to evaluate

these two types of circuits is shown in Fig. 6.2. We note that the methodologies for

formulating combinational and sequential circuits, discussed in Section 6.1, are equally

applicable to both LUT-based and gate-based circuits. Lastly, we brie
y outline a

veri�cation mode to rapidly con�rm the functionality of the encrypted circuits.

6.2.1 Gate-based Circuit Evaluation on CPUs

The CGGI cryptosystem provides mechanisms for evaluating all basic logic gate

operations. All these operations are supplied directly by the TFHE-rs library. When

a worker thread spawned by the HELM execution engine is assigned a logic gate eval-

uation, it �rst fetches the input ciphertexts, invokes the homomorphic gate primitive,

and generates an output ciphertext with the result of the computation.

The computational cost of the available gates falls into one of three categories

depending on the number of inputs. Single input gates (i.e., inverters and bu�ers) are

very low cost as they do not require bootstrapping and result in no noise accumulation.

Two input gates, which encompass the majority of supported CGGI operations, exhibit

roughly the same cost as each involves a linear combination of the inputs followed

by a bootstrapping and key-switching operation. Lastly, the encrypted multiplexer

is the only natively supported three-input logic gate (taking in an encrypted select

signal as well as two data inputs) and requires two bootstraps to evaluate, along with

multiple linear combinations between the input ciphertexts. As a result, this gate is

approximately twice as costly as a standard two-input gate and is the most expensive

Boolean primitive in CGGI.
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6.2.2 Gate-based Circuit Evaluation on GPUs

We observe that due to the small parameter sizes needed to evaluate gates with

the CGGI cryptosystem, we can �t a multitude of ciphertexts in the memory of a GPU

for concurrent evaluation. Speci�cally, we extend the multi-threaded CPU approach

and deploy the entire circuit level in one large batch for GPU-based encrypted gate

evaluations. First, we revamped theconcrete-core library [131] by extending the set

of supported operations with new GPU-based Boolean gate evaluations. Additionally,

we added new support for multiple CUDA streams to allow for multiple simultaneous

kernel launches, achieving more concurrency and thus higher GPU utilization. Next,

we extended HELM with a GPU mode that uses our modi�edconcrete-core instead

of TFHE-rs, as the latter does not incorporate support for GPUs, while our revamped

library focuses on CUDA-accelerated Boolean gates. Unlike FHE Boolean gates, the

generalized multi-bit LUTs implemented inconcrete-core are better suited for ap-

proximate computation as they have a non-negligible probability of error, so in the

case of precise Boolean evaluation these LUTs can cause incorrect results; therefore

concrete-core Boolean gates are preferred over LUTs for our GPU acceleration.

Each gate type di�ers in the number and types of operations involved, albeit all

gates with the exception of the inverter consist of linear operations between ciphertexts

followed by a bootstrapping procedure and keyswitch. As such, a di�erent set of kernels

is launched for each gate type, where each kernel implements a key primitive such as

ciphertext addition, scalar multiplication, and bootstrapping. Before the evaluation of

each level, all ciphertexts are grouped into di�erent vectors depending on gate type and

then uploaded to the device. Next, the CPU launches numerous kernels to evaluate

each gate type at the level on the GPU, and then the resulting ciphertext vectors are

transmitted back to the CPU. Evaluation proceeds until all circuit levels are evaluated,

in a similar manner to the CPU case.
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Figure 6.3: Example of Lookup Tables (LUTs) Circuit.

6.2.3 LBB LUT-based Circuit Evaluation

The powerful lookup table capabilities provided by the CGGI programmable

bootstrapping primitive maps ciphertexts that encode multiple bits to a desired value,

which also takes the form of a multi-bit ciphertext. However, it is not directly compat-

ible with complex circuits consisting of many lookup tables as some output bits may be

routed to di�erent destinations (as shown in Fig. 6.3) and there are no straightforward

ways to extract a single encrypted bit from a multi-bit ciphertext without evaluating

more programmable bootstraps for the extraction.

To overcome this, we introducelossless bidirectional bridging(LBB) that allows

us to convert multi-bit ciphertexts to encryptions of individual bits and vice versa. The

implementation of LBB is a cornerstone of HELM's circuit evaluation when evaluat-

ing LUT circuits in a Boolean context. As such, our LBB technique has a signi�cant

impact on the overall latency of circuit evaluation. The goal of the forward LBB algo-

rithm is to convert X ciphertexts encrypting1 or 0 and compute an output ciphertext

that combines them into an encryption of a singleX -bit number. A straightforward

method involves choosing parameter sets that supportX bit data encodings and em-

ploying a sequence of constant multiplications with powers of 2 and accumulation to

convert a vector of ciphertexts encoding bits to a single integer ciphertext. Unfortu-

nately, this approach results in computational overhead that scales linearly with the

number of ciphertexts to be combined as the polynomial degree of the ciphertexts must
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be increased. This renders the FHE operations more expensive. Instead, by taking ad-

vantage of the encoding strategy employed by the CGGI backends, we can devise a

signi�cantly better approach that allows for lower ciphertext polynomial degrees.

Both libraries split the capacity of a ciphertext into segments for actual data,

which will be recovered upon decryption, and intermediate results are referred to as

a carry region. Some parameter sets sacri�ce data precision by creating capacity for

intermediate computation, and we note that sets incorporating a carry capacity are

usually smaller than those that do not. For instance, in TFHE-rs, the default parameter

set that supports 5 bits of data precision and 1 bit of carry capacity uses a smaller LWE

polynomial with 40 fewer coe�cients (and thus a smaller ciphertext size) compared to

the set that supports 6 bits of data precision with no carry capacity. E�ectively, using

the 5+1 parameter set over the 6-bit one would result in better performance. The carry

region is typically ignored upon decryption; the 5+1 parameter set is meant to allow

the user to encrypt and decrypt 5 bits, with the carry bit only used for temporary data

utilized during the computation.

Therefore, to compute a 2:1 LUT forward bridging with a 1+1 parameter set, we

concatenate two ciphertexts encrypting bits by saving the data bit of one ciphertext into

the carry bit of another ciphertext. In this way, the concatenation of the two ciphertexts

behaves in an identical manner to the ciphertext formed through an approach that

achieves bridging without carry capacity, but allows the use of smaller encryption

parameters and is thus more e�cient.

To isolate the individual bits of a multi-bit ciphertext after the lookup evalua-

tion, we can perform a series of parallelizable programmable bootstraps that evaluate

the function f(x, y) = x >> y & 1 , where x is the encrypted multi-bit value and

y is a plaintext constant representing the desired bit position to extract. We note

that this reverse bridging technique can be combined with the table lookup in a single

PBS per bit by computing f(x, y) = lut[x] >> y & 1 . Additionally, in the case of

many-to-one LUTs, the reverse bridging technique can be omitted as the output of any

given LUT is only a single bit in length. The forward and reverse bridging procedures
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result in no net noise growth as the forward pass involves relatively low-noise additions

to achieve concatenation (which is immediately followed by a bootstrap to evaluate

the LUT itself). The reverse bridge, meanwhile, consists of programmable bootstraps,

which reduce noise while decomposing the bits of the output.

We note that bi-directional bridging can be done with scheme switching, which

involves converting from one FHE scheme to another through a computationally inten-

sive process that involves bootstraps. For instance, the OpenFHE library [7] supports

this capability between FHEW and CKKS. However, we note that the cost of convert-

ing between the schemes is approximately 1.5 seconds for ciphertexts encoding 1280

bits of data on our experimental server at 128 bits of security. This leads to an amor-

tized cost of 1.2 milliseconds per bit. Conversely, HELM can achieve a cost of 250

microseconds per bit on the same server with 2:1 LUTs with LBB.

6.2.4 LUT-Based Circuit Evaluation Without LBB

Our LBB mechanism provides a way to isolate and combine individual bits by

manipulating the underlying encoding of ciphertext objects. We note that this mecha-

nism adds overheads in the form of noise accumulation and additional computation. If

a set of input wires are always routed to the same circuit nodes, there is no need to de-

compose them with LBB to route each wire independently. This pattern is common in

arithmetic circuits, where each circuit node is an addition, multiplication, subtraction,

or division operation on multi-bit values.

As such, HELM supports these circuits in the form of behavioral Verilog, which

can be processed without performing the logic synthesis steps with Yosys and evaluated

directly with the execution engine. We note that this mode does not support bitwise

operations and can only be evaluated if the Verilog program is composed entirely of

multi-bit arithmetic of a uniform size (e.g., 8 bits, 16 bits, etc.).

With non-LBB LUTs (also referred to asarithmetic mode), all ciphertexts en-

code N bits of data and can be conceptually viewed as encrypted variants ofN -bit

unsigned integers. HELM supports integers with word sizes of powers of 2 up to 128 bits
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of precision. Addition and subtraction between two multi-bit ciphertexts can be done

without a homomorphic LUT entirely, as the primitive addition operation is de�ned in

CGGI and entails simply performing element-wise additions between ciphertext poly-

nomial coe�cients (the same strategy also applies to subtraction). As a result, these

two operations are orders of magnitude faster than adding or subtracting twoN -bit

encrypted numbers stored in vectors of single-bit ciphertexts. On the other hand, the

non-linear multiplication and division operations are more challenging and comprise

the majority of the execution time of arithmetic circuits. In HELM, both of these

operations are implemented as a series of LUTs with programmable bootstrapping and

linear operations between the ciphertexts. We note while other cryptosystems, such

as BGV and CKKS, are well-suited for arithmetic-style operations, they exhibit pro-

hibitively long latencies for bootstrapping and are incapable of supporting the division

operation without incorporating an expensive and noisy polynomial approximation.

6.3 Experimental Evaluation

6.3.1 Implementation and Experimental Setup

HELM was implemented in Rust (v1.72) and uses the Yosys Open SYnthesis

Suite framework [127] (v0.9) for synthesizing Verilog programs and converting them

to EDIF netlists. Yosys features various parameters that produce di�erent netlists

depending on the user's preferences (e.g., optimize for performance, space, etc.). In

this work, we synthesized our benchmarks for both LBB LUTs and logic gates with

the proc, flatten , and synth 
ags. To get a netlist with solely gates, we use the

Yosys abc wrapper to perform a technology mapping to standard cells withabc -g

simple . Conversely, we use a di�erent technology mapping strategy to get a netlist

of LUTs in the form of abc -lut X where X indicates the width of the LUT inputs.

This capability is naturally supported by abc as it is commonly used for synthesizing

netlists for FPGA targets. HELM also relies on TFHE-rs (v0.3.1) for the encrypted

evaluation of gates and lookup tables [132] for CPUs and a modi�ed concrete-core for
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Figure 6.4: Encrypted circuit evaluation times for the ISCAS'85 benchmark suite. We
remark that the Google Transpiler is only compatible with C/C++ programs and does
not support Verilog circuits as inputs.

GPU gate evaluation [131].1

We compare HELM with two state-of-the-art works, Romeo [75] and Google

Transpiler [70]. All CPU experiments were performed on anc5.12xlarge AWS EC2

instance with 48 virtual cores. Conversely, GPU gate experiments were run on a single

A100 SXM GPU with 80 GB of GPU memory. All security parameter sets utilized

correspond to approximately 128 bits of security under the RC.BDGL16 [17] cost model

of lattice estimator [8] at the time of writing, which indicates the di�culty of breaking

the underlying RLWE instance for speci�c parameter sets. Lastly, the reported times

for the sequential ISCAS benchmarks are averaged over 10 cycles and represent the

amortized cost per cycle.

6.3.2 ISCAS'85 and ISCAS'89 Circuits

The homomorphic circuit evaluation times for the ISCAS'85 combinational

benchmarks are presented in Fig. 6.4. Our results show an approximately linear in-

crease in execution time with the number of evaluated gates. Nevertheless, the evalua-

tion time for di�erent gates is not the same. For instance, inverters are evaluated much

faster than other logic gates because no bootstrapping is required for this operation.

As illustrated in the graph, the c5315 circuit incurs longer evaluation times than the

1 HELM is available at https://github.com/TrustworthyComputing/helm , while
our Verilog designs and synthesized netlists along with our preprocessor are available
at https://github.com/TrustworthyComputing/hdl-benchmarks .
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two largest circuits despite its smaller size. This deviation is due to the proportion of

inverter gates to the overall number of gates in the circuit. Indeed, the two largest cir-

cuits contain approximately 34% inverters whilec5315 contains about 25% inverters.

Likewise, the results for the ISCAS'89 sequential circuit benchmarks are presented in

Fig. 6.5. These numbers show the amortized execution cost per cycle (i.e., one com-

plete circuit evaluation), and this cost was amortized over ten clock cycles. In all, we

observe that execution times for both benchmark suites scale linearly with the number

of gates and the distribution of the gate types can in
uence latency to a lesser extent,

as we observed with circuits with a higher percentage ofNOTgates. Table 6.1 shows

the runtimes for c7552 and s15850; we observe that the GPU gates mode is slower

than the CPU gates mode because the circuits are narrow and therefore low device

utilization is achieved. The memory transfers between CPU and GPU as well as the

kernel launch overheads dominate the execution time in this case.

Figure 6.5: Amortized evaluation time per cycle (over 10 cycles) for encrypted circuits
from the ISCAS '89 benchmark suite. The Google Transpiler is only compatible with
C++ programs and does not support Verilog circuits as inputs.

6.3.3 Real-world Benchmarks

This class of benchmarks encompasses large workloads that either form key

primitives of encrypted applications or constitute useful applications that are repre-

sentative of what can be accomplished with encrypted computing today.
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Figure 6.6: Encrypted circuit evaluation times forf 16, 32, 64, 128g-bit multipliers.
6.3.3.1 Multi-bit Multipliers

Large, multi-bit multipliers form the basis of many applications related to lin-

ear algebra and machine learning. As such, we demonstrate the evaluation of these

multipliers of sizes up to 128-bit encrypted operands, shown in Fig. 6.6. We observe

that gate mode outperforms the LUTs with LBB and also exhibits better scaling. We

chose an LUT width of 2 for the LBB LUTs, as this yields the best performance of the

LUT sizes that can be generated by Yosys (up to width 6). However, the LUT without

LBB mode performs signi�cantly better than both modes as they can e�ciently utilize

a small set of large LUTs that are highly parallelizable to perform the multiplication

operation. For instance, for a 32-bit multiplication, the LUT without LBB mode is

3� faster than the gate mode. In all modes, HELM outperforms both Romeo [75] by

up to 65� (which is entirely sequential by design) and the parallelized Google FHE

Transpiler [70] by up to 33� .

6.3.3.2 Matrix Multiplication

Similarly to the previous primitive multiplication benchmark, matrix multiplica-

tions form key building blocks of larger, more complex applications and are signi�cantly

more computationally expensive than the standard multiplier circuit, which is invoked

internally. We study the cost of matrix multiplication across square 5� 5 and 10� 10

matrices, where each matrix element is a 16-bit unsigned integer. In Table 6.1, we

observe that the LUT encrypted evaluation without LBB is the fastest as this mode

directly computes the multiplications as arithmetic operations instead of multiplication
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circuits. For that reason, the size of the 5� 5 netlist in this mode consists of� 200

operations, while for the LUTs with LBB and the gates modes the sizes are� 98; 000

LUTs and � 95; 000 gates, respectively. For the 10� 10 square matrix multiplication

benchmark we observe a 10� blow-up in the netlist sizes and 8� 9� increase in the

runtime. Both the gates and LUTs with LBB perform very similarly, with the LUTs

with LBB being marginally faster for the 5� 5 matrix product and the gates slightly

outperforming the LUTs with LBB for the 10 � 10 product. Further, we note that

the GPU gate evaluations outperform the CPU gates by approximately 2:6� for both

matrix sizes and outperforms the other CPU-based modes as well.

6.3.3.3 Cyclic Redundancy Check (CRC)

In the context of encrypted computing, CRC can be used as both an integrity

mechanism as well as an encrypted hash function to obliviously check if two sets of en-

crypted data encode the same underlying plaintext. The CRC-32 algorithm is primarily

composed of bitwise operations, which are well-suited for the CGGI cryptosystem and

can be readily evaluated with HELM's LBB-LUT and gate modes. We report the tim-

ings for running the CRC-32 algorithm homomorphically over an input set encrypting

one kilobyte of plaintext data in Table 6.1. We observe that HELM in LUT with LBB

mode o�ers the best performance for the CRC-32 evaluation, which aligns with previ-

ous results for circuits with primarily bit-wise operations. This particular benchmark

results in a fairly narrow, but very deep overall circuit as each clock cycle is unrolled

and a block of data is processed sequentially. For this benchmark, we employ a word

size of 8 bits as all of the CRC operations occur at the byte level. In this case, HELM

in LUTs with LBB mode outperforms the CPU gate mode by approximately 17%. The

GPU outperforms the CPU gates by approximately 3:3� for this particular benchmark.

6.3.3.4 Chi-squared ( � 2)

The Chi-squared test is an important statistical computation used to determine

the association between two variables. The test consists of a series of strictly arithmetic
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operations, making it well-suited for arithmetic mode, which outperforms the other two

HELM variants for this application (Table 6.1). The LUT with LBB mode yielded the

worst performance, but still completed the evaluation in approximately 10 seconds.

For this benchmark, we used a word size of 32 bits as it corresponds to the bit size of

a standard integer and is commonly used for� 2.

6.3.3.5 Squared Euclidean Distance

The squared Euclidean distance is a mathematical expression for calculating

the distance between two points in ann-dimensional space and has various applica-

tions, including facial recognition [97]. In our particular scenario, we examine two

n-dimensional points denoted asV = ( v1; v2; : : : ; vn ) and U = ( u1; u2; : : : ; un ) in Eu-

clidean space and run experiments forn = 32 and n = 64. We observe in Table 6.1

that the arithmetic mode performed best on the CPU and is approximately 30% faster

than the gates and LUTs with LBB because the algorithm is composed of numerous

multiplications, additions, and subtractions. Even so, the GPU gates outperform the

CPU arithmetic mode by nearly 2� . To avoid over
ow due to the multiplications, we

chose a 32-bit word size for this particular benchmark.

6.3.3.6 Image Filters

Image processing is an exciting application for FHE as it enables cloud services

that perform transformations such as sharpening, blurring, and color correction di-

rectly on encrypted images. With this approach, no information can be gleaned or

leaked regarding the client images except for the dimensions of the image itself. As

a representative example, we include two types of blurring �lters that operate over

arbitrary-size grayscale images. The �rst �lter consists of a box blur that computes a

succession of 3� 3 average blur kernels across the encrypted image. Each kernel com-

putes the average of the 9 input pixels to generate each output pixel of the resulting,

blurred image. The second �lter is a Gaussian blur that applies a 3� 3 �lter where

each entry is a power of 2 [70]. We take advantage of the form of the elements of the
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�lter to compute the slot-wise multiplications as bit shifts, which are e�cient in CGGI.

Then, each entry is summed and the sum is normalized by computing a right shift by

4.

Table 6.1: Evaluation times for realistic benchmarks.

Benchmark
Word
Size

(Bits)

HELM Gates
HELM 2:1

LUT w/ LBB
HELM LUT

w/o LBB
Romeo
Eval.
(sec.)CPU Eval.

(sec.)
GPU Eval.

(sec.)
Num
Gates

Eval.
(sec.)

Num
LUTs

Eval.
(sec.)

Num
LUTs

c7552 (ISCAS'85) 1 0.8„ 0.93 1.32 K 1.12 0.96 K N/A … N/A 33.45
s15850 (ISCAS'89) 1 0.34„ 0.32 0.48 K¶ 0.46 0.44 K¶ N/A … N/A 92.76

AES Core 8 8.96 3.52 15 K 8.3„ 14.7 K N/A … N/A 187.3
AES-128 w/ Key Sched. 8 116.8 45.8 196 K 104.1„ 152.7 K N/A … N/A 2490
AES-128 w/o Key Sched. 8 94.3„ 36.1 159 K 85.5„ 186.1 K N/A … N/A 2179.2

CRC-32 (1024 cycles) 8 1009 300.9 728.1 K859.7„* 700.4 K N/A … N/A DNF…

Box Blur (64 � 43 opt)§ 8 449.6„* 169.6 806 K 405.6„* 732 K 968.9 24768 DNF…

Gauss. Blur (64� 43 opt)§ 8 337.9 125.7 568 K 307„ 553.7 K 586.4 38528 DNF…

128-bit Multiplier 128 24 13.9 49.4 K 31.8 33.3 K 16„ 1 1043
Matrix Mult. (5x5 � 5x5) 16 55.7 21.4 95.9 K 55.6 98.8 K 41.8„ 0.2 K 1287.3

Matrix Mult. (10x10 � 10x10) 16 447.3 171.9 774 K 447.6 796.1 K 351.9„ 1.9 K DNF…

Chi-squared 32 9.9 4.8 17.1 K 10.1 17.1 K 6.8„ 14 205.2
Square Euclid. dist. (n = 32) 32 54.0 21.8 106.2 K 54.4 98 K 41.5„ 95 1115.1
Square Euclid. dist. (n = 64) 32 109.1 42.4 207.4 K 108.4 196 K 83.1„ 191 2486.8

LR Inference 16 10.5 5.1 18 K 9.9 18.2 K 7.1„ 48 337.9
NN Inference (Sign) 16 2974 1121 5.2 M 3123 5.3 M 2051„ 14.8 K DNF…

NN Inference (ReLU) 16 3372 1265 5.8 M 3284 5.8 M 2258„ 14.9 K DNF…

„ The light blue background indicates the fastest mode for a given benchmark (CPU only).
… N/A (Not Applicable): Arithmetic mode does not support bitwise operations. DNF (Did Not Finish): Does not complete in less

than 2 hours.
§ The image blurring benchmarks use grayscale images and a 3� 3 �lter with the indicated pixel dimensions. \opt" indicates our

compression technique.
* Composed as a series of smaller images due to logic synthesis constraints.
¶ Number of gates in each cycle.

Each pixel is represented as an encryption of a byte in HELM's arithmetic mode

that corresponds to the value of the grayscale color channel. We use a parameter set

corresponding to 16 bits of precision for the default �lter, as computing the average

of nine 8-bit numbers generates an intermediate sum that requires 12 bits of precision

to avoid over
ows. For further optimization, we also introduce an optional compres-

sion step on the client side to reduce the size of pixels to 4 bits (by mapping the

0-255 grayscale color channel to the range 0-15). With this technique, we can utilize

a smaller FHE parameter set that yields 8 bits of precision without potentially over-


owing the intermediate sum. Upon decryption, the client can perform another linear

transformation to scale the grayscale channel values back to 0-255.

The performance results for both �lters with compression for a 64� 43 grayscale
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image are depicted in Table 6.1. Unlike AES and CRC, which require bitwise oper-

ations, the two algorithms are composed exclusively of arithmetic operations and bit

shifts which enables HELM to evaluate them with arithmetic mode as well as gates

and LUTs with LBB. The compression technique results in a 2� 3� runtime improve-

ment, at the cost of a somewhat degraded output image due to the precision loss of

compression. Additionally, the Gaussian blur outperforms the box blur because the

normalization can be achieved by a low-cost right shift, which is very e�cient with

TFHE-rs. In fact, we observe that the Gaussian blur is roughly 1:3� faster than the

box blur; this is primarily due to the division step required to compute the average of

the summed pixels.

Overall, the LUT with LBB mode is the most performant for the image pro-

cessing benchmarks of the CPU modes, outperforming the LUT without LBB mode

by approximately 2� and the gates mode by� 1:1� . This is due to the rigorous logic

optimizations that Yosys can perform and the fact that shifts are free for binary cipher-

texts, as they just involve simple copy operations as each encrypted bit can be trivially

isolated. We note that LUT with LBB and gate modes incur signi�cant setup costs due

to synthesis, while the arithmetic mode can operate with behavioral Verilog directly.

In fact, on the experimental server, Yosys was not able to complete the logic synthesis

for the 64� 43 box blur, which is implemented as a very large combinational circuit.

As a result, we divided the image into eight slices and performed eight separate circuit

evaluations to get a close approximation of the workload for the full image. We remark

that Romeo was unable to evaluate both �lters in less than two hours. The GPU gates

outperform the CPU-based LUT without LBB mode by approximately 2:4� for both

blur �lters. Lastly, we note that the latency of both �lters scales linearly with the

input image size, with a 4� slowdown resulting from doubling the height and width of

the input image (i.e., processing a 128� 85 image).
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6.3.3.7 Scheme Hopping on Cloud Servers.

One of the challenges of using HE for secure outsourced computation is the

communication overhead between the client and server. For instance, in gates or LBB-

LUT mode, a data expansion factor of three to four orders of magnitude results upon

encryption depending on parameter choices. This problem can be resolved by imple-

menting a decryption circuit of a traditional cryptographic algorithm such as AESin

the encrypted domain. With this approach, the client can send small AES ciphertext

data representing secret data to be processed (with no size expansion relative to plain-

text data) to the cloud along with a homomorphic encryption of the AES secret key.

Then, the cloud server can evaluate the AES decryption circuit homomorphically with

the encrypted key and the result will be an FHE encryption of the underlying plaintext.

At this point, the cloud can proceed to perform encrypted computation and return the

resulting homomorphic ciphertexts to the client for decryption with the homomorphic

secret key.

Table 6.1 details the computational overhead of evaluating the AES core algo-

rithm and AES-128 decryption variants. Incorporating key scheduling decreases the

latency on the cloud side at the cost of adding client-side latency and increasing com-

munication overhead as the client must homomorphically encrypt and send all round

keys to the server. For AES decryption with key scheduling, HELM is approximately

28� faster than Romeo [75] in both gates and LUT with LBB modes. For reference,

the AES implementation with the BGV cryptosystem by Gentry et al. [68] provides

two variants that di�er in FHE parameters, both of which pre-compute the round keys

on the client side. The �rst operates in an LHE context and requires four minutes to

evaluate, but exhausts the noise budget, limiting the subsequent homomorphic oper-

ations on the encrypted data. The second variant incorporates bootstrapping, but is

over 4� slower than the LHE variant. Compared to Romeo and the bootstrapped im-

plementation of Gentry et al. for AES-128 decryption without key-scheduling, HELM

is 23� and 11:5� faster respectively.
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6.3.3.8 Privacy-Preserving Machine Learning.

Machine learning as a service (MLaaS) is a powerful paradigm that allows users

to outsource classi�cation to a cloud server. Oblivious classi�cation is possible with

FHE, keeping both inputs and outputs con�dential. We consider the scenario where

a client has trained a machine learning model and provides the cloud server with the

encryption of both network parameters (to uphold the con�dentiality of proprietary

models) as well as encrypted inputs. Logistic regression (LR) inference is commonly

used for both binary and multi-class classi�cation problems and can be viewed as a one-

layer neural network with a sigmoid activation function. Following the T2 framework

[72], we adopt a degree-3 polynomial approximation for the non-linear sigmoid function.

We con�gure the LR model to work with inputs with 4 attributes that can be classi�ed

into 3 possible classes (which is in line with popular datasets such as Iris [64]). Due

to the prevalence of multi-bit arithmetic operations, the LUT w/o LBB mode is the

most performant for LR inference; however, we note that the gate mode with the GPU

backend reduces the latency by a further 28%.

Additionally, we perform neural network inference using the same architecture

as FHE-DiNN [25] for MNIST classi�cation, which consists of two fully-connected

layers (which are akin to matrix-vector products) and a sign activation (i.e., extract

the sign bit of each input neuron). We scale the input monochrome image to 8� 8,

resulting in an input vector of length 64, where each entry (i.e., one pixel) is a one byte

value. Additionally, there are 100 hidden neurons and 10 classes (1 for each possible

handwritten digit). We also generate a variant of this network that employs the ReLU

activation function instead of sign, utilizing the degree-2 approximation proposed by

Ali et al. [9] As a Boolean circuit, we remark that both neural network variants are

quite large with over 5 million gate or LBB LUT evaluations. On the other hand, this

can be accomplished in roughly 15,000 additions and multiplications with the LUT

w/o LBB mode. As such, similarly to the LR inference, LUT w/o LBB mode is the

most performant on the CPU. With the gate mode running on a GPU, the latency is

further reduced by approximately 45%.
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6.3.4 User Overhead

From the user's perspective, there is a one-time cost to generate a keypair (which

can be used for multiple circuits) along with the cost of encrypting inputs and decrypt-

ing outputs. These costs vary based on the encrypted evaluation mode as each mode

requires separate parameters and entails di�erent encrypted datatypes. Notably, the

decryption time is negligible with an amortized cost of less than 1� s per bit.

6.3.4.1 Gates Mode

On average, key generation takes 770 ms with 128 bits of security and an en-

cryption cost of 22 � s per plaintext bit. For reference, the total encryption time for

the 128-bit multiplier (total of 256 bits) is 17.7 ms, while the decryption time is 4.33

ms. This benchmark represents the average use case of user overhead. Conversely, the

10� 10 square matrix multiplication, which has a high number of inputs, takes 360 ms

as the user has to encrypt 10� 10� 16 (bits) � 2 (matrices) = 3200 bits. Finally, its

decryption for a total of 10� 10� 16 = 1600 bits takes 54.5 ms.

6.3.4.2 LUT with LBB Mode

For the 2:1 LUT with LBB mode used in our experiments, key generation re-

quires 3.8 seconds with an encryption cost of 1.9 ms per bit of plaintext. Overall, we

observe that the LUT with LBB mode exhibits slower client-side operations as the pa-

rameters required are larger than those employed for gate evaluations. The encryption

and decryption for the 128-bit multiplier require 377.7 ms and 4.53 ms, respectively.

For the 10� 10 matrix multiplication, the encryption takes 6 seconds while decryption

takes 104 ms.

6.3.4.3 LUT without LBB Mode

Compared to the other modes, the LUT without LBB mode uses the largest

parameters as it demands a greater storage capacity for each ciphertext. However,

instead of generating an encryption or computing a decryption for each bit of plain-

text, multiple bits can be encrypted or decrypted at the same time. Key generation
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consumes approximately 3 seconds on average and the amortized encryption cost is 43

microseconds per bit. The 10� 10 square matrix product takes 138 ms for encryp-

tion and only 1.7 ms for decryption while the 128-bit multiplication takes 11.1 ms for

encryption and 0.1 ms for decryption.

6.3.5 Discussion

Our experiments investigate the three evaluation modes of HELM, each tailored

to di�erent circuit characteristics, and shed light on the ideal mode selection based

on the circuit. First, we observe that the gates mode demonstrates its superiority

in scenarios characterized by a prevalence ofNOTgates. This is exempli�ed in our

experimental results presented in Table 6.1 and visualized in Figs. 6.4 and 6.5 from

the ISCAS'85 and ISCAS'89 benchmark suites, which both contain circuits with higher

proportions of NOTgates relative to other gate types. In such cases, the gates mode

is the most e�cient choice, emphasizing the importance of matching the optimization

mode to the circuit's underlying gate composition.

Conversely, our experiments reveal that LUTs with LBB exhibit superior perfor-

mance in general-purpose scenarios. This versatility is exempli�ed through examples

drawn from our benchmark results, notably the AES and Blur �lters in Table 6.1.

Furthermore, we underscore that the arithmetic mode (i.e., LUTs without LBB) ex-

cels when circuits predominantly involve arithmetic operations, including additions,

subtractions, multiplications, and divisions. This assertion is substantiated by the

multi-bit multiplier benchmarks in Fig. 6.6, as well as the arithmetic-heavy experi-

ments (e.g., chi-squared, squared Euclidean distance, matrix multiplication, etc.) in

Table 6.1. Notably, if a circuit operates e�ciently in the arithmetic mode, it can also

perform well in the binary mode (i.e., gates and LUTs with LBB), but the reverse is

not always true, as indicated by cases labeled as \N/A" in Table 6.1. These �ndings

provide valuable insights into how HELM operates and which mode to use for optimal

performance for a given circuit.
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6.4 Related Works

We can categorize related works into two broad classes, the ones that target

CPUs (and usually more general-purpose computation) and the ones that target GPUs.

Additionally, we observe that prior research e�orts prioritize di�erent aspects: some

focus on enhancing user-friendliness, others aim at facilitating general-purpose compu-

tation, while there are those that focus on �ne-tuning optimizations tailored to speci�c

applications { sometimes even encompassing a blend of these three objectives. HELM

emerges as a notable example of achieving a balanced synergy among these three goals.

6.4.1 FHE Compilers & CPU Execution Engines

There is a plethora of works that have focused on making FHE more accessi-

ble through high-level compilers. The recent Systematization of the Knowledge (SoK)

work of the T2 compiler [72] proposed standardizing benchmarks along with a com-

piler that interfaces with �ve di�erent back-ends (HElib, Lattigo, Palisade, SEAL,

and TFHE) to facilitate usability. This way, users can implement their programs in

one high-level language, then use the compiler to translate it into all the aforemen-

tioned libraries. Furthermore, similarly to T2, the E3 [45] compiler targets SEAL,

HElib, FHEW, PALISADE, and TFHE, however, has limited batching support, a lack

of relational operations over integers, and limitation on allowing the users to tweak

parameters like the ciphertext modulus. Another recent SoK paper [124] surveyed

state-of-the-art FHE compilers like CHET [58], Cingulata [34], and EVA [59].

CHET is designed for CKKS and is geared towards private neural network in-

ference for HEAAN and SEAL, while EVA [59] employs a Domain-Speci�c Language

(DSL) for vector arithmetic focuses on SEAL and CKKS. The Cingulata compiler

toolchain [34] allows for the conversion of C++ programs to homomorphic circuits for

TFHE and a BFV variant and provides similar functionality to E3 with some caveats.

It requires users to modify their programs to work with the toolchain and, while provid-

ing a simpler API than many homomorphic encryption libraries, it requires signi�cant

e�ort on behalf of the user to understand the nuances of the library and its associated
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structures and data types. The SHEEP library [13] provides the capability for users

to employ an assembly-like language to target multiple FHE libraries like TFHE and

HElib; however, this approach entails the manual design of FHE circuits, which not

only limits usability but also mirrors the methodology required for direct program im-

plementation using the FHE library itself. Marble [125], on the other hand, focuses

on usability by providing C++ extensions that allow users to write code similar to

a plaintext implementation, utilizing encrypted binary arithmetic with HElib as its

FHE backend. The HECO compiler [123] translates high-level programs into Microsoft

SEAL programs and automatically determines appropriate batching strategies for ef-

�cient SIMD-style computation. On the other hand, HELM focuses on the CGGI

cryptosystem and reducing latency instead of primarily throughput. Lastly, HECO

only supports leveled HE contexts in its present state, which makes it unsuitable for

evaluating programs with a large depth. Google's Transpiler [70] andROMEO [75]

read C++ and Verilog programs, respectively, as inputs, compile them into optimized

circuits through the use of synthesis tools, and �nally execute them using TFHE. Lastly,

Zama's Concrete compiler [131] provides high-level frontends to a Rust implementa-

tion of the CGGI cryptosystem. For example, users can write functions in Python with

standard operators and a subset of NumPy operations and inform the compiler explic-

itly which inputs are encrypted and which are plaintext. Unlike HELM, the compiler

also requires a set of representative input values to generate the resulting FHE circuit.

While this can serve as a way to derive suitable datatypes for the di�erent input vari-

ables, if the actual sensitive inputs deviate from the provided input set by more than

a marginal amount, it can result in incorrect results during runtime. Additionally, the

Concrete compiler requires users to adapt to the quirks of encrypted computing, such

as the inability to make control-
ow decisions on encrypted data. Lastly, users must

balance correctness guarantees and latency as programs with negligible probabilities of

error require larger parameters. Compared to Concrete, HELM does not require users

to adapt to the HE programming model as any synthesizable Verilog code is com-

patible. Additionally, all cryptographic mechanisms are abstracted away from users
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as each mode of operation in HELM has hardcoded parameters suitable for general

computation.

It is easy to observe from all the aforementioned works that some focus on

usability, others aim at achieving general-purpose computation, while others focus

on optimizing the performance for speci�c applications (e.g., tensor operations). In

HELM, we strike a good balance between all three worlds:

6.4.1.1 General-Purpose Computation

CGGI allows for e�cient arbitrary computation as its fast bootstrapping oper-

ation allows for computing any function over encrypted data. While certain computa-

tions are possible, and might even be more e�cient, with other cryptosystems such as

BFV or CKKS, these schemes very quickly reach their peak as bootstrapping is imprac-

tical. CGGI on the other hand allows for expressing any operation in the encrypted

domain. For that reason, in HELM we utilize CGGI as our underlying cryptosystem.

6.4.1.2 Performance

Developing encrypted programs with CGGI is a daunting task as users need to

express their algorithms as Boolean circuits. Many works such as [72, 34, 45, 70, 131]

have created compilers from high-level languages that target CGGI. However, this

often results in ine�cient solutions since transforming imperative programs (e.g., C,

Python) into Boolean circuits is complicated. Even with high-level synthesis tools as

adopted by [70] (i.e., the input is C++ programs and target is CGGI), simple FHE

computation like the Chi-squared test takes around 40 seconds with [34] and [72], over

2 minutes with [70], and over 3.6 minutes with [45]. On the other hand, Chi-squared in

HELM takes 10 seconds because our starting point is Verilog and we leverage Boolean

optimization toolchains. Finally, HELM uses aggressive multi-threading, achieving

signi�cantly faster encrypted evaluation compared to the related works.
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6.4.1.3 Usability

HELM allows users to develop programs in Verilog instead of a native FHE

library. As Verilog is a hardware description language (HDL), it can lead to more e�-

cient and optimized hardware implementations of FHE operations and higher levels of

parallelization. Although expressing computations in Verilog might be more challeng-

ing than in other high-level languages, writing HDL programs is far more high-level

than the API that most FHE libraries provide, which requires users to construct netlists

directly. This renders HELM both user-friendly and fast at the same time.

6.4.2 FHE GPU-Accelerated Execution Engines

The works in this class have focused on FHE acceleration using both software

and hardware techniques. However, these endeavors have tended to prioritize the

acceleration of basic FHE operations, rather than emphasizing user-friendliness and

usability. The works of the cuFHE [57] and nuFHE [104] libraries introduce GPU

acceleration to the CGGI cryptosystem for single gates and vectors, respectively. The

former approach faces challenges due to the costly transfers of ciphertexts between the

CPU and GPU for each gate evaluation. In contrast, the latter approach is limited in

its applicability to circuit evaluations, as circuits often comprise a variety of gate types

and fully utilizing vectorization is not possible. The REDcuFHE [65] project overhauls

the cuFHE CGGI library to introduce support for multi-bit plaintext and multi-GPU

setups. However, a drawback of REDcuFHE is that it places the burden of scheduling

and managing device communication squarely on the programmer's shoulders, result-

ing in usability challenges. Additionally, the programming model requires developers

to express their programs in a Boolean circuit format directly. Lastly, the work of

ArctyrEX [71] (presented in the next chapter) also provides multi-GPU compatibil-

ity and automates scheduling and communication procedures. Unlike REDcuFHE,

ArctyrEX's approach eliminates the need for manual intervention from programmers.

However, the reliance on high-level synthesis (HLS) results in high preprocessing costs

(which imposes restrictions on the program size) and potentially suboptimal circuit

116



generation. None of the aforementioned libraries consider LUTs and HELM o�ers

great performance while o�ering support for programming in Verilog as opposed to

Boolean circuits.

6.5 Concluding Remarks

In this chapter, we introduced the HELM framework for automated conversion

from arbitrary synthesizable Verilog HDL designs to encrypted circuits for private out-

sourcing. In HELM, HDL designs are converted to netlists through synthesis, while

our compiler creates an internal view of the circuit described by the netlist and deter-

mines the correct execution order for the homomorphic gate evaluations. The resulting

encrypted circuit is uploaded to a remote service for encrypted evaluation with HELM

along with encrypted inputs.

We evaluate HELM with circuits from the ISCAS '85 and '89 benchmark suites,

and real-life workloads, such as AES and encrypted image �ltering. We observed a

linear increase in encrypted circuit evaluation time with a growing number of gate

evaluations. Leveraging HELM's three powerful modes of homomorphic evaluation,

namely gates, LUTs with LBB, and LUTs without LBB, we report performance im-

provements of 1-2 orders of magnitude over related works.
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Chapter 7

HARDWARE-ACCELERATED ENCRYPTED EXECUTION OF
GENERAL-PURPOSE APPLICATIONS

Prior chapters have introduced preliminary works that have proposed solutions

to mitigate usability issues with FHE or overheads associated with FHE evaluation.

However, open problems still exist. In the case of usability, none of the works are

capable of converting arbitrary C/C++ code to equivalent programs in the encrypted

domain while still abstracting away all cryptographic details from the programmer. On

the other hand, Romeo reduces overhead by optimizing at the application level, but

does not focus on parallelization of FHE computation or accelerating the underlying

cryptographic primitives. Additionally, it does not take into account recent enhance-

ments to CGGI which can be used to accelerate certain types of operations, such as

programmable bootstrapping [47]. Juliet supports a GPU backend of the CGGI cryp-

tosystem in the form of cuFHE, but requires signi�cant synchronization between the

CPU and GPU and only achieves signi�cant speedups for particular types of applica-

tions.

Even so, the most prominent hardware platforms for encrypted computation

with FHE are GPUs, which have been thoroughly demonstrated to be particularly

suited for the types of arithmetic required by modern FHE constructions. Most en-

crypted operations expose ample parallelism and are computationally intensive [92];

therefore, FHE applications can leverage the high degrees of parallelism a�orded by

these devices. For instance, a 10� 10 matrix multiplication in the encrypted domain

using the CGGI cryptosystem in gate bootstrapping mode [46] requires hundreds of

millions of large polynomial arithmetic operations and NTTs. Open-source nuFHE
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1 int dot_product ( int x [500] ,

2 int y [500]) {

3 int product = 0;

4 for ( int i = 0; i < 500; i++)

5 product = product + x[ i ] * y [ i ];

6 return product ;

7 }

(a) Dot Product Code

1 void fc_layer ( short x [256] ,

2 short w [7680] ,

3 short res [30]) {

4 for ( int i = 0; i < 30; i++)

5 for ( int j = 0; j < 256; j++)

6 res [ i ] = res [ i ] + x[ j ] *

7 w [256 * i + j ];

8 }

(b) Fully-Connected Layer Code

(c) Dot Product Performance (d) MNIST Classi�cation Performance

Figure 7.1: Practical Large-Scale Applications : Using our approach, a dot product
subroutine runs� 6� faster on a single A100 GPU and over 42� faster with an NVIDIA
DGX A100 relative to an AMD EPYC 7742 baseline (with 256 threads), resulting in
an end-to-end application level speed up of 31� for MNIST classi�cation.

[104] and cuFHE [57] libraries expose an API akin to an assembly language, requir-

ing programmers to compose their algorithms as Boolean circuits and their goal was

to maximize the performance of individual homomorphic operations, as opposed to

end-to-end encrypted applications themselves.

In this work, we propose a framework calledArctyrEX (Accelerated En-

crypted eXecution) demonstrate that GPU-accelerated FHE can be used to greatly

improve the e�ciency of realistic and representative FHE applications, such as neural

network inference and large linear algebra arithmetic. We also introduce automated

scheduling techniques that allow for strong scalability while evaluating encrypted al-

gorithms with multiple GPUs. Notably, most cryptographic details and all hardware

acceleration functionalities are handled automatically byArctyrEX to minimize the

burden on programmers. Our key contributions can be summarized as follows:

ˆ A custom algorithm to translate high-level code to GPU-friendly FHE programs
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that reduces latency by up to 36%, while also reducing circuit size by up to 40%

relative to a standard synthesis 
ow;

ˆ A novel scheduling methodology that facilitates e�cient computation across mul-

tiple GPUs, which enables encrypted programs to run up to 42� faster on 8

GPUs;

ˆ A new CUDA-accelerated backend for the CGGI cryptosystem that prioritizes

fast evaluation of arbitrary algorithms and outperforms state-of-the-art multi-

threaded CPU and GPU implementations by more than an order of magnitude.

This enables 32-element vector addition of 32-bit integers up to 4:1� faster, and

16� 16 matrix multiplication of 32-bit elements up to 10:6� faster on 8 NVIDIA

A100 GPUs.

Our proposed framework makes large-scale applications practical in FHE. Figure

7.1(a) showcases the high-level input code used to run both a large dot product of two

vectors as well as a fully-connected layer in machine learning applications. The user

of our system simply needs to describe their computation as a C++ program; no

knowledge of complex FHE libraries is required, except for the desired level of security.

For C++ code outlining a dot product of two encrypted vectors of length 500, our

framework automatically generates a highly e�cient circuit consisting of 922308 gates

with 128 levels resulting in approximately one billion combined NTT and inverse NTT

invocations.

7.1 System Design for Accelerated Encrypted Execution

ArctyrEX is an end-to-end framework that allows users to seamlessly convert

high-level programs written in C++ to a sequence of GPU-friendly FHE Boolean op-

erations leveraging the CGGI cryptosystem. An overview of the system is depicted in

Figure 7.2, illustrating the capabilities of the frontend, runtime schedule coordination,

and backend operations as well as how these subsystems communicate and work to-

gether. The �gure also shows the process of how a user's input program is converted
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