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ABSTRACT

This thesis proposes a new automated pipeline to detect and localize ob-
jects in a given video scene using state-of-the-art computer vision models and machine
learning. The inspiration of this pipeline was the ongoing global pandemic of COVID-
19, which the World Health Organization (WHO) declared as a global pandemic on
January 30, 2020. The objective for this pipeline was to employ modern technologies,
such as machine learning and deep learning, to help solve a real-life problem: face-mask
wearing and social distancing in indoor and outdoor places. Employing state-of-the-
art object detection algorithms along with a deep learning-based approach to estimate
distance between people, we have created a pipeline to receive a CCTV live camera
feed and output heat-maps showing whether people are adhering to face mask-wearing
and social distancing. Training over 39K images on the-sate-of-art object detection
models at the time, YOLOv4 and Faster R-CNN with Focal Loss, we have achieved
over 83% Mean Average Precision (mAP) on a custom dataset. In addition, we imple-
mented classical and modern approaches to measure distances between people in public
spaces, such a projective transformation and deep learning-based models, to estimate

camera calibration parameters.

Keywords: Aerial Surveillance, Object Detection, Object Tracking, Dataset,
Benchmark, YOLO, Faster R-CNN
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Chapter 1
INTRODUCTION

1.1 Motivation

Vision has been an essential pillar of the computer arti cial intelligence com-
munity. Researchers have been working over the past 20 years to give machines the
ability to see and identify objects in a scene. With the advancement in computational
power and deep learning, computer vision has entered a new era. Currently, we have
various state-of-the-art neural network architectures that can detect instances of visual
objects from more than 600 di erent classes on live camera feeds [1]. Researchers are
eager to apply this knowledge to every possible domain.

On January 30, 2020, the World Health Organization (WHO) had declared
SARS-CoV-2, or most commonly known COVID-19, as a global pandemic. People were
required to stay home and minimize social contact to stop the spread of the disease.
In addition, the Centers for Disease Control and Prevention (CDC) has recommended
people to wear facial masks and maintain 6 feet social distance at all times. Govern-
ments worldwide were trying to develop a compromise solution to ensure their citizens'
health and well-being without having to su er from the tremendous economical impact
of postponing all non-essential activities. Even though governments were forced to shut
down all non-essential industries, some industries were impossible to shut down, such
as infrastructure maintenance, law forces, and health institutions. Thus, engineers
and lawmakers have to introduce a solution that can ensure that workers of essential
industries are adhering to the safety measures recommended by the CDC to stop the
spread of COVID-19 [29].



1.2 Objective

This work aims to introduce a framework or (automated model) that can
detect if people are wearing masks properly or not and if they are socially distancing
in work and public spaces. Employing state-of-art object detection algorithms along
with a deep learning-based approach to estimate distance between people. We aim to
build an end{to{end pipeline that receives an input of CCTV camera feed and outputs

the face mask-wearing and social distancing probabilities at a given timestamp.

Figure 1.1: Flow chart of the proposed work.

1.3 Thesis Outline
This thesis is divided as follow:

Chapter 2 introduces the object detection methods and algorithms, ranging from
classical methods to deep learning-based approaches.

Chapter 3 introduces the background information about methods of estimating
the distance between objects in an image. Starting by introducing image ge-
ometry then introducing both classical and deep learning approaches to perform
image meteorology.

Chapter 4 introduces the experiment conducted to build an end-to-end algorithm
to detect face masks and distance between people.

Chapter 5 concludes the thesis and suggests possible future work.



Chapter 2
OBJECT DETECTION

2.1 Overview of object detection

Object detection is one of the essential tasks in computer vision. The de ni-
tion of object detection is the ability of computers to detect instances of visual objects
of certain classes (such as humans, animals, or cars) in digital images [1]. The primary
purpose of object detection is to develop computational models and methods to provide
an essential piece of information needed by all computer vision applications, which is
the ability to tell what objects and where? In recent years, computationally inten-
sive learning models, more speci cally, deep learning, have drawn signi cant attention
from the scientic community [30]. As a result, there has been a considerable focus
on applying deep learning for classi cation tasks such as object detection, leading to
remarkable breakthroughs in image processing and object detection.

The adoption of object detection in many real-world applications such as
crowd management, autonomous driving and ying, robotic motion, and many other
applications has accelerated over the past 20 yearsigure 2.1 shows the growing
number of publications associated with \object detection” over the last 20 years [31, 32].

Looking at the history of object detection, we can divide the evolution in the
eld of object detection into two parts; before 2012 (traditional detection methods)
and after 2012 (deep learning base detection) [1]. So then, we have two unique models
of detection within the deep learning-based detection methods: two-stage detectors

and one stage detector.



Figure 2.1: The rise of publications in the feild of object detection from 1998 to 2018.
(retirvied from Google scholar advanced search: allintitle: \object detection"AND
\detecting objects".)

Figure 2.2: Fig. 2. A road map of the history of object detection.[1] Milestone detectors
in this gure: VJ Det. [2], HOG Det. [3], DPM [4], R-CNN [5], SPPNet [6], Fast
R-CNN [7], Faster R-CNN [8], YOLO [9],SSD [10], Pyramid Networks [11], Retina-
Netc [12]).



2.2 Traditional object detection methods

To quantify the problem of object detection, we extract two crucial sets of
information from the giving image: (1) Bounding Box (x,y,w,h) and (2) object class.
Researchers used hand-crafted methods to extract features from images before using
deep learning to extract essential features from images. One of the earliest hand-crafted
methods was template matching, a high-level machine vision technique to search and
nd the location of a template image in a bigger image. The template matching method
is straightforward, making it one of the most popular localization methods. However,
the main disadvantage of this method is the enormous computational consumption as
identi cation of many and complex templates, which can be time-consuming. Also,
occlusionsis another con of this approach where we need to see the whole object and

scalewhere objects have to have the same scale and aspect ratio of the template.

2.2.1 Viola-Jones detector

In 2001, P. Viola and M. Jones published a paper callé®apid object detec-
tion using a boosted cascade of simple featuresyhere they achieved the rst real-time
detection of human faces. They achieved real-time detection without limitation to skin
color or face shape using a 700 MHz Pentium Il CPU. The detection algorithm, com-
monly known as the \Viola-Jones (VJ) detector,” was the foundation for most modern

face detection algorithms. The \Viola-Jones (VJ) detector" has three stages:

1. Haar Feature Selection . Most human faces share similar properties such as
symmetry and eye to forehead ratio. Haar feature would represent those natural
human face properties using black and white rectangles as showngare. 2.3

2. Creating an Integral Image . The Integral Image introduces as an e cient and
fast way of calculating the sum of values (pixel values) in a rectangular subset
of a grid where the integral image at location x, y contains the sum of the pixels
above and to the left of x, y as shown ingure. 2.4. This method speeds up the
calculation of Haar features where we have to subtract 2 or 4 numbers instead of
all pixel values in the image.

3. Ada-boost Training . Due to the high number of detected features, over 180,000
features in an image, it would be very computationally expensive to evaluate all
features when we feed an image to the model. Thus, the VJ detector uses a variant



Figure 2.3: Haar Feature [2].

Figure 2.4: Integral Image [13].

learning algorithm AdaBoost to select the best features then train a classi er to
use those features.

2.2.2 Histogram of Oriented Gradients HOG

Histogram of orientated gradients, commonly known as HOG detector, is a
feature descriptor, and N. Dalal and B. Triggs proposed it. HOG and was an improved
version of the scale-invariant feature transform where it solves the issues of translation,
scale, illumination, and non-linearity (on discriminating di erent object categories).
HOG can detect objects of di erent sizes by re-scaling the input image multiple times
and keeping the window size unchanged. An example of HoG illustrated igure.
2.5.



Figure 2.5: Histogram of Oriented Gradients [14].

2.2.3 Deformable Part Model DPM:

P. Felzenszwalb [4] proposed Deformable Part Model DPM which considered
the peak of traditional object detection. DPM was an extension of the HOG detector
where it follows the detection philosophy of \divide and conquer.” DPM utilizes SVM to
learn the shape of an object and avoid hard negatives examples, background, and empty
spaces in an image. With this approach, DPM authors won the 2006 and 2007 PASCAL
person detection challenges for their outstanding performance. A typical DPM detector
consists of a root lter and several part- lters. Then, a weakly supervised learning
method is developed in the DPM network to learn all con gurations of part lters

(e.g., size and location) as latent variables. [1].

2.3 Deep learning-based object detection models:

The advancement in traditional object detection algorithms reached a plateau
after 2010. R. Girshick says: "... progress has been slow during 2010-2012, with small
gains obtained by building ensemble systems and employing minor variants of success-
ful methods" [33]. With the introduction of machine learning and convolutional neural
networks, researchers tend to investigate the ability of convolutional neural networks
to learn high-level features representations in object detection problems. In 2014, R.

Girshick was the pioneer who incorporated CNN in object detection, proposing "Rich



Figure 2.6: Example detection obtained with the person model. The model is de ned
by a coarse template, several higher resolution part templates and a spatial model for
the location of each part [4].

feature hierarchies for accurate object detection and semantic segmentation,” which
was the rst breakthrough in object detection using CNN [5]. After that breakthrough,
researchers' interest in the eld of computer vision has evolved.

On that premise, object detection has two genres: "Two-Stage Detection”
and "One-Stage Detection," where the late frames the detection as a "coarse-to- ne"

process while the latter frames it as to "complete in one step” [1].

2.3.1 Two-Stage Detectors
With the introduction of convolutional neural networks (CNNSs) in recent

years, object detection advanced at a precedent speed. Nowadays, several state-of-
the-art algorithms have shown a signi cant increase in accuracy and recall in most
benchmarks, such as COCO [34]. The modern detectors have two distinct categories
One-Stage detectors and Two-Stage detectors. This section introduces Two-Stage de-
tectors and presents the most famous Two-Stage detectors in the literature. In general,
Two-Stage detectors adopt a more complicated pipeline compare to One-Stage detec-

tors. We can summarize the pipeline of Two-Stage detectors as follows, the algorithm



Figure 2.7: The General Architecture of (a) One-Stage-Detector (b)Two Stage Detec-
tors [15].

Iters out the regions of interest, regions with a high probability of containing an ob-
ject, from the image using region proposal network (RPN)[5]. Then, the proposals fed
into another network to perform the classi cation called region convolutional network
(R-CNN). Finally, the detector algorithm outputs the detection bounding box.

Next, the thesis will cover the rst created two-stage-detector algorithm:

region convolutional network (R-CNN).



Figure 2.8: The General Architecture of R-CNN [5].

2.3.1.1 Region-based Convolutional Network (R-CNN)

R-CNN (Girshick et al., 2014) [5] is short for \Region-based Convolutional
Neural Networks." The main idea is illustrated as follows: R-CNN starts by extracting
a set of regions of interest (ROI) called object proposals (object candidate boxes)
utilizing selective search [35]. Then, the algorithm feeds those proposals to a pre-
trained network on a common backbone such as VGG [36] to extract features from a
given proposal. Finally, the algorithm uses linear SVM classi ers to perform prediction.
A general architecture of R-CNN shown ingure. 2.8

R-CNN Model Work ow: The function of R-CNN can be summarized as follows:

1. Pre-training a convolutional neural network on image classi cation tasks. For
example, VGG [36] is trained on ImageNet dataset [37] and the nal training
parameters (weights) are used.

2. Using selective search, R-CNN generates category-independent regions of interest
candidates ( 2k candidates per image). Those regions have a 0.5 and higher
probability of containing an object with di erent sizes.

3. Resizing the proposed regions of interest to a xed size fed into the CNN.

4. Fine-tuning the CNN on the resized object proposals for K+1 classes, where the
extra classes represent the background or empty space in an image. In this stage,
we feed the information in smaller batches and use a minimum learning rate to
ensure higher detection accuracy.

5. After the ne-tuning, step one forward propagation through the CNN generates
a feature vector which normally faded into a binary SVM trained for each class
separately.

6. Finally, a regression model is used to correct the location of the bounding box.

10



2.3.1.1.1 Bounding Box Regression

The Bounding Box Regression is an important step in any object detection
algorithm. The main objective of Bounding Box Regression is to re ne the location
of bounding box based on the initial proposal or the anchor box. To illustrate, let's
assume we have a set of predicted bounding box coordingte= ( py, py, Pw, Pn), Which
represents Center, width, height, and a set of ground truth box coordinateg = (g,
Oy, Ow, On). The regress is con gured to learn scale-invariant transformation between

two centers and log-scale transformation between widths and heights [18].

O = Pwx(P) + Px
8 = pady(p) + Py
Bv = Pw eXp(dw(p))
G = pn exp(ch(p))

The main advantage of applying this transformation is that bounding box correction

function, d(p) where i2 f x, y, w, hg, can take any value from [1 , +1 ]. The target

Figure 2.9: Transformation between predicted and ground truth bounding boxes.

11



of the correction factions is to learn the following functions:

t= (% Px)=Rv
ty=(9 B)=h
tw = 109(gw=Pv)
th = 109(gn=m)

To solve this problem, we simply utilize sum of squared of the errors (SSE)

with a regularization term, , as shown in the (Ridge Regularization) equation 2.1:
X
Lreg = (ti  di(p))?+ kwk? (2.1)
i2f x;y;w;h g

The choice of value was by using cross-validation where = 1000 to be the optimum
setup. Also, there is a relatively between the predicted box and the ground truth, so
it would not make sense to run box regression where there is no overlap between the
predicted and the ground truth. So, only a predicted box with a ground truth box

with at least 0.6 10U is kept for training [5].

2.3.1.1.2 Common methods used in R-CNN and other object detectors

Non-Maximum Suppression: Non-Maximum Suppression is a computer vi-
sion method that selects a single entity out of many overlapping entities (i.e., bounding
boxes in object detection). It is expected that the detection algorithm nds multiple
boxes of the same object. To avoid repeated detection, we use non-maximum suppres-
sion to sort out the boxes based on their con dence scores. Then, selecting the highest
con dence scores that pass the threshold.

Hard Negative Mining: Hard negative mining is a method to solve class
balance issues. Suppose we assume that we have a set of labeled bird images with one
or more birds. To train a good classi er, we need positive examples (birds) and negative
examples (not birds). To create the positive example, we will look to what is inside the
bounding box, in this case, birds, but how do we get the negative examples? An easy

method to generateeasy negative example® start is to generate a bunch of random
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bounding boxes, and for each that does not overlap with any of your positives, keep
that new box as a negative. However, if we train our classi er using those examples,
we will get many false positives. Thenhard negative miningcome to use where we
take that falsely positive detected patch and explicitly create a negative training set
out of that patch. Then we retrain our classi er; the accuracy of the detection should

be much better with the extra knowledge coming from negative samples.

2.3.1.1.3 R-CNN Speed Bottleneck
Looking deep at the R-CNN network, training an R-CNN algorithm is very
slow and computationally expensive due to the following [7]:

1. The training procedure is costly in storage space and computing time. Running
selective search generates about2000 region candidates for every image.

2. Training is a multi-stage pipeline. Propagating the results from the selective
search through a CNN. Thus, several images 2000 proposed regions per image.
In addition, training is also slow and complex, where we had to train three
separate CNNs. Training feature extraction and SVM classi er separately, which
result in not exploiting learning to its full potential.

3. Object detection is slow. When running tests on the algorithm, the resulted de-
tection with VGG16 takes on average 47s / image (on a NVIDIA Tesla K20GPU).

Figure 2.10: The General Methodology of Non-Maximum Suppression [16].
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2.3.1.2 Fast Region-based Convolutional Network (R-CNN)

To solve the issues presented in R-CNN (Girshick et al., 2014), Ross Girshick
proposed a method called (Fast R-CNN, 2015) [7] where they presented a new training
method to ease the training procedure of the R-CNN network. In the rst version of
the R-CNN, training uses multi-stage pipelines that are slow and inelegant. The main
two issues with R-CNN were: (i) the algorithm has to process a very high number of
object \proposals" candidates. 2. To achieve higher localization precision, we re ne
the generated proposals candidates since they provided only rough localization.[7]

In Faster R-CNN, the author streamlined the training process for R-CNN
via a single-stage training algorithm that jointly learns to classify object proposals and
re ne their spatial locations [7]. Instead of having a separate CNN to extract feature
vectors for each region proposal independently, faster R-CNN k takes input an entire
image and a set of object proposals into one feature map. Then, the network branched

out the feature map to learn the object classi er and the bounding-box position 2.14.

Figure 2.11: Fast R-CNN architecture. An inputimage and multiple regions of interest
(Rols) are input into a fully convolutional network. Each Rol is pooled into a xed-size
feature map and then mapped to a feature vector by fully connected layers (FCs).The
network has two output vectors per Rol: softmax probabilities and per-class bounding-
box regression o sets. The architecture is trained end-to-end with a multi-task loss [7].
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2.3.1.2.1 The Rol Pooling Layer

The Rol Pooling Layer is a layer that utilizes max pooling to convert an
image feature map to a small and xed-size feature map without losing the spatial
content of the map. In this paper, the authors specify the Rol as a rectangular window
into a Conv feature map. Each Rol is de ned by a four tupldr, c, h, w) that speci es
its top-left corner (r, c) and its height and width (h, w) The Rol pooling works as
follow, we divide theh O w Rol window into an H O W grid of sub-windows with an
approximate ratio of h/H O w/W. Then, max-pooling the values in each sub-window
into the corresponding output grid cell [7]. An illustration of the Rol pooling layer is

depicted in gure. 2.12.

Figure 2.12: Rol pooling [17].
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2.3.1.2.2 The Fast R-CNN Model Work ow:
The function of R-CNN can be summarized as follow:

1. Pre-training a CNN network on image classi cation tasks. For example, VGG [36]
is trained on Image-Net dataset [37] and the nal training parameters(weights)
are used.

2. Using selective search, R-CNN proposes category-independent regions of interest
candidates ( 2k candidates per image).

3. Using the new training algorithm:
(a) Replacing the last max-pooling layer of the pre-trained CNN with an Rol
pooling layer.

(b) Replacing the last fully connected layer and the last softmax layer (K classes)
with a fully connected layer and softmax over K + 1 (an extra class for a
catch-all \background") categories and category-speci ¢ bounding-box re-
gressors.

4. Finally, the model branches into two output layers:

() A softmax probability estimates over K + 1 classes outputting a probability
distribution per Rol.

(b) A bounding-box regression layer that outputs four real-valued numbers for
each of the K object classes. Each set of 4 values encodes re ned bounding-
box positions for one of the K classes [7].

2.3.1.2.3 Multi-task loss

The Loss function is composed of the sum of multiple loss functions:

L(p;u;t;v) = Las(psu) + 1[u 1JLpox(t";v) (2.2)
| Symbol | De nition |
u True class label, 20,1,... K

The rst outputs a discrete probability distribution (per
Rol),p=( po,. . - ,px, over K + 1 categories )

Y, True bounding box v=(vy,Vy,Vy,Vh)

The second sibling layer outputs bounding-box regres
sion o sets, i =( th,t,tk tF)

Table 2.1: Multi-task loss Function Symbol Glossary
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Las(p;u) = logpy (2.3)

X
L pox (t¥; V) = LMoottt v) (2.4)

i2f x;y;w;h g
where each training Rol is labeled with a ground-truth classi and a ground-truth
bounding-box regression target
The overall loss function isL = Lgs + Lpox For \background” Rol, Ly IS

ignored by the indicator function1[u 1], de ned as:
8

21 ifu 1
1u 1]=

->0 otherwise
Here, the authors of R-CNN [33] claim that smooth L1 is a robust loss that is less

sensitive to outliers than the L2 loss used in R-CNN. The general form of smooth L1

Loss is:
8

205x2  ifjxj< 1
Limooth (X) -
- jxj 0:5 otherwise

Figure. 2.13 illustrates the L1 Smooth Loss Function.

Figure 2.13: The plot of smooth L1-lossy = L§M°%™"(x) [18].
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Figure 2.14: An illustration of faster R-CNN model [8].

2.3.1.2.4 Fast R-CNN Speed Bottleneck
The author proposed in this paper[33] a clean and fast update to R-CNN.
The only issue renaming is that region proposals are generated separately by another

model, imposes a high computational expanse.

2.3.1.3 Faster Region-based Convolutional Neural Network

As mentioned in the previous section, the only main issue is that we have
to generate region proposals via a separate model, which was a signi cant setback in
the training procedure. To solve this issue, the authors of Faster R-CNN [8] proposed
a single end-to-end network that includes a region proposal network (RPN) and fast

R-CNN with shared Convolutional feature layers [7].

2.3.1.3.1 The Faster R-CNN Model Work ow:
How Faster R-CNN works can be summarized as follows:

1. Pre-train a CNN network on image classi cation tasks; for example, VGG|[36]
trained on Image-Net dataset[37] and the nal training parameters(weights) are
used.

2. Train the region proposal network end-to-end by backpropagation and stochastic
gradient descent (SGD)

(a) initialize the network by pre-trained image classi er.

(b) Slide a small n x n spatial window over the convolutional feature map of the
entire image.
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(c) At the center of each sliding window, place multiple anchor boxes (anchor
box is a combination of sliding window center, scale, ratio)

(d) Rate the anchor boxes and chose the anchor box with the highest IoU.
Positive samples have loUJ> 0.7, and negative samples have lod 0.3.

3. Use the region proposals generated by the rained RPN to train a Fast R-CNN
network (detection network). At this stage, we have two suppurate trained net-
works.

4. Now, we have to share the convolutional layers in both networks. We use the
detector network to initialize RPN training, which is dove via xing the shared
convolutional layers and only ne-tune the layers unique to RPN.

5. Finally, keeping the shared convolutional layers xed, we ne-tune the unique
layers of Fast R-CNN. At this stage, both networks share the same convolutional
layers and form a uni ed network.

2.3.1.3.2 Faster R-CNN Loss Function:

We will start by de ning some notations:

| Symbol | De nition |

P Predicted probability of anchor i being an object

The ground-truth label p, =1 if the anchor s positive,and is O if the
P anchor is negative
N A vector representing the 4 parameterized coordinates of the pre-
' dicted bounding box
t; the ground-truth box associated with a positive anchor
Ncis Normalization term, set to be mini-batch size ( 256) in the paper
N Normalization term, set to the number of anchor locations ( 2400

g in the paper
A balancing parameter, set to be 10 in the paper

Table 2.2: Faster R-CNN Loss Function Symbols Glossary

The Loss function is composed of the sum of multiple loss functions:

pLI™M( ) (2.5)

L(fpig;ftig) = Las(pisp) + N
box

1
N cls

Les(Piip) = pilogp (1 p)log(l  pi) (2.6)
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L = Las* Lpox (2.7)

2.3.2 One-Stage Detectors

The previously discussed models are called Two-Stage Detectors or the R-
CNN family which all region-based models use regional proposal network RPN to
generate attention regions. The R-CNN models work as follows: (1) The model pro-
poses a set of regions of interests and generates a regional proposal network RPN.(2)
a classi er only processes the region candidates and performs detection.

The main issue with the method discussed above is that it is prolonged for
real-time applications such as autonomous driving or navigation due to 3 dierent
networks where each network has to be trained separately and perform detection sepa-
rately. To speed up detection, researchers proposed skipping the region proposal stage
and runs detection directly over a dense sampling of possible locations [10]. The out-
comes of that proposal is what we call today One-Stage Detectors. In the following
sub-chapters, we will discuss two of the most famous One-Stage Detectors: Single Shot

Detector (SSD), YOLO Family Model, and RetinaNet.

2.3.2.1 Single Shot Detector (SSD)

Wei Liu et al., authors of Single-Shot Detector (SSD) [10] presented a single
deep neural network that can detect objects in an image. The authors had outstanding
accuracy, and recall results compare to state-of-the-art methods on PASCAL [38] and
COCO [34] datasets. SSD discretizes the output bounding boxes into a set of default
boxes (anchor boxes) over di erent aspect ratios and scales per feature map location.
In addition, SSD uses a pyramidal feature hierarchy for e cient detection of objects

of various sizes.

2.3.2.1.1 Image Pyramid
SSD uses VGG-16 backbone to extract useful information as shown @3

ure. 2.15. Then SSD adds several convolutional (conv) feature layers of decreasing
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Figure 2.15: The SSD model architecture [19].

sizes in a pyramid form to extract features at each scale. Using this pyramid repre-
sentation, SSD can boost its detection performance since detection happens in every
pyramidal layer, targeting each object in every pyramidal layer to detect each object

at various levels.

2.3.2.1.2 Single Shot Detector Model Work ow
Single Shot Detector can be summarized as follow:

1. SSD starts by using VGG-16 as the base network that performs the features
extraction network and generates the feature map.

2. Then, SSD predicts o set of prede ned anchor boxes (default boxes) for every
location of the feature map.

3. Re-scale anchor boxes at each pyramidal layer. Igure. 2.16, we can detect
the dog only in the 4x4 feature map (higher level) while we can detect the cat
on the 8x8 feature map (lower level)

4. Finally, SSD performs detection at each pyramidal layer.

2.3.2.1.3 SSD Loss Function
Let xﬁ’ = 0;1 be an indicator for matching thei-th default box to the j-th
ground truth box of category p. The overall loss function is a weighted sum of the

localization loss (loc) and the con dence loss (cont) = Nl(LclS + Lioc).

Leih0)= T (Len(60)+ Lioo(ki1;0) (2.8)
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where N is the number of matched default boxes. If N = 0, wet set the loss to 0. The
localization loss is a Smooth L1 loss between the predicted bdy é&nd the ground
truth box ( g) parameters.

X X

Lioc(X;1;9) = X fLsmeenam g (2.9)

i2Posm2cx;cy;w;h

gjcx = (gjcx d™)=q" (2.10)
jcy = (gjcy d™)=d' (2.11)
g" = log(g"=d") (2.12)
o' = log(g'=d") (2.13)
The con dence loss is the softmax loss over multiple classes con dence} (
X X

L conf(X: ) = X2 log (&) log(¢%), where & = pOPE@) 5y

i2pos i2neg p(exp qp)

and the weight term is set to 1 by cross validation

Figure 2.16: The SSD framework. (a) The training data contains images and ground
truth boxes for every object. (b) In ne-grained feature maps (8 x 8), the anchor boxes
of di erent aspect ratios correspond to the smaller area of the raw input. (c) In a
coarse-grained feature map (4 x 4), the anchor boxes cover a larger area of the raw
input [19].
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2.3.2.2 YOLO: You Only Look Once Family

In 2016, Joseph Redmon and Ali Farhadi presented a new fast object detec-
tion called You Only Look One YOLO [9]. From the naming, the authors proposed a
uni ed and high-speed architecture for object detection model. By far, YOLO, in its
newest version YOLO v4 considers the fastest object detection module available. In its

rst version YOLO model processes images in real-time at 45 frames per second[23].

2.3.2.2.1 YOLO Work ow
1. Pre-train a CNN network on image classi cation task using backbone network
such as VGG-16.

2. Divide the input image into an SO S grid; then, if an object's center falls into a
cell, the cell is responsible for detecting the existence of that object. Then, each
grid cell predicts the following:

(&) B bounding boxes: each bounding box coordinate consists of 4 elements:
(%, ¥, w, h) the rst two ( X, y) represents the center of the box relative to
the bounds of the grid cell, where the last two represents the width, and
high of the bounding box relive to the whole image.

(b) con dence scores: con dence score represents the IOU between the predicted
box and any ground truth box.

(c) Probability Score: each grid cell predictEC conditional class probabilities
Pr(ClassjObject) where these probabilities are conditioned on the fact that
the cell contain an object as illustrated ingure. 2.17.

3. The nal layer of the pre-trained CNN is modi ed to output a prediction tensor
of size SOSO(5B+K) whereK represents the number of classes.

2.3.2.2.2 YOLO Network Architecture

(YOLO) was inspired by GoogLeNet with inception module with few modi -
cations. YOLO architecture has its nal prediction of shapeSOSO(5B+K) is produced
by two fully connected layers over the whole convolutional feature map as shown in

gure. 2.18.
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