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ABSTRACT

The solar wind is a supersonic plasma composed primarily of protons and elec-
trons that propagates outward from the Sun and whose extent de nes the limits of the
heliosphere. Because the solar wind is weakly collisional, long-range electromagnetic
interactions play vital roles in energy transfer that vary depending on the properties
of a given region of the solar wind. Fluctuations in the electromagnetic eld can lead
to energy transfer between the eld and the plasma patrticles, with a substantial net
heating of the solar wind observed in spacecraft data. While it is generally agreed
that the solar wind is turbulent and that dissipation of turbulent uctuations leads
to heating of particle populations, the particular dissipation mechanisms that lead to
the observed heating are not well understood. Circularly-polarized electromagnetic
waves near ion kinetic scales have been observed to heat the solar wind through wave-
particle interactions, which makes ion-scale waves a promising candidate for dissipation
and heating. However, obtaining a large dataset of waves is di cult due to the time-
expensive nature of existing wave identi cation methods. This work presents a novel
approach to wave identi cation in magnetic eld data using machine learning, specif-
ically 1D convolutional neural networks, that is far less computationally expensive
than existing methods. A training set is created using a combination of Wind space-
craft data labeled manually through existing wave-identi cation methods and synthetic
data generated using a superposition of randomly-phased turbulent uctuations and
circularly-polarized waves. The convolutional neural network is trained to identify
waves in six-second intervals of high-pass Itered Wind magnetic eld and is tested
rigorously using multiple distinct manually-labeled datasets. A high-accuracy itera-
tion of the network is created that can readily identify circularly-polarized waves in

Wind spacecraft data. The network is used to classify eighteen years of Wind spacecraft
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data (2005-2022) based on its circularly-polarized wave content, yielding the longest-
duration dataset of ion-scale waves in the solar wind thus far. Average solar wind
parameters associated with wave-containing intervals are examined, and it is shown
that waves come about most often in the fast solar wind and at relatively high plasma
beta compared to the rest of the solar wind. Estimates for wave parameters, including
the wave amplitude, the wavevector direction, and the magnetic compression associ-
ated with waves are given. Based on the angle between the average magnetic eld and
the estimated wavevector direction in each interval, two distinct wave populations are
identi ed corresponding to quasi-parallel and quasi-perpendicular propagation. Waves
are relatively common when the solar wind is unstable to temperature anisotropy in-
stabilities, such as the rehose and mirror instabilities; however, the solar wind is not
often unstable to these instabilities, indicating that waves cannot only be generated
locally by temperature anisotropy instabilities. The number of waves identi ed per
day has notable periodicities that match harmonics of the solar rotation frequency; the
most common sources of waves are therefore likely to be dependent on solar rotation.
The wave dataset is separated based on the solar cycle phase, and the rising and de-
clining phases are found to contain 50% more waves proportionally compared to solar
maximum and solar minimum. The large di erence between solar cycle phases per-
sists across similar categories of solar wind across phases, indicating that the primary
wave generation mechanisms change throughout the solar cycle and are most prevalent

during the rising and declining phases.
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INTRODUCTION

The solar wind is a plasma, which is a medium composed of charged parti-
cles that interact electromagnetically over both short ranges (particle collisions) and
long ranges (interactions with self-consistently-determined electric and magnetic elds).
Plasma is often referred to as the \fourth state of matter”|a title which is slightly
misleading considering that 99% of matter in the universe is in the form of a plasma.
The charged particles in a plasma are in many cases distributed in such a way that,
above a certain physical length scale known as the Debye length, the plasma can be
considered as quasi-neutral and has no signi cant large-scale electric eld.

Because charged patrticles in the plasma carry both mass and charge, it follows
that a medium composed of such particles would have modes of behavior typical of
both thermal physics and electromagnetism. From this perspective, plasmas are a
mixture of two \ avors" of behavior: statistical e ects which come from dealing with
large numbers of particles, and electromagnetic e ects which come from the motion of
charges and currents. The thermal and electromagnetic properties of the medium are
deeply and intricately coupled to each other, creating a complex and often analytically-
intractable soup. The question of how a plasma will evolve in time thus requires careful
consideration of the relevant scales of variation in the system, as a given choice of scale
will de ne the relative importance of certain aspects of plasma dynamics.

The simplest language to describe small-scale uctuations is through the lan-
guage of waves. While the word \wave" is familiar enough to conjure alternately images
of gently rolling ocean waves or dramatic, violent earthquakes, the technical de nition
of \wave" is much less clear. In Whitham's 1974 textbook on waves [197], he writes:

\Various restrictive de nitions can be given, but to cover the whole range of

wave phenomena it seems preferable to be guided by the intuitive view that
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a wave is any recognizable signal that is transferred from one part of the

medium to another with a recognizable velocity of propagation. The signal

may be any feature of the disturbance, such as a maximum or an abrupt

change in some quantity, provided that it can be clearly recognized and its

location at any time can be determined. The signal may distort, change its

magnitude, and change its velocity provided it is still recognizable. This

may seem a little vague, but it turns out to be perfectly adequate and any

attempt to be more precise appears to be too restrictive; di erent features

are important in di erent types of wave." [197]
While Whitham's statement presents an interesting philosophical viewpoint, it unfor-
tunately does not provide much guidance when it comes to practical treatments of
plasma uctuations. Throughout this thesis, a more restrictive de nition of \wave"
will be used: small-amplitude oscillations of a system about an equilibrium. A wave
may be phenomenologically described as follows: When a system component (e.g., a
particle density, a magnetic eld, etc.) is given a small perturbation about its equilib-
rium value, the other system components respond to that perturbation in kind, with
various system components oscillating about their equilibrium values. While this de-
scription might conjure a harmonious picture of plasma uctuations, wherein many
masses oscillate on many springs, the reality is messy. The solar wind is nearly colli-
sionless and is thus not often at local thermodynamic equilibrium [193]. Initially-linear
uctuations often do not remain linear for long, as electromagnetic waves have the
tendency to transfer energy to or take energy from the plasma population through
both resonant and non-resonant interactions, leading either to damping of the waves
and heating of the solar wind plasma or to the growth of the uctuation e.g, [125].
Further, and perhaps most importantly, the solar wind has been observed to be a tur-
bulent plasma, meaning that nonlinear interactions tend to cascade energy from large
to small scales, which leads to chaotic mixing of turbulent uctuations in the magnetic
eld and velocity eld across decades of scale [26]. Other nonlinear processes, such as

magnetic reconnection, current sheets, and shocks, also contribute to the fabric of solar
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wind uctuations and introduce dynamics that complicate the picture further.

Despite the myriad complications, linear waves are very important in the so-
lar wind, as many wave modes occur at or near several important kinetic length and
timescales in the plasma. lon-scale waves, i.e. waves whose lengthscales and timescales
are comparable to ion gyroradii/gyrofrequency and/or ion inertial length/ion plasma
frequency, are particularly important, as these uctuations resonate most strongly with
the ion populations and thus transfer energy most e ciently. Understanding the preva-
lence of ion-scale wave modes in the solar wind, therefore, has major implications for
our understanding of multi-scale plasma phenomena; the nature of solar wind uctua-
tions is a fundamental determinant in the nature of solar wind heating.

While quantifying the roles that linear waves play in solar wind heating is vital
to our understanding of solar wind heating, identifying waves in the solar wind is non-
trivial and requires great e ort. Numerous techniques, such as time-series analysis
(e.g., [203]), have been developed to e ectively identify waves in spacecraft data, but
these are in general either too expensive to apply to a large dataset or are limited in
scope by their assumptions. The Wind spacecraft, which is the basis for the work in
this thesis, has provided data at 1 au from the Sun continuously across nearly two
sunspot cycles. The associated magnetic eld dataset contains nearly 7 billion vector
magnetic eld measurements, far too large of a dataset to treat using conventional
methods. Developing an understanding of the roles that waves play in the solar wind
requires large-scale statistical studies at various locations in the heliosphere, which in
turn requires a novel approach to wave identi cation.

In this thesis, | present an approach to wave identi cation using machine learn-
ing, speci cally 1D convolutional neural networks, in order to address the following

guestions:

" How can circularly-polarized waves be e ciently identi ed in large spacecraft
datasets?

" What are the statistical properties of waves near ion kinetic scales at 1 au?
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" How do the statistical properties of ion-scale waves at 1 au change across the
dataset (for example, as a function of the solar cycle phase)?

In Chapter 1, | describe the solar wind through the lens of hydrodynamics, as
well as some of the observations which de ne the solar wind heating problem. | then
discuss the characterization of plasmas through the lens of kinetic physics and the
Vlasov equation. Wave solutions in a cold plasma uid are derived to provide intu-
ition about the basic properties of electromagnetic waves. Previous research involving
studies of waves will be discussed with a focus on the methods used to identify waves.
In Chapter 2, | discuss the fundamentals of machine learning and concepts that are
relevant to the work in this thesis. An overview of supervised learning and common
training techniques is given. Detailed discussions of neural networks and convolutional
neural networks are provided, including the mathematics which describe the training
of neural networks. Chapter 3 presents a machine learning methodology developed
from the ground up to identify waves using 1D convolutional neural networks. Chap-
ter 4 presents an application of the machine learning methodology to eighteen years
of Wind spacecraft data, along with statistics of solar wind parameters and common
instability criteria associated with the solar wind. Chapter 5 presents statistics of the
eighteen-year wave dataset separated based on the phase of the sunspot cycle (solar
maximum, solar minimum, and intermediate sunspot numbers) and the category of
solar wind (fast, slow Alfwenic, and slow non-Alfvenic wind). Appendix A describes
the application of manual time-series analysis to spacecraft data and includes multi-
ple examples of manual classi cation that are relevant to the creation of the training
set. Appendix B includes details of the synthetic dataset used in the machine learning
methodology to supplement training. Appendix C summarizes the network parame-
ters and hyperparameters used in the initial machine learning methodology given in
Chapter 3, and Appendix E describes the changes to the methodology implemented in

Chapter 4.
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Chapter 1
PHYSICS OF THE SOLAR WIND

1.1 The solar wind

Space physics is a relatively young eld. Although the Sun has been an object
of interest and even worship for as long as humanity has existed, a basic understanding
of its physics has eluded science until very recently. For example, the existence of a
supersonic solar wind was a controversial theory until the 1960s, with a hydrostatic
model of the corona being generally assumed before that point (e.g., [32]). Before
that point, even the seemingly straightforward notion that the Sun was magnetically
connected to the Earth had been debated by such gures as Lord Kelvin, who strongly
disagreed with theories that geomagnetic storms were linked to solar activity but re-
mained uncertain of the cause of the storms, opining that \the aurora above, the earth
currents below" ([98], pp. 45) had, at the least, been linked to geomagnetic activity
[41].

In this section, | will discuss the model put forth by Parker of supersonic \so-
lar corpuscular radiation” (e.g., [145, 146]), or the solar wind, constrained by some
spectroscopic measurements in a hydrodynamic model. Then | will discuss a set of
observations of the solar wind that break from Parker's simple model, most notably
those which correspond to the thermal energy balance in the solar wind. These obser-
vations make up what is known as the solar wind heating problem, a major issue in our
understanding of the dynamics of the solar wind and of plasmas in general that has
persisted to this day. Finally, | will brie y outline some of the heating mechanisms that
could provide the unexplained thermal energy of the solar wind, such as turbulence

and wave-particle interactions.



1.1.1 Parker model of the solar wind

One of the most in uential modern predictions of the solar wind came from
Ludwig Biermann, who observed de ections of comet tails and surmised that they were
traveling through an ionized medium [17, 63]. Biermann estimated several physical
parameters for this medium, including a number density between 10° 1¢° cm 3
(in actuality, 10 cm 3) and radially-outward velocity 1000 km/s (in actuality,

400 km/s), his observations consistently indicated that there seemed to be a radial
out ow of charged material from the Sun. In 1957, Sydney Chapman published a
paper presenting a model for a hydrostatic (gravitationally-bound) corona with the
heat ux dominated by electron thermal conductivity [32]. The next year, Eugene
Parker published a paper [145] based on Biermann's idea of an outwardly-streaming
gas and derived the properties of a hydrodynamic corona with a continuous radial
out ow. | will refer to both Parker's paper [145] and to the discussion in [49]).

Parker began by demonstrating that a hydrostatic corona would have a pressure
at in nity greater than the estimated pressure of the interstellar medium. Therefore, he
considered a hydrodynamic solution. First, he assumed a steady, radially-out owing,
isothermal corona. In this situation, the hydrodynamic mass continuity and momentum

continuity equations in spherical coordinates become

r (u)=0 =) %(rzu):o; (1.1a)
B GM , du _ .dp _
uru=r = =) r UE_ r Ef\ GM (1.1b)
for mass density = |+ i, bulk ow velocity u(r) = fu(r) 6 0, total pressurep,

solar massM , and gravitational constant G. For the simplest case of a quasi-neutral
ideal gas of protons and electrons, the pressure may be written as the sum of the
partial pressures of an ideal gas of protons and an ideal gas of electrons with the same
temperature T = Ty and number densityn, in which casep = pj+ pe = 2 kg To=m: The

quantity r? u represents the radial convection of mass, and mass continuity Eq. 1.1a



demonstrates that the total ux of mass is conserved, or? u = const. Combining the
two continuity equations with the expression for pressure and rearranging yields

du1 u? _ 2u2 GM

u—1 =3 :
dr u2 r r2

(1.2)

whereug = P p= = P 2kg To=m is the sound speed in the (isothermal) corona.

Parker estimated the radius of the coronal base ag  10® m. When the right
hand side is evaluated at = ry, it is negative when the coronal temperaturd, < 7 1¢°
K, which is several times higher than measured coronal temperatures. However, at a
certain radius r., the RHS will become positive because the second (negative) term
on the RHS decreases more quickly with than the rst (positive) term on the RHS.
With this in mind, the right hand side is initially negative for ro <r <r . and positive
forr.<r< 1 for some critical radiusr., such that

_GM |

(1.3)

The left hand side is also zero at the critical radius. Therefore, eithég(r.) = g—‘rjjrc =0

or fo(rc) = u?(r) u2=0. Also, because there are no other critical points besides
r = r¢, only one of these functions can ever be zero and only at exactly one point.
Therefore, asff, < Ofora<r<r ;andff, > 0 forr. <r 4, the function which is
zero atr = r. has opposite sign on either side of the critical point, and the function
which is nonzero atr = r, has the same sign on either side of.

The equation Eqg. 1.2 has four solutions:f; = ‘c’,—‘r’ > 0, or a supersonic-to-
subsonic out ow; f; = g—‘rj < 0 or a subsonic-to-supersonic out ow (known as the \solar
wind" solution); f, = (u? u2) > 0, or an everywhere-supersonic out ow; anél, < 0,
or an everywhere-subsonic out ow (known as the \solar breeze" solution). The two
solutions which require supersonic plasma at the coronal base are unphysical (i.e., the
supersonic-to-subsonic out ow and the everywhere-supersonic out ow).

To determine whether the solar wind and solar breeze solutions are physically
viable, Eq. 1.2 is integrated in the range = ator:

u ? u(a)

— +2In —= =4In

r le
Us u a

+4 n + C, (1.4)



for a sum of constant termsC,. In the limit r ! 1 ; the solar breeze solution has

u! 0, and Eqg. 1.2 becomes

om Y@ an D5 oy 2 (1.5)
u le
If we invoke Eq. 1.1a, limy; r?u I const., which would implyp = To=mj !

const., a nonphysical result. Thus, the solar breeze is not a viable solution.
In the limit r '1 , the solar wind solution hasu!1 ; so Eg. 1.2 becomes

41n - =) u 2lnr (1.6)
Cc

u? r
u2
andso ! Oandp! Oforr!1 . Therefore, the solar wind solution is a viable
physical solution from a simple hydrodynamic perspective.

Parker also predicted the shape of the out ow and of the magnetic eld lines
farther out from the corona. Assuming that the contribution from gravity and coronal
pressure are negligible past a certain radius, the radial velocity becomes constant; solar
rotation provides a polar component to the velocity; in spherical coordinates;(; )

with azimuthal angle and polar angle :
u(r)=(vm;0; (r bsin ); (1.7)

where is the solar angular velocity,v,, is the constant radial velocity, and is
the azimuthal angle from the ecliptic plane. This corresponds to an out ow with a
spiral shape, which he further related to a spiral magnetic eld. This magnetic eld
con guration is commonly referred to as the \Parker spiral". Parker's diagram of the
magnetic eld lines is shown in Fig. 1.1.

Parker's hydrodynamic model was not immediately accepted and in fact was
criticized harshly by many in the space physics community (most notably Joseph
Chamberlain, e.g. [30]; see [66] for more history). However, within several years,
measurements from the Luna spacecraft and later the Mariner spacecraft [141] val-
idated the existence of a supersonic solar and thus Parker's supersonic solar wind.

Despite its fundamental simplicity, the Parker solar model was amazingly successful in



Figure 1.1: Parker's diagram of the magnetic eld lines in the solar wind solution.
Figure adapted from Figure 6 in [145]© AAS. Reproduced with permission; see
appendix.



identifying several de ning characteristics of the solar wind, particularly its supersonic

nature and the shape of the out ow.

1.1.2 Properties of the solar wind

The solar wind is commonly observed to have di erent properties depending
on its source region in the corona, with one consistent observation being the presence
of solar wind streams with high and low speeds (e.g., [47]). For instance, a study of
Helios and IMP-8 spacecraft data looked at latitudinal gradients of several parameters
(including speed, density, and temperature) and found that each of these properties is
strongly dependent on the source region [25]. Two broad classes of quiescent solar wind
at 1 au have typically been noted based on out ow speed: the fast wind 600-800
km/s), which ows outward primarily along open eld lines associated with coronal
holes [164, 37]; and slow wind (300-500 km/s), which has been observed to originate
from the edges of streamers and active regions or from small coronal holes (e.g., [11]),
though the sources of slow wind are still unclear [24, 1]). Therefore, it is common to
separate the solar wind into fast and slow streams when considering statistics (e.g., [25,
19]). However, classi cation based solely on speed is not the only way to categorize the
solar wind, and other categorization schemes may be necessary to determine statistical
properties fully (e.g. characterizing by coronal source regions, [212]; or through the
solar wind speed and the correlation between uctuations in speed and magnetic eld,
[38]).

1.1.3 The solar wind heating problem

If we suppose that Parker's supersonic solar wind expands adiabatically as it
moves outward, the internal energy of plasma in a given spherical shell can only change
as a result of work done by that shell as the plasma expands. The equation of state

for a polytropic processPV = C, so

TV t=cCc = T/ V! : (1.8)



Figure 1.2: Solar wind temperature pro le measured by Voyager 2 as a function of the
year. The top panel shows radial distance of Voyager 2 from the Sun in au by year
(solid line) and the latitude of the spacecraft (dotted line). The bottom panel shows the
measured solar wind temperature averaged by solar rotation (solid line), the adiabatic
prediction with T / r 42 (dashed line), and the temperature at 1 au (dotted line).
Figure adapted from Figure 3 in [167], doi 10.1029/2000JA000366. Reproduced with
permission; see appendix.

For an adiabatic process, the ratio of speci c heats is=B; the volume of a spherical
shell of radiusr and thickness r risV =4r?2 r. Thus, the temperature
T/ r %3 for adiabatic expansion. However, observations from the Voyager spacecraft
demonstrate a very di erent reality; the radial temperature pro le is closer toT / r 7

[61, 167]. In Fig. 1.2, we plot the radial and latitudinal position of the Voyager 2
spacecraft and the temperature averaged versus the year (adapted from Figure 3 in
[167]). The temperature measured by Voyager 2 is much greater than expected from
adiabatic expansion throughout the heliosphere. There must be processes in the solar

wind which increase its internal energy and temperature, and these processes must



deliver a substantial amount of heat to the solar wind. Furthermore, these heating
processes cannot always be related to particle-particle collisions due to the relatively
long timescales of collisions compared to other dynamics in the solar wind (e.g., [41,
129]). This greatly limits the possible heat transfer mechanisms.

Another consideration is that plasmas such as the solar wind are extremely
complex due to long-range electromagnetic interactions between plasma patrticles (e.g.,
[23]). One outcome is that there are electromagnetic and inertial uctuations across
many scales in the plasma (e.qg., [34, 96, 26, 193]). The dissipation of these uctuations
actively contribute to solar wind heating through a net transfer of energy to small spa-
tial scales over time, but the speci c properties of these uctuations are not consistent
and in general come from a complex interplay of sources [129, 216]. Characterizing the
nature of these uctuations is a vitally important question to understanding dissipa-
tion, particularly if their properties change substantially over long periods of time.

This describes the core of the solar wind heating problem. Many wrinkles exist
in the solar wind heating problem. The eld is wide and nuanced; a brief discussion

does not do the subject justice.

1.1.4 Temperature anisotropy

An important aspect of the solar wind is that dynamics parallel and perpendic-
ular to the magnetic eld are di erent. Intuitively, this can be seen from the motion
of a single charged particle in a magnetic eld, whose equation of motion is given by

the Lorentz force:
dv

Mot

We can expressy = % andv, = v vk% at each instant in time. The v, component

qE(r;t)+ v B(r;t)): (1.9)

does not contribute to the magnetic force, meaning the dynamics of the motion parallel
and perpendicular to the magnetic eld are fundamentally distinct.

This simple fact can manifest in complicated ways, most notably in the velocity
distribution of plasma patrticles. It is not uncommon in the solar wind for two di erent

values of the temperature to be observed based on the spread in velocity components



parallel and perpendicular to the magnetic eld. When the two temperatures (the
\parallel" temperature Ty.s and \perpendicular" temperature T,.s of a species) are

di erent, this corresponds to anisotropy in the velocity distribution function. The
temperature anisotropy can be de ned as the ratid.s=T,.s and is a measure of the
velocity-space anisotropy. When the degree of anisotropy is su ciently greater or lesser
than unity, the plasma may be unstable to certain temperature anisotropy instabilities
[81]. These instabilities can provide energy to ion-scale waves, which can grow and
interact with the plasma [56]. An expected outcome of \double adiabatic expansion™
(i.e., expansion in which the parallel and perpendicular velocities do not follow the
same distribution, e.g. [33]) is a reduction in the perpendicular kinetic energy of plasma
particles as the solar wind propagates outward from 1 au. Intuitively, this comes about
because the magnetic moment of a single particle should be approximately conserved
during adiabatic expansion of a magnetohydrodynamic uid (as discussed in, e.g.,
[161]), and / v,=B. AsB/ r 2;v, / r 2; and the perpendicular velocity should
decrease on average. One study reported an expected electron temperature anisotropy
of 32 at 1l au based on a radially-expanding plasma with constaii and decreasing

T, [147]. However, actual measured values of temperature anisotropy tend to be far
less but still substantial, falling in the range 01 to 10 (e.qg., [161]), with a most-probable

proton temperature anisotropy of about 0.89 at 1 au [12].

1.1.5 Wave-particle interactions

The interaction between electromagnetic waves and particles has long been the-
orized to play a vital role in energy transfer in the solar wind (e.g., [110, 6, 125]). In
particular, electromagnetic waves at ion scales may heat the solar wind by transferring
energy directly to charged patrticles through numerous interactions. The various ways
that waves a ect the particle velocity distribution functions are called wave-particle
interactions (e.g., [186]). In general, a wave-particle interaction can be roughly com-
pared to particle-particle collisions with one of the particles replaced by a wave [193].

Wave-particle interactions often change the particle velocity distribution functions and



thus serve as a heating mechanism. By de nition, these are interactions which can-
not be described through a uid picture, and a kinetic treatment is necessary due to
the microscopic nature of the energy transfer [125]. | will discuss the beginnings of a
kinetic treatment in Sec. 1.2; here, | will discuss the intuition behind some important
wave-particle interactions.

Many wave-particle interactions exist depending on the properties of the waves
in question and the plasma particles. They can be broadly split into two varieties:
resonant interactions, in which the wave frequency is close to a fundamental particle
frequency (most notably the gyrofrequency); and non-resonant interactions, in which
the wave frequency does not match a fundamental particle frequency [193]. Two key
resonant interactions are Landau resonance [110] and cyclotron resonance [123]. These

two resonances occur with the condition
' k vs=n (1.10)

where!; k are the wave frequency and wavevectors is the particle velocity, s

is the cyclotron frequency for the particle of species, and n is an integer. Landau
resonance occurs fon = 0, or when the phase velocity of a wave equals the patrticle
velocity. Because the particle travels alongside a point of constant phase of the wave,
the particle experiences a roughly constant electric eld, leading to acceleration of
the particle in the direction of the electric eld. When a wave interacts with many
particles of the same species which have a spread of velocities near the phase velocity,
the wave will exchange energy with each of those particles based on their speed, leading
to damping or growth of the wave (e.g., [157]). Cyclotron resonance concerns the case
whenn 6 0, or when the wave in the reference frame of the particle has a frequency
which is a multiple of the cyclotron frequency. In this case, the particle experiences
an electric eld which oscillates in phase with its perpendicular velocity, leading to
energy transfer from the wave to the particle over its orbit about the magnetic eld.
For particles with a spread of velocities near resonance, energy is transferred between

the wave and the particles, leading to damping or growth of the wave mode.
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Because the Landau and cyclotron resonance of particular wave modes modify
the velocity distribution functions for speci ¢ species, electromagnetic wave modes at
ion scales are candidates for explaining the preferential heating of ions over electrons
[125]; resonant wave-particle interactions in particular have been observed to heat ions
in the solar wind (Landau resonance, e.g. [39]; cyclotron resonance, e.g. [123], more
recently [22, 208]). In order to gauge the importance of wave-particle interactions, it

is necessary to identify linear plasma waves and their prominence in the solar wind.

1.2 Mathematical descriptions of plasmas

Obtaining a mathematical description of a plasma that is applicable across scales
has historically been one of the most di cult aspects of plasma physics due to the
inherent multi-scale nature of plasmas. The chosen mathematical representation carries
its own sets of assumptions, as well as normal modes which characterize the wave
solutions. Here, | describe one method to derive the Vlasov equation, which describes
the time evolution of the velocity distribution function in the absence of collisions. Then

| will discuss a cold two- uid approximation and its corresponding normal modes.

1.2.1 Exact kinetic description

One starting point to describe a plasma is to view the system as a set of point
particles of varying species in a phase space volume (e.g., [107]). In this picture,
the i™ particle of the Ng charged particles of species moves with velocity v;, with
position r; in a volume V. Each particle has unique position and velocity vectors,
and the i particle has the phase space coordinates (v;). The distribution function
for Ng particles of species may be written as a sum of single-particle distribution

functions de ned as Dirac delta functions in phase space:
s
Ng'(r;v;t) = (r () (v va(t)); (1.11)

n=1
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where each term in the sum represents the probability of nding thé" particle at the
phase-space coordinates;(v). Integrating over phase space yields

77 5. 22
d*rd3vNI(r;v;t) = drd3v (r  ro(t)) (v vn(t) = Ng; (1.12)

n=1
demonstrating that N." is a phase space density. Note thatl" is not a smooth, well-
behaved, continuous density function like one might expect from a continuum picture;
this is a discontinuous and non-smooth function composed of delta functions.
The i particle of species experiences a Lorentz force dependent on the electric
and magnetic elds at (r;v):

dVi;S

Ms 5t

= G(Ei(D) + vis(t)  Bi(t); (1.13)

where mg, o, v; are the mass, charge, and velocity of thé" particle of speciess.
The electric and magnetic elds at each position are self-consistently determined by
the charge and current densities associated with all specigs The exact microscopic
charge and current densities can be written
x Z
M(r:t) = dPvasf ' (r;v;t) (1.14a)

z
X

jmr;)= g dPwfl(r;v): (1.14b)
S

The charge and current densities can be included in Maxwell's equations to describe
the structure and evolution of the microscopic electric eldE™ and the microscopic

magnetic eld B™ self-consistently determined by the plasma particles:

m
r EM= — (1.15a)

0

m
r EM™= %t (1.15b)
r B™m=0 (1.15c¢)
m

r B™M = 0 jm 0@@'[ (115d)
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where g is the vacuum permittivity, o the vacuum permeability, andc the speed of
light in a vacuum.

At this point, a determination of the initial particle positions r;(0) and velocities
vi(0), together with the equation of motion Eq. 1.13, would amount to a complete
description of the plasma.

We take the time derivative of Eq. 1.11:

er _ X @ @
@ - - @[ (I’ rn)] (V Vn) + (I’ rn)@{ (V Vn)] (1.16&)
X
= (Vi r +vy ry)(r rp) (v vp)=0 (1.16b)
=) %+vn rfl+vy, r =0 (1.16c)

The argument of each delta function requires = v, r = r,, for the correspond-

ing term to be nonzero. Substituting Eqg. 1.13 into Eq. 1.16¢,

@ o3 :
@g;+v rfsm+m—S(E”‘+v B™) r  fJ=0: (1.17)

This is called the Klimontovich equation. Using it directly is typically impractical due
to its reliance on tracking every phase-space particle path exactly, but it is a useful

starting point for the discussion of more tractable approaches.

1.2.2 The Boltzmann equation

We turn to the language of statistical ensembles to get a more useful form of
the Klimontovich equation. As a preface, in the context of plasmas, we must be careful
when attempting to extract statistical information from the Klimontovich equation, as
plasmas are fundamentally di erent from neutral gases due to the presence of long-
range electromagnetic interactions which complicates the discussion of collisions (see,
e.g., [195, 33)).

| assume that we have a large enough system that we can compute a statistically-

meaningful ensemble average of the Klimontovich equation. | denote the ensemble
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average using angled brackets, and we break the distribution function and the electric

and magnetic elds into ensemble-averaged and microscopic components:

fh=fs+ £ HIi=fg hfli=0 (1.18a)
E"=E+ E™, HE™ =E; hE"™ =0; (1.18b)
B"=B+ B™;, B"i=B; hB™i =0: (1.18c)

Using this notation, the ensemble average of Eq. 1.17 yields

@én @? %icp; e m)@:n @ f
3 m m S: _n-
=) 6t+V 6+m_(E+ B) @+hm—s(E +v B") @I—O.
(1.29)
Rearranging, we get
where
%t =h 3 EEmyyv BM %i: (1.21)

Eq. 1.20 is known as the Boltzmann equation. The term on the right-hand side is the
collision operator and represents the change in the velocity distribution function due

to collisions involving the local elds of particles.

1.2.3 The Vlasov equation
In the limit of zero pairwise collisions}, which is a good approximation in the

solar wind for [124], the Boltzmann equation reduces to

@, rfo+ 2(E+v B) @iy (1.22)

@t ms Q@

! Note that, while pairwise collisions are excluded from the Vlasov equation, long-range
collective interactions within the plasma are still encapsulated by the macroscopic
electric and magnetic elds self-consistently determined by the charge and current
densities.
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This is known as the Vlasov equation, and it is one major starting point for the study
of collisionless plasmas [110].

The Vlasov equation is coupled with several other equations which describe the
evolution of the phase space variables through Newton's second law and the electric

and magnetic elds through Maxwell's equations:

@ _ G :
@t m—S(E +v  B); (1.23a)
d_z =V, (1.23b)
r E= —; (1.23c)
0
r B=0; (1.23d)
_ &,
r E= ot (1.23e)
. 1@
r B= ot 2 @t (1.23f)
and where the charge and current densities are given by
X Z
= g fs(r;v;t)dy; (1.230)
S
X z
j= o vis(rv;tdv: (1.23h)

S

The system of equations given by Eq. 1.22 and Egs. 1.23 are often referred to collectively
as the Vlasov-Maxwell equations.

Compared to a neutral gas, the inuence of long-range interactions between
particles due to macroscopic electric and magnetic elds means that the pairwise col-
lision theory which is central to Boltzmann statistics does not give a complete pic-
ture of particle-particle energy transfer (e.g. [195, 35]). In other words, the frequent
particle-particle collisions that would normally lead to relaxation of a distribution to
a Maxwellian are not able to do so in a plasma (see, e.g., [23]). Technically, solu-
tions to the Vlasov equation conserve entropy from the Boltzmann perspective, as

the Vlasov equation neglects collisions and is time-reversible (e.g., [112]). However,
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the interpretation of entropy conservation becomes signi cantly more complex when
considering wave-particle interactions, which act as a separate mechanism of entropy
production [219]; electromagnetic uctuations can irreversibly transfer and redistribute
energy in the particle velocity distribution functions [186]. In the absence of collisions
(or when long-range interactions are present and anisotropic), departures from local
thermodynamic equilibrium in the solar wind are commonly observed. As a result,
Maxwellian velocity distributions are not the norm; functions used to model measured
distribution functions include bi-Maxwellians for the electron velocity distributions [48],
bi-Maxwellians for ion velocity distributions [87], and more general non-Maxwellian
kappa velocity distributions [73, 120]. Proton velocity distribution functions often
include beams, which are smaller populations of high-velocity particle streams concur-
rent with a slower, often-anisotropic core population; and electron velocity distribution
functions similarly have multiple components, including a core, a \halo" (an isotropic
suprathermal component), and a \strahl" (a eld-aligned suprathermal component,
[48, 148]). Under these conditions, the solar wind can be unstable to a variety of
velocity-space instabilities, such as temperature anisotropy instabilities or core-beam

instabilities) that can lead to the growth of electromagnetic ion-scale wave modes [56].

1.2.4 Linearized Vlasov-Maxwell equations
The behavior of small-amplitude perturbations in a magnetized plasma about

equilibrium may be described by linearizing the Vlasov-Maxwell equations (e.g., [179]).
Linearization is a process used to approximate a nonlinear function as a linear one. One
approach (e.g., [179, 174]) is to determine an equilibrium solutiagy to a system of
equations, assume a small-amplitude perturbatiog; to the equilibrium solution, and
to express the approximate solution as a truncated power series in a small parameter

1, such that the solutiong is the sum of the equilibrium solution and the rst-order

term in

0= Qo+ g1+ “g+ = "0 G+ g1 (1.24)
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This approximation holds when we can safely neglect terms @f( 2), in which case
the solution g can be approximated as a linear function of. Linearized solutions, by
de nition, describe the response of a solutiomy to a small perturbation g; and do
not account for higher-order contributions in the amplitude. This assumption breaks
down if the perturbation grows quickly in time (i.e., if the system response is not well-
described by a linear function of the amplitude), in which case linearization does not
provide an accurate picture of the solution.

Depending on context, further simplifying assumptions can be made. One ex-
ample is the assumption that the spatial and temporal properties af;, oscillate si-
nusoidally in phase and with low amplitude. This approach yields the normal mode
solutions for the system (i.e., the linear waves). These normal modes are the system's
linear response to small-amplitude oscillations. Another example is the assumption
that the perturbation g, is a small localized (in space and/or time) impulse. This
allows for the study of wave damping and growth from more general perturbations,
which provides a framework to study instabilities related to wave propagation (e.g.,
Sec. 3.5.1.2 in [179])).

Here, we linearize the Vlasov-Maxwell equations. Then | will discuss how these
equations may be used to derive the e ects of waves on particle velocity distribution
functions (e.g., [110]). I will not explicitly discuss the plasma normal modes here; in
Sec. 1.2.5, | will consider the much simpler case of a cold plasma and investigate the
cold plasma normal modes.

First, we assume that the electric and magnetic elds and the distribution func-
tion may be written as the sum of an equilibrium solution with subscript O and a

uctuation piece with subscript 1:

E(r;t) = Eo(r) + Eqo(r;t) = Ey(r;t) (1.25a)
B(r;t)= Bo+ By(r;t) (1.25b)
fs(r;v;t) = fos(v)+ fos(r;v;t); (1.25¢)
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where we have xed the equilibrium electric eld to zero by assuming quasi-neutrality in
the equilibrium solution and that the equilibrium magnetic eld is spatially uniform.

In connection with Eq. 1.24, this is a good approximation for these functions when
the perturbations satisfy jg;j=Qoj for 1 andg 2 ffg;E;Bg. Note that the
equilibrium distribution function is still a function of v and therefore has velocity-space
gradients.

Next, we linearize Maxwell's equations using Eqgs. 1.25a-1.25b for the elds. If
the spatial and temporal components of the uctuation are continuous and bounded,
we can take the Fourier transformF in space and time of the Maxwell's equations,
which simpli es the derivatives (!  ik; @@t! i' ). This yields, with superscript
\ " denoting the Fourier transform,

ik E;= 10~1; (1.26a)

ik B;=0; (1.26b)

ik E;=il By; (1.26c)

ik Bi= o1 1 oE1); (1.26d)

The charge and current densities can be de ned through the perturbation in the dis-

tribution function, so their Fourier transforms are
X Z
(ki) = o fs(kov; ) dy; (1.26€)
S
X Z
fuk;!) = g Vviis(r;v;t)ddv: (1.26f)
S

Lastly, we linearize the Vlasov equation. We substitute Eqg. 1.25c into Eq. 1.22 and keep

terms up to order , again referring to the Fourier transform to simplify derivatives:

o+ 104y 1 (ot f)s EE 4y (Bo+BY) oo+ 11)=0
5) ik v)R+ %(El+v B)) %Hv Bo) %: . (1.260)
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The set of equations Eqg. 1.26a-1.26g are one form of the linearized Vlasov-Maxwell
equations.

The linearized Vlasov-Maxwell equations provide a foundation for plasma dis-
persion relations in di erent settings (e.g., magnetized hot plasmas [16], warm plasmas
[162], cold plasmas [179]). A dispersion relation gives the relationship between the
spatial and temporal uctuations in a wave propagating through a medium, generally
through a function satisfying

D(k;!)=0: (1.27)

For plane wave solutiond expli(k r It )], the linearized Maxwell's equations are

simpli ed to
k Ei= 10 1 (1.28a)
k B;=0 (1.28b)
k E;=il By (1.28c)
ik Bi= o1 ! oEy): (1.28d)

Solving forB; in Eq. 1.28c and substituting into Eq. 1.28d yields, after rearrangement,

Ifzk (k E)+ Ey+ —j1=0; (1.28€)
! - 0

which is a wave equation for the electric eld. Further simpli cation comes by assuming
the form of j; (e.g., using a conductivity tensor to expresf; as a function ofE;). We
will use these expressions later when discussing the cold plasma dispersion relation.
The dispersion relation derived from linearized Vlasov-Maxwell equations also
provide a foundation to quantify wave-particle interactions and their e ects on velocity
distribution functions [56]. This can be achieved by taking a Laplace transform in the
time domain rather than a Fourier transform, which refers to complex frequencies
I'=1,+1 and!,; 2 R, where!, is the frequency of an oscillating function and
the growth/decay rate of an exponential function. When = 0, the Laplace transform
is similar to a Fourier transform. Landau damping was rst derived incorrectly using a

Fourier transform in time by Vlasov, which was later corrected by Landau in [110] who
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used a Laplace transform to handle a singularity at = k v when evaluating Eq. 1.269g
[56, 179]. In principle, the linearized Vlasov-Maxwell equations involving complex
frequencies can be used to describe the evolution of instabilities in real-world settings,
though this typically involves a numerical approach due to the extreme complexity of
the general plasma dispersion relation (e.g. numerical solvers, [13, 56, 104]).

The linearized Vlasov-Maxwell equations are extremely information-dense; even
simpli ed treatments have an enormous degree of complexity, as is implied colorfully
by the notion of a \plasma zo0" in the literature of cold plasma dispersion relations
[179, 174]. Full use of the velocity distribution function is sometimes unnecessary,
and uid approaches using velocity moments of the Vlasov equation may be used
to condense the information in the Vlasov equation when appropriate. For instance,
neglecting the plasma pressure yields a cold plasma approximation [179], which is
extremely useful for understanding basic properties of several normal modes, even in
warm plasmas. The cold plasma approximation will be explored in the next section

from a uid perspective.

1.2.5 The cold plasma dispersion relation

The cold plasma dispersion relation describes small-amplitude wave solutions in
a magnetized plasma with negligible thermal e ects, or wheresk vy where! and
k are the temporal and spatial frequencies of the wave ang, is the thermal speed
of the population. It was rst described by Wilhelm Altar and further developed by
Lassen [154], though it is often attributed to Appleton and Hartree [27], sometimes
called the Appleton-Hartree dispersion relation. In contrast to dispersion in a thermal
plasma, cold plasma dispersion describes the basic properties of electromagnetic waves,
but it cannot describe the e ects of these waves on nite temperature plasmas. Still,
the intuition a orded by a cold plasma picture is more straightforward than the hot
plasma case. | will discuss the cold uid picture of the plasma before deriving the

cold plasma dispersion relation. Then | will discuss the basic phenomenology of some
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of the wave solutions, particularly the ion cyclotron wave and the electron cyclotron

(whistler) wave.

1.2.5.1 Two- uid cold plasma equations

At su ciently large scales, one way to describe a cold plasma is as a uitithis
means, rather than working directly with the Vlasov equation, we consider velocity
moments of the Vlasov equation. The velocity moments of the Vlasov equation inher-
ently involve computing velocity moments of the distribution function. The moments
of the Vlasov equation are e ectively transport equations based on conservation laws
for number density, momentum, energy, etc. [23]. For a cold plasma, the velocity
moments will be truncated by assuming that the plasma pressure is negligible. The
plasma is also assumed to be a mixture of two species, protons and electrons. We

de ne the number density of species as the zeroth-order velocity moment
Z
ng(r;t)y = fg(r;t)dy; (1.29a)

the ow velocity of speciess from the rst-order moment

Z
1
us(r;t) = . vig(r;t)dy; (1.29b)
S
and the pressure tensor of speciasin terms of the second-order moment
s Z
Ps(r;t) = mg(v us)(v  ug)fs(rit)dy; (1.29c)

which has an associated scalar pressysg= %(PXX + Pyy + P;;). Higher-order moments
of the distribution function can be computed, such as a third-order moment, which

known as the heat ux tensor

Qi) =3 (v (v (v us)fo(ritey; (1.290)

2 Strictly speaking, it is not necessary to use a uid description for a cold plasma; it is
also possible to use a single-particle equation of motion and then extend this to a large
number of particles. However, a description involving the uid equations highlights
how a cold plasma description di ers from a uid with nite pressure.
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from which various energy transport terms including heat ux can be obtained. Note
that these moments of the distribution function are technically tensors with rank equal
to the order of the velocity moment; simplifying assumptions such as isotropy can make
these tensor forms signi cantly less complicated through symmetries.

We may compute then™ velocity moment of the Vlasov equation by multiplying
Eq. 1.22 byv" and integrating over velocity space, using the de nitions for the average
uid elements de ned above. We compute the rst two moments of the Vlasov equation

and substitute Eqs. 1.29 when appropriate:
Z Z

@f @f
3 3 3 s _
dv@t dvv rfs+ dv (E+v B) @ 0
) %El+ [ (uane) =0: (1.30a)
which is the particle transport equation; and
Z Z
dvv%t+ dPvw r g+ d3vvr%(E+v B) %—0
=) mns@l@t+mnuS rus+r Pg+ 0fnns(E+ us B)=0; (1.30b)

the momentum transport equation. In general, we would need to compute the energy
transport equation to determine P5, which depends onQs, which depends on the
next moment equation, and so on. Closure of the uid equations generally requires
some assumption which relates a higher-order moment to a lower-order moment (e.g.
[23]). In a cold plasma approximation, one simple way to close the equations comes
from assuming that the particles are stationary (i.e.us = 0) and have zero thermal
uctuations (i.e. Vins I=k for thermal speedvy,s of speciess). This is equivalent
to assuming thatPs 0; and so only the particle transport and momentum transport

equations are necessary. The momentum transport equation becomes

@ s
@t

Note that closing the system of equations in this way fundamentally ignores many

Ms—— + MgUs I Us= G(E + us B): (1.31)

aspects of plasma behavior that are in general fundamental to the behavior of the solar
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wind. This description is only being used to establish a framework to discuss the cold

plasma normal modes.

1.2.5.2 Normal modes in a cold plasma

To nd the normal modes of this system, we derive the cold plasma dispersion
relation. This discussion follows the descriptions given in [179, 174]; we will use their
notation in the following section to condense the forms of the dispersion relation.

Our goal is to derive a dispersion relation that describes the properties of electro-
magnetic waves in a cold plasma based on Eq. 1.28e. This involves de ning a dielectric

$
tensor K which describes the plasma response to the electric eld:
$ [
K Ei=E{+ I—jl: (132)
© 0

We have already written the linearized Maxwell's equations for plane waves in the

previous section (Eqgs. 1.28). The perturbed current density Eq. 1.23h becomes
x £ X
ji= o dPwig=  gnsUys: (1.33)
S S
We linearize the momentum equation Eq. 1.31:
il Ups= B (Ey+ Bolys 2); (1.34)
ms

where we have assumed without loss of generality th8, = By2. This equation may
be rewritten to expressu;.s as a function of E1); we omit the algebraic details here.
Using the notation of [179], we substituteu;.s(E;) from Eq. 1.34, yielding an

explicit form of the dielectric tensor:

0 1
S DO
$
K = %D S o§ ; (1.35)
0 0O P
where
_1 O S X el
s cs s cs 1.36)
X 15 X1 x o ®
s ! Ot o) N( cs)
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where = qsmio is the signed cyclotron frequency of speciesand ! ps = ’ ”Osrﬂi is the
plasma frequency of species

The dielectric tensor is used to de ne the matrixl??l that yields the cold plasma
dispersion relation. We rewrite the wave equation Eq. 1.28e in terms of the index of
refraction n = '}—C and the dielectric tensor:

i $
Ifzk (k E)+Ei+ —ji=n (0 E)+K E;=0: (1.37)
! - 0

$
We use this form of the wave equation to de nev :
$ $
M Ei=K Ei+n(n E;) n?E,;=0: (1.38)

We may assume without loss of generality thah is in the xz-plane and denote the

$
angle betweerBy = Bp2 andn as . ThenM E; becomes
0
S n?cog iD nZsin cos

Is\gh El = % iD S n2 § %E1y§ = (139)

nZsin cos 0 n2 sin?

The wave solutions satisfy det{1) =0

(S n?cog XS n?(P n?si ) D3P n?sin® ) n*sin® cog (S n?)=0
(1.40)
This may be written in abbreviated form using the system of equations obtained

through rearrangement of Eqg. 1.40 and grouping terms by powers of

An* Bn?+ C=0; (1.41a)
where
A = Ssin® + Pcog ; (1.41b)
B = RLsin® + PS(1+cos® ); (1.41c)
C = PRL: (1.41d)
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1.2.5.3 Parallel and perpendicular solutions

Two important classes of solutions correspond to modes with wavevectors par-

allel to By (i.e.

= 0) and perpendicular to B (i.e.

= =2),

We rst consider the parallel ( = 0) case. Using Eq. 1.41,

A= P;
B =2PS;
C = PRL:
Then
Pn* 2PSn?+ PRL = P(n*
If P =0, then
X

12 = | 2-
! ! s
S

2Sn’*+ RL) =0:

(1.42a)

(1.42b)

(1.42c)

(1.43)

(1.44)

which corresponds to an electrostatic Langmuir wave. In this limit, the Langmuir wave

is basically a non-propagating uctuation of the electron density in which the electron

density oscillates in place. Otherwise, iP 6 O,

n* 2Sn°+ RL =0;

which yields two solutions:

S

2 X
nZ:R:) k'_(j:]_
and X
k2c?
2 _ — —
=L 7=l I
S

(1.45)
2
NOEa) 40
1 2
. (1.47)

CS)

The R mode is known as the electron cyclotron wave, a reference to the fact that

the R mode has a resonance at the unsigned electron cyclotron frequehcy | .

The electron cyclotron wave was likely rst observed by Heinrich Barkhausen while

listening to radio signals of lightning, who noted tones of rising frequency, leading to

the evocative name \whistler wave" [177]. Similarly, the L mode is known as the proton
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cyclotron wave due to the resonance at the proton cyclotron frequenty= ., If one
or more ion species were also included, there would be corresponding terms in the sum
over species in Eq. 1.47 that have resonances at each ion frequency; it is common to
refer to the class ol. mode waves near the ion cyclotron resonance frequencies as ion
cyclotron waves.

When = 0, the action of the matrix M yields nonzerox- and y-components

of the wave electric eld, satisfying

iEx _Nn?> S _2n? (R+1L)

Enx(S n?)+ Ey( iD)=0 = = = 1.48
1x( n ) ly( | ) ) Ely D R L ( )
The electric elds of the two modes therefore have polarizations given by
IE
n2=R =) =%=q, (1.49)
n2=| =) Ex_ g (1.50)

This corresponds to circular polarization of the electric eld with a left-handed sense
of rotation for the L wave and a right-handed sense of rotation for the R wave.
The dynamics of the magnetic eld for the R and L modes can be examined

using the linearized Faraday's law (Eq. 1.26¢), which gives

[ ik ik
B, = —k E,= I—Z E,= I—(E;|_X9l Elyk): (151)

Then the polarization of B; may be written for the R mode

n=R =) =1; (1.52)
and for the L mode
2= =) Bux_ g (1.53)

This corresponds to circular polarization of the magnetic eld similar to the electric
eld, except that the electric and magnetic elds oscillate out-of-phase.
In Fig. 1.3, we plot the spatial structure of the wave magnetic eld for the R

and L modes with respect to the mean magnetic eld, as well as the time-series wave
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Figure 1.3: Spatial structure of the magnetic eld for the R and the L modes, alongside
time-series representations of the magnetic eld viewed from a xed point along the
mean magnetic eld.
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magnetic eld components in a plane perpendicular t&. The spatial structure corre-
sponds to the helicity of the wave, which is the same for any inertial frame of reference,;
rotation, translation, and uniform motion of the frame with respect to the wave do not

a ect the helicity. The planar time-series corresponds to the plane-polarization of the
wave, i.e. the handedness, which is frame-dependent; an observer traveling parallel or
anti-parallel with respect to the wave frame will see di erent polarizations, a result of
Doppler shifting. The R (L) mode has a helicity of +1 (-1) and in the wave frame a
right-handed (left-handed) polarization.

Next, we examine the linearized momentum equation to deduce the behavior of

Ugq: .
[
U= - (Eq+ Bo( RUsy + YUs): (1.54)
. S
Breaking into components,
igsBo E
U = G0 G5 Uy (1.55)
igsBo E _
Usyy = ﬁs‘) B—loy U (1.56)
Using the polarization relation forE,, we write E;y = iE 1 for the R (plus) and L

(minus) modes. Substitution and rearrangement yield

_ I cs :
Usix = —BO(! CS)E].Xa (1.57)
= — = _Eyu 1.58
usly BO( o !) 1x ( )

The polarization of the species velocity changes depending on the sign qf; the
polarization of the proton velocity matches the electric eld, while the electron velocity

has the opposite polarization.

Next, we consider the perpendicular (= =2) case:
A=S; (1.59a)
B=RL+PS; (1.59b)
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C = PRL: (1.59c)

Then
sn* (RL+ PS)n?+ PRL =0: (1.60)

This equation yields two solutions:

k2 X 12
n=P =) -5 =1 T (1.61)
! . !
and
RL k? 2RL
2 _ — — .
" s Y T TRl (1.62)

These two modes are known as the ordinary and extraordinary modes respectively.
The ordinary mode does not involve the magnetic eld, while the extraordinary mode

involves behavior from both the R and L terms.

1.3 Spacecraft observations of the solar wind

The solar wind is an extremely diverse, complex, and dynamic plasma environ-
ment whose properties are dependent on its coronal region of origin, its radial distance
from the Sun, and its species abundances. Therefore, measuring the solar wind at only
one point, such as next to the Earth, does not give a complete picture of the plasma; as
it evolves outwards from the Sun, the properties of the solar wind change profoundly
as seen through, e.g., Helios 1 and 2 measurements of the same solar wind plasma
parcel at di erent heliospheric distances [161]. To get a global picture of the solar
wind, spacecraft measurements must be performed at various radial distances from the
Sun to understand di erent facets of the solar wind's evolution. Therefore, numerous
missions have been strategically positioned to observe properties of the solar wind and
solar corona through various means. A diagram of the heliospheric positions of several
existing and future NASA spacecraft missions is shown in Fig. 1.4.

The Parker Solar Probe mission [52] launched in 2018 has provided to date the
closest solar wind measurements to the Sun and has yielded incredible scienti ¢ results

[153]. Numerous future missions, such as HelioSwarm [105] and Polarimeter to UNify
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Figure 1.4: Graphic of the NASA Heliophysics Fleet which includes current
and future missions. Image credit is to the NASA Goddard Space ight Center
(https://science.nasa.gov/heliophysics/missions/mission- eet-diagram/).

the Corona and Heliosphere (PUNCH, [40]), promise to Il gaps in our view of the solar
corona and solar wind by measuring dynamical lengthscales and timescales of interest
using constellations of multiple spacecratft.

The context provided by these missions will be invaluable. However, there is an
immense reservoir of existing data representing decades of solar wind measurements
near Earth that can help address many questions regarding the solar wind and solar
corona. Single-spacecraft missions, such as ACE [175] and Wind [116], orbit about
the Earth-Sun L1 gravitational point and yield information about the near-Earth solar
wind. The L1 point is particularly convenient, as its position coincides with Earth-

bound solar wind and thus inclement space weather.
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1.3.1 The Wind spacecraft

The Wind spacecraft is one of the longest-running missions in heliophysics.
Launched in 1994, Wind has been measuring the near-Earth solar wind and magne-
tospheric plasma for decades [200]. Prior to May 2004, the Wind spacecraft passed
between the Earth's magnetosphere and the solar wind; and since May 2004, Wind
has continuously measured the near-Earth, anti-sunward solar wind at the Earth-Sun
L1 point [206]. The Wind dataset represents more than two decades of solar wind
measurements, covering part of solar cycle 23, all of solar cycle 24, and the beginning
of solar cycle 25. Onboard the Wind spacecraft are several suites of instruments; of
particular note are the Three-Dimensional Plasma and Energetic Particle Investigation
(3DP), which measures proton and electron properties using electrostatic analyzers and
solid state telescopes [117]; the Solar Wind Experiment (SWE), which measures the ion
and electron velocity distribution functions and moments using Faraday cups and spec-
trometers [143]; and the Magnetic Field Investigation (MFI), which measures the solar
wind magnetic eld at multiple cadences, including 11 samples per second, which is
high enough to resolve ion kinetic scales [116]. The Wind mission has yielded, as of
2021, nearly 6,000 refereed publications [206], some of which are studies of ion-scale
electromagnetic waves. | will discuss several of these studies further in Sec. 1.3.5 and
Sec. 1.3.6. The longevity of the Wind mission makes it well-suited for long-duration

statistical studies of solar wind phenomena.

1.3.2 The Doppler e ect
Consider a region of plasma with a magnetic eld composed of a mean magnetic
eld and a plane wave propagating in thez-direction. Neglecting uctuations in the
mean magnetic eld,
B(r;t)= Bo+ By(r;t); (1.63)

whereB is a constant. For a circularly-polarized wave,

B;=Bi(Rcoskz !t)+ ¢sinkz !'t)); (1.64)
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where we have assumed that the phase of the wave at the origin is zero. Suppose a
spacecraft travels through this region with a velocity s. with respect to the rest frame
of the bulk plasma and takes measurements of the magnetic eld. The spacecraft

displacement as a function of time is
lsc = Vsl (1.65)

We substitute Eqg. 1.65 into Eq. 1.64:
B(r;t)= B(r(t)) = Bo+ ®cosk (vsct) !'t)+ ¢sin(k (vet) 't): (1.66)

The argument of the trigonometric functions can be factored and written as an
e ective frequency! s, where
lee=! K Vg (1.67)

The e ective change in frequency observed in the spacecraft frame is the Doppler-
shifted frequency in the plasma frame, modi ed by convection of the solar wind past
the spacecraft (e.g., [94]).

The relative velocity of the spacecraft can be interpreted as the e ect of solar
wind convection carrying the wave past the medium. Spacecraft measurements of
waves are dependent on obtaining a data series with a cadence su cient to resolve a
spacecraft-frame wave frequencys.. The measurement cadence frequenty, should
satisfy

Im 2 g (1.68)

where the measurement cadence frequency corresponding to equality is known as the

Nyquist frequency.

1.3.3 Ambiguity in spacecraft measurements

In all but the most idealized settings, plasma uctuations are often identi ed
as turbulent uctuations [26]. This means a single dispersion relation is not su -
cient to characterize uctuations, as uctuations tend to be multi-scale and intrinsi-

cally nonlinear (i.e., they cannot be separated into a sum of normal modes). Further,
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single-spacecraft measurements inherently cannot distinguish spatial from temporal
uctuations, even for linear wave modes. As a result, the spatiotemporal properties
of uctuations are not separable and cannot be interpreted through the language of
normal modes.

A major breakthrough in the study of solar wind uctuations came from the
application of Taylor's hypothesis for hydrodynamic turbulence to solar wind uctu-
ations [180]: that is, the convection of the solar wind was assumed to dominate the
time evolution for uctuations with slow temporal evolution. Rather than treating the
spatiotemporal uctuations directly, any temporal uctuation may be attributed to

convection, and a simple de facto dispersion relation results:
lee= ! + Kk Ve K Vgu: (1.69)

wherevy, is the spacecraft velocity relative to the rest frame of the bulk plasma. In
general, this approximation is applicable for large-scale, ow-aligned uctuations and
when the plasma-frame frequency is much less than the inverse timescale of convec-
tion. For instance, studies of magnetohydrodynamic turbulence rely on an assumption
of ergodicity, or statistical equivalence between spatial and temporal uctuations, that
may be ful lled when considering long periods of time compared to the dynamics of
the injection and inertial ranges [26]. Fluctuations are assumed to have timescales
bounded by Alfven wave dynamics, whose dynamics are much slower than the con-
tribution from convection. While this assumption is a reasonable one for large-scale
incompressible uctuations which tend to dominate low wavenumber space, it is not
in general true when considering magnetosonic/whistler waves because of their high
plasma-frame frequencies [83].

The lack of spatiotemporal resolution is a fundamental limitation of single-
spacecraft measurements that is mitigated either by Taylor's hypothesis or in situa-
tions where a dispersion relation can be reasonably assumed. However, identifying
the situations where such a dispersion relation describes the plasma uctuations is not

always possible due to the turbulent nature of solar wind uctuations and the inherent
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limitations of single-spacecraft measurements. This does not mean it is always impos-
sible, however; techniques exist to sort out coherent structures from the background
turbulence when the structures are su ciently large compared to the background uc-

tuations. | will discuss one such technique known as minimum variance analysis.

1.3.4 Minimum variance analysis

A plane-polarized electromagnetic wave in the solar wind will in general have a
randomly oriented wavevector with respect to the spacecraft coordinate system. In or-
der to interpret the wave properties of a uctuation (i.e. the wave amplitude, wavevec-
tor direction, frequency), it is necessary to rotate the magnetic eld of the wave uc-
tuation into a coordinate system where one direction corresponds to the wavevector
direction; we may assumd& = % without loss of generality. This is an outcome of the
linearized form of Gauss' Law for magnetism, which reads for a wave uctuatidd; in

the wave coordinate system:
k B,= kXle + kyBly + szl;z =0 :) kyBly = kZBl;Z: (170)

Here, the wavevector directiork is normal to the plane of variation of the circularly-
polarized wave. Adapting an argument from [170], if we knew beforehand that the
uctuation were a plane-polarized wave that is randomly-rotated, we would be able to
take three wave magnetic eld measurements and directly solve fér3 noting for the
normal components

B, k=B, k=Bj3 k=0; (1.71)

and so the component of the magnetic eld parallel tak is continuous across the

spacecraft path. Therefore, the vectorsB; B»); (B;y B3) are perpendicular tok.

3 Formally, as pointed out by [170], these must be simultaneous measurements, which
is impossible for a single spacecraft. However, small time variation of the uctuation
over short intervals (i.e. over wave periods) is in general a reasonable approximation
to simultaneity.
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These two vectors can be used to get an expression for the wavevector direction

L= (B1 Bz (Bi1 Ba),
j(B1 Bz (Bi Bgj)

(1.72)

With that said, the solar wind is a turbulent medium and has magnetic uctua-
tions across decades of scale (e.g., [26]). If both a linear wave mode and other intrinsi-
cally nonlinear structure (e.g. uid turbulence, multiple interfering wave modes, etc.)
were present in an interval of data, the calculation ok given in Eqg. 1.72 would become
unreliable due to the statistically randomizing e ect of turbulence, and a method to
estimate the wavevector direction becomes necessary.

One approach to identify the wavevector direction in time-series magnetic eld
data is known as minimum variance analysis (MVA) [170]. MVA is a subset of a general
class of method known as principal component analysis [68], which is a large class of
methods used to perform dimensionality reduction on large datasets. It was rst used
to determine current sheet normal directions in Explorer 12 data [170] and was later
applied to waves in Cluster data [45]. MVA is used to estimate the normal direction
to a planar uctuation in a similar conceptual way to Eq. 1.72 but for more than three
points and for noisier data intervals.

Suppose that we have a sequence of measurements made by a spacecraft with
negligible motion relative to the solar wind* The variance of the magnetic eld mea-

surements along a coordinate directiom may be written

X

3=Ni (B' ® hBi 2% (1.73)
i=1

P ,
wheretBi = ., B'=N is the average magnetic eld vector. I is chosen such that

it minimizes 2, then x corresponds to the minimum variance direction. In the ideal

4 A practical consideration is that the measurements must also be corrected for rota-
tion. Magnetic eld measurements onboard the Wind spacecraft are in general cor-
rected for rotation [108, 200], though there may be low-amplitude higher frequency
components that remain in some sections of the signal [208].
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case where the uctuation is entirely a plane wave with wavevector directiok,
(B" K hBi K)?=0: (1.74)

The variance associated with a circularly-polarized wave in real data will be nonzero;
but if the noise introduced by other uctuations is small and the direction of wave
propagation does not change signi cantly, the variance will primarily be controlled by
the wave uctuation, meaning that the wavevector direction (or a vector nearly parallel
to it) should have the minimum variance. The covariance matrix is used to describe

the variance in the three magnetic eld components and has components [170]:
Map = hBaBpi h BaihByi (2.75)

for a;b 2 f x;y;zg and where each of theB correspond to the time-series of the -
component. The eigenvalues and unit eigenvectors¢ of the covariance matrix can
be found from

$
Mv = v =) VvIMv = Vvlv = (1.76)

wherey denotes the conjugate transpose and where we have used the fact that = 1.
The eigenvalues of the covariance matrix are the minimum variancey,, , maximum
variance max, and an intermediate variance g, each with eigenvectors that together
de ne a coordinate system whose axes have minimum, maximum, and an intermediate
variance. For a magnetic eld uctuation that can be decomposed into a circularly-
polarized wave and nonwave structure, the unit eigenvectors associated with the min-
imum variance eigenvalue can be interpreted as estimates of the wavevector direction.
However, MVA does not account for the ordering of the signal; therefore, there are two
unit eigenvectors associated with each eigenvalue that are anti-parallel to each other
[45]. In this sense, MVA cannot determine the handedness of a wave in the spacecraft
frame by itself, though the ambiguity of single-spacecraft measurements is a separate

and perhaps more fundamental issue; see Sec. 1.3.3 for a discussion.
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Because the minimum variance for an ideal circularly-polarized wave is 0, real
data should align with this theoretical prediction. Heuristics for identifying circularly-
polarized waves using minimum variance analysis are generally based on the assumption
that

md 1. and (1.77a)

min

mxo1 (1.77b)

mid

for a circularly-polarized wave. One speci c example (e.g. [203]) is to use the heuristic

that when
md > 10, and (1.78a)
min
¥ < 3 (1.78b)
mid

and when the interval visually corresponds to a wave, the interval may be interpreted
as a wave.

In Fig. 1.5, a synthetic wave-like magnetic eld time series is shown, along
with the rotated minimum variance components associated with the interval and a
hodogram of the planar MVA uctuations. In panel (a), the synthetic time series
for each magnetic eld component is composed of mean-zero Gaussian noise in each
magnetic eld component with = 0:02 plus a component of a randomly-rotated
circularly-polarized wave with amplitude 1 nT and frequency! = 0:2 rad/s. The
wave is initially composed of two sinusoidal functions (one iBy, one in B;) with
a wavevector oriented in thex-direction; the wave is given a random rotation. In
panel (b), the minimum variance components of the magnetic eld time-series are
plotted. The magnetic eld has been rotated into a frame where one axis corresponds
to minimum variance (red), another axis corresponding to maximum variance (blue),
and a third corresponding to intermediate variance (green). The amplitudes of the
uctuating components are nearly identical. In panel (c), the hodogram of the two
time-series magnetic eld components are plotted, and the eigenvalue ratios are given.

The hodogram visually corresponds to multiple wave periods, and there appears to
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Figure 1.5: Example of a synthetic time-series containing a circularly-polarized wave
(top) and its MVA components (middle). The hodogram of the MVA components
(bottom) forms a circular structure.
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be an approximately constant phase between the two uctuating components. The
eigenvalue ratios also satisfy the requirements to be considered a circularly-polarized
wave.

Minimum variance analysis is a powerful tool, but it has some subtle issues
that limit its use. The rst issue is that the solar wind is a turbulent medium and
has nonlinear uctuations in the magnetic eld at many scales, including at scales
associated with ion-scale electromagnetic waves (e.g., [5, 26]). For wave amplitudes
larger than the turbulent background magnetic eld, it is generally possible to separate
a wavelike signature from background noise. This typically involves the use of some
form of digital frequency Iter which is convolved with the signal to attenuate certain
frequency ranges (e.g., [169, 203]). However, it is not always possible to separate wave
uctuations from the background. To complicate matters further, it is di cult to tell
beforehand whether a given interval contains wave uctuations unless they are large
amplitude compared to the background, meaning the scientist must rigorously analyze
a given interval by using numerous frequency lIters and multiple careful choices of
signal length?®

The second issue is that minimum variance analysis requires assuming that a
normal direction exists in the rst place and, further, requires an assumption about
what the existence of a normal direction implies. This is a fundamental assumption
that is perhaps the most di cult issue to deal with when working with the method, and
it is one which introduces a degree of subjectivity to the interpretation of many par-
ticularly noisy data intervals. Furthermore, with the way that MVA is formulated, the
noise in the dataset is fundamentally assumed to be isotropic and normally-distributed
[45, 101]. One major consequence is that MVA does not account in any way for the

temporal ordering of the data series, only the statistics of each vector component.

5> Put another way, minimum variance analysis requires a large amount of trial and
error when applying it to intervals without prior knowledge about the nature of the

uctuations. In many cases, MVA itself is used to try to ascertain the nature of

uctuations and is thus applied blindly in many cases. This is a practical issue that
has been observed to cause headaches.
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This obscures the meaning of any heuristic based on minimum variance analysis and
requires that the scientist look at any interval that has the signature of, for instance, a
circularly-polarized wave to ensure that the signal actually contains the desired time-
series structure.

An example of a problematic MVA interval is shown in Fig. 1.6. Here, | have
plotted the same synthetic data shown in Fig. 1.5, except the order of the data has been
randomized. While the hodogram does not demonstrate structure remotely similar to a
circularly-polarized wave, the eigenvalue ratios are identical to the circularly-polarized
wave case. Without visual inspection, the two cases cannot be distinguished using
eigenvalue ratios alone.

Despite these issues, MVA is an inherently powerful tool that can identify seg-
ments of time series that are circularly-polarized and thus wave-like when applied to
appropriate data. It is a simple method that does not require extensive computation
for single intervals. However, for the reasons listed above, it is necessary to rigorously
check each magnetic eld interval to con rm that any potential wave structure indi-
cated by MVA is actually present (e.g., [203, 94]). This limits the practical use of
MVA in performing large-scale statistical studies. Practically, if MVA is to be used for
a statistical study with some degree of reliability, some means of identifying intervals
that contain waves before applying MVA is necessary. This is not a trivial step, and
it is the crux of the issue surrounding MVA. | will discuss the use of machine learning
to overcome this fundamental issue in Ch. 3 and present a statistical study using this

machine learning-based approach in Ch. 4.

1.3.5 Wave identi cation studies using manual methods

Numerous studies of electromagnetic waves have been completed by incorpo-
rating methods which involve a combination of minimum variance analysis (or similar
method) and visual inspection of time-series, both in case studies and in statistical
studies up to about two weeks in duration. Some examples are studies of ion cyclotron

waves in ISEE STEREO data (e.g., a one-week study, [94], a ten-day study, [93]) and
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Figure 1.6: Example of a synthetic time-series containing a circularly-polarized wave
that has been randomly rotated (top) and its MVA components (middle). The
hodogram of the MVA components (bottom) does not form a circular structure, but
the eigenvalue ratios are the same as the circularly-polarized case in Fig. 1.5.
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MESSENGER data (e.g., a ten-day study, [92]); and magneto-sonic/whistler waves in
Wind data (e.g., case studies related to shocks, [203, 205]) and in the magnetosphere
[199]. Manual analysis using minimum variance techniques have also been incorporated

into studies that use other techniques to identify wave intervals (e.g., [198, 21]).

1.3.6 Other methods to identify wave intervals

Time-series analysis based on a combination of minimum variance analysis and
visual inspection is one methodology to identify waves, but other techniques have also
proved useful and e ective for ion-scale wave identi cation, particularly methods to
analyze spectra. One recent example is wavelet analysis, a powerful tool that produces
a multi-scale representation of a signal in a basis de ned by a family of wavelet functions

[184]. A commonly-used wavelet is the Morlet wavelet:
ol )= e (1.79)

where! o is a \nondimensional” frequency and is a \nondimensional" time [184]. The
Morlet wavelet is the product of an in nite plane wave and a Gaussian with central
frequency at! o, implying that it is well localized in frequency and in time. In Fig. 1.7,
we plot a Morlet wavelet with ! o = for 2 [ 5;5]in 1,000 evenly-spaced steps,
along with the Fourier transform of the wavelet. A wavelet is analogous in many ways
to a Fourier basis function. However, in contrast to the Fourier transform, the wavelet
is localized in both the time and frequency domains.

The wavelet transform of a data serieg,, can be expressed as a sum of convo-

lutions between the data series and the wavelet basis functions [184]:

Xt m n)t
W(n;s) = Xm m mt ; (1.80)
S

m=0
wheren is the index of the sequence at which the wavelet is centereglis the wavelet
scale, andm is the summation index over the data series. For a givem, the wavelet
scales can be varied as appropriate. The valua@ can also be varied across the time
series. The result is the two-dimensional wavelet transform that is a function of index

and scale.
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Figure 1.7: A Morlet wavelet with central frequency! o = 2 , along with its discrete
Fourier transform. There are 1,000 points in the data series.
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Wavelet transforms have been used in numerous studies to identify intervals with
substantial circular polarization. They have typically been used to express the wavelet
spectrum for the reduced magnetic helicity, a measure of the \twistedness" of magnetic
eld lines [126]. The reduced magnetic helicity is the magnetic helicity normalized to
be between -1 and +1. To put it (overly) simply, the reduced magnetic helicity in the
inertial range of turbulence has been found to be near zero in many cases, while in
the dissipation range, the reduced magnetic helicity can very often be nonzero [64, 78].
This change in the magnetic helicity at small scales can be interpreted as a breakdown
of the assumptions of MHD, but the reasons for the net magnetic helicity at small scales
are not agreed upon. The small-scale magnetic helicity has been argued to be caused
by, for instance, kinetic Alf\en or cyclotron waves (e.g., [72, 84]), but others (e.g.,
[122]) have argued that MHD turbulence itself is capable of generating small-scale
magnetic helicity signatures and that waves are not necessary. Circularly-polarized
electromagnetic waves naturally tend to have a reduced magnetic helicity that, when
normalized by the trace of the reduced power spectrum, is nearl; the sign of the
normalized reduced magnetic helicity corresponds to the sense of polarization, where
left-handed waves have -1 and right-handed waves have +1 [208, 126, 64], making the
magnetic helicity a useful heuristic for identifying extended intervals of wave activity.
The reduced magnetic helicity spectrum computed using wavelets is a tool that has
been used to automate wave identi cation in numerous spacecraft datasets, including
STEREO (e.g., [217]), Wind [208, 209, 218], and Parker Solar Probe [21].

While the reduced magnetic helicity spectrum is a powerful tool for detecting
extended intervals of wave activity automatically, automated wave detection methods
based on reduced magnetic helicity may be limited by the computational cost and
by the scope of interpretation for the wavelet transform. First, to perform statistical
analyses involving the reduced magnetic helicity, many shorter (often overlapping) time
intervals (e.g., 100 second intervals in [217, 218]; 92 second intervals in [208]) must be
computed in order to obtain su cient spectral information for a wavelet transform. For

studies that involve years of data, such as [218], this requires computing approximately
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900 wavelet spectra per day. Assuming 100-second intervals with no overlap, this
translates to approximately 300,000 spectra per year. Each of these spectra are also
typically padded with additional signal length and with zeroes to reduce edge e ects
associated with performing a Fourier transform on the nite-length time series [184].
This increases the total computational cost of the method. In total, computing a
wavelet spectrum performed over a longer interval can take orders of magnitude more
time compared to a single frequency lIter. Second, if shorter intervals of wave activity
are desired, such as over wave events lasting a few seconds, automated wavelet analysis
may be less reliable due to the ambiguous interpretation of short-duration magnetic
helicity measurements, whereas visual inspection of a time-series can more readily
identify shorter-duration wave packets (for instance, the bursty wave packets in [203)).
Another method which has been developed to identify waves is data audi cation,
which transforms the data into a human-comprehensible audio format where particular
features of the time series, including waves, may be identi ed more quickly and readily
than visual techniques (e.g., [198]). However, practical issues, such as tracking the
duration and extent of various signals with consistency, pose a problem for extending

this method to longer datasets, as this would imply listening to many years of data.

® There is a reasonable argument to be made that extremely short durations of circular
polarization, such as single wave periods, are fundamentally ambiguous even in time-
series measurements. However, the point is more to demonstrate that automated
wavelet transform techniques are not generally designed with these shorter intervals in
mind, and it would likely not be practical to design an automated scheme to capture
short-duration events without major changes to the approach.
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Chapter 2
MACHINE LEARNING

Machine learning (ML) describes a powerful, adaptable methodology which in
recent years has seen myriad applications across numerous disciplines. It is de ned
as the use of a computer to emulate human intelligence using only implicit patterns
in data. This usually involves the use of an algorithm which has been specialized
to. Generally, an ML algorithm is a set of operations encompassed By which are

performed on an input data seriex and generate an output data serieg

y = F(x); (2.1)

and where the operations composirg are determined based on an optimization scheme
known as training.

The questions addressed using ML have historically tended to involve large
guantities of data, where the practical application of existing science techniques to
the problem may be hindered by the size of the dataset. ML methods are often highly
cost- and time-e cient once implemented compared to the alternatives. However, when
addressing a real-world problem, usage of ML must be carefully framed in the context
of the problem due to the non-speci ¢ nature of ML.

The choice of machine learning architecture is similar to choosing a tool out of
a box; a hammer may not loosen a screw unless the scientist is rather skilled, but it
can still yield half-decent results. Unfortunately, the choice of ML architecture is not
as simple as choosing a tool out of a box, because it is not clear if a given problem
may be interpreted as a nail, a screw, or a plasma physics problem without some sort
of prior knowledge. Often, this prior knowledge is obtained using scienti ¢ expertise

and through trial and error.
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Depending on the context of the problem, an ML algorithm may learn to solve
problems through two primary means: (1) by using question/answer pairs speci ed by
the scientist and given to the algorithm; or (2) by identifying patterns in a set of input
variables across a dataset without guidance from the scientist. The rst approach to
learning is known as supervised learning, and it is commonly used when dealing with
large datasets where the data labeling process is not scalable to the size of the dataset.
The second approach to learning is known as unsupervised learning, and it can be used
when the data has complex parameter relationships that the scientist either does not
know or does not want to assume; an example would be an unsupervised clustering
algorithm that can identify multivariate dependence in a dataset.

While an enormous number of machine learning algorithms exist (see, e.g., the
review of machine learning algorithms given in [160]), | will focus speci cally on the
class referred to as neural networks. These are particularly exible and powerful algo-
rithms that are modeled on the biology of the human brain [133]. A speci c class that
has seen widespread use in a huge variety of elds is the convolutional neural network
[7].

The basics of supervised learning are discussed in Sec. 2.1, and a discussion of
loss functions and their use in quantifying the performance of an ML algorithm are
given in Sec. 2.2. Neural networks, hidden layers, and backpropagation are discussed in
Sec. 2.3. Convolutional neural networks and convolutional layers, including backprop-
agation involving convolutional layers, will be discussed in Sec. 2.4. Gradient descent

is discussed in Sec. 2.5, and training hyperparameters are discussed in Sec. 2.6.

2.1 Supervised learning

Supervised learning can be summarized by a question: Given a set of inputs,
what is the optimal network state which yields a set of target outputs? The optimal
network state is based on constraints given by input/output pairs with output labels
(the \desired outputs") assigned by the scientist to each input [74]. This prior knowl-

edge is where the \supervised" portion of \supervised learning" originates: the scientist
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knows the answers and instructs the network to nd those correct answers [95]. The
set of input/target output pairs is known as the training set.

One way to quantify the performance of a neural network is through the use
of a loss function, which measures the degree of inaccuracy in the network's answers
compared to the expected answers. | will discuss loss functions in more detail in the
next section. In the context of loss functions, supervised training can be summarized
as nding the network state which minimizes the loss function associated with a given
training set. An acceptable neural network can be viewed as a function which trans-
forms inputs accurately into outputs, where the degree of accuracy is measured using
the loss function. Furthermore, if the training set is representative of a larger dataset
which could be similarly labeled by the scientist, then the output of the trained ML
algorithm can be used to approximate the target labels in the larger dataset. The use
of an algorithm to label data in this way is known as classi cation. Examples of ML
models commonly used in classi cation include support vector machines, perceptrons,

and numerous varieties of neural networks (e.g., simple, convolutional, recurrent).

2.2 Loss functions

How do we quantify the \goodness" of a machine learning algorithm? First,
we must nd a meaningful way to quantify \goodness", and then we will attempt to
optimize this \goodness". One common method is through the use of a loss function. A
loss function is a quanti cation of the algorithm's collective performance on a dataset.
A loss functionL is often de ned as a function of the target outputsY, of the training

set and the outputs of the algorithmy“" for the n' out of N training examples, or
L =Ly s ooy v s W), (2.2)

for many common choices of loss function, the loss function can be written as a sum

of separated loss functiong evaluated for each target output/algorithm output pair:

X :
LoyShonysNoys oo Ye) = gyt v): (2.3)

i=1
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An example of a commonly-used loss function for classi cation and that is relevant
to this work is the cross-entropy loss function (rst used in the context of logistic
regression in [36]), written for two classes as

X
L = Yilog(y))+(1 Yi)log(l i), (2.4)

i
where the summationi is over all training examples,Y; 2 f 0;1g, andy; 2 [0;1]. The
binary cross-entropy loss function is zero whey = Y; and in nite when jy; Yij =1;
for values ofy; between 0 and 1, the loss function is nonzero but nite, with an
increasing loss associated witiy that approach the incorrect labelj1  Y;j.* The cross-
entropy loss thus strongly penalizes incorrect training predictions and rewards correct
ones. Other loss functions may be de ned depending on context, such as score-oriented
loss functions [121], which use the normalized network accuracy for class labels (the
\score") as a metric for network performance.

Whatever the choice of loss function, optimizing the loss function with respect
to a chosen set of input/output pairs is generally interpreted as identical to training
the machine learning algorithm. The use of a loss function has advantages and disad-
vantages; diagnosing network performance is made possible through the loss function,
but tracking performance using a loss function is a subtle and often frustrating method
that introduces its own set of problems such as over tting (see, e.g., [190]). Therefore,
evaluating the performance of an ML algorithm generally involves datasets separate
from the training set: the validation set, on which the network performance is checked
after each step of training; and one or more testing sets, on which the network perfor-
mance is checked using the nal iteration of the network [77]. Additional methods to
improve the ability of an algorithm to generalize to non-training data will be discussed

in more detail in Sec. 2.7.

1 Note that Y; can only take values of 0 or 1; as such, the binary cross-entropy can be
thought of as a piecewise function, with each possible lab¥él 2 f 0; 1g corresponding

to a single term in Eq. 2.4 with nonzero factor. In this sense, the particular realization
of the cross-entropy in Eq. 2.4 is \binary".
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2.3 Neural networks

Primitive versions of neural networks with a single neuron optimized using
least-squares were famously described by Gauss and Legendre contemporaneously and
sparked a priority dispute between the twa. [158]. The rst neural network meant to
emulate biological systems was rst proposed by McCulloch and Pitts in 1943 [133].

There are two broad categories of neural network: feed-forward neural networks
(FNNs), which pass information from the input to the output through layers of neurons
which de ne the network state; and recurrent neural networks (RNNs), which pass
information both in a feed-forward sense and in a backwards temporal sense by saving
past information temporarily in the network state [156, 82]. focus in this thesis on

feed-forward networks.

2.3.1 Structure of a neuron

The building blocks of neural networks are ttingly called neurons. Structured
as computational analogues to their biological counterparts, neurons receive input in-
formation and perform a nonlinear operation on the input to generate an output.
Neurons are generally arranged such that the output of one set of neurons serves as
the input to another set. This mirrors the biological processes of neurons in the brain,
and marked structural similarities in the ow of information in neural networks and
brains have been noted (e.g., [150] as an example involving the relative importance of
certain neurons).

In general, a neuron in the computational sense has three primary components
which determines its input and output: (1) a set of weights which describes the ow
of information between neurons; (2) a bias, which is a scalar added to the input which
is independent of previous neurons; and (3) an activation function, which de nes the
(typically nonlinear) operation performed by the network on the weighted sum of its

inputs (see, e.g., [77]}. A diagram of a neuron is given in Fig.2.1.

2 According to [158], it seems Gauss might be the winner.

3 In [77], an \adder" is identi ed as another distinct component of a neuron which
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Figure 2.1:. A diagram of a neuron with activation functionf , bias b, network weights
w; which weight the inputs x; to the neuron, and outputy. The input information is
summed and transformed by the activation function.

First, the relationship between two neurons (say, thé" andj ") is characterized
generally by their mutual weightsf w;; ; w;; g, where the ordering of the subscript "
indicates that the i™ neuron's output contributes to the j™ neuron's input. In this
sense, information ows from thei™ to the j " neuron, and the magnitude of the weight
characterizes the relative importance of" neuron to the j™. In a neural network,
neurons are further separated into \layers", which are sets of neurons characterized
by nonzero weights only between neurons in adjacent layers. Put simply, for thé&

neuron in layer| and the i neuron in layerm, we may write
mél 1= w=0: (2.5)

Here, the superscriptm is suppressed and, we simply Writ«a!vj';i to denote the weight

sums the connected neuron outputs together to form the input, although referring to
it as a distinct and tunable component seems unnecessary. In principle, the various
inputs to a given neuron could be combined nonlinearly before being given to the
activation function, but this would greatly complicate the training procedure. It is
therefore common to assume the input to the activation function is a linear function of
the various weighted neuron outputs and the neuron bias, while the activation function
carries any nonlinearity.
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connecting thej ™ neuron in layerl and i neuron in layerl 1.

Second, a neuron has a biash, which is e ectively an input with a weight of
1. The bias is added to the neuron input as a way to include a degree of independence
from the values in the rest of the network. The biady is e ectively a threshold for
the j™ neuron activation function that can be tuned separately from the rest of the
network [134].

Lastly, the activation function f is a usually nonlinear function with a simple
analytical derivative F chosen by the scientist based on the context of the machine
learning problem [44]. A simple analytical derivative is desired because the derivative
of the activation function is necessary to compute when training the neural network.
In classi cation problems where the goal is to label an input based on target output
classes, common choices of activation function include sigmoid functions and recti ed

linear units (ReLU) [54, 139]. The functional form of a ReLU is

8
S X; x>0

fo0) = (2.6)
-0 x O

For positive inputs, a ReLU is a linear function; nonlinearity comes from the zeroing
of all negative input values.
| now describe the input and output of each neuron by combining these three

components. Then™ neuron of layerl has output

Yn = T (xq) (2.7)

for its input x!. Written in terms of the output of the connected neurons, the input
x!, to the n™ neuron in the network is
| X Iy 1
Xn = Wni yi + dw; (2-8)
i2Xn

where X, denotes the set of neuron indices in layér 1 which provide input to neuron
n in layer |; and 4, denotes the bias of neurom in layer I. The input to a neuron is
a linear combination of neuron outputs from the previous layer and its bias, and its

output is a nonlinear function of this linear input.
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When X, corresponds to all neuron indices in laydr 1 for all neuron indices
n in layer |, layer | is said to be \fully connected", because every neuron in layér 1
provides input to every neuron in layerl. A schematic of a fully-connected network
is given in Fig. 2.2. In general, we will assume that a neural network has one input
layer, L 1 hidden layers, and one output layer. Using this notationl. layers of the
network have weights, thel = O layer corresponds to the input layer, and thd = L
layer corresponds to the output layer. Each layer has a total number of neuromhg
that can vary between each layer.

The exibility of neural networks stems from the nature of neuron chains, which
can be viewed as adaptable, nonlinear function compositions. When several neurons
act in series, as is the case in neural networks structured in layers, the network can
approximate more complex functions than a single neuron (see, e.g., [106]). In this
view, training a neural network involves nding a function that approximates the re-
lationship between the input data and the output labels, with the understanding that
the function associated with the neural network is not human-interpretable except for
simple cases. This exibility is powerful, but it is a double-edged sword; the complexity
of neural networks means that we are fundamentally limited in our ability to gauge the
performance of a given network because of our reliance on indirect measures such as
loss functions [55]. Furthermore, without some way to constrain the complexity of the
network (i.e., reducing the total number of network parameters that can be trained), a
neural network may have many neurons that either play no unique role in propagating
information [150] or lead to memorization of noise in the training set, a phenomenon
known as over tting [159]. A consequence is that there generally exist many nal net-
work states for myriad network architectures that yield statistically-similar outcomes
on testing data; in other words, a nal network state is not a unique solution to a
machine learning problem, but it may be an adequate one. While these considera-
tions certainly do not rule out neural networks as useful options, they do make neural
networks a nicky tool that risk misuse or misinterpretation (see e.g., [190]). Given

the inherent ambiguity in interpreting machine learning algorithms, dimensionality
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Figure 2.2: Schematic of a fully-connected set of neural network layers centered on the
n" neuron in layerl.

54



reduction (i.e. limiting the total number of learnable parameters) is a major consid-
eration when designing neural networks to limit extraneous neuron connections and
to avoid over tting. This can be achieved both before training by including special
layers designed to reduce the total number of parameters; and during training through

regularization methods which selectively subsets of neurons at a time.

2.3.2 Backpropagation between fully-connected layers

The loss function can be viewed generally as a function of the network state
(i.e., the weights and biases) and the set of all input/target output pairs in the training
set. The set of weights which minimize the loss function correspond to the optimal
network con guration if we are using the loss function to quantify network performance.
Computing the gradient of the loss function with respect to the network weights and
biasesr , is thus a necessary step to optimize the weights and biases of the network.

The tensor of weights has components
Wij = W ; (2.9)
so the gradient has components

[r wlij = @_@\}D}/: (2.10)

In principle, we may computer \y with respect to the weights through multiple appli-
cations of the chain rule. However, computing the gradient in a feed-forward manner
would repeat calculations needlessly. More e cient techniques are generally used to
compute the gradient, and the most common technique is called backpropagation.
Backpropagation is a method to e ciently compute the weight gradient by working in

a backwards sense from the way a feed-forward network propagates information and
by iteratively applying the chain rule at each layer. It was rst described in the con-
text of computing accumulated rounding error for a numerical process, akin to error
accumulated layer by layer (rst presented by Seppo Linnainmaa in Finnish in 1970,

in English [118]), and a description of backpropagation speci ¢ to neural networks was
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given by [156]). | rst discuss the intuition behind backpropagation and then derive
the mathematics underlying such an approach.

A schematic of backpropagation is shown in Fig. 2.3. This gure highlights
a fundamental di erence between a feed-forward network (top) and backpropagation
network (bottom), which | investigate by discussing the loss function. | consider a single
input/target output pair ( x;Y), and | de ne F to be the function which transforms
the input F(x) = y. Note that F is itself a function composition across all layers
and is therefore a function of the network parameters. For a feed-forward network,
the input x is passed through these layers from left to right, the net e ect of which is
represented by a functior, to produce an outputy. The loss functionL is a (typically
scalar) function of the network outputy = F(x) and the target output Y. From this
viewpoint, a feed-forward network is a complex, nonlinear function composition, where
a change inx will nonlinearly changey and therefore the value of the loss function. The
loss function tracks the network performance for a varyingx{(Y) and a xed F. On
the other hand, a backpropagation network begins with the network output computed
using an initial F = Fo and an input/target output Y. The value of the loss function
for the initial function Fo = F (W) can be expressed ako(Fo(x); Y); now, we allow
F and the network state to vary. One way to do this is to de ne another function as a
functional of F at the given x;Y such that L.y (F) = L(F(x);Y). The fundamental
goal of backpropagation is the determination of the functional derivativ@Ld*T?Y We=wo'
whereW, is the initial set of parameters that de neF,. Thus, we are interested in the
explicit values of the loss function computed using a xed for the feed-forward case,
and we are interested in the functional dependence bfon F in the backpropagation
case.

As mentioned, the action ofF on x is the result of many operations chained
together across layers; it is really the e ect that each neuron operation has on the loss
function that we are interested in. Furthermore, the loss function is almost always com-
puted for each input/output pair in the training set individually before being summed.

| refer to the loss function associated with the™ training pair as the single-pair loss
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Figure 2.3: A schematic of a feed-forward network (top) and a backpropagation network
(bottom). The function F (x; s) represents the collective action of the hidden layers for a
network states on the input x. In the feed-forward case, the loss function is interpreted
directly; while in the backpropagation case, the loss function is interpreted through a
functional that varies with F.
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function g,. An algorithmic description of backpropagation will now be given in terms
of the loss. First, we complete a single forward pass through the neural network by
inputting the n™ training example and xing the weight tensorW in order to compute
x'"y'" at each layerl, starting from the input layer | = 0. We obtain values of
o = 9(y"";Y,), wherey-" is the set of outputs of the nal layerL in the network for
training example n; and whereY, is the target output associated with training exam-
ple n. | abbreviate the superscript \; n\ as | for all neuron inputs and outputs, with
the understanding that we are discussing quantities with respect to the™ training
example.

Next, we perform a backwards pass by xing the neuron inputs and outputs',
y' at each layer based on their values from the forward pass and allowing the weight
tensor to vary. We rst seek the derivative of the single-pair loss functiom, with
respect tow , the i™ weight of thej™ neuron in the nal L™ layer,

@g _ @g@x _ @9 , 1.

= = el 2.11
where we have used X
@ @
—@\i(, ' wiyi =yt (212)
with | = L.
We then consider )
@g _ @gay]
= : 2.13
@k = @ydx 13)
Each derivative on the right hand side of Eq. 2.13 has a known functional form:
@
@5 Ga(y-: Ya); (2.14)

where G, is a known function based on the form of the loss functiog (e.g., the

cross-entropy Eq. 2.4); and
dy,
whereF!' is a known function based on the form of the activation functiori' of layer

|. Thus,

= F'(x) (2.15)

@g _
ey

= FH (X)) Galyf:Ya) yr 5 (2.16)
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which may be computed directly using known information from the forward pass. This
constitutes a description of the e ect of every weight in the nal layer on the loss
function g,.

Next, we consider the e ect ofWJ-Li L ong,. In a similar fashion to Eq. 2.11, we

write
@g @9 | »
= Yi 5 (2.17)
@y ' @f'
where we have used Eg. 2.12 with= L 1. We now use Eg. 2.13 and Eq. 2.15 to
write
@g L1l 1y (L 2 @8
———=F X : — 2.18
ay X )y R (2.18)

Here, we cannot refer taG,, because it is explicitly a function ofy* and noty- 1. We
seek to expressyjL 1in terms of its e ect on the L™ layer so that we may access the
previously-computed derivatives to avoid repeating operations. The output of thig"
neuron in layerL 1 contributes to each neuron inputxi to which it is connected in
the nal layer, so
@ _* @y @ _X
@y’ |, @@y’

where we have used Eq. 2.13 for the rst factor in the middle equation and

Gn(Yi; Yn)F ' (Xi Wi ; (2.19)

@k @ X
= ( wh yI 1) =w (2.20)
@&1 @yl i 7l I
with | = L for the second factor in the middle equation. Therefore, substituting
Eg. 2.19 into Eq. 2.17,
@9 _ L 10 1 sz L. LyLlyal -
W =F- (x5 )Y Gn(Yis Yn)F - (X )wyg - (2.21)
k

However, in computing the weight derivatives in the previous laydr, we have already
computedG, and F"(x[) for eachj; and in fact Eq. 2.21 is only missing the factor of

y- 1 from Eq. 2.16. If we de ne a functiong, such that

@g |1

W Yi © O (2.22)
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then we note from Eq. 2.16 that
g = FE(X7) Ga(yf:Ya) (2.23)
and thus Eq. 2.21 may be written

@g L2 L 170l 1 X L L L
7= Yi Fo (x5 7) Ohk Wi = Yi
@y K

2

O (2.24)

where

X
gr|§;j t=Fh 1(XjL Y ngT;leIZj: (2.25)
k

If we consider thel™ layer of the network in general, we may recursively de ng|, using
Eqg. 2.22 with X
oy = F'OG)  giew’ (2.26)
k
forl 2f1;::;L 1g.

By computing g at each layer starting from the output, the gradient of the loss
function may be computed quickly compared to the naive forward approach, where the
entire chain of derivatives must be computed at every step. This may be repeated for
each training examplen.

We may understandg, more intuitively by looking at its representation in terms

of partial derivatives. For layerL,

@gdy-

Onj = @y (2.27)
]
for layerL 1,
X @9 dyL 1
O '=  Gwmp Tor T (2.28)
n;) ) n @y 1dXJ!_ 1
and in general for layer, |
dy
1 @0 (2.29)

| -
gn;j - gn;k [
) @y dx;
Because the derivatives of the activation functions are known beforehand, the calcula-

tion of gL;j is logically equivalent to determining@g:@j‘y
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2.4 1D Convolutional neural networks

Convolutional neural networks are versions of neural networks which incorporate
convolutional layers into their layout ( rst presented in [114], overview given in [144]).
These layers perform an operation called convolution on the input data to generate
an output. A convolution is an operation which performs element-wise multiplication
and summation between a set of numbers, known as a convolutional lter, and an
equal-dimension section of the input signal chosen using a sliding window function
that is moved across the input. The dimensionality of a convolution corresponds to
the number of axes of the input over which the sliding window is moved. Convolutions
can meaningfully combine information from multiple parallel input data series, each of
which is called an input channel, by performing separate convolutions on each of the
input channels and then combining the information. These input channels could be,
for instance, the data series associated with the components of a vector, or they could
be the red/green/blue color components of the pixels in an image.

A schematic of a 1D convolution is shown in Fig. 2.4. In this diagram, the
input data series is assumed to hava input channels and a lengthm. The input
channels are each independent data sequences of lengthThe 1D convolutional Iter
is a set of weightsky.1;::!; Ks,n that has total dimensionality s n. The length of the
convolutional Iter, known as the kernel size, iss, and the weights vary across both the
kernel sizes and the number of input channels1. A 1D convolution operation involves
a convolutional Iter and an input signal. The operation consists of de ning a sliding
window range of lengths and moving the sliding window across each input channel
based on a reference index This e ectively designates ans n segment of the input
signal for a giveni. Each time the reference index is shifted, thes n Iter and the
s n section of the signal are multiplied and summed; this corresponds to a single
output element. By varyingi from 1tom (s 1), an output data seriesys;:::; Ymo IS
created from the convolved lIter and input signal, wheren®=m (s 1).

A 1D convolutional layer is the set ofm® neurons whose inputs correspond to

the feature mapys; ::;; ymo. What this means is that a given neuron in a convolutional
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Figure 2.4: Schematic of a 1D convolution operation on an input of lengtm with n
input channels. A convolution is performed on each input channel using a convolutional
Iter, and the convolutions across all channels are summed to generate a single feature
map.
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layer will only have s n nonzero weights, because that neuron's input comes from
only a segment of the input signal; furthermore, these weights are shared by aif
neurons associated with that Iter in the layer.

Convolutional layers are unique in several ways, which has led to their use in
many settings, with their use being particularly common in image classi cation (e.qg.,
[7]). First, the output data series preserves information about the sequential nature of
the signal. Unlike the output of a fully-connected layer, where the information from
all previous neurons is given to all subsequent neurons, the output of a convolutional
layer is ordered based on the order of the input signal. This allows convolutional
weights to be trained such that features of interest are picked out from the signal. It is
common to make use of multiple distinct sets of weights within a given convolutional
layer to obtain multiple distinct representations of the input data at a given scale.
Each set of weights generates a unique representation of the input, called a feature
map, based on the kernel size and the numerical values of the weights [213]. Second,
the output generated from a convolutional layer can be many times longer than the
total number of parameters used to generate the output. A simple example is when
the kernel sizes = 1. For an input signal of length m with n input channels, the total
number of weights required to de ne this Iter is n, but the dimension of the feature
map is still s n. This dimensionality reduction through mutual dependence of the
various neurons on a limited set of weights is referred to as weight sharing (e.g., [213]).
Third, unlike fully-connected layers, neurons in a convolutional layer are characterized
by partial connections to the previous layer, with an emphasis on information from
adjacent neurons. Each of these connections is shared across the neuron outputs in the
convolutional layer. In a very broad sense, feature maps can be trained to represent the
structures in the input signal that are useful for classi cation. Further, the information
contained within the feature maps are linked to the weights, which are chosen to
minimize the loss function during training. Therefore, the structures captured by
a given feature map are learned by the network rather than assumed a priori by the

scientist, in many cases outperforming manually-chosen features (e.g, [18]). This robust
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feature extraction is one of the reasons that CNNs are commonly used and are broadly
applicable to many di erent research contexts. 1D convolutions are particularly useful
when dealing with time-series data, as the preservation of local information means that
the weights of feature maps can be trained to identify physically meaningful structures

in the signal, such as waves.

2.4.1 Backpropagation involving 1D convolutional layer

Because convolutional layers involve weight sharing, the computation of back-
propagation in convolutional layers is slightly more complex than for dense layers. A
similar conceptual approach to the one used for fully-connected layers will be used
here.

Suppose that layerc of the network corresponds to a 1D convolution layer
with one feature map of odd kernel lengths; to simplify notation, we also de ne
s°= (s 1)=2, which represents the half-length of the feature map excluding a central
index. Further suppose that the convolutional layer provides input to a fully-connected

layer. In this setup, aj™ neuron in the ReLU activation layer has input
X s
Cc — C c 1 c c 1 — c c 1.
Xj - Wl;j s0+1 yj sO+1 + ot WS;j+so+1 yj+50+1 - W1+i+j sO;iyi . (230)
i=j so

Therefore, when we compute the e ect that weightv; has on the loss functiorg, for

the n™ training example, the weight will appear in multiple expressions; speci cally,

@ _ X* @@ _ @g
@ . .@r@§ @y

where we have used Eq. 2.15 and Eq. 2.30. Now

@_Q: X @y @gﬂ _ X Qg dy|g+1 e = X [ o1
@ , @f' @ , ef dg" e

using Eg. 2.20 to substitute the sum of weights and Eq. 2.29 to substitugﬁfk1 for the

X s
Fe(x?) ye ! (2.31)

i=j s0

[

Wﬁj” I; (2.32)
K

fully-connected layer. Thus,

@ _ . X
@_\; =g ¥ (2.33)
i=j s
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where

X
g5 = FOxP) o wgt: (2.34)
k
Now we consider thee 1" layer, as it is not fully connected to thec" layer (see

Eq. 2.30). Regardless of whether the 1™ layer is convolutional or fully-connected,
the partial derivatives with respect toy; ! will serve to de ne g !, the function of

interest. We write

g <0 ax g0 0
@ _ X @ge@x _ X° @gdy;, @ X e e 1]
1~ 1~ 1 1+m+k s&mYm
@& k=j s0 @%@& k=j s0 @&dXﬁ @& m=k s0
X s° I s° X s°
= gﬁ;k jm WE+m+k &m ~ gﬁ;kwi+k+j so;j: (2-35)
k=j s m=k s° k=j sO
Thus,

@y _ @y @' _ @f' .,

= = At 2.36
ey’ er'ey’ ey'™ (2.36)
where
i s°
gﬁ;jl = FC l(xjp 1) gﬁ;kwi+k+j sO;j (237)
k=j s0

and @f =@y * de ned based on the functional form of the input (i.e. whether or

not layer ¢ 1 is fully-connected).

2.5 Gradient descent

While backpropagation provides the gradient of the loss function with respect
to each weight in the network, attempting to directly optimize the network weights
using brute-force minimization is a fruitless endeavor due to the analytical complexity,
and it is much more feasible to numerically approximate the optimal network state.

A commonly-used class of techniques for this task is gradient descent [155], in
which the gradient of a function is used to determine the optimal change in a function
to minimize or maximize it. In the context of neural networks, we may write a single

step of gradient descent as

W =W r woh (2.38)
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where the symbol \:=" indicates an update to the left-hand side variable using the
expression on the right-hand side; wherd/ is the matrix of weights and has elements
given by Eq. 2.9, where y is the gradient with respect to the weights and has elements
given by Eq. 2.10; and where is a parameter which controls the rate at which the

weights are changed (the \learning rate").

The derivatives of the loss function for then™ training example g, with respect
to each weight@:@may be computed e ciently using backpropagation (2.16). By
updating implementing Eq. 2.38 iteratively and updatingW, the weights will be up-
dated in the direction of negative gradient of the loss function with each iteration,
which will tend to move the loss function towards a minimum. One iteration of gra-
dient descent in which the entire training set is utilized is typically referred to as a
\training epoch”. Training typically proceeds through epochs until the loss function
no longer decreases as the weights are changed.

Gradient descent using allN elements of the training set (known as \batch
gradient descent") is ine cient in many cases, particularly in large data settings where
machine learning is most useful. Instead, it is common to use \mini-batch" gradient
descent ( rst summarized in [71]), where a subse® of the training set is considered
at each step, or

X
W =W rw Oh; (2.39)

n2s
whereS f 1;2;:::;Ngis de ned after each update oW and whose cardinality (the

\batch size") is typically chosen before training. For mini-batch gradient descent, one
training epoch (one full utilization of the training set) will contain more than one
update to the weights. Generally, to ensure that the entire training set is utilized, for
a given training epoch, the training sefT is randomly split into subsetsS;, each with

cardinality equal to the chosen batch size, such that
T=[iS;\iS=; (2.40)

and where eacls; is used to update the weights using = S; in Eq. 2.39. Because

the weights are updated using only a fraction of the total training set at each step, the
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weights will be updated much more frequently than in batch gradient descent. The
batch size is often chosen such that computational e ciency and the nal optimal state

are balanced. For example, the case involving the smallest batch size of 1 is known
as stochastic gradient descent and has seen signi cant usage and success in machine
learning applications involving large datasets where e cient calculation is the largest
concern (e.g., [20]). The term stochastic in this context refers to the noisy gradient
estimate being made with a subset of training examples, with the noise being the result
of small statistical sampling [113].?

Technically, because of statistical noise associated with using subsets of the
training set, the loss function is a function of all training examples, and therefore
optimization using Eqg. 2.39 is not formally minimization ofL. However, it has been
shown that mini-batch gradient descent will in principle converge to a set of weights
that is close to the state obtained from gradient descent, Further, a batch size greater
than 1 has been shown in some cases to converge to a more optimal network state than

for stochastic gradient descent (e.g., [99]).

2.6 Training hyperparameters

The learning rate, the batch size, and the number of training epochs are ex-
amples of \hyperparameters"”, parameters that de nes the training procedure but are
separate from the network parameters that de ne the network state (e.g., the weights
and biases) [215]. Determining the optimal set of hyperparameters can be interpreted
as choosing the set of hyperparameters that allow for the best convergence to a nal
network state.

In theory, techniques can be implemented to nd optimal hyperparameters (e.g.,
[215]). In practice, however, there is a real computational cost to implementing these

techniques. An example is a grid search, where training is repeated on the same initial

4 The noise associated with batch sizes greater than 1 is in principle also stochastic, as
discussed in [113], because we are still working with a statistically-noisy subset of the
training set. However, the literature is not consistent with terminology, and stochastic
gradient descent was rst de ned formally as the case with a batch size of 1.
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randomized network state using hyperparameters that are varied by some small amount
over a range of values. The hyperparameter set with the best nal network state can be
thought of as the \optimal" set of hyperparameters. Taken to one extreme, in nitesimal
variation in each hyperparameter can be used to build a picture of the functional
dependence of nal network state based on the hyperparameter values. Taken to
another extreme, the randomized weights in the initial network state can be varied
in nitesimally as well to map the functional relationship between the hyperparameters
and network evolution from the initial to the nal state.

Taking a step back, though, such precise ne-tuning is fundamentally imprac-
tical and when taken to an extreme defeats the purpose of using machine learning.
Avoiding the practical cost of conventional methods is one reason that machine learn-
ing is so useful; if the technique itself is costly, though, it loses its practical value. In
this sense, there is a fundamental trade-o between the degree of ne-tuning in the
hyperparameters and the computational time saved in implementing such an approach
(as discussed in, e.g., the introduction of [215] and references therein). Furthermore,
if the network architecture or training set is not already optimized for the specic
use case, ne-tuning of hyperparameters comes at a high cost without being the most

e ective use of time or even guaranteeing a useful neural network.

2.7 Network generalization and regularization

What constitutes adequate performance is highly context-dependent and spe-
ci c to the goals of the scientist. What is nearly universal, however, is that perfect
performance on the training set is almost never the main desired outcome of training
an ML algorithm; that is, an ML algorithm should generalize to larger datasets of
interest [75]. The training set is meant to be representative of a larger dataset, and it
is the performance on this larger dataset which is most important for characterizing
the network performance. A pervasive issue in neural network training is over tting,
in which the neural network has adequate performance on the training set but poor

performance on the validation/testing sets [190, 214]. Over tting is in many cases the
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Figure 2.5: Examples of idealized training curves without over tting (top panel) and
with over tting (bottom panel). In the case without over tting, the training loss

and validation loss decrease and stabilize. In the case with over tting, the training
loss decreases and stabilizes, while the validation loss begins to increase after training
epoch 17.

direct result of the neural network memorizing the noise in individual training examples
rather than useful patterns in the dataset [159].

A simple example of normal training/validation loss curves (top panel) and over-
t training/validation loss curves (bottom panel) as a function of training epoch are
given in Fig. 2.5. In the normal training case, the training and validation loss appear
to asymptotically decrease. In the overt training case, the training loss appears to
asymptotically decrease, but the validation loss begins to increase past a certain train-
ing epoch. One common reason is that the network weights have begun memorizing
the training examples and the particular noise in the training set. This is a problem,
because it means that the network is not being trained to recognize the features of
interest in input signals.

To highlight the importance of generalization, consider the following slightly
absurd example. Suppose we are using a \neural" network as a classi er which has a

single hidden layer whose neurons number the size of the training set and have delta
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functionsg = (x;) for activation and which has a number of output neurons equal to
the number of classes.In this case, we could x the weights of the network such that
for the j™ training example, the input to the j™ neuron satis esx; = P Wiy = 0.
Thus, every neuron in the network has nonzero activation for exactly one training
example, and the network can encode the training set directly into the neurons. For
cases in which the input is in the training set, the algorithm will return the target
output label and will perform perfectly. For inputs not in the training set, the output

is not meaningful. This is an example of an ML algorithm which generalizes poorly.

This analogy can be extended beyond a single layer. Suppose that a network
has an order of magnitude more connections than the minimum network size that could
adequately solve the machine learning problem. A section of the network could theoret-
ically memorize the noise in some number of training examples instead of learning the
useful features in the training set. This would a ect the network’s ability to generalize
beyond the training data. In principle, the choice of network size is another property of
the network that must be painstakingly tested to nd the optimal network size. This
limits the practical use of deep, complex networks without a very large training set to
accompany the large number of connections.

To avoid over tting, regularization techniques are commonly used. These tech-
niques seek to reduce the complexity of a network without a ecting its ability to gen-
eralize. Examples of regularization techniques include weight sharing when computing
the loss function to reduce total complexity [156, 142], stopping network training based
on a chosen parameter to minimize over tting (\early stopping”, [136, 152]), and the
inclusion of specialized layers in the network, e.g. dropout layers, which alter the ow
of information in the network at each training step to avoid concentrating on specic
neurons [172].

In this thesis, dropout layers and early stopping are utilized during training to

> | will ignore for now the questions of how the delta functions are de ned and how the
network was actually trained, as the purpose is to discuss the utility of ML algorithms
in general.
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enforce regularization. As noted, dropout layers are specialized layers that are only
active during training. At each training step, a dropout layer changes the output of a
randomly-selected set of neurons from the previous layer to zero. This has the bene t of
reducing the total number of parameters the network trains at any given time, forcing
the network to make use of di erent combinations of neurons constantly. One way to
interpret the e ect of dropout layers is that at each training step, a smaller version
of the larger neural network is created from the connections that have not been set
to zero. Because any given iteration of the network cannot rely on the same small
set of neurons, it is much less likely for the network to memorize noise in the training
data [172]. On the other hand, early stopping is meant to prevent over tting from
occurring through overexposure of the network to the training data. Early stopping
seeks to avoid over tting by preventing the ne details (i.e. the noise) in the training
data from a ecting the computed loss function. For this reason, a common parameter
used to determine the stopping time is the validation loss; when the validation loss
begins to increase, or if it has increased for multiple training epochs, it is assumed
that over tting has begun to occur, and training is stopped at the point of minimum

validation loss [135].
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Chapter 3

A MACHINE LEARNING-BASED APPROACH TO TIME- SERIES
WAVE IDENTIFICATION IN THE SOLAR WIND

In this chapter, we will discuss the identi cation of waves in time-series space-
craft magnetic eld data using machine learning, particularly neural networks. We will
begin with a discussion of the ML problem, then the development of a training set and
ML architecture based on the ML problem to be solved. Multiple variants of a neural
network are trained and compared, and a methodology using a 1D convolutional neural
network with ve parallel convolutional branches is found to yield the best validation
and testing results. This neural network is used to classify one year of magnetic eld
data, whose solar wind parameters are investigated in a preliminary fashion.

This chapter has been published in full in The Astrophysical Journal, publication
Fordin, S., et al., 2023, under the title:A Machine Learning-based Approach to Time-
Series Wave Identi cation in the Solar Wind doi: 10.3847/1538-4357/acc8d5.

3.1 Abstract

The Wind spacecraft has yielded several decades of high-resolution magnetic
eld data, a large fraction of which displays small-scale structures. In particular, the
solar wind is full of wavelike uctuations that appear in both the eld magnitude and
its components. The nature of these uctuations can be tied to the properties of other
structures in the solar wind, such as shocks, that have implications for the time evolu-
tion of the solar wind. As such, having a large collection of wave events would facilitate
further study of the e ects that these uctuations have on solar wind evolution. Given
the large volume of magnetic eld data available, machine learning is the most practi-

cal approach to classifying the myriad small-scale structures observed. To this end, a
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subset of Wind data is labeled and used as a training set for a multi-branch 1D con-
volutional neural network aimed at classifying circularly-polarized wave modes. Using
this algorithm, a preliminary statistical study of one year of data is performed, yielding
about 300,000 wave intervals out of about 5,000,000 solar wind intervals. The wave
intervals come about more often in the fast solar wind and at higher temperatures, and
the number of waves per day is highly periodic. This machine learning-based approach
to wave detection has the potential to be a powerful, inexpensive way to catalog waves

throughout decades of spacecraft data.

3.2 Introduction

The solar wind is a turbulent supersonic plasma streaming away from the sun
which has a major impact on the near-space region of Earth. Understanding the
important dynamics and morphology of the solar wind, especially the dissipation of
uctuations/discontinuities and subsequent heating, is a major unsolved problem (e.g.,
[194]). Many of these uctuations have been classi ed in terms of their wave-like prop-
erties. The exact role that waves play in in uencing solar wind evolution is an active
area of research, with solar wind studies examining a broad class of waves including but
not limited to Alfen and kinetic Alfven ([189, 76]), magnetosonic-whistler ([201, 192]),
and ion-cyclotron ([94, 198]). The large amount of spacecraft data available from in-
situ sources in the solar wind present an excellent opportunity to investigate the the
nature of wave modes and the roles that they play. One such data source is the Wind
spacecraft, which has taken continuous measurements of solar wind properties for 28
years, mostly at 1AU (e.g., [206]). High-resolution magnetic eld data from the Mag-
netic Field Investigation (MFI) ([116]) contains a large number of wave modes that
originate from di erent physical processes.

The cadence of the Wind MFI instrumentation allows it to measure modes with
spacecraft-frame frequencies up to 5:5 Hz. In this range of frequencies, circularly-
or elliptically-polarized modes are frequently observed in the solar wind, and we focus

on these types of modes for this study. One such mode is the magnetosonic-whistler
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(MSW) mode. MSWs are an extension of the fast magnetosonic wave above the ion
cyclotron frequency ([124]). They are right-hand polarized with respect to the quasi-
static magnetic eld, and the plasma density oscillates in phase with the magnitude
of the magnetic eld. MSWs have been seen at many locations in the solar wind
from 0.1-1 au in data from many satellites, such as the Parker Solar Probe ([138]),
([90]), ARTEMIS ([183, 173]), Wind ([202]), and Cluster ([109]), among numerous
others. MSWs can be generated by a range of instabilities ([183, 90]). MSWs are also
generated near shocks and are associated with dissipation in collisionless shocks ([201]).
Based on spectral analysis of ARTEMIS data, MSWs seem to be present in the solar
wind 10% of the time at 1 au ([183]), though MSWs seem to be less common near
the Sun based on Parker Solar Probe measurements ([90, 29]).

Besides magnetosonic-whistler waves, other circularly-polarized wave modes
near the ion cyclotron frequency are generally identi ed in the solar wind. Circularly-
polarized Alfven/ion cyclotron waves are present in many parts of the solar wind ([94,
198]). Alfen wave frequencies tend to be below the ion cyclotron frequency, lying in
the frequency range 10 #{10 ? Hz in the plasma frame. Alf\en waves tend to be
mainly anti-sunward-propagating ([26]) and may heat protons ([181]). lon cyclotron
waves have been observed in solar wind data ([94]), and the ion cyclotron resonance is
thought to provide a major source of energy dissipation ([181]).

Given the long duration of the Wind mission, the Wind data set represents an
unprecedented opportunity to study circularly-polarized wave modes at 1AU across
multiple solar cycles. To examine these wave modes, statistical analysis could be used
to examine the general properties of the solar wind; but given the breadth of data,
traditional methods of examining these wave modes are overly expensive and require
manual validation. For example, frequency ltering together with minimum variance
analysis is an e ective approach for identifying circularly-polarized wave modes, but
it requires manual and visual analysis and is time-expensive (e.g., [203]). Similarly,
spectral analysis using wavelet transforms is robust and e ective but time-consuming

and not a realistic approach to apply to several decades of data (e.g., [204]). Machine
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learning is the most practical approach to classify the myriad small-scale structures
observed in the magnetic eld data.

With that being said, the choice of machine learning algorithm to use in this
context is not an obvious one. Numerous machine learning algorithms exist and have
di erent applications. In space physics alone, various machine learning approaches
have been used to analyze diverse phenomena. For example, 2D convolutional neural
networks have been used to identify ux rope signatures in the solar corona ([43]);
generative adversarial networks have been used to examine the coronal magnetic eld
([91]); and self-organizing maps have been used to classify magnetic eld spectra ([191]).
For wave classi cation, the range of wave periods and highly-varying wave durations
pose a challenge, as not all machine learning algorithms generalize well to classifying
time-series structures with a high degree of variance in their size and duration.

One candidate for the problem of time-series wave identi cation is the 1D convo-
lutional neural network (1IDCNN). Arti cial neural networks pass and feed information
forward using sequential layers of neurons, and 1DCNNs include one or more 1D con-
volutional layers in their layout. 1D convolutional layers within a neural network are
given a kernel size, which de nes the length of the 1D convolution operation performed
by that layer upon a given input data series ([113]). When these 1D convolutional lay-
ers are placed before feed-forward layers in a neural network, the convolutional layers
e ectively perform a smoothing operation on the input data series and create addi-
tional features that are passed to the feed-forward layers. In this way, convolutional
layers perform feature extraction by learning their own structures corresponding to a
designated kernel size ([102]).

In space physics, convolutional neural networks (CNNs) have been used to pro-
cess solar wind data for space weather forecasting models which predict the SYM-H geo-
magnetic index ([165]) and the rate of change of the ground magnetic eld ([168], [149]).
In other elds, particularly biology, convolutional neural networks have been used in
various contexts. For example, CNNs have been used to classify heartbeats from elec-

trocardiogram data ([3], [211]); to automatically diagnose brain wave activity from
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EEG signals ([4]); and to diagnose structural damage in several di erent civil, mechan-
ical, and aerospace systems for structural health monitoring ([2]). The types of signals
analyzed in these examples share many similarities with Wind magnetic eld data in
that they are noisy time series with periodic features of interest that are of varying
length.

Given the complexity of using these techniques to identify solar wind uctua-
tions, we focus rst on identifying circularly-polarized wave modes in a single highpass
Iter (referred to here as coherent wave modes). We utilize a machine learning ap-
proach based on convolutional neural networks to identify waves in time-series data
from Wind magnetic eld data. To this end, a subset of current Wind data is labeled
and used as a training set for a machine learning algorithm aimed at classifying small-
scale structures. Eventually, the goal is to generalize to wave modes that originate in
intervals that require narrower bandpass Iter ranges to be resolved (referred to here

as complex wave modes).

3.3 Building the Training Set
3.3.1 Collecting Real Data Events

An example solar wind interval is given in Fig. 3.1(a), in which 12 hours of mag-
netic eld data are shown. In Fig. 3.1(b), a 10-minute zoom of the magnetic eld from
the Wind Magnetic Field Investigation (MFI) is shown. The magnetic eld in the 10-
minute zoom is primarily in the xy plane in geocentric solar ecliptic (GSE) coordinates,
with jB,j smaller than the other 2 components. At the beginning of the interval, the
magnetic eld undergoes a sharp rotation with a small increase in the magnetic eld
magnitude. After the rotation, there are periods of high frequency oscillations, followed
eventually by a modest reduction again in the eld magnitude. The high frequency
oscillations during this interval are typically characterized by comparable uctuations
in all magnetic eld components with the magnitude of B relatively constant. As a
rst step towards using machine learning to classify waves, we manually divide data

into equal-length time intervals, classifying each interval as having \coherent" waves,
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Figure 3.1: (a) 12-hour interval of Wind magnetic eld data from April 28, 2004. The
spacecraft is in the solar wind above the ecliptic plane. (b) 10-minute subinterval split
into 66-point ( 6-second) time windows manually classi ed using minimum variance
techniques. Dark green time windows correspond to coherent wave time windows, light
green time windows correspond to complex wave time windows, and gray time windows
correspond to nonwave time windows.
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Figure 3.2: Examples of coherent wave, complex wave, and nonwave intervals. Panels
(@), (b), (c) are the raw time-series data. Panels (d), (e), (f) are the same intervals,
except highpass Itered. Panels (g), (h), (i) are the highpass Itered coordinates in the
MVA frame between the dotted gray boundaries. Panels (j), (k) are the raw time-series
bandpass Itered for 0.6-1 Hz. Panels (I), (m) are the bandpass Itered coordinates
in the MVA frame in the associated pink shaded regions. Panels (n), (0), (p) are the
hodograms associated with the nal MVA panel in each column.
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\complex" waves, or no waves (nonwave), which will be de ned later. Note that for
this study, we are limiting the search to circularly-polarized waves, with elliptical and
planar polarizations characterized as \nonwave." In addition, the study is limited to
waves with amplitudes larger than 0.1 nT.

To begin the analysis, a high pass lter is performed on 10{20 hours of Wind
magnetic eld data with a frequency cuto of 0.2 Hz. In most cases, a wavelet transform
of the data is examined by eye for intervals with signi cant uctuation energy. In a
smaller number of cases, the subintervals were chosen randomly from solar wind data
to eliminate bias. Whichever of the two methods are used, the chosen periods are
then divided into intervals with 66 time values, which represents about 6 seconds of
spacecraft data.

A minimum variance analysis (MVA) is performed on each of these 6{second
intervals ([100]). Multiple MVA are performed on various subintervals chosen by hand
which span at least one period of uctuations in the elds. Circularly-polarized waves
are characterized by having the two largest MVA eigenvalues similar in value and much
larger than the minimum MVA eigenvalue. \Coherent" events are those events which
exhibit the property that the two largest eigenvalues are within a factor of 3 of each
other and are at least 10 times greater than the minimum eigenvalue. Ultimately, we
will use machine learning algorithms to nd these coherent wave events in the solar
wind.

Intervals that do not exhibit coherent waves are further analyzed to determine
if more complex wavelike structure is present. First, multiple band pass lIters are
applied to the intervals. For each resultant bandpass output, an MVA analysis is run
and analyzed. If at least one bandpass interval has good eigenvalue ratios as described
in the previous paragraph, that interval is classi ed as a \complex wave interval" or
"complex". If no such good eigenvalue ratios exist, then the events is classi ed as
a \nonwave interval” or "nonwave". Note that in all cases, a visual inspection is
performed of the MVA results to verify the classi cation.

In panel (b) of Fig. 3.1, this wave classi cation method has been applied to 99
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Figure 3.3: Counts of (a) coherent, (b) complex, (c) nonwave events, and (d) total
coherent and nonwave events collected manually. The data is drawn from most years
between 1994 and 2018 and covers multiple solar cycles. The coherent and nonwave
intervals represented in panel (d) are used to train and validate the networks.
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subintervals totaling 10 minutes of magnetic eld data. Green intervals (numbering
49) have coherent waves, light green intervals (numbering 26) have complex waves, and
gray intervals (numbering 24) are nonwave intervals. Examples of the three types of
intervals are shown in Fig. 3.2. Panels (a), (b), (c) are the raw time-series data. Panels
(d), (e), (f) are the same intervals, except highpass Itered. Panels (g), (h), (i) are the
highpass- Itered components in the MVA frame between the dotted gray boundaries.
Panels (j), (k) are the bandpass- ltered components in the frequency range 0.6-1 Hz for
complex and nonwave intervals respectively. Panels (l), (m) are the bandpass- ltered
coordinates in the MVA frame in the associated pink boundaries for the complex and
nonwave intervals respectively. Panels (n), (0), (p) are the hodograms associated with
the nal MVA panel in each column.

For the coherent wave in panel (a) of Fig. 3.2, the MVA frame in panel (g) clearly
shows an oscillation inB, and B, with little oscillation in Byx. The MVA eigenvalue
ratios for this case areé max= mia 1.8, mida= mn 336. These parameters, together
with visual identi cation of a nearly-circular ellipse in the hodogram in panel (n), are
enough to classify this interval as a coherent wave interval.

For the complex wave in panel (b) of Fig. 3.2, there appears to be a potential
wave packet, but the highpass- ltered signal is noisy in panel (e). The MVA eigenvalue
ratios for this case aré max= mid 14, mid= min 6:8, with the MVA components
plotted in panel (h). In order to isolate the wave modes in this window, a bandpass
Iter covering a narrower frequency range is required. For this case, the passband
0.6-1 Hz is chosen, and the bandpass- Itered components are plotted in panel (j). The
time interval between the pink bounds has MVA eigenvalue ratioSmax = mid 1:8,

mid= mn  /L6. The hodogram in panel (I) also displays an ellipse with radii that
are close enough to satisfy our cuto for circular polarization, which corresponds to a
complex wave interval.

For the nonwave interval in panel (c) of Fig. 3.2, no circularly-polarized wave
modes are present for any choice of bandpass lter. The highpass- Itered compo-

nents plotted in panel (f) and the corresponding MVA components in panel (i) do
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not show any circular polarization. We choose the same passband as for the complex
wave. The bandpass lItered components are plotted in panel (k), and we evaluate
the eigenvalue ratios associated with the MVA components plotted in panel (m). We

nd that max= mid 104, mid= min 191 for the whole interval. If we take a
shorter section of data, such as the rst third of the window, we nd nax= mia 4.7,

mid = min 694, which does not meet our de nition for a circularly-polarized wave
interval. Furthermore, the hodogram in panel (p) does not display any notable wave
polarization.

By analyzing several thousand 6-second solar wind intervals using this time-
intensive manual selection process on data spread over the years 1995-2018, 1274 coher-
ent, 715 complex, and 682 nonwave examples were found. Fig. 3.3 contains histograms

of total counts by year.

3.3.2 Generating Synthetic Time-Series Data

Due to the relatively small size of the data set obtained by the above methods,
the data set used to train the neural network is augmented with synthetic time-series
data that approximate both positive and negative training examples of solar wind
magnetic eld. The creation of synthetic data is more time-e cient than the manual
labeling method and thus is an attractive approach for quickly increasing the number
of intervals available for training. Classifying by hand the 2671 data intervals displayed
in Fig. 3.3 required approximately 400 person-hours; to obtain an order of magnitude
more data by hand is not feasible, as this would represent several thousand person-
hours. Synthetic data has been used in other machine learning contexts to bolster
training sets, such as identifying ux rope signatures ([43]) and ECG classi cation
([3]). Appendix B provides a detailed description of how the synthetic data are gen-
erated, including plots of representative examples. The synthetic data are meant to
approximate certain structures in the solar wind, not emulate them exactly; in many

cases, the noise background in the synthetic time-series data is nonphysical and does
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not satisfyr B = 0. However, this property is present across both positive and nega-
tive synthetic data and is not expected to bias network training. The ultimate goal as
the number of real data events grows is to eventually fully replace the synthetic data
in the training set.

The synthetic data consist of several di erent classes, all of which have a back-
ground of noise. Synthetic positive examples have a randomly-oriented circularly-
polarized wave mode combined with a wave envelope function. They may also contain
a randomly-oriented step function with magnitude less than or equal to the amplitude
of the wave. The circularly-polarized wave mode may also be nite in extent inside the
time window. Synthetic negative examples may have linearly-polarized waves and/or
a randomly-oriented step function superposed on the noise background. A subset of
examples contain no additional structure beyond the noise background.

In total, there are 16 classes of synthetic data with 4,000 training examples
in each class, for a total of 64,000 synthetic data examples. Half of this synthetic is

reserved for training, and half is reserved for validation during training.

3.4 Network Architecture, Training, and Validation

As an initial proof-of-concept, we focus our e ort around coherent waves in
66-point ( 6-second) intervals. The machine learning problem therefore becomes a
supervised binary classi cation problem with only two classes: coherent events and
nonwave events. A single neuron output is su cient to describe the classi cation
problem, with an output of 1 corresponding to a coherent event and an output of O
corresponding to a nonwave event. As such, complex wave events are excluded from
the training and validation sets. However, complex events will be examined during
testing in Section 4.

A priori, it is not known what type of neural network will be the most e ective at
nding waves. Therefore, we compare multiple types of neural networks with di erent
layouts to classify coherent wave intervals and nonwave intervals. As a simple test case,

we consider a neural network with two fully-connected and dropout layers and a single
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Figure 3.4: Layout of the ve-branch neural network architecture used for coherent

wave detection. Each branch contains two convolutional layers, followed by a pooling
layer. Information from each branch is combined and fed into multiple fully-connected

and dropout layers. The choice N=5 yields the best performance on real data and is
simpler than N=6 or N=7.

output neuron. This network achieved an average validation accuracy on real data
of 63% across ve training trials (detailed in Fig. 3.5, described later), which is not

su cient for real-world applications. Clearly, such a simple network is not su cient to
diagnose waves in a time series where chronological progression plays a key role. To
address this issue, it is necessary to add convolutional layers to the network.

In order to allow the network architecture to diagnose waves with many di er-
ent periods and envelopes, we include several convolutional layers to ensure that the
network architecture inherently has feature extraction at multiple scales ([69]). Each
convolutional layer in the network has a di erent kernel size, which is the size of the
1D convolution operation performed over the input time series. Each convolutional
layer generates a chosen number of feature maps. Feature maps contain various types
of structure that di er based on the size and weights of the convolutional Iter applied
to the input data. A multi-branch convolutional neural network implementation pro-
vides a structure that combines several convolution operations performed in parallel

on the input. A visualization of an N-branch network architecture is shown in Fig. 3.4.
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Each branch of the 1IDCNN begins with two convolutional layers in series that per-
form convolution on the input magnetic eld components. The pooling layers reduce
the number of parameters from the convolutional layers to prevent over tting. The
output of each pooling layer is attened and concatenated before being fed into two
fully-connected dense layers and two dropout layers. The nal layer is a single-neuron
layer whose output is the network's prediction for the class of the input time series.

We examine the performance of several iterations of an N-branch neural net-
work. Each iteration has a di erent number of branches, N, with each branch utiliz-
ing di erent kernel sizes. To test the performance of each iteration, we make use of
ve-fold cross-validation, a technique used to rigorously examine the performance of
di erent network architectures, parameter sets, and hyperparameter sets on a given
dataset that is commonly used in machine learning applications ([176]). Five-fold
cross-validation involves splitting the training set into ve partitions and performing
ve discrete training trials for a single network iteration, where each training trial uses
one of the partitions as the training set and uses the other four partitions for validation.

For this ve-fold validation, we keep the initialization of the random weights
for each neuron in a given network iteration consistent across each of the ve training
trials. For each network variation and training trial, the same hyperparameters were
used and are detailed in Appendix C. The ve-fold cross-validation results for the
neural network without convolutional layers described previously, as well as the results
for networks with one, four, ve, six, and seven convolutional branches, are tabulated
in Fig. 3.5; and the validation accuracy corresponding to real data in the validation set
for each network iteration is plotted in Fig. 3.6. A typical loss and a typical accuracy
plot are shown in panels (a) and (b) of Fig. C.2 in Appendix C.

The ve-branch network iteration shown in Fig. 3.5 has the highest average
validation accuracy, with an average accuracy of 93.6%. The six- and seven-branch
network iterations had slightly lower average accuracies of 93.2% and 92.7% respec-
tively. Given that the performance of the six- and seven-branch networks do not show

accuracy improvements over the ve-branch networks, the convolutional branches up

85



to the fth branch contribute features that contain useful information, while the con-
volutional layers in the sixth and seventh branches do not contribute meaningful new
features.

Next, an important consideration is the best ratio of real to synthetic data to
use in the training and the e cacy of the synthetic data in replacing real data during
training. Several random training trials using a ve-branch architecture were performed
using three di erent training sets, with each containing the same synthetic data and a
di erent amount of real data. Respectively, each of the three training sets contained
0% of the real data, 35% of the real data (446 coherent and 239 nonwave intervals),
and 70% of the real data (892 coherent and 477 nonwave intervals). The remaining
30% of the real data (360 coherent and 205 nonwave intervals) was designated and
used across all three training sets to be used for network performance. This data is
used for validation. A classi cation threshold of 0.5 was used to di erentiate between
coherent and nonwave predictions. The validation results for each network are shown in
Fig. 3.7, and a loss and an accuracy plot associated with the highest-accuracy network
are given in Fig. C.2 in Appendix C. Averaged across three training experiments, the
lowest-accuracy networks were trained using the fully synthetic training set, with an
average accuracy of 77.8%. The second-highest accuracy set was trained with half of
the real training data training set, with an average accuracy of 88.1%. The networks
trained with all of the real training data performed the best, with an average accuracy
of 94.0% on the validation set. The highest-accuracy network has an accuracy of 95%.
Histograms of network predictions from the highest-accuracy network on the holdout
set are shown for coherent events in Fig. 3.8. It is promising that higher proportions
of real data noticeably improve network accuracy; this is a sign that the network is
learning meaningful features about the real data. As the proportion of real data in the
training set grows, a larger number of relevant features are captured by the network,

improving the accuracy of the network.
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Figure 3.5: Five-fold cross-validation results for the ve neural network con gurations,
detailing the total number of true positives (TP), false negatives (FN), false positives
(FP), and true negatives (TN) for each training trial. The accuracy is the highest for
ve branches, with an average accuracy of 93.6% across the ve cross-validation folds.
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Figure 3.6: Five-fold cross-validation results for the ve network con gurations plotted
by number of branches. The ve-branch con guration has the highest average accuracy.
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Figure 3.7: Validation results for the nine randomly-trained networks, detailing the
total number of true positives (TP), false negatives (FN), false positives (FP), and
true negatives (TN) for each network. Hybrid 35% refers to the networks trained with
synthetic data and 35%. Hybrid 70% refers to the networks trained with synthetic data
and 70%. A classi cation threshold of 0.5 was used to determine the class prediction.
The training set with the highest accuracy is the Hybrid 70% set, and the highest-
accuracy network within that set achieved 95.0% validation accuracy.
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Figure 3.8: Class predictions of the highest-accuracy network for (a) coherent intervals
and (b) nonwave intervals in the validation set. Using a classi cation threshold of 0.5,
343 out of 360 coherent intervals were classi ed correctly; and 194 out of 205 nonwave
intervals were classi ed correctly.
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Figure 3.9: Network prediction results for the 10-minute period shown in Fig. 3.1,

grouped by (a) coherent intervals, (b) complex intervals, and (c) nonwave intervals.

The classi cation threshold used is 0.5 and is denoted by the thick black dashed lines.
All 49 coherent intervals and all 24 nonwave intervals were classi ed correctly by the
network, while 12 of 26 complex events were marked as wavelike.
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3.5 Testing Using Contiguous Data

While the validation results are very promising, there is still signi cant uncer-
tainty concerning the utility of the network for isolating coherent wave events in a
typical contiguous solar wind interval. Speci cally, complex wave events were excluded
from the training and holdout sets, but of course would be present in a real solar wind
analysis. To study the response of the network to raw solar wind data, all 99 six-second
intervals of panel (b) of Fig. 3.1 were classi ed by the highest accuracy network from
among the random training trials. These events included a mix of coherent, complex,
and nonwave events.

The results of this testing trial are tabulated in Fig. 3.9. Using an output value
of 0.5 as the boundary between coherent and nonwave, all 49 coherent events were
classi ed as wavelike. Similarly, all 24 nonwave events were classi ed as nonwave. 12
of 26 complex events were classi ed as wavelike.

The network output of complex waves may be problematic depending on our
goals for the network in classifying solar wind data. If we desire to nd all complex
and coherent waves and discard nonwave intervals, clearly our network is not su cient;
there is no threshold which both includes the majority of complex events and at the
same time discards most nonwave events. On the other hand, the more modest goal of
nding coherent events is reasonable. An ROC curve is shown in panel (a) of Fig. 3.10.

Here, the true positive rate (TPR) is de ned as

TP
TPR= TpvEn (31
and the false positive rate (FPR) is de ned as
FP

where TP, FP, FN, and TN are the numbers of true positive, false positive, false
negative, and true negative events respectively. In the receiver operating charac-
teristic (ROC) curve, we nd that a threshold of 0.57 yields the closest point to
(FPR =0, TPR = 1).
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Figure 3.10: (a) The Receiver operating characteristic curve associated with three
network iterations given in Fig. 7; (b) the ratio of the true positive rate versus false
positive rate for varying choices of classi cation threshold for the highest-accuracy
network (Hybrid 70%, trial 2) given in Fig 3.7. The capability of the ve-branch
network to function as a binary classi er improves as real data is added to the training
set, and the optimal threshold based on validation data is marked by the black dot
in panel (a). However, the ratio of true positive events to false positive events for the
0.57 threshold (denoted by the blue dotted line in panel (b) is not su ciently high
when considering the distribution of wave versus nonwave events in the solar wind.
Instead, a threshold of 0.95 (green dotted line) yields a much higher ratio of true to
false positive events while still preserving a large number of true positive events.
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However, this threshold does not consider the reality that for typical long dura-
tion solar wind measurements, it is expected that the number of nonwave events will
outnumber the wave events by roughly a factor of 10. A threshold of 0.57 which opti-
mizes the ROC curve would likely give comparable numbers of false positive events and
true positive events, which is not acceptable for the type of statistical studies planned
with this dataset. For that reason, we choose to optimize the threshold to minimize
the ratio of the number of false positive events to true positive events, while at the
same time still nding a large number of true positives.

This goal can be achieved by increasing the classi cation threshold of the net-
work. In panel (b) of Fig. 3.10, the ratio of the true positive rate to false positive rate
for varying choices of threshold is shown. The ratio is highest near1; but a threshold
at or near 1 would exclude almost all coherent intervals. The ratio near 0:95 is more
than double the ratio associated with 0.57. In Fig. 3.8 pertaining to the holdout set,
80% of the coherent wave intervals had network predictions above 0.95, while only 2%
of the nonwave intervals had network predictions above 0.95. In Fig. 3.9 pertaining
to the 10-minute data interval in Fig. 3.1, 94% of the coherent intervals had network
predictions above 0.95, and 0% of the nonwave intervals had network predictions above
0.95. Assuming that the holdout set and 10-minute data interval together provide an
adequate representation of the whole set of coherent and nonwave intervals in Wind
data, we extrapolate that a threshold value of 0:95 will capture nearly all coher-
ent events, some complex events, and a small number of nonwave events relative to

coherent events.

3.6 Classifying One Year

Having demonstrated that the network can nd coherent waves, the next natural
step is to apply the network to a much longer time interval and examine any patterns
that emerge regarding circularly-polarized waves in the solar wind. As an initial case,
we study Wind magnetic data for a single year. The year 2005 marks the rst full year

during which Wind operated at the L1 point. The year has few corresponding data
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Figure 3.11: Averages of solar wind parameters by day of year for the year 2005. Shown
are (a) magnitude of magnetic eld components, (b) solar wind velocity components,
(c) proton density, (d) core proton temperature.
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Figure 3.12: Network prediction results for the year 2005. The classi cation threshold
used is 0.95 and is denoted by the black dashed line. 227,991 intervals were marked as
wavelike out of a total of 5,040,592.
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Figure 3.13: (a) Histogram of counts of coherent events in the year 2005 binned by
day of the year; (b) associated FFT of the histogram. The total counts per day has a
strong 9-day periodicity, along with smaller peaks corresponding to6:6-day, 135-
day and 27-day periodicities.
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Figure 3.14: Probability density functions for (a) solar wind speed, (b) magnetic eld
strength, (c) proton temperature, and (d) proton density. The blue distribution corre-
sponds to all intervals; the red distribution corresponds to coherent intervals. Dashed
lines correspond to the median of each distribution. Wave intervals tend to occur
more often in the fast solar wind, at higher temperatures, and at higher magnetic eld
strengths compared to the rest of the solar wind.
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examples included in the training set (see Fig. 3.9), which makes the year particularly
attractive for testing the network's performance on data on which it has not been
trained. The year 2005 is in the declining phase of the solar cycle about halfway
between maximum and minimum.

An overview of this year of data is shown in Fig. 3.11. Averaged by day, the
magnetic eld components cover a wide range of values, uctuating in magnitude
between 1 nT and 26 nT. Similarly, the daily averages of the magnitude of the velocity
components uctuate regularly, with values corresponding to both the fast and slow
solar wind. The proton density also varies substantially through the year, with averages
ranging from 1 cm 3to 24 cm 3. The anti-sunward velocity component and the
proton density notably uctuate with a periodicity of 9 days. These uctuations
appear to be oscillations between the fast and slow solar wind, possibly related to a
corotating interaction region.

The analysis of this year of data is the same as described in Sec. 3.3.1; the
magnetic eld components for the year are highpass ltered above 0.2 Hz and separated
into 66-point intervals. Each interval was analyzed by the best performing network from
Fig. 3.7, the results of which are shown in Fig. 3.12. As discussed in Sec. 3.5, we choose
a classi cation threshold of 0.95 (denoted by the vertical dashed line) to minimize false
positives; this choice leads to 227,991 intervals classi ed as coherent out of a total of
5,040,592 intervals ( 4:5%).

To ensure that the neural network successfully found waves, we examined and
classi ed by hand a random selection of 100 intervals scored 0.95 and above by the
network; of these, 45 were coherent, 44 were complex, and 11 were nonwave. Of these
nonwave intervals, 9 of 11 were either elliptically-polarized waves that did not meet
our de nition for circular polarization or circularly-polarized waves with amplitudes
less than 0.1 nT. We extrapolate that 90% of the predictions above the classi cation
threshold of 0.95 contain circularly-polarized waves. Any discussion of statistics should
be considered carefully, therefore, as a relatively large number of false positive intervals

dilute the positive predictions made by the network. However, due to the large number
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of positive predictions in total, the statistics of the whole set of wave predictions can
be examined with a relatively high degree of con dence.

The counts of wave intervals per day, along with the Fourier transforms of the
set of counts, are shown in Fig. 3.13. In panel (a), the number of wave intervals
varies greatly by day, from a minimum of 7 intervals to a maximum of 2641 intervals.
The FFT in panel (b) reveals several peaks. The strongest is associated with the

9 day oscillation period discussed in the previous paragraph, with smaller peaks
corresponding to periodicities of 6:6 days, 135 days, and 27 days. Some of these
peaks may be harmonics of the solar rotation frequency or of spacecraft incidence with
the heliospheric current sheet. Beyond 0:18 days ' ( 5:5 days) there is a steady
decrease in the FFT.

An important question regards the kinds of solar wind conditions which are
more likely to have wave modes. Due to the relatively small number of wave intervals
compared to the total number of solar wind intervals, we study probability density
functions (PDFs) of solar wind parameters for both wave intervals and all intervals.
In Fig. 3.14 are shown PDFs and medians of several key solar wind parameters: solar
wind speed, magnetic eld strength, proton temperature, and proton density. The
median solar wind velocity of the solar wind is 455 km/s and of the wave population
is 540 km/s, an increase of 20% for wave intervals. Similarly, the median proton
temperature of the solar wind is 4:1 eV and of the wave population is 9:4 eV, an
increase of 130%. The magnetic eld strength for coherent intervals is 0:5 nT higher
than for all intervals, an 10% increase in the magnetic eld strength. On the other
hand, the proton density shows a much smaller di erence between the wave events
and all events, with the median proton density for each population being less than 5%
larger than the median for all intervals. Relative to all intervals, wave intervals tend to
occur more often in the fast solar wind, at higher temperatures, and at higher magnetic

eld strengths.
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3.7 Discussion

The initial analysis present here is a strong starting point for the automatic
detection of wave modes in the solar wind. We have demonstrated that a multi-branch
convolutional neural network is e ective at nding coherent circularly-polarized waves
which can be used ultimately to create a database of such waves in the solar wind.
A cursory analysis of one year of solar wind data has yielded intriguing results, in
particular that coherent waves are measured more frequently in fast solar wind and at
higher temperatures. Whether this is due to selection e ects such as Doppler shifting
or a basic change in the generating mechanism of these waves remains to be seen.
Clearly, one next step will be to apply the neural network to a much longer timespan
of solar wind data.

Of course, many interesting waves are complex, having multiple frequencies
associated with a wave packet. We are hopeful that extension of the neural network
framework from this study to allow diagnosis of complex waves will be straightforward
for two reasons. First, even with a single bandpass lter, the neural network managed to
identify a portion of the complex modes that were outside the scope of the implemented
machine learning problem. At the same time, the network had a low false positive rate
for nonwave examples. This is a sign that the network is learning robustly and in a way
that captures circularly-polarized wave behavior in a fundamental way. Second, the
method used in this paper can be generalized in a straightforward manner to complex
waves by passing the time series through narrow bandpass lIters. The use of these
additional bandpass lters e ectively isolates more coherent wave modes that can then
be detected by the existing machine learning approach.

Ultimately, many waves in the solar wind are not circularly-polarized. In prin-
ciple, with a large training set of such waves, there is no obvious reason why a convo-
lutional neural network trained to identify other wave polarizations would fail to nd
such waves. This approach can also be extended to other solar wind datasets. Convo-
lutional neural networks are highly adaptable, and starting with a primarily synthetic

training set allows for iterative improvement on the network without an overwhelmingly
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expensive manual approach.
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Chapter 4

THE STATISTICS OF WAVE INTERVALS AND ASSOCIATED SOLAR
WIND PARAMETERS

4.1 Abstract

The magnetic eld of the solar wind at 1 au contains a range of small- and large-
scale structures. In particular, the solar wind contains numerous circularly-polarized
wave modes, such as magnetosonic/whistlers and Alf\en/ion cyclotron waves, which
arise from a broad range of plasma instabilities and processes. Previously, a machine
learning methodology was used to identify circularly-polarized electromagnetic waves
in one year of Wind spacecraft magnetic eld data. In the present work, the machine
learning methodology is applied to the full Wind dataset at 1 au and is used to iden-
tify over one million wave-containing intervals. The magnetic eld components and
solar wind parameters associated with the wave-containing intervals are compared to
the Wind dataset in the years 2005-2022. Averages of these parameters conditioned
on the uctuation of the magnetic eld strength, the wavevector-magnetic eld angle

ks, and the magnetic eld-solar wind velocity angle gy indicate that at least two

distinct wave populations are present in the data. Statistics of the estimated wavevec-
tor directions with respect to the directions of the mean magnetic eld and solar wind
velocity support the argument that the majority of the identi ed wave intervals are
guasi-parallel Alfven/ion cyclotron waves, together with a smaller population of com-
pressive quasi-parallel magnetosonic/whistler waves. An additional small population

of highly compressive, quasi-perpendicular waves are identi ed.
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4.2 Introduction

The magnetic eld of the solar wind contains a rich and varied array of uctua-
tions with di erent sources and highly varied properties. The Wind spacecraft, which
has orbited the Earth-Sun L1 point since 2005, o ers several decades of in-situ, high-
resolution solar wind magnetic eld and parameter measurements with the Magnetic
Field Investigation [116] and Solar Wind Experiment [143]. The MFI instrumentation
provides coverage for uctuations in the spacecraft frequency ranges up td®:5 Hz,
which makes Wind well-suited for statistical studies of ion-scale uctuations.

At times, electromagnetic uctuations in the solar wind can be well-approximated
as electromagnetic waves. Many of these wavelike intervals manifest as circularly-
polarized uctuations ([174]), such as left-handed Alfen/ion cyclotron waves (e.g.
[15, 185]) and right-handed magnetosonic/whistler waves (e.g. [46, 56]), with either
sunward or anti-sunward propagation, and are thought to be generated by various solar
wind conditions and plasma instabilities (e.g. [59, 56, 57, 12, 97, 81]). Energy transfer
between the electromagnetic eld and particles is a constant process in the solar wind
that drives the dynamics and morphology of the medium (e.g. [65]), but the mecha-
nisms of greatest importance that drive this energy transfer are still under debate (e.g.
[168, 26]). For instance, wave-patrticle interactions due to kinetic plasma waves have
been observed to heat the solar wind in-situ near the Sun (e.g. [21, 191]) and at 1 au
(e.g. [31, 85]), while dissipation associated with nonlinear intermittent structures has
long been implicated in global solar wind heating (e.g. [128, 127, 67, 26]).

Numerous approaches to wave identi cation in the solar wind have been imple-
mented. Examples include manual time-series analysis of magnetosonic/whistler waves
(e.g. [203, 201, 202]) and Alfien/ion cyclotron waves (e.g. [94, 92]); audi cation of
time-series data to search for Alfen/ion cyclotron waves [198]; spectral analysis of
Artemis spacecraft data to search for whistler waves (e.g. [183]); wavelet analysis of
Parker Solar Probe data to identify ion cyclotron waves (e.g. [21]); and many other
studies (including but not limited to [205, 137, 138, 90, 79]). Common limitations

to the approaches shared by these methods are the requirement that a scientist must
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manually sort data by hand at some point during the wave identi cation process and
ultimately rely on prohibitively time-consuming methods which practically inhibit the
extension of the method to large datasets. For instance, manual methods employed
to nd magnetosonic/whistler waves (e.g. [203]) commonly involve a combination of
manual selection of candidate wave intervals, frequency Itering, minimum variance
analysis (MVA) [171], and visual inspection. The advantage of this approach is that it
works directly with the time-series data and does not rely on other assumptions about
the data; however, the approach requires that each interval be inspected by hand due to
the limitations of MVA. A study which seeks to apply this method to a longer duration

of magnetic eld data, then, must nd a way around these limitations.

One solution to the problem of scaling is machine learning. Machine learning
methods allow for the extension of otherwise time-consuming or expensive methods
to large datasets by utilizing a trained algorithm. Previous studies have employed
machine learning methods to address a range of problems in the solar wind (e.g. [43,
91, 191, 210]. In a previous work [51], a methodology involving a 1D convolutional
neural network was developed and used to classify one year of Wind magnetic eld
data. In the present work, Wind data from 2005-2022 at 1 au is investigated using a
1D convolutional neural network. This corresponds approximately to the last quarter
of solar cycle 23, the entirety of solar cycle 24, and approximately the rst quarter
of solar cycle 25. The machine learning methodology utilized here is identical to the
methodology described in [51] with the exception of an updated training set and the
network hyperparameters. The details of the updated training set and the updated
hyperparameters are outlined in Appendix E.

The methodology of this study is detailed in Sec. 4.3. Various statistics of
wave parameters and solar wind parameters associated with wave intervals are given
in Sec. 4.4, along with a discussion of potential wave generation mechanisms such as
temperature anisotropy instabilities. Appendix E details the changes made from the

previous implementation of the machine learning methodology ([51]).
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4.3 Methodology

Convolutional neural networks (CNNs) [115, 70] are powerful tools that have
been used in various contexts in space physics, for instance in solar are prediction
(e.g. [86, 50, 178)); in circumventing data gaps in solar wind data ([210]); and in solar
image classi cation (e.g. [9, 8]. To identify circularly-polarized waves, we train a 1D
convolutional neural network, following the supervised learning methodology of [51]
with some modi cations. These modi cations are an exclusion of some intervals from
the training set and an update to the set of hyperparameters used to train the network.
These changes are outlined in more detail in Appendix E.

The machine learning architecture is a 1D convolutional neural network with ve
input branches. Each input branch has two unique kernel sizes and is used to generate
several modi ed data series. A manual method of wave identi cation is used to create a
training set, which is augmented using synthetic data generated from typical magnetic
eld spectra. The training data consists of labeled 66-point (6-second) intervals of
high-pass Itered (>0:2 Hz) vector magnetic eld data. This choice of Iter provides
a frequency range from 0.2-5.5 Hz, which corresponds to a wide range of circularly-
polarized electromagnetic wave modes, particularly Alfen/ion cyclotron waves and
magnetosonic/whistler waves.

The training set is used to train the multi-branch 1D convolutional neural net-
work as a binary classi er with the goal of identifying waves in high-pass Itered mag-
netic eld data. The output of the neural network for each input data interval is a
number between 0 and 1, where an output close to 0O or 1 corresponds respectively to
a strong nonwave or wave prediction by the network.

The two classes involved in this classi cation scheme are \coherent” wave inter-
vals and \nonwave" intervals. The number used to separate the two classes within the
numerical output of the network is referred to as the "classi cation threshold". Coher-
ent wave intervals are intervals of highpass- ltered magnetic eld data which contain

at least one subinterval that satis es the following requirements:

1. The subinterval satis es the MVA eigenvalue constraints of nax= mig < 3 and

106



mid = min > 10, where max; mid; min are the eigenvalues corresponding to the
maximum, intermediate, and minimum variance eigenvectors respectively;

2. The magnitude of the magnetic eld uctuation associated with the wave is at
least Q1 nT,

3. The subinterval visually corresponds to a wavelike uctuation when considering
the hodogram ofB 5« versusB g ; whereBh.x andB,q are the eld components
in the MVA frame corresponding to the maximum and intermediate eigenvectors
respectively.

In contrast to coherent wave intervals, nonwave intervals must fail to satisfy at least
one of the above requirements; furthermore, nonwave intervals must fail to satisfy the
above requirements for any choice of bandpass Iter whose passband limits are in the
range 02 55 Hz. If an interval fails to demonstrate a circularly-polarized wave
of su cient amplitude for any choice of bandpass Iter across all subintervals, that
interval is classi ed as a nonwave interval.

We begin by high-pass Itering the magnetic eld components above:P Hz
and splitting the vector magnetic eld dataset from 2005 to 2022 into 6 second
(66-point) intervals, yielding a total of 89,634,236 intervals of solar wind data. These
89,634,236 intervals were used as input for the neural network, which classi ed each
interval. A classi cation threshold of 0.95 was used to separate the output data series
into nonwave intervals (below 0.95) and wave intervals (above 0.95) established in
previous work [51]. From this dataset, the network identi ed a total of 1,588,170 wave
intervals ( 1:8%). Next, to estimate the accuracy of the network on the input dataset,
we consider a random sample of 90 predicted wave intervals by hand (5 each chosen
randomly from each year). A total of 78 out of 90 intervals contained uctuations that
were predominantly circularly-polarized and wavelike. Of the remaining 12 intervals, 7
contained wavelike uctuations in a narrow frequency lter, 2 were elliptically-polarized
wave intervals, and 3 were nonwave intervals. If we extrapolate to the full data set,
we expect that 87% of intervals identi ed by the network will be coherent wavelike
intervals. We will refer to the population of 1,588,170 intervals with network output

above 0.95 as the wave dataset.
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4.4 Wave interval statistics

To get an initial understanding of the wave dataset, we consider the prevalence of
wave intervals in Sec. 4.4.1, the physical parameters of wave intervals in Sec. 4.4.2, and
the statistics of minimum variance analysis in Sec. 4.4.3. We then discuss temperature

anisotropy instabilities and the statistics of wave amplitude in Sec. 4.4.4.

4.4.1 Prevalence of wave intervals

The rst statistic we consider is the number of wave counts binned by day, with
day O corresponding to January 1, 2005. The binned wave counts versus day index
are plotted in Fig. 4.1(a), and the associated FFT is plotted in Fig. 4.1(b). Note that
there is a long data gap beginning October 28, 2014 and extending through November
20, 2014, corresponding to times when the Wind spacecraft measurement set did not
record high-quality data. Other shorter data gaps are present as well.

In panel (b), the Fourier transform reveals four sharp peaks corresponding to
periods near 27, 13.5, 9, and 6.5 days. These periods are virtually equivalent to the
harmonics of the solar Carrington rotation period (27.3 days), indicating that the

primary wave sources are periodic and related to solar rotation.

4.4.2 Physical properties of wave intervals

We are interested in the solar wind conditions that support wave occurrence.
Therefore, we compare distributions of the average magnetic eld components and of
solar wind parameters in wave intervals and in all intervals. In Fig. 4.2, histograms
of the probability density functions (PDFs) of the average un Itered magnetic eld
components in each interval are plotted. The blue PDFs correspond to all solar wind
intervals, while the red PDFs correspond to wave-containing intervals. Dashed lines
represent the medians of these distributions. In panel (a), the PDF d, for wave
intervals has asymmetric, bifurcated peaks centered around4nT with large relative
magnitudes compared to the less strongly radial peaks near2nT associated with

all intervals. There is also a large trough in the wave interval PDF centered at O nT.
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Figure 4.1: (a) Histogram of total wave counts indexed by day and (b) FFT of wave
counts for the 18-year dataset. Vertical dashed lines represent the synodic Carrington
rotation frequency and its harmonics. In units of day*, these frequencies from left to
right are 57> forn 2 f 1' :1;2;3;4;5;6;79. The zero frequency bin is excluded from
the plot. The total number of wave intervals included in teh statistics is 1,588,170 out

of 89,634,236 solar wind intervals (1:8%).
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Figure 4.2: PDFs of the average non- ltered magnetic eld components (8, (b) By,

(c) B, for intervals across the 18-year dataset. Blue PDFs correspond to all intervals
and red to wave-containing intervals. There are 1,588,170 wave and 89,634,236 total
solar wind intervals included in the PDFs ( 1:8%).
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Figure 4.3: Histograms of PDFs for (a) magnetic eld-solar wind velocity anglegy ,
(b) solar wind speedjVj, (c) magnetic eld strength jBj, (d) proton temperature T,
(e) proton temperature anisotropy, (f) proton plasma beta. The blue distributions
correspond to all solar wind intervals, and the red distributions correspond to wave in-
tervals. Medians for each distribution are denoted by dashed lines. The total number of
intervals plotted in (a),(b),(c) is 1,588,170 wave intervals and 89,634,236 total intervals;
and in (d),(e),(f) 15,626 wave intervals and 2,229,849 total solar wind intervals.

Positive By contains more wave intervals, indicating that those orientations of the IMF
with positive By are favored. In panel (b), the PDF ofB, has a di erent shape for wave
intervals than for all intervals. The two peaks present in the PDF for all intervals are
situated symmetrically at 2 nT and 2 nT and are both absent from the wave PDF,
which has a single peak at 0 nT. This corresponds to the strong radial eld component
identi ed in the PDFs for By. In panel (c), the PDF of B, for wave intervals is wider
than the distribution for all intervals. Again, this corresponds to a strongly radial eld.

In Fig. 4.3, we plot several solar wind parameters averaged across each interval:
in panel (a), the magnetic eld-solar wind velocity angle gy (b), the bulk solar wind
speedjVj; (c), the magnetic eld jBj; (d), the core proton temperatureT,; (e) the
proton temperature anisotropy T,.» =Ty, and (f) the proton plasma beta. The solar

wind speed, proton temperature, and proton number density measurements come from
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the SWE instrument suite [143] onboard Wind [206]. In panel (a), the PDF ofg, for
wave intervals displays strong peaks centered at 2@nd 155. The peaks themselves
are asymmetric, with the peak centered at 155reaching a maximum value that is 12
times the maximum value of the 20 peak. In panel (b), the PDF ofjVj for wave
intervals favors fast wind more strongly than slow wind. The median solar wind speed
in wave-containing intervals is 80 km/s higher than for all intervals. In panel (c), the
median magnetic eld strength for wave-containing intervals is 5.0 nT compared to 4.6
nT for all solar wind intervals, an 10% increase for wave intervals.

In panels (d),(e),(f), the numbers of intervals with associated reliable tempera-
ture measurements within each histogram are 20,643 wave intervals (1.3% of the wave
dataset) and 2,229,849 total intervals (2.5%). Note that the proportion of wave inter-
vals out of all intervals with reliable proton temperatures is a factor of 2 less than the
proportion of wave intervals in the full dataset (1.8%). In panel (d), the PDF ofT,
for waves is strongly skewed towards higher temperature; the wave median is 8.1 eV,
more than double the median of the full distribution (3.9 eV). In panel (e), the PDF of
proton temperature anisotropy for waves follows the full solar wind distribution closely
for low anisotropy (i.e. Q5 < T, =T,x < 1:5. For larger anisotropy outside of this
range, the wave population proportionally has larger numbers of waves. In panel (f),
the PDF of , for waves is on average much larger than for the background solar wind.
The median |, for wave intervals is 0.91 compared to 0.52 for all intervals.

The fast, high-temperature solar wind with radially-aligned elds tends to have
the most waves. There is a long-established positive correlation between the velocity
and proton temperature in the solar wind (e.g. [87, 28]); thus, the higher temperature
seen for wave intervals may simply be a result of a higher velocity. To investigate
this possibility, we consider conditional averages of several solar wind parameters. To
compute the conditional average of a variablg on x, denoted \yjx", the variable x is
split into bins, and the average of the variabley is computed in each bin. In Fig. 4.4 are
plotted conditional averages of proton temperature (panel a), magnetic eld strength

(b), proton density (c), and proton plasma beta (d), for the wave (red) and nonwave
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Figure 4.4: Conditional averages oB, n,, T,, and , conditioned on the solar wind
speed.

(blue) distributions and for 100 horizontal bins. In panel (a), the temperature for wave
intervals is consistently higher than for all intervals across alV. In panel (b), the
conditional average of the magnetic eld is lower amplitude for wave intervals than
for all intervals. The proton density in panel (c) does not seem appreciably di erent
for waves versus all intervals. These three quantities determing, shown in panel (d)
which is signi cantly higher on average for wave intervals.

It is clear from the conditional averages in (a) that the higher proton temper-
ature associated with waves is not solely the result of a higher average velocity. The
magnetic eld tends to be weaker on average during wave intervals; this is in contrast
to the medians shown in Fig. 4.3, in which the wave intervals have a higher median
temperature. Also, , & 1 on average for wave intervals across all, indicating that

the thermal energy content of the solar wind is linked to wave occurrence. The high
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p Might also be a sign that waves are being generated by temperature anisotropy

instabilities (e.g., [56, 60]). We will discuss this further in Sec. 4.4.4.

4.4.3 Minimum variance analysis

The neural network is capable of nding intervals which contain waves, but
the intervals themselves have xed window lengths; in other words, wave-containing
intervals are not composed solely of wave uctuations. the interval plotted is not
a six-second interval To estimate the extent of a wavelike subinterval, we split each
data interval into fractional subintervals of various xed lengths. The chosen lengths
are 66N for N 2 f 1;2;3;4;5;6g; and for each length 66N; we designate R 1
semi-overlapping subintervals. Throughout our analysis, we refer to, = ,n as the
minimum variance eigenvalue with the minimum variance directiow,”= R 2= max
as the maximum variance eigenvalue with maximum variance directiovp;”and 3 =

mia as the intermediate variance eigenvalue with intermediate variance direction. "
The optimal subinterval for each wave interval is chosen from among these candidate
subintervals based on a selection process with three requirements:

(1) The hodogram of the magnetic eld uctuations (i.e. the plane with normal
direction given by Q) should have at least one magnetic eld measurement within
each quadrant of thev3(s-plane, which requires that the subinterval corresponds to
approximately one wave period at a minimum.

(2) The wave amplitudeB must be at least 01 nT. If the wave amplitude is less
than 0.1 nT for a subinterval, then the uctuation amplitude across the subinterval
is not signi cantly larger than the turbulence background. We computeB™ as follows:
The maximum and minimum values ofB,, the maximum variance component, are
identi ed. The two vectors in the B, Bgs-plane associated with the maximum and
minimum values ofB, are identi ed, and the magnitude of the di erence vector between

these two vectors is computedB is one half of the magnitude of the di erence vector.

1 An example can be seen in Fig. 3.2(g), where the wave-containing subinterval is only
a fraction of the six-second interval plotted in panel (d).
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(3) Subintervals must satisfy max= md < 3 and mig= mn > 10, as these
subintervals likely correspond to circular polarization.

From among the subintervals satisfying these three requirements, the subinter-
val with the largest nig= min iS chosen as the optimal subinterval. If no suitable
subinterval exists, then the wave interval is ignored for the purposes of MVA statistics.
Using this brute-force approach, we identify valid MVA subintervals for 1,385,450 out
of the 1,588,170 wave intervals (87%) and an estimate for thek-direction associated
with the wavevector. We estimated in Sec. 4.3 that 87% of the wave intervals iden-
tied by the network contain circularly-polarized waves. This is consistent with the
estimate from this MVA subinterval search.

Note that machine learning largely resolves a major issue with applying MVA
to arbitrary data, namely the existence of nonwave uctuations that occur primarily
in two dimensions that cannot be di erentiated from circularly-polarized waves (e.g.,
[45]). The subintervals identi ed using this approach are contained in intervals that
have essentially been pre- Itered for wavelike content by the neural network, making
MVA more reliable in detecting waves.

Using K, we can establish corresponding estimates fogs (the angle between
the estimated unit wavevectork and the un ltered magnetic eld) and v (the angle
between the estimated unit wavevectok and the solar wind velocity V). In Fig.
4.5, we plot several PDFs related to the MVA wavevector estimates. In panel (a),
the ratio of the intermediate to minimum eigenvalues associated with single best MVA
subintervals are plotted with a cuto to enforce mig= min > 10. The median yjg= min
is 37, corresponding to strongly one-dimensional uctuations. In panel (b), the ratio
of maximum to intermediate eigenvalues associated with single best MVA subintervals
are plotted with a cuto to enforce max= mia < 3. The median max= miq IS 1.8,
which corresponds to mostly equal uctuation size in the two planar components of
the uctuating magnetic eld. In panel (c), s, the angle between the best estimate
of unit wavevectork and the background magnetic eldB is plotted. Most intervals

have strong alignment between the magnetic eld and wavevector; a small number
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Figure 4.5: Statistics of wave parameters corresponding to wave subintervals. A total
of 1,385,450 out of 1,588,170 wave intervals had at least one valid MVA subinterval
( 90%). (a) The ratio of maximum to intermediate and (b) intermediate to minimum
eigenvalues associated with single best MVA subintervals; (c)g , the angle between
the best estimate of unit wavevectok and the background magnetic eldB; (d) kv,
the angle between the best estimate of unit wavevectkrand the solar wind velocityV ;

(e) the wave amplitude in the MVA subinterval; (f) the ratio of the wave amplitude to
the background magnetic eld; (g) the magnetic compression in the MVA subinterval;
and (h) the ratio between the magnetic compression and the wave amplitude.
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have wavevectors perpendicular t@. In panel (d), kv, the angle between the best
estimate of unit wavevectork and the solar wind velocityV, is plotted. Most wave
modes have parallel or quasi-parallel con gurations of the wavevector and solar wind
velocity. However, a small but sizable number of modes have more oblique angles
between the wavevector and solar wind velocity. In panel (e), a PDF of the estimated
wave amplitudeB is plotted. There is a cuto in the histogram at the minimum allowed
B of 0.1 nT. In panel (f), we plot a histogram of the wave amplitude normalized by
the background magnetic eld. The majority of intervals have amplitudes that are less
than 10% of the background magnetic eld; however, a small number of modes appear
to have higher amplitudes. In panel (g), we plot a histogram of intervals based on
their values of jBjmwa. |Bj is the di erence between the maximum and minimum
un Itered magnetic eld strength within each valid MVA subinterval. The quantity

jBj provides a rough estimate of the magnetic compression, if any, associated with
each wave mode. Most wave subintervals have little to no magnetic eld compression,
implying that most modes are incompressive. However, a small but notable portion of
the wave population seems to have relatively large magnetic eld compression within
the wave interval. In panel (h), we plot the ratio of the magnetic compression to the
wave amplitude.

The g histogram appears to show two distinct populations of modes: those
with quasi-parallel propagation and those with quasi-perpendicular propagation. Oblique
modes ( 45) are notably less common than either of the other two cases. Addition-
ally, modes seem to be split between a relatively high magnetic compression and low
magnetic compression in panels (g) and (h).

Statistics related to g yield insight into the physical properties of the incom-
pressive and compressive modes. In Fig. 4.6, we plot joint probability distributions
of g and several solar wind parameters, as well as conditional averages of each pa-
rameter on g. The quasi-parallel population on average has a slightly higher solar
wind speed, higher magnetic eld, higher proton temperature, lower proton density,

and lower proton beta than the quasi-perpendicular and oblique modes. The average
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Figure 4.6: Joint PDFs of several solar wind parameters versug . Black lines corre-
spond to conditional averages of the parameter on the y-axis, conditioned og .
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Figure 4.7: Joint PDF of g versus jBj. The black line represents the conditional
average of jBjon g.

proton temperature anisotropy, on the other hand, does not appreciably change with
kg and is similar for the quasi-parallel and quasi-perpendicular modes.
The nal quantity related to g, plotted in Fig. 4.7, is the joint distribution of
the magnetic compression versugg , with the conditional average ofB denoted by the
solid black line. The average magnetic compression increases proportionally with .
However, the spread in the distribution of jBj remains relatively tight until about
80 degrees, where the standard deviation becomes larger. One possible explanation is
that there are several distinct populations of wave modes that have quasi-perpendicular
propagation, such as kinetic Alfven waves and magnetosonic/whistler waves, while the
population of quasi-parallel modes may be predominantly a single population, namely
Alf\en/ion cyclotron waves.
The correlation between magnetic compression and obliqueness of the wave is ex-
pected to some degree; we expect a circularly-polarized wave with nonzegg to have
a corresponding uctuation in the magnetic eld strength. A theoretical prediction for
this magnetic compression is summarized as follows: For an ideal circularly-polarized
wave propagating at an angle g with respect to B, the wave component along the
direction of B will uctuate between a maximum and minimum value determined by
kg and B. The maximum (minimum) wave component alongB, corresponds to a

maximum (minimum) eld strength resulting from the alignment (anti-alignment) of
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Figure 4.8: Joint distribution of jBjand jBjw. The solid black line is the conditional
average of jBjy on jBj; the dashed black line is a line of slope 1.

B, and the wave component alon@ . The di erence between these eld strengths is

denoted |Bjy, where

q q
jBjm = B&+ B2+2BoBsin( ) B3+ B2 2ByBsin( g): (4.1)

If the circularly-polarized wave were the only uctuation present in a system, and if
magnetic compression were only associated with uctuation of the wave component
parallel to By then jBjy, would be identical to jBj.

In Fig. 4.8, a joint distribution of |Bj vs. |Bjw is plotted; the dashed black
line is a line of slope 1, and the solid black line is the conditional average ofBj
on B. The majority of intervals have relatively good agreement between the measured
and theoretical values of magnetic compression, but there are discrepancies at both
high and low magnetic compression, and the conditional average ofBj, is close to
1 everywhere. Most intervals have relatively low compression (i.e. 0:15 nT) for both
metrics. However, for a relatively low predicted compression (i.e.,jBjy < 0:15 nT)
the measured |Bj is higher on average than jBjy. One interpretation is that the
prediction represents an ideal physical scenario without additional uctuations besides
the wave, whereas the measuredjBj is subject to statistical e ects resulting from
other structures present in the signal. jBj e ectively has a noise oor associated

with non-wave plasma structures that modify the magnetic eld strength which makes
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jBj > Bjn. On the other hand, for relatively high compression (i.e.& 0:25
nT), |Bjw appears to overestimate the magnetic compression on average. There
are many possibilities; one is that an overestimate of the wave amplitud& would
correspond to an overestimate in the magnetic compression. Another possibility is that
the assumption of perfectly circularly-polarized waves is not exactly correct; waves that
are nearly circularly-polarized, or weakly elliptical, are also admitted; these elliptically-
polarized waves would have smaller jBj. This possibility is represented in Fig. 4.5(a);
the ratio of the maximum and intermediate eigenvalues is not exactly 1 for every wave
interval.

There are a small number of modes whose amplitudes (panel f) are relatively
high compared to the background eld B & 0:1Bg). A possible explanation is that
these intervals correspond to regions of instability in the solar wind. Some instabilities
of interest that could be tied to wave generation, namely the rehose and the mirror

instabilities, will be examined in the next section.

4.4.4 Temperature anisotropy instabilities and statistics of wave amplitude

The spatio-temporal evolution of waves is a consequence of the initial wave
properties and the parameters of the solar wind through which the wave propagates.
However, the initial wave properties are a function of the wave source, which means
the sources of waves must be accounted to understand the wave population. One
well-known source of waves is instability related to temperature anisotropy. When the
solar wind has a su ciently high degree of imbalance between the parallel and per-
pendicular thermal energies, certain wave modes can become unstable, leading to a
net transfer of energy between the waves, particles, and electromagnetic eld ([56]).
Because protons are the dominant contributor of mass to the solar wind, proton tem-
perature anisotropy instabilities are of particular importance for the evolution of the
solar wind. For instance, the rehose and mirror instabilities are thought to in uence
the shape of the particle velocity distributions through the growth of wave modes that

utilize the free energy associated with temperature anisotropy, ultimately reducing the
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Figure 4.9: Statistics related to the rehose and mirror instability criteria. An electron
to proton temperature ratio of 2.8 is assumed when computing total plasma beta. (a-d)
Probability distributions for wave intervals (red) and all intervals (blue) corresponding
to: (a) parallel plasma beta; (b) perpendicular plasma beta; (c) the rehose instability
criterion; and (d) the mirror instability criterion. Wave percentages associated with
particular values of (e) the rehose instability criterion; and (f) the mirror instability
criterion. The cuto s for instability are denoted in panels (c), (d), (e), (f) by the dashed
vertical lines, with arrows pointing into the regions corresponding to instability.

total anisotropy substantially (e.g. [58, 97, 81]). Here, we examine the criteria asso-
ciated with the rehose and mirror instabilities in the solar wind. Note that a xed
electron temperature ofTe = 2:8T,, Te, = 2:8Tp0, Tex = 2:8Tpx, is assumed in all
cases to compute the total; , and -, due to the limited number of wave intervals
which contain valid measurements for both electron and proton temperatures (see e.g.
Table 2 of [88], erratum of [89]).

In Fig. 4.9, we plot PDFs of the parallel and perpendicular proton plasma beta,
along with the statistics of the rehose and mirror instability criteria. In panels (a) and
(b), the parallel and perpendicular plasma beta corresponding to waves are on average
higher than for the background solar wind. In panel (c), the rehose criterion is satis ed

for a substantial number of wave intervals, particularly compared to the background
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solar wind. In panel (d), a relatively high number of wave intervals satisfy the mirror
mode criterion for instability compared to the background solar wind. There is a sharp
dropo in the total number of intervals which satisfy the mirror-mode criterion, as
relatively few total intervals satisfy the mirror mode in the solar wind (e.g. [81]).
The percentage of intervals that are waves is plotted as a function of the rehose
criterion (panel e) and the mirror criterion (panel f). In panel (e), bins satisfying the
rehose criterion have a proportionally higher number of wave intervals compared to all
intervals, with the ratio of wave intervals to all intervals increasing with the anisotropy
in . Notably, the wave percentages of rehose-unstable intervals (2 5%) are an
order of magnitude larger than the wave percentages associated with the di erence
between , and - is near zero ( 0:25%). In panel (f), wave intervals proportionally
satisfy the mirror mode criterion more often than the rest of the solar wind. The
percentages of intervals that are waves

Another link to wave generation mechanisms is the correlation of wave amplitude
with solar wind parameters. The wave amplitude is a ected in general by many factors,
such as solar wind parameters, damping mechanisms, and the properties of the wave
source, and as such is not a metric that itself identi es a wave or its source; however,
it is a useful heuristic for tracking how waves are generated and evolve. In Fig. 4.10,
we plot joint distributions of the wave amplitude B and several solar wind parameters.
V, B, Ty, Np, ., and Ty, =Ty The conditional average of8" on each parameter is
plotted as a black line on each plot. The average wave amplitude has an approximately
linear relationship with V, Ty, B, and np; however, the average amplitude uctuates
substantially for B > 10 nT, likely due to small sample sizes. The average amplitude
does not change substantially with the proton beta or temperature anisotropy, but the
spread in the distribution of amplitudes is large when the proton beta and temperature
anisotropy are near unity and are relatively small far from unity. This may indicate
that multiple populations of modes are present in the quasi-perpendicular case (e.g.,
magnetosonic/whistler modes and kinetic Ifven modes).

In Fig. 4.11 are plotted joint distributions of B on g and |Bj. The wave
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Figure 4.10: Joint distributions of B and several solar wind parameters. Black lines
correspond to conditional averages of the parameter on the y-axis, conditioned Bn

Figure 4.11: Joint distributions of B and wave properties; (a) (g and (b) jBj. Black
lines correspond to conditional averages & conditioned on the x-axis parameter.
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amplitude does not appreciably change with g, but the average wave amplitude

increases proportionally with the magnetic compression.

4.5 Discussion

The occurrence rate of waves has notable periodicities corresponding to har-
monics of the solar rotation period (27.3 day). One interpretation is that the sources
which generate waves are themselves periodic. If we assume that the contribution from
a given periodic wave source is localized in time and persists for an arbitrary num-
ber of solar rotations, the periodic contribution to the wave count will be similar to a
sum of delta functions separated in time by the solar rotation period. This time-series
signal is a Dirac comb, whose Fourier transform is also a sum of evenly-spaced delta
functions with spacing between peaks given by the reciprocal of the time-series spac-
ing. The structure of the Fourier transform of wave counts in Fig. 4.1(b) is similar
to a Dirac comb in that it has multiple evenly-spaced peaks with a frequency spacing
of 1=9 day !; if this signal is interpreted as a Dirac comb, then the fundamental
periodicity of the primary wave sources is 9 days.

One possible periodic wave source is the heliospheric plasma sheet and/or the
heliospheric current sheet (HCS) which contain myriad kinetic-scale structures, includ-
ing waves and current sheets (e.g., [207, 103]). In particular, previous work (e.g. [182])
has established that Alfen/ion cyclotron waves are common in the heliospheric cur-
rent sheet. The number of Wind spacecraft crossings of the HCS has been estimated
to be about 3.4 times per solar rotation ([119]). Assuming a Z¥day rotation period
for the Sun, that the Wind spacecratft is stationary in the ecliptic plane, and that the
HCS oscillates symmetrically about the ecliptic plane, the time between Wind HCS
crossings is approximately 9 days, which is close to the greatest peak of the Fourier
transform. However, the solar wind speed in the HCS is often slow (on average360
km/s, [119]), while most waves are identi ed in fast wind streams; as a result, it is un-
likely that measurements taken by Wind within the HCS make up the majority of the

wave population. Another possible periodic wave source is the boundary of corotating
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interaction regions (CIRs, i.e., the boundaries between fast and slow wind that persist
over several solar rotations, [80]) resulting from su ciently long-duration sunspots or
coronal holes on the solar surface (i.e., with lifetimes greater than the rotation period
of 27.3 days).

The fact that wave intervals are several times more common during intervals
when the solar wind satis es the parallel rehose and mirror criteria indicates that
these waves may be generated in-situ as a result of solar wind instability. Alfven/ion
cyclotron waves have been identied as mediators of the proton core temperature
anisotropy ([188]). However, only a fraction of wave intervals are unstable in total
([21]). This implies that the majority of measured wave modes have not been gen-
erated locally by instabilities related to anisotropy in the core proton temperature.
Furthermore, a substantial core proton temperature anisotropy does not seem to be a
key determinant of wave detection based on the conditional statistics in Fig. 4.6. There
are several other possibilities, including local generation by other types of instabilities
(e.g., core-beam instabilities or proton beam anisotropy, observed for ion cyclotron
waves in [198]) or remote generation of waves in unstable regions of the solar wind
which propagate through the region in which they are measured.

Indirect evidence might aid in the interpretation of some of these uctuations.
As was noted in Sec. 4.3, the relative proportion of wave intervals with a reliable
temperature measurement was 1.3%, while the relative proportion of all intervals was
2.5%. This is a dierence of nearly a factor of 2. The Solar Wind Experiment in-
strumentation measures the proton temperature; when certain structures are present
in the measured ion velocity distributions, such as proton beams or particularly fast
or slow alphas/heavy ions, the moment analysis can become unreliable ([143]). One
cause of unreliable temperature measurements is the presence of substantial proton
beams, which introduce a high-velocity structure into the proton velocity distribution.
Proton beams can have a meaningful impact on the dynamics of the solar wind, such
as through beam instabilities or core-beam interactions ([56]). For example, a previous

study found that A/ICWs are found in intervals with proton beam anisotropy (e.qg.,
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[198]). If intervals with substantial proton beams are more likely to have waves than
the rest of the solar wind, then this would contribute to the discrepancy in the total
number of valid temperature measurements in wave intervals and all intervals.

Another possibility is that there is a selection e ect resulting from Doppler
shifting of low-frequency Alfen/ion cyclotron waves with plasma-frame frequencies
f < 0:2 Hz into the spacecraft-frame frequency range. To illustrate, we estimate
the minimum plasma-frame frequency detectable in the spacecraft frame using the
Doppler-shifted frequency

lee=! +k V; (4.2)

where ! o is the spacecraft-frame wave frequency and is the plasma-frame wave
frequency. For a parallel-propagating Alf\en wave with the lowest detectable plasma-

frame frequency of @0 Hz 1.3 rad=s,
Vv
l3radss !'min(l+ —) 4.3)
Va

where ! i, is the minimum frequency in the plasma frame and, = B:pom—pnp

is the Alfien speed. If we assume typical fast wind values [111] of, 55 cm 3,

B 66nT,andV 510 knrs, thenV=\y, 8, and so Alfien waves with plasma-
frame frequencied ' min 0:1 rad=s may be detected. The quantitykd, can be
used as a heuristic for the scale of the system. Whé, 1, whered, = c=!, is the
proton inertial length, the uctuation can be interpreted as being near proton kinetic
scales; and wherkd, << 1; the uctuation can be interpreted as a uid uctuation.
For the lowest-frequency detectable waveky,in di = ! mindi=va  0:2 < 1. Based on
this analysis, it is likely that some number of lower-frequency waves are included in the
wave dataset which are not technically ion-scale waves. These are likely to be Alfven
waves given the generally low magnetic compression and quasi-parallel propagation of
the majority of identi ed wave modes, which is also supported by past studies that

have found predominant signatures of Alf\en/ion cyclotron waves among quasi-parallel
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modes (e.g., [92, 208]). It may be necessary in future studies to separate these low-
frequency uctuations from the rest of the higher-frequency population depending on

the nature of the study.

4.6 Conclusions

We have applied a machine learning method to nd ion-scale electromagnetic
waves in the Wind magnetic eld dataset from 2005-2022, nding that 1:8% of the
solar wind at 1 au contains predominantly circularly-polarized wavelike uctuations in
the spacecraft-frame frequency range 0.2-5.5 Hz. The total number of ion-scale waves
is consistent with past predictions of waves ( 1% in, e.g., [92, 196]; 2% in, e.g.,[218]).
The number of waves identi ed per day across the full dataset has strong periodicities
that appear to be related to solar rotation.

Wave-containing intervals come about more often in the fast solar wind, at
high proton temperatures, and in radial magnetic elds. The proton plasma beta is
signi cantly higher on average for wave intervals compared to the rest of the solar
wind, but the proton temperature anisotropy is not signi cantly di erent. Based on
conditional statistics, the natural correlation between fast wind and high temperature
does not seem su cient to fully explain the high proton temperature associated with
wave intervals.

The majority of waves appear to be quasi-parallel incompressive uctuations.
Previous studies have determined that the majority of parallel-propagating circularly-
polarized intervals are likely Alf\ven/ion cyclotron waves, while obligue modes may be
a combination of kinetic Alfen and magnetosonic/whistler waves (e.g., [78]). There
may be a population of Alf\en waves with frequencies below 0.2 Hz that are Doppler
shifted into the spacecraft-frame frequency range.

Wave intervals are seen very often in solar wind streams that are unstable to the
rehose and mirror instabilities, but the full solar wind dataset does not often satisfy
the criteria associated with these instabilities. This implies that, while some number

of waves may be generated in-situ during periods of instability resulting from proton
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temperature anisotropy, the majority of waves are either locally generated by other
mechanisms or are remotely generated and propagate into the regions in which they

are detected.
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Chapter 5
THE SOLAR CYCLE DEPENDENCE OF ION-SCALE WAVES

5.1 Abstract

The properties of waves across the eighteen-year Wind dataset show that waves
are observed more often in the fast, hot, and high plasma beta solar wind, and the
number of waves tends to uctuate with periodicities tied to solar rotation. Can the
primary wave generation mechanisms be related to dynamics of the Sun? Further,
does the degree of solar activity change the statistics of the observed waves? The
occurrence rates and solar wind parameters of waves detected during solar minimum,
solar maximum, and the rising and declining phases (the intermediate phases) of the
solar cycle are compared, and it is found that the intermediate phases of the solar cycle
contain proportionally 50% more waves than either solar minimum or maximum.
This surplus of waves during the intermediate phases remains consistent across the

fast wind, the Alf\enic slow wind, and the non-Alfwenic slow wind.

5.2 Introduction

The solar magnetic eld follows a 22-year inversion cycle, which corresponds to
an inversion of the Sun's dipole moment every 11 years. The inversion of the magnetic
eld results from the action of the solar dynamo, whose changing behavior in uences
the global structure of the magnetic eld. One extremely important consequence of
the periodically-deforming and reforming internal magnetic structure of the Sun is the
generation of sunspots ([10]). Sunspots are optically dark regions on the solar surface
that have high magnetic density and low plasma density, often marking magnetically
active regions of the solar surface. The dependence of sunspot number on phase of

the solar cycle is strong enough that the sunspot number was used for centuries as the
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primary evidence of the solar cycle, and sunspot number continues to be a primary
means of tracking the solar cycle ([53]). Solar maximum corresponds to the maxi-
mum sunspot number and thus maximum solar activity; solar minimum corresponds

to the minimum sunspot number and minimum solar activity. The phases between the

maximum and minimum sunspot number (i.e. the descending and rising phases) are
collectively referred to in this chapter as the intermediate solar cycle.

As expected, di erent phases of the solar cycle also correspond to varying solar
wind properties. Based on measurements by the Ulysses spacecraft at solar minimum,
the equatorial wind appears to be primarily slow, dense, and unsteady ([130]), and
the polar wind tends to be fast, tenuous, and steady ([131]); while at solar maximum,
the equatorial wind contains signi cantly more variation in parameters such as speed
and density ([140, 132]). Additionally, previous studies (e.g. [163]) have found that the
declining phases of past solar cycles contained fewer weak coronal holes compared to
the rising phase of the solar cycle and have a high degree of variability in the types of
solar wind generated during these times. We wish to determine whether the properties
of the ion-scale wave population change as a function of solar cycle. However, one
major consideration is that the statistical dependence of waves on various solar wind
parameters may a ect the statistics across solar cycle phase. For example, it was shown
in Chapter 4 that the fast solar wind tends to have the most waves. If a particular
phase of the solar cycle had more fast wind than another phase, that section would
likely have proportionally more waves simply due to having a higher percentage of fast
wind.

To minimize the statistical e ects of the underlying parameter distributions, we
will separate the dataset based on the category of solar wind and then compare like
categories of wind across solar cycle phases. There are numerous ways to categorize
the solar wind (e.g., based on speed, [47, 25]; by source region, [212]); here, we will use
the categorization scheme of [38], which uses the solar wind speed and the normalized
cross-helicity at uid scales to separate the data. The normalized cross-helicity is

the (normalized) correlation between the solar wind speed and the magnetic eld. A
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relatively high normalized cross-helicity is an observed feature of the fast solar wind
([38]). Separately, large-scale Alfen waves have been observed in the solar wind,
particularly in fast wind streams ([15, 14, 38]), and Alfven waves with anti-sunward
or sunward propagation are associated with a particular value of the normalized cross-
helicity{for anti-sunward waves, a normalized cross-helicity +1; and for sunward waves
-1, [187]). Meanwhile, the slow solar wind typically has lower values of the normalized
cross-helicity. This has led to the interpretation of uctuations in fast wind streams
as "Alfienic", while uctuations in the slow solar wind were long thought to be "non-
Alfenic”, in the sense that the velocity and magnetic eld uctuations at large scales
are not strongly correlated (e.g., [26]). However, there are sections of the slow solar
wind that have a high normalized cross-helicity, implying that there may be di erences
in the turbulence properties in those Alf\enic slow wind streams (e.qg., [42]). Thus, we
will use the classi cation scheme of fast, Alienic slow, and non-Alf\enic slow wind
(e.g., [38)).

In this chapter, we examine the statistics of waves at di erent phases of the
solar cycle (solar maximum, solar minimum, intermediate phases, and all phases). We
compute the normalized cross-helicity for intervals in each phase, which is used to sort
the data in each phase into fast wind, Alfvenic slow wind, and non-Alfienic slow wind.
The occurrence rates across each of these phases is computed, which reveals that the
intermediate phases of the solar cycle contain proportionally 50% more waves than

any other phase.

5.3 Solar cycle statistics

Data corresponding to the sunspot cycle are taken from the smoothed sunspot
number recorded by the Solar In uences Data Analysis Center and provided by NOAA
The four data phases considered are solar minimum (June 2007-May 2010, June 2017-

December 2020), solar maximum (August 2011-December 2014), the intermediate

! The data are available through the NOAA Space Weather Prediction Center website
at: https://www.swpc.noaa.gov/products/solar-cycle-progression
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phases (January 2005-May 2007, June 2010-July 2011, January 2015-May 2017, Jan-
uary 2021-December 2022), and the entire dataset (January 2005-December 2022). In
Fig. 5.1, we plot the smoothed monthly sunspot number and the number of waves
per month from January 2005-December 2022. Shaded regions correspond to near so-
lar maximum (green), near solar minimum (orange), and the intermediate solar cycle
(purple). Each phase has a di erent proportion of wave intervals: for solar minimum,
there are 486,945 wave intervals out of 33,425,455 total intervals (1.46%); for solar
maximum, 221,334 out of 15,925,244 (1.39%); for the intermediate solar cycle, 862,627
out of 40,282,939 (2.14%); and for the full dataset, 1,570,906 out of 89,633,638 (1.75%).
The intermediate phases of the solar cycle have far more waves proportionally, approx-
imately 50% more, than the other phases.

In Fig. 5.2, we plot the percentage of intervals that are waves as a function of
the magnetic eld components in the GSE coordinate system. In panel (a), lo®y
corresponds to low wave percentages (0:4%) across each phase. AB,j increases
past 2 nT, the percentage of wave intervals increases sharply within each phase near
0 and 180s, up to an order of magnitude increase compared to the minimum. For
|Bxj > 6 nT, the intermediate solar cycle has substantially higher wave percentages
than the other phases, in some cases reaching double that of solar minimum at its two
peaks. In panels (b) and (c), low magnitudes of the non-radial componenB8; B, < 2
nT) tend to have the most waves in all cases, while larger magnitudes Bf; B, tend
to have fewer waves. The intermediate phases have signi cantly larger percentages of
waves for

We plot the percentage of intervals that are waves as a function of six solar wind
parameters in Fig. 5.3. Note that in panels (d),(e),(f), there are fewer intervals involved
in the statistics due to the relatively small number of reliable temperature measure-
ments, i.e. those with a data quality ag of 8, 9, or 10, within each histogram: 6,076
wave intervals out of 744,893 total intervals for solar minimum (0.82%); 4,003 wave in-
tervals out of 523,585 total intervals for solar maximum (0.76%); 10,564 wave intervals

out of 998,157 total intervals for the intermediate phases (1.06%); and 20,643 wave
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Figure 5.1: Statistics for smoothed monthly sunspot number and number of waves
per month. Durations of the solar cycle phases are shaded by color, marking near
solar maximum in green, near solar minimum in orange, and the rising and declining

(intermediate) phases in purple. The black dashed lines in the top plot denote the

chosen cuto s for sunspot number to determine the phases for solar maximum and
solar minimum near the peaks and troughs. The red dashed line in the bottom plot

denotes the median number of waves per month (5,506).
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Figure 5.2: Wave percentage plots for un ltered (aBy, (b) By, and (c) B, across four
solar cycle phases. There are 486,945 wave and 33,425,455 total intervals during solar
minimum (blue); 221,334 wave and 15,925,244 total intervals during solar maximum
(green); 862,627 wave and 40,282,939 total intervals in the intermediate phases (or-
ange); and 1,570,906 wave and 89,633,638 total intervals in the full dataset (black).
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intervals out of 2,266,635 total intervals for the full dataset (0.91%). In panel (a), the
phases have notably di erent peak values neargy =0 ;180. The intermediate solar
cycle has higher percentages of waves for the highly parallel/anti-parallel con gurations
of B and V. The peak wave percentages of the intermediate phases are nearly twice
that of solar minimum. In panel (b), the wave percentages versy¥j indicate that the

four data phases have similar velocity dependence for slow wind, while solar maximum
has notably fewer waves for 550 km/g Vj 650 km/s. While the wave percentage
seems to be dependent on solar wind speed, it is not a monotonic relationship, as there
is a sharp dropo past 750 km/s. In panel (c), the wave percentages associated with
the magnetic eld show strong dependence on the eld strength. Each phase has a
maximum wave percentage near:5 nT, but the max percentage for the intermediate
phase is 50% larger than that of solar maximum or minimum. In panel (d), the wave
percentages associated with the proton temperature are not signi cantly di erent be-
tween the phases. In panel (e), the wave percentages associated with the core proton
temperature anisotropy increase signi cantly once the temperature anisotropy passes
unity. The intermediate phase has a steeper increase compared to the other phases;
however, the low sample size for substantial anisotropy impedes the interpretation of
statistics past an anisotropy value of 2. In panel (f), the wave percentages sharply
increase across all phases ag approaches unity, with the wave percentages for, > 1
being nearly an order of magnitude greater than the lowp case. The intermediate
phases again seem to have sharper increases compared to the other phases, with the
intermediate phases having a higher wave percentage for every value p& 0:3. For

very high , & 8, the wave percentages across all phases drop signi cantly.

5.4 Categorizing the solar wind using the cross-helicity

The high percentage of waves during the intermediate solar cycle phases is no-
table, but it is unclear whether this is a result of di erences in the underlying solar
wind conditions during each phase. Here, we separate the data in each solar cycle phase

into fast wind (>400 km/s) and slow wind & 400 km/s). We will further separate the
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Figure 5.3: Wave percentage in each solar cycle phase as a function of solar wind param-
eters: (a) magnetic eld-solar wind velocity angle gy ; (b) magnetic eld strength jBj;

(c) solar wind speedVj; (d) proton temperature T,; () proton temperature anisotropy;
and (f) parallel proton plasma beta ,. Panels (a), (b), (c) contain 486,945 wave and
33,425,455 total intervals for solar minimum (blue); 221,334 wave and 15,925,244 to-
tal intervals for solar maximum (green); 862,627 wave and 40,282,939 total intervals
within the intermediate solar cycle (orange); and 1,570,906 wave and 89,633,638 total
intervals in the full dataset (black). Panels (d), (e), (f) contain 6,076 wave and 744,893
total intervals during solar minimum (blue); 4,003 wave and 523,585 total intervals
during solar maximum (green); 10,564 wave and 998,157 total intervals during the in-
termediate phases (orange); and 20,643 wave and 2,266,635 total intervals in the full
dataset (black).
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slow wind into Alfvenic and non-Alfvenic wind using the normalized cross-helicity. We
use the de nition of the normalized cross-helicity written in terms of the positive and
negative Elsasser energies, which are the energies associated with sunward (positive)
and anti-sunward (negative) Alf\en waves ([187, 38]):

2 2
o= Sy (5.1)
where Z, corresponds to the positive andZ the negative Elsasser energy, de ned
below. The procedure to compute the cross-helicity is given as follows:

(1) One minute rolling averages about each 6-second interval are computed to
smooth the small-scale uctuations, yieldingViy; Bim; pim-

(2) Two hour boxcar average®ox; Brox Of the 1-minute averages are computed.
The uctuations V; B of the 1-minute averages are obtained by subtracting the

boxcar averages from the 1-minute averages:
v = vlm vbox (5.2a)

B = Bim Bbox (5.2b)
(3) The 1-minute Elsasser variables are de ned by

B
2=V p—— (5.3)
0Mp p;am

where , is the vacuum permeability andm, is the proton mass.

(4) The Elsasser energieg? = <jz j>> are computed by taking 12-hour aver-
ages of the Elsasser variables, denoted by the angle brackets.

In Fig. 5.4, we plot the normalized cross-helicity of the full dataset and of the
wave dataset. The magnitude of the normalized cross-helicity associated with wave-
containing intervals tends to be closer to 1 on average, although there is a signi cant
population of waves in non-Alf\enic wind.

In Fig. 5.5, we tabulate the statistics of the various solar wind phases and
partitions of fast, Alfienic slow, and non-Alf\enic slow wind within each phase, cor-

responding to 16 data partitions. The threshold used to separate fast and slow wind
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Figure 5.4: Distributions of the cross helicity for 6-second intervals (blue) and for wave
intervals (red).

Figure 5.5: Statistics of solar wind phases separated into subsections corresponding to
fast, Alfenic slow, and non-Alfvenic slow wind.
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Figure 5.6: Percentages of intervals that contain waves for each category of solar wind
within each solar cycle phase. The plotted values correspond to the nal column of
Fig. 5.5.

is 400kn¥s, and the threshold used to identify Alfvenic wind is > 0:5. The column
denoted "% of phase” is the percent makeup of the phase by solar wind type, while the
column denoted "% waves" is the percentage of intervals within the given subcategory
that are waves. In all cases, the fast wind tends to have several times more waves pro-
portionally than either type of slow wind, while non-Alf\enic slow wind tends to have

the smallest proportion of waves. The smaller total proportion of waves during solar
maximum is likely due to the lower percentage of fast wind (46%) compared to solar
minimum ( 60%) and the intermediate solar cycle (64%); in fact, solar maximum
has slightly higher percentages of waves across each type of wind compared to solar
minimum.

In Fig. 5.6, the wave percentages for each type of wind during each solar cycle
phase (i.e., the nal column of Fig. 5.5) are plotted. The intermediate phases of the
solar cycle contain more waves proportionally for each type of solar wind than the other
phases, while solar minimum contains the least waves proportionally for each type of

wind.
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5.5 Discussion

We have partitioned the wave dataset from 2005-2022 into 16 distinct sections
based on the solar cycle phase and the category of solar wind. These partitions reveal
a dependence of wave occurrence rate on solar cycle phase: the percentage of wave
intervals during the intermediate phases (24%) is 50% greater than the percentages
during solar maximum (139%) and solar minimum (146%). While a fraction of this
contribution comes from a selection e ect related to solar wind type, it is a relatively
small fraction; the bulk of the di erence is not a consequence of the type of solar wind.
In particular, the fraction of waves in the fast wind during the intermediate phases
(2.83%) is about 40% greater than the fractions for solar maximum (2.08%) and solar
minimum (2.00%); in Alfvenic slow wind, the fraction in intermediate phases (1.31%) is

25% and 40% larger than solar maximum (1.04%) and solar minimum (0.91%); and

in non-Alf\enic slow wind, the fraction in the intermediate phases (0.71%) is 18%
and 25% larger than solar maximum (0.60%) and solar minimum (0.56%). nish
Evidently, the total amount of solar activity is not the most important factor in wave
generation; otherwise, we might expect solar maximum to have the most waves. The
discrepancy between wave percentages might be related to the dynamics of the solar
surface during the rising and declining phases. A dynamically-evolving solar surface
could provide a complex environment for ion-scale waves to develop through various
mechanisms, such as microinstabilities ([56]); however, this claim requires further study.

There are notable di erences between the two categories of slow wind, with
anywhere from 30-40% more waves being detected during periods of Alfenic slow
wind. One possibility is that there are large-scale Alf\ven waves present in the Alf\enic
wind; some number of Alfen waves may be Doppler shifted into the spacecraft-frame

frequency range as discussed in Sec. 4.6.
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Chapter 6
CONCLUSIONS AND FUTURE WORK

In this thesis, a novel method using convolutional neural networks to identify
circularly-polarized wave intervals in Wind magnetic eld data was developed. A train-
ing set was built from the ground up using two types of intervals: data intervals labeled
manually and synthetic data intervals generated using a typical turbulent noise back-
ground with wave or nonwave structure superposed. A convolutional neural network
architecture with multiple parallel convolutional layers was designed with the purpose
of identifying multiple scales of wave periodicities. The neural network architecture
was tested using various means, including cross-validation and multiple testing sets in-
volving wave and nonwave intervals, and an iteration of the network was created that
detects waves with a high degree of accuracy and precision. This network was used to
classify a nearly two solar cycle-duration magnetic eld dataset (2005-2022) produced
using the Wind spacecraft, in which nearly 1.6 million wave intervals were identi ed.
The number of waves detected per day was found to have multiple frequency peaks as-
sociated with harmonics of solar rotation, implying that the dominant wave sources are
mediated by the rotation of the Sun. The majority of these waves come about in the
fast, hot, and high- solar wind. Statistics of wave properties demonstrate that the ma-
jority of wave intervals correspond to quasi-parallel uctuations that are predominantly
incompressive while a smaller percentage are strongly compressive quasi-perpendicular
uctuations. Separation of the eighteen-year dataset based on solar cycle phase and
category of solar wind (fast wind, slow Alfwenic wind, and slow non-Alf\enic wind)
yields an unexpected picture of waves in the solar wind, with electromagnetic waves at
1 au predominantly occurring during the intermediate phases of the solar cycle. The

generation mechanisms of these waves might vary with the phase of the solar cycle,
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implying that the e ects of ion-scale waves in the solar wind may change throughout
the solar cycle.

This work has advanced our understanding of waves in the solar wind at 1 au.
Electromagnetic ion-scale circularly-polarized waves are not ever-present, as only about
1.8% of intervals in the solar wind were found to contain waves. However, the incidence
of waves shows strong correlation with the periodicity of crossings of the heliospheric
current sheet by the Wind spacecraft. The implication is that wave generation is
likely mediated by the current sheet, but that the waves damp as they propagate
away from their origin location. For instance, nearly 15% of intervals on some days
contain circularly-polarized waves, while less than 1% on other days contain wavelike
uctuations. This mediation of wave generation by the heliospheric current sheet
implies that the physics of solar wind heating near the heliospheric current sheet is likely
di erent from other regions that have very di erent incidences of circularly-polarized
waves. Notably, as shown in Chap. 4, wave intervals exhibit a higher temperature
relative to non-wave intervals that cannot be explained simply through the correlation
of solar wind velocity and temperature.

This thesis has yielded two main scienti ¢ tools which can be used in future
studies: (1) a computationally-e cient method to identify circularly-polarized waves
involving a convolutional neural network; and (2) a circularly-polarized ion-scale wave
dataset at 1 au. Each of these tools can be used in a variety of research applications;
some potential avenues are explored below.

The machine learning methodology can be modi ed for use in the study of other
spacecraft datasets, such as the Parker Solar Probe dataset, which would allow for the
study of waves at di erent locations in the heliosphere. In the case of the Parker
Solar Probe, the near-Sun solar wind has been shown to contain myriad ion-scale
waves that play roles in heating and accelerating the near-Sun plasma (e.g., [21, 192]).
The investigation of waves in the near-Sun solar wind and solar corona could yield
new insight into the various roles of waves in guiding the evolution of the solar wind.

The development of statistically-signi cant wave datasets at multiple locations in the
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heliosphere would allow for comparative studies of waves in the near-Sun and near-
Earth solar wind, for instance, which could ultimately improve our understanding of
the roles that waves play globally in heating and accelerating the solar wind throughout
the heliosphere.

Another extension of the machine learning methodology is to magnetic eld data
that has been preprocessed using narrow bandpass lters, allowing for the detection
of a larger variety of ion-scale waves. The ability to identify wave modes e ciently in
more complex physical scenarios, such as periods with substantial turbulence, intervals
with more than one wave mode, or strong wave damping, could be invaluable for future
studies of circularly-polarized waves.

The existing wave dataset can be analyzed to investigate the roles of waves
on energy transfer in the solar wind. For instance, the in uence of waves on the
turbulent cascade could be examined by estimating a turbulent cascade rate (e.g.,
through structure functions, [151, 62]) in time windows which contain proportionally
many waves and few waves. Comparisons of the cascade rates across the multi-decade
Wind dataset would provide a statistical picture of how waves in uence cross-scale
energy transfer.

As was discussed in Chapter 4, the wave dataset is composed of several pop-
ulations of modes. The wave intervals have distinct but correlated parameters which
are likely dependent on their fundamental modalities. Two-parameter statistics are
in many ways overly simplistic given the diverse solar wind conditions and potential
properties of waves. A di erent avenue of study could be the use of unsupervised clus-
tering algorithms (see, e.g., [166]) to separate the wave dataset into distinct wave mode
populations based on the solar wind and wave properties associated with each inter-
val. This could provide insight into more complex parameter relationships that guide
wave generation or of solar wind conditions that are conducive to the propagation of
certain modes. Another more direct approach to classifying the modes is through a
numerical approach such as a linear dispersion solver (e.g., [104]), which would directly

compute the allowed wave solutions based on the solar wind conditions and the wave

144



parameters.

An outstanding question remains regarding the relative role of wave damping in
solar wind heating versus other heating mechanisms. Although wave intervals only rep-
resent about two percent of the solar wind at 1 au, wave damping may contribute more
strongly to heating in certain regions of the solar wind such as near the heliospheric
current sheet. Understanding the speci c roles of waves in solar wind heating, such
as those generated through instabilities, requires analysis of the velocity distribution
functions associated with wave intervals. Future studies could involve the analysis of
velocity distributions in di erent regions of the solar wind to determine whether the

contribution from wave damping changes signi cantly throughout the dataset.
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Appendix A
APPLICATION OF THE MANUAL METHOD

The manual method of wave identi cation referenced throughout this work in-
volves a combination of frequency Itering, minimum variance analysis, and visual
inspection. Here, we will show examples of candidate interval classi cation for a co-
herent, a complex, and a nonwave interval. The frequency Iter used throughout this
analysis is a Blackman sinc windowing function with a transition bandwidth of 0.04
Hz. For highpass ltered intervals, the cuto frequency is chosen to be 0.18 Hz, mean-
ing that signals from 0.16-0.2 Hz are partially attenuated; below 0.16 Hz, the signal is
completely attenuated. For bandpass lItered intervals, the choice of passband will be
given.

To select candidate intervals for the training set, two di erent methods were used
to identify time windows with candidate wave intervals: (1) visual inspection of the
wavelet power spectral density (PSD) for a magnetic eld component and (2) random
choices of date ranges. The purpose of using two distinct methods is to ensure that we
are both including intervals that have a signi cant degree of power in the frequency
range of interest, which makes these intervals useful for training the neural network;
and that we are not introducing bias into the selection process training set. A wavelet
transform ensures that we are including intervals with substantial uctuation power,
while random selection accounts for any bias introduced by making use of a wavelet
transform. Once time windows have been selected, intervals within the time window
that have a signi cant magnetic uctuation are chosen. The candidate wave intervals
are analyzed using minimum variance analysis and visual inspection. The subintervals
within each time window to be discussed in detail are shaded in pink, and the 6-second

intervals that would be used in the training set are marked by the dashed black lines
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Figure A.1: Wavelet power spectral density oB, for scales corresponding to 0.2 to 5.5
Hz.

on each plot. A single interval will be selected from each time window to illustrate
the process; in practice, of course, more than one interval (and in general all of them)
would be examined by hand. In cases which require a bandpass lIter to resolve (i.e.,
complex and nonwave intervals), the passband is changed by hand (in some cases ten
or more times) to con rm the ndings of single lters. Also, the minimum variance
analysis eigenvalue ratios are highly sensitive to the choice of subinterval; as a result,
the bounds of the subinterval in question are varied numerous times. For the sake of
brevity, not every choice of bandpass lter is shown, and only the " nal" subinterval

on which the classi cation is based will be included.

In Fig. A.1 is plotted the Morlet wavelet power spectral density of they-
component of the magnetic eld for a one-minute interval whose midpoint is midnight
on January 1, 2005. The wavelet transform was calculated using a family of Morlet
wavelets using 100 wavelet scales with central frequencies in the range 0.2 to 5.5 Hz.

The wavelet power spectral density (PSD) is the square of the wavelet coe cients of
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Figure A.2: Time-series magnetic eld components (top), highpass- Iltered magnetic
eld components (middle), MVA components of the pink shaded region (bottom), and
the hodogram of the MVA components. The MVA eigenvalue ratios ShowWnax = mig =
1892 and yax= mig = 2:04, and the MVA components may correspond to a linearly-
polarized wave structure.

the wavelet transform. They-component is not uniquely important; this same analy-
sis can be conducted separately for each of the three components and the magnitude
of B in the process, a detail that was included when building the training set. The
wavelet transform contains multiple short bursts of activity; these might correspond to
short-duration wave packets, but they could also belong to other transient structures.
To investigate whether the bursts of high-frequency activity in the wavelet trans-
form correspond to circularly-polarized waves, we consider the time-series associated
with the wavelet transform. In Fig. A.2, we plot the un ltered magnetic eld compo-

nents, the highpass- Itered magnetic eld components, and a 6-second subinterval of
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Figure A.3: Time-series magnetic eld components (top), bandpass- Itered magnetic
eld components (middle), and MVA components of the pink shaded region (bottom).
The MVA eigenvalue ratios ShOw yax= mia = 27:09 and nax= mia = 2:59, and the
MVA components do not indicate the presence of a circularly-polarized wave.

interest, along with the hodogram of the MVA components. From a highpass lter,
it appears that there is a notable large-amplitude uctuation near the center of the
window, which MVA indicates could be a linearly-polarized wave or another structure.
We check several narrow bandpass lters for the presence of any circularly-
polarized wave behavior, with one bandpass- Itered data series example in Fig. A.3 for
the range 0.2-1.0 Hz. It is clear that the selected interval does not contain a circularly-
polarized wave mode, perhaps instead a linearly-polarized wave mode; therefore, we
classify this 6-second interval as a nonwave interval.

Next, we will consider two randomly-chosen minute-long time windows. In
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Figure A.4. Time-series magnetic eld components (top), highpass- Iltered magnetic
eld components (middle), and MVA components of the pink shaded region (bottom).
The MVA eigenvalue ratios Show max= mig = 1:48 and pax= mig = 244:71, and the
MVA components clearly correspond to a circularly-polarized wave structure.

this case, we do not look at the frequency content of the whole signal before analyzing
speci c intervals manually; instead, we simply consider the time series and pick regions
with signi cant uctuations amplitudes.

The rst time window is a one-minute window beginning just before midnight on
December 31, 2016. In Fig. A.4 are plotted the un ltered magnetic eld components,
the highpass- Itered components, and a subinterval over which minimum variance anal-
ysis is computed. The one-minute interval is pervaded by wave-like uctuations; we
choose a single subinterval by eye to perform minimum variance analysis. This inter-

val has what appears to be a circularly-polarized wave mode with minimum variance
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